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Abstract
Using a standard discrete-choice model of new vehicle demand I estimate an oligopolistic equilibrium
model of endogenous vehicle characteristic choice with fixed costs. I show that the fixed costs of changing
vehicle characteristics are significant in magnitude and not accounting for their presence has a large
impact on estimation results. I use the model to evaluate the gaming opportunities embedded into the
new attribute-based CAFE standard that provides an incentive for automakers to increase vehicle size by
setting lower fuel eﬃciency standards for larger vehicles. I show that endogenous characteristics choice
models without fixed costs significantly overestimate the impact of the legislation and the feasible gains
attainable through the incentives available. The inclusion of fixed costs reverses the predictions of the
basic model and suggest that the footprint incentive does not produce market-wide vehicle size increases.
The paper concludes that the new CAFE standard aﬀects at most a select few vehicles that are upsized
for the sake of compliance. Moreover, the results imply that firms pass the cost of compliance onto
consumers by increasing vehicle prices.
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Introduction

Product design choices are among the most important decisions firms are faced with. This is especially true
in the case of automobiles where vehicle design is characterized by significant technological complexity and
constant innovation, as well as an emergence of national and global design-based standards and regulations on
safety and fuel eﬃciency. The tradeoﬀ between compliance, strategic considerations, and consumer demand
is becoming more and more stark and has been gaining the attention of the literature ([2, 11, 15, 16]).
Several recent papers have attempted to model these tradeoﬀs with diﬀerent versions of endogenous vehicle
characteristics choice models, but the fixed costs of changing vehicle characteristics have largely been ignored
in these studies. Yet it is hard to argue against the existence of large fixed costs associated with vehicle
design given the nature of the industry and the observed persistence of vehicle characteristics over multiple
years.
In this paper I introduce to the empirical literature on vehicle design an oligopolistic equilibrium model
of endogenous vehicle characteristics choice with fixed costs. Previous versions of this model have been
successfully applied to the study of various questions of entry, product assortment, design, and location
decisions in a number of diﬀerent industries. Using standard product level aggregate data on new vehicle
specification and sales I estimate a discrete-choice model of new vehicle demand together with a firm-side
endogenous vehicle characteristic choice model. In this market, each firm oﬀers an exogenous set of new
vehicles and makes characteristics choice decisions for all new vehicles oﬀered. Firms have the option of
updating a vehicle characteristic and incurring the associated fixed costs or keeping the characteristic from
the previous year unchanged. I use the equilibrium conditions implied by the model to set identify the fixed
costs of changing vehicle characteristics.
I show how naturally the model fits into the framework of vehicle design and illustrate the importance
of accounting for fixed costs through an analysis of the tradeoﬀs and incentives of the new footprint-based
Corporate Average Fuel Economy (CAFE) standard in the United States. CAFE requires new vehicles
sold in the United States to reach specified minimum levels of fuel economy. In case an automaker fails to
meet its CAFE target for any of its fleets, it must pay a fine. The fuel eﬃciency targets are determined
as a function of the size distribution of each automaker. There is an implicit incentive in this setup for
automakers to increase vehicle size by setting lower fuel eﬃciency standards for larger vehicles. I explore
the gaming opportunities implied by the incentive and ask the following questions: To what extent does the
size-incentive in the new CAFE aﬀect or potentially alter the vehicle size mix in the US? How much could
domestic firms take advantage of the footprint loophole to comply with the new fuel eﬃciency standards?
To what extent would the domestic vehicle fleet be diﬀerent today had the new CAFE standard not been
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introduced?
I conclude that fixed costs of changing vehicle size are sizable in magnitude and that they do alter firm
behavior in response to the opportunities presented by the legislation. I show that endogenous characteristics
choice models without fixed costs generate an unrealistic pattern of footprint changes for the majority of
new vehicles on the market each year and as a result significantly overestimate the impact of the legislation
on vehicle size mix. These predictions can be corrected to a large extent by the introduction of fixed costs
that hinder less profitable footprint changes.
Moreover, the presence of fixed costs have a significant impact on model predictions regarding the new
CAFE standard. In particular, the estimates of my model imply that the footprint incentive does not produce
market-wide footprint increases but it does present some opportunities for a select few vehicles to be modified
for the sake of compliance. I find that the vehicle size mix of domestic vehicles since the implementation
of the new legislation has largely been driven by consumer preferences and the new CAFE has only had a
minor impact on the vehicle size distribution in the US.
My work relates to a range of papers in the literature. The foundation for the linear moment inequality
framework used in my model for the set identification of fixed costs has been laid out by Pakes, Porter, Ho,
and Ishii (2011) [20]. Successful applications of this framework vary in terms of the industries analyzed and
the questions tackled including but not limited to: store location decisions and the diﬀusion of Wal-Mart
(Holmes (2011) [12]), ice cream assortment and pricing decisions (Draganska, Mazzeo, Seim (2009) [7]), the
portfolio choice of CPU options of downstream OEMs (Eizenberg (2008) [9]), the competition and CPU
product line innovations of upstream firms (Nosko (2010) [19]). Additionally, my model draws on the work
of Knittel [16] when estimating the production possibilities frontier for vehicle characteristics. The demand
side of my model is based on the seminal work of Berry, Levinsohn, and Pakes (1995)[5] (hereafter BLP)
and Nevo ([18, 17]).
Within the empirical literature on the automobile industry, my work relates to a number of recent papers
of endogenous product characteristics choice such as Gramlich (2010) [11] who builds a model with endogenous fuel economy, and Klier and Linn (2012) [15] who expand the set of margins to vehicle performance,
weight, and fuel economy. Most recently, Whitefoot, Fowlie, and Skerlos [23] tackle vehicle design decisions
relying heavily on the engineering design literature and use engineering simulations over a range of vehicle
design configurations and integrate these into a model of industry interactions.
Whitefoot and Skerlos [24] relates closest to the analysis of the new CAFE standard discussed in this
paper. They evaluate the impact of the new footprint-based CAFE standard by simulating a model in which
firms can modify vehicle dimensions, technology, acceleration, and fuel economy. The authors choose not
to estimate the demand parameters and use a range of estimates from previous literature. They find that
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the incentives of the new CAFE standard result in a sales weighted-vehicle size increase of 2-32% indicating
a strong adverse eﬀect. While these results are somewhat imprecisely estimated the findings have gained
considerable traction in the media. In this paper I also conduct an analysis of the new CAFE standard
estimating precisely the demand primitives governing consumer preferences. Moreover, I show the eﬀect of
omitting fixed costs from the analysis by juxtaposing a standard model without fixed costs to the full model
and compare each of their predictions to the observed data.
Lastly, within the study of possible loopholes of the CAFE standard my work relates to a number of
papers. Anderson Parry Sallee and Fisher (2011) [1] note that due to the diﬀerent standards for cars and
light trucks there has always been an incentive to modify smaller more fuel eﬃcient cars to be classified
as light trucks to raise the average fuel eﬃciency of the fleet. Anderson and Sallee (2012) [2] explore a
loophole introduced by the Alternative Motor Fuels Act which credits vehicles with the capability of running
on a gasoline mixture with a high percentage ethanol content (E85) with a much higher mileage than they
actually achieve.
This model with the inclusion of fixed costs could be extended to evaluate the eﬀectiveness of similar fuel
eﬃciency regulations around the world. Indeed, most developed countries have in place some regulations
aiming at increased fuel eﬃciency and reduction of carbon footprint. These regulations either use demand
side tools (such as carbon- or gas-taxes or feebate systems which impose a fee on ineﬃcient vehicles and
provide rebates for eﬃcient ones) or supply side fuel eﬃciency targets (that automakers must meet or pay
fines otherwise). The majority of the countries that use supply side disincentives implement flexible fuel
standards based on some vehicle specific attribute such as weight or footprint. A clear understanding of
the tradeoﬀs, implications, and outcomes of such regulations is fundamental to choosing the correct policy
measures to achieve a desired outcome.
The rest of the paper is organized as follows. Section 2 summarizes the details of the new CAFE standard.
Section 3 describes the model used in the paper. Section 4 elaborates on the estimation procedures. Section
5 describes the model fit and counterfactual simulations. Finally, section 6 concludes.

2

The auto industry and the new CAFE standard

CAFE requires each automaker to meet a fleet-specific1 minimum average fuel economy. CAFE standards
are administered on the basis of EPA’s test procedures for measuring fuel economy of new vehicles. If an
automaker fails to meet its CAFE target for any of its fleets, it must pay a fine of $55 for each miles per
1 For CAFE purposes we can distinguish three fleets per automaker: domestic passenger cars, import passenger cars, and
light trucks. The fuel eﬃciency targets are diﬀerent for passenger cars and light trucks.
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gallon it fell short of the target multiplied by the total sales of that fleet for that year, or

F inef leet

=

$55 (targetf leet

achievedf leet ) salesf leet

Within each fleet, the achieved fuel economy of the fleet is the harmonic sales weighted average of the
fuel eﬃciency of each vehicle in the respective fleet.
The details of the new CAFE standard were finalized in 2009 and were implemented for model years
2011-2016. Before the implementation of the new CAFE standard fuel economy targets varied only by the
passenger car and light truck fleets. Within a fleet all vehicles were required to meet the same fuel eﬃciency.
The new CAFE introduced for the first time an attribute-based fuel eﬃciency standard based on the vehicle’s
footprint2 . This implies that there is a variation in the CAFE targets even within a fleet so that, for example,
smaller passenger cars need to meet higher fuel eﬃciency targets than larger passenger car. At the firm level
this means that the footprint-based standard will have diﬀerent eﬀects on diﬀerent manufacturers based on
the size distribution of their vehicles.
[Figure 1 about here.]
Figure 1 shows the evolution of the passenger car and light truck standards over time. Figure 1 a) plots
the the historic CAFE targets as well as the new CAFE fleet-wide targets estimated by the National Highway
Traﬃc Safety Administration (NHTSA). Figure 1 b) shows the actual targets for the US Big Three3 . There
are some discrepancies to note between the two figures. First oﬀ, according to NHTSA the new CAFE is a
steep increase over the old standard, yet it is clear from subplot b) that the transition year 2011 represents
a decrease in fuel eﬃciency targets for the US automakers.4 Second, there is quite a bit of variation among
the actual targets for the Big Three with a clear increase in dispersion over time in the passenger car fleet.
[Figure 2 about here.]
The actual functional form used in the new CAFE footprint-based standard is described by the equations

2012

2011 :

T arget (f tpt) =

2016 :

T arget (f tpt) =

2 Footprint

1
1
a

+

1
b

1
a

e(f tpt c)/d
1+e(f tpt c)/d

1
⇥
⇤
min max c ⇤ f tpt + d, a1 , 1b

refers to wheelbase times width or the area delimited by the four wheels of the vehicle.
Motors, Ford, and Chrysler are the three American manufacturers commonly referred to as the Big Three.
4 This can be attributed to the shape of the 2011 target as well as the relatively high average footprint of the Big Three.
3 General
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where f tpt represents the vehicle’s footprint in square feet and a, b, c, d are parameters of the function that
vary for each model year and are diﬀerent for passenger cars and light trucks. Figure 2 shows these functions
for both cars and light trucks for 2011-2016 compared to the historic CAFE non-attribute based counterparts
from previous years. For both fleets the functional form contains flat and decreasing portions with kinks
at 41 and 56 square feet for passenger cars and 41 and 66 square feet for light trucks. While both the
passenger car and light truck functions feature a range with a decreasing target as footprint increases, but
the functional form for passenger car has a steeper decrease compared to the light truck function with a 28
and 17.7 degree slopes for 2012, respectively. This implies a larger reduction in mpg target for each square
feet increase for cars than for light trucks. Past the upper kink there are no additional reductions in the
target for any further increases in footprint.
According to Portney et. al. (2003) [21] and others, vehicle manufacturers could meet historic CAFE
standards by adopting fuel-saving innovations, by lowering the relative price of small vehicles relative to
big vehicles, or by reducing weight and other vehicle attributes. With the introduction of the new CAFE
manufacturers now have an additional avenue to meet CAFE standards, which is increasing the average
footprint of their vehicles and thus reducing the fuel eﬃciency targets set by the legislation. Indeed, looking
at these functional forms a clear incentive is apparent for automakers to increase the average footprint of
their vehicles and thus reduce the CAFE target they are required to meet.
In order to illustrate the opportunity built into the footprint based standard, consider the practical
example of one of Ford’s staple passenger cars, the Ford Focus, that has been produced each year over the
sample period with yearly sales figures ranging between 150k-260k. During the period 2001-2010 the Focus
has consistently had a footprint in the range of 47.7-48.5 square feet. With this size, the Focus needs to
reach approximately 32 mpg in 2012 and 36 mpg for 2016 for CAFE purposes. However, the Ford Focus has
been updated in 2012 and its footprint has been increased by over 4 square feet to a staggering 52 square
feet, which corresponds to CAFE targets of approximately 30 mpg in 2012 and 33 mpg in 2016 (in 2012 the
Focus achieves about 38.6 mpg for CAFE purposes, much outperforming the targets in all years).
This paper is not suggesting that Ford increased the size of the Focus solely because of the new CAFE, but
it is interesting to evaluate the consequences of this change as it pertains to the legislation. As a simple back
of the envelope calculation ceteris paribus, this change of footprint for a single model eﬀectively reduced
Ford’s target for passenger cars from for 2012 from 29.77 to 29.21 mpg and earned the automaker $22.8
million worth of CAFE credits (or reductions in CAFE fines) that can be applied to any of Ford’s CAFE
fines three years prior or post 2012 or can be traded to any other manufacturer within this time frame. It is
important to stress that these reductions in the target are achieved purely through a footprint change and
not through changes in actual fuel eﬃciency.
6

From a casual observers point of view it does seem that there is an incentive for firms to increase the
footprint of at least some of their vehicles for the sake of compliance with the new CAFE standard. The rest
of the paper evaluates the feasibility and cost eﬀectiveness of footprint change as an avenue of compliance.

3

Model

The model presented in this paper deviates from previous models of vehicle characteristic choice and CAFE
compliance in a couple of important respects, which I describe below.
The literature classifies the firm’s problem of characteristics choice into short- and medium, and long-run
based on observations of new vehicle market: firms set vehicle prices every year, modify or redesign their
vehicle oﬀerings every 2-5 years, while major changes in power train technology occur in much longer cycles
(possibly even every 10 years) [15]. Thus, the short-run problem represents that of price setting only in
which case the only option for compliance with fuel eﬃciency legislation is to lower the relative price of
(usually smaller) more fuel eﬃcient cars relative to less fuel eﬃcient oﬀerings [21]. In the medium-run, firms
can redesign their vehicle oﬀerings by altering weight or power output in which case they can aﬀect fuel
eﬃciency without significant overhauling of power train technology. Finally, in the long-run firms have the
freedom to introduce major technological changes, such as hybrid technology or electric power train.
The vast majority of recent papers on endogenous characteristics choice in the auto industry (Whitefoot
and Skerlos [24], Gramlich (2010) [11], Klier and Linn (2010) [14], Whitefoot Fowlie Skerlos [23]) focus on
the medium-run. The general approach is to set up the firm’s problem of optimal characteristics choice as
a search over a one or more modifiable characteristics that maximize the firm’s variable profits. This is an
extension of the standard optimal price setting problem. However, in these models all firms are allowed to
re-optimize their vehicle characteristics in each period which, based on the observations described above, is
somewhat unrealistic for a number of reasons.
First, such models generate changes in characteristics for most (if not all) vehicles on the market each
year, compared to 10-30% of vehicles that actually undergo alterations during any particular year. This
issue limits the predicting power of these models when looking at year-to-year characteristics decisions. One
way of mitigating the concern of year-by-year re-optimization used by Whitefoot Fowlie Skerlos [23] is to
compare vehicle oﬀerings of a base year (2006) to a future year (2014). Under this setup the assumption is
that the two time periods are far enough that all vehicles are updated in the meantime.
The second concern is a conceptual one related to the characteristic choice optimization as an extension
of the price setting problem. Given that under 30% of vehicles undergo vehicle characteristic changes
in each year it is possible and likely that the observed set of vehicle characteristics in the data is not
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necessarily “optimal” (i.e. maximize variable profits) for that year, but the gain in variable profits generated
from changing these characteristics does not warrant a re-design. Therefore, a firm might be to choose to
carry forward a sub-optimal vehicle design from a previous year instead of updating to the optimal level
and incurring the cost of redesign. This implies that variable profits alone might not provide suﬃcient
information to model characteristics choice problems of this nature. In order for a standard static model to
generate a pattern close to that observed in the data, significant fixed costs must be built into the model.
The literature has mostly ignored the presence of these fixed costs probably because there is not too much
information available with regards to the magnitude of these costs.
This paper focuses on the medium-run problem as well and it incorporates the fixed cost discussed
above: the model in this paper allows vehicle characteristics changes only in the case when the expected
gain in variable profits outweighs the fixed costs associated with the redesign. This results in a significant
improvement over previous approaches in terms of the fit of the model’s predictions to the data. In order
to circumvent the lack of cost data I estimate the fixed costs justified by the variation in specification and
price data as well as the timing of observed vehicle characteristic changes.
With regards to CAFE compliance, most papers in the literature distinguish between domestic firm that
are assumed to be constrained by the CAFE standard and foreign firms that are assumed to ignore the
CAFE standard. As Jacobsen (2008) and Klier Linn (2012) note, historically firms could be classified into
three categories: firms who have consistently exceeded the standard (mostly Asian manufacturers like Honda
and Toyota), firms who have payed fines regularly (mostly luxury and European firms), and US firms who
have marginally met the standard each year and never actually paid fines. From a modeling perspective
then, the general approach is to assume that US based manufacturers are constrained and required to meet
the standard and the literature estimates the shadow cost of meeting the standard (that represents any
repercussions associated with violating the regulation ranging from bad press to legislative pressure). All
other fine paying firms are assumed to ignore and just absorb these fines.
In my model I deviate from this approach somewhat and assume that the CAFE legislation enters the
firm’s problem directly as a financial cost. In particular, I include the CAFE costs into the optimal price
setting condition of all firms. The justification for this decision is that new vehicle pricing is generally country
specific and fine paying firms might choose to pass the legislative costs onto consumers or might try to use
the pricing mechanism to minimize these fines by shifting sales to relatively more fuel eﬃcient vehicles in
their lineup.
In order to limit the choice set and make the estimation of the model more tractable I focus on US firms
only5 . In my model the CAFE legislation enters the characteristic choice problem of US firms only. In other
5A

justification for this assumption could be that US firms who might have higher stakes in meeting the standard might
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words, I treat foreign vehicle characteristics as exogenous and estimate the vehicle characteristics choice for
US firms only (this includes Chrysler, Ford, and GM, including all the brands they control). However, I do
allow all firms to set prices optimally for all their vehicles in each period.

3.1

Demand

Following BLP the demand side consumer problem is captured with a standard random coeﬃcient model
nested into a Cobb-Douglas utility specification in expenditures and vehicle characteristics. A detailed discussion of the model is available from several previous sources, so here I will summarize the basic setup of the
model as it pertains to the question of interest. The model presented below assumes that demand parameters
are constant across time. While this is a strong assumption made for the purposes of reducing computation
time, it is standard in the literature and could be relaxed later on. Consumer utility is represented such that

U (⇣i , pj , xj , ⇠j ; ✓)

=

(yi

↵

pj ) G (xj , ⇠j , vi ) e✏(i,j)

where yi is the income of consumer i and pj is the price of vehicle j, while G (·) is linear in logs and contains
the random specification. This functional form is advantageous because it generates wealth eﬀects which is
arguably a reasonable assumption for durable goods and especially for the demand of new vehicles. With
this setup and letting uij = ln (Uij ), the utility of consumer i for any product j in year t is a function of the
characteristics of the product and the consumer such that

uijt

=

↵ ln (yit

pjt ) + xjt +

X

k xjkt vikt

+ ⇠jt + ✏ijt

k

where xj is a K-vector of (observed) product characteristics. This specification allows for a mean

and a

consumer specific random taste preference parameter vikt . ⇠j represents any product specific characteristics
that are unobserved by the econometrician. The outside option is ui0t and represents the choice of not
purchasing a new vehicle (i.e. not purchasing a vehicle at all, leasing a new vehicle, or buying a used vehicle)
and is modeled such that

ui0t

=

ln (yit ) + ⇠0t +

0 vi0

+ ✏i0t

want to design their vehicles in line with regulation while the same is less likely the case for foreign manufacturers. The main
gain from this assumption is the reduction of computation time and the assumption should not have a major eﬀect on the
predictions of the model. I am currently working on relaxing this assumption.
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Following BLP I assume that the income distribution is lognormal such that yi = exp (mt + y vy ) and
⇣
⌘
its parameters are estimated from the March CPS. Denote ⇣ ⌘ vy , {vik }k=0...K , {✏ij }j2J which represents
the set of consumer-specific variables: v are assumed to be standard-normal and IID across consumers and

characteristics and are held fixed over all time periods, while ✏ijt are Type-I Extreme Value taste shifters
IID across consumers and products. Note that market shares depend on the diﬀerences in utilities so for
the estimation purposes the outside option ends up being subtracted from uijt and normalized to zero. This
implies that there is a random coeﬃcient on the constant term for the utility of the inside goods.
The demand structure is convenient because utility is separable into a product- and consumer specific
components denoted by
jt

jt

and µijt , respectively. Then we can rewrite utility as uijt =

jt + µijt + ✏ijt

where

= xjt + ⇠jt is the collection of all the product specific terms and µijt comprises the remaining individual

specific terms. Thus the parameters governing demand demand are (↵, , ) and can be separated into two
components such that ✓d = (✓1 , ✓2 ), where ✓1 = ( ) and ✓2 = (↵, ) represent the linear and non-linear
parameters, respectively. This implies that the model predicted market share for product j is

sj,t (pt , xt ,

t ; ✓2 )

=

ˆ

1+

exp (
PJ
m=1

jt

+ µijt )

exp (

mt

+ µijt )

Pv (dv)

The following vehicle characteristics are used to capture demand: mile per dollar mp$ (cost of ownership
with regards to fuel eﬃciency), horsepower per weight hpw (acceleration), footprint f tpt (representing vehicle
size) and footprint squared. I allow heterogeneity in all vehicle characteristics modeled.

3.2

Supply

I model the supply side as a two stage game played in each year t. I abstract away from modeling vehicle
entry and exit decisions and I assume that in each period each firm is endowed with an exogenous set of
vehicle models. Some notation is necessary here. Within each year t, the set of all vehicles on the market
each year is represented by J.

6

Each firm f produces a set of J f vehicles. Each vehicle j is described by a

set of observed choice characteristics x indexed by k = 1 . . . K.
The timeline of the game is as follows. In stage 1 firms make decisions whether to change vehicle
characteristics on any of their vehicles and pay the associated fixed costs or stay with the previous year’s
setup. These decisions are simultaneously and all firms must commit to these choices. Demand and cost
shocks are revealed to the firms and to the econometrician at the beginning of stage 2 at which time
firms set prices simultaneously for each of their vehicles. I assume that the observed set of product prices,
6 The set of vehicles on the market varies from year-to-year so J is a more precise notation. Given that I treat the variation
t
of set as exogenous I do not use the index t for notational simplicity.
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characteristics, and sales in the data in each year is the Sub-game Perfect Nash Equilibrium (SPNE) outcome
of this 2 stage game. The timeline is shown in figure 3.
[Figure 3 about here.]
In Stage 1 each domestic firm f makes decisions whether or not to change any of the characteristics k
of their products j 2 J f before observing the demand and cost shocks and commit to these characteristics.
The problem of the firms is as follows. In year t firm f solves

max{xj,t }j2J f Et

hP

j2J f

((pj,t

mcj,t )M sj,t (pt , xt ,

t ; ✓2 ))

CAF Ef (pt , xt ,

t ; ✓2 )

F Cf

s.t
F Cf =

P

j2J f

P

k

1 (xk,j,t 6= xk,j,t

1 ) ✓k , k

i

= 1...K

mcj,t ⇠ Fmc (X j,t , !j,t )

where each firm may choose to update characteristic k on product j in time period t optimally for each of
their vehicles j 2 J f to maximize expected profits net of expected CAFE fines (which depend on the product
characteristics chosen as well as on sales for each of the firms fleets) and net of the total fixed cost incurred
of the changes in product characteristics a firm incurs. M represents market size. If the firm chooses not
to change a characteristic k it remains unchanged from the previous period denoted xk,j,t

1.

Otherwise,

the firm chooses a new optimal value xk,j,t and the firm must incur a fixed cost ✓k for each characteristic
modified and for each vehicle. The fixed cost is assumed to be constant over time and across products
and manufacturers, but this can be relaxed if necessary. The sum of these fixed costs across characteristics
changed and across vehicles constitutes the total fixed cost each firm incurs in each period. In addition
to the fixed cost incurred for changing characteristics, all firms must incur a marginal cost mc per vehicle
produced that depends on a set of vehicle characteristics X that includes xj and other controls as well as
an IID cost shock ! that is unobserved until stage 2. The model assumes that only domestic firms consider
the CAFE standard in their product characteristic decision process. This is consistent with the data and
anecdotal evidence.
Once Stage 1 is complete demand and cost shocks are revealed and Stage 2 begins. At this point all
vehicle characteristics choices had occurred and the fixed costs had been incurred. It is assumed that all
demand and cost shocks are revealed and firms make simultaneous pricing decisions with full knowledge of
these shocks. In each period t, all firms f choose price {pjt }j2J f for each of their models j in order to
maximize
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max{pj,t }j2J f

P

j2J f

((pj,t

mcj,t )M sj,t (pt , xt ,

t ; ✓2 ))

CAF Ef (pt , xt ,

t ; ✓2 )

The specification implies that all domestic and foreign firms include the CAFE fines in their pricing decision
process.
The presence of fixed costs in the model has some important implications. For instance, a characteristic
k observed in the data in model year t is not necessarily maximizing expected variable profits, because as
long as the deviation from the variable profits maximizing value is relatively small the variable profit gain
from changing characteristic k to the optimal level might not outweigh the fixed costs ✓k .

4

Estimation

4.1

Demand

Demand parameters are identified by the joint distribution of prices, sales, and vehicle characteristics. There
are a couple of concerns that may jeopardize identification. The demand model incorporates unobserved
product attributes in consumer utility that are a potential source of price endogeneity (Berry 1994; Berry
et al. 1995). In addition, the presence of unobservable characteristics presents a classic selection problem
(Heckman 1978) because firms only oﬀer products with anticipated high demand. Assumption of the model
0

is that firms only observe the error terms ej = (⇠j , !j ) in Stage 2 after all characteristics except price had
been chosen in Stage 1. This assumption is reasonable since the process involved in a redesign is extensive
and can span many months or even years. This is documented by Whitefoot, Fowlie, Skerlos [23] and others.
The characteristics automakers choose at the early stages of design are diﬃcult and costly to change later
on and might not be possible given a fixed timeline of vehicle release. Given this assumption selection does
not depend on unobservables, so it is “ignorable”.
Price is set in Stage 2, therefore it is endogenous and a set of instruments is needed that is uncorrelated
with ej . By the assumption of the model any function of Stage 1 characteristics can be used as instruments
for prices. In practice I use as instruments a set of vehicle dimensions (height, length, width) for all other
models of the same company and all models for all other companies and brands as well as a set of own vehicle
characteristics that are intrinsic to the design of any vehicle (hybrid, import, number of doors, body type,
drive type, segment). These characteristics are fundamental to the design of any vehicle and must be chosen
early in the design process.
The demand side parameters are estimated separately from the supply side. Conceptually the optimiza12

tion is comprised of an outside search for the set of non-linear parameters ✓2 and an inside contraction
mapping to recover the mean-utility component . There is no closed form for the integral of the model
predicted market shares, so they are solved for numerically. In practice I calculate
sim

sj,t (pt , xt ,

t ; ✓2 )

=

1 X
exp ( jt + µijt )
P
sim i=1 1 + Jm=1 exp ( mt + µijt )

where sim represents the number of simulated individuals. For estimation I use sim = 1000 and use Halton
sequences to further reduce the sampling variance instead of drawing i.i.d. pseudo-random normal draws
for (vy , {vik }k=1...K ) (Gentle (2003) [10]). Combining these market share estimates with observed market
shares sj,t one can solve for (✓2 ) using the contraction mapping
h+1

=

h

+ ln (sj,t )

ln (sj,t (pt , xt ,

t ; ✓2 ))

Solving the contraction mapping represents the inner loop on the estimation which is done recursively.
The convergence criteria used for the contraction is of the order of 1e-14. Once we obtain (✓2 ) we can solve
for the linear parameters of the model by
✓ˆ1

=

x0 Z

1

1

Z 0x

x0 Z

1

Z 0 (✓2 )

where Z is a set of instruments. Thus, we can solve for the demand side unobservables such that

⇠ (✓)

=

(✓2 , s)

x

Finally, the GMM solution is
✓ˆ =
where
is

1

0

arg min ⇠ (✓) Z
✓

1

Z 0 ⇠ (✓)

is a consistent estimate of the optimal weighing matrix. Initially and then optimal weighing matrix
1
⇣ ⌘ ⇣ ⌘0
1
1
= Z 0 ⇠ ✓ˆ ⇠ ✓ˆ Z
where ✓ˆ is an initial estimate of ✓ using
= [Z 0 Z] as weighing matrix.
1



The outside search for ✓2 is accomplished using the gradient-based KNITRO [6] algorithm in MATLAB. The

stoppage criteria used in practice for the outside loop is of the order of 1e-6. These stoppage criteria are in
line with the recommendations of Dube Fox Su [8] with regards to the improving the numerical performance
of the BLP method.
[Table 1 about here.]
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Table 1 shows the estimation results of the basic logit specification for reference: column (1) presents the
OLS estimates and column (2) shows the GMM estimates. In practice, this method amounts to regressing
ln (sjt )

ln (s0,t ) on price and product characteristics, where s0,t refers to the outside option. This speci-

fication does not include the wealth eﬀects or the random coeﬃcients specification of the main model, but
it is still a quick and easy benchmark to compare the estimates of the full model. The OLS estimates have
the expected sign and are significant with the exception of acceleration (hpw) that has a negative coeﬃcient
but is not significant.
As described in section 3.1 it is likely that price is endogenous in this model and therefore the OLS
estimates are biased. Column (2) presents the GMM estimates that use the same set of instrumental
variables as the main model. The f-statistic is 57, dismissing any concerns of weak instruments. Note that
the coeﬃcient on price almost doubled in absolute terms. The implied sales weighted average own price
elasticity of the GMM specification is -2.0422 which is comparable to other estimates in the literature. All
coeﬃcients are of the expected sign and significant with the exception of miles per dollar that is not significant
but it is positive. The estimates imply that consumers have a strong preference for acceleration and vehicle
footprint. The preference for vehicle footprint is concave with a peak at approximately 72.5 square feet.
The demand estimates obtained from the full model are presented in table 2. In this specification consumers have preferences over expenditures and vehicle characteristics. These preferences depend on each
consumer’s individual income level and individual taste shock for each characteristic. All mean coeﬃcient
values are significant at the 99% level with the exception of miles per dollar that is not significant. The
standard deviation of the individual preference shocks are estimated to be extremely small and not significantly diﬀerent from zero. For the rest of the analysis I treat these estimates as zero. Overall the estimates
indicate that the mean preference for horsepower and footprint are positive. The concavity of the preference
for footprint carries over from the GMM estimates but with a lower peak of 72.1 square feet. The sales
weighted average price elasticity is estimated to be -3.6023.
[Table 2 about here.]

4.2
4.2.1

Supply
Production Possibilities Frontier

The model cannot allow firms to set all vehicle characteristics freely as the choice of a single characteristic
might aﬀect other related characteristics of the vehicle reflecting the technological tradeoﬀs associated with
characteristic choice. The literature is divided into the engineering and econometric approach in terms of
the method of choice with regards to the implementation of these tradeoﬀs. The engineering approach (used
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by Fowlie Whitefoot Skerlos [23] and others) amounts to using engineering software to run physics-based
simulations to recover the implications of diﬀerent characteristic choices. On the other hand, the econometric
approach is to estimate these tradeoﬀs directly from the observed set of vehicles in the data.7 Not having
access to engineering data or software I use the econometric approach similar to the recent work of Knittel
[16] and Klier and Linn (2012) [15].
In order to make the supply side realistic from a technological standpoint I estimate the technical interrelationship among vehicle characteristics or the Production Possibilities Frontier (PPF). I estimate this
technical trade-oﬀ using the set of observed vehicles in the data over time. While Knittel was only interested
in the PPF for mpg, for the purposes of this analysis I need the PPF of weight as well since this paper is
primarily concerned with changes in footprint that directly aﬀect weight. I allow firms to freely choose engine
performance and vehicle size. These two characteristics together with the other features of the vehicle (body
type, drive type, hybrid technology) determine the fuel economy and weight of the vehicle in question8 . The
setup is intuitive in this logical direction because higher engine performance generally corresponds to larger
engine displacement, which aﬀect fuel economy and weight adversely. Also, vehicle size is a clear determinant
of fuel economy and weight.

9

I can estimate the PPF separately from the main model. The PPF equations I estimate in practice is

ln mpgjt

=

ln wtjt

=

For ease of notation, let xppf
=
j

⇣

0

+

1

ln hpjt +

2

ln f tptjt + ppf
jt

+ ✏it

⇢0 + ⇢1 ln hpjt + ⇢2 ln f tptjt + ppf
jt ⇢ + "it

ln hpj , ln f tptj , ppf
j

⌘

denote the full set of characteristics relevant in

the estimation of the PPF where ✏it and "it represent additional characteristics of the vehicle that are
uncorrelated with the observables and ppf
is a vector of additional vehicle characteristics that include
jt
dummies for manufacturer, body type, drive type, hybrid, as well as number of doors and year or production.
I estimate the PPF parameters for mpg and weight with Generalized Least Squares separate from the
7 This

approach has been criticized due to the fact that only “optimal” combinations of characteristics bundles are observed
on the market while alternative bundles are not. Fowlie Whitefoot Skerlos [23] suggest that the econometric approach estimates
steeper tradeoﬀs than those from engineering simulations.
8 Body type refers to whether the vehicle is a sedan, hatchback, SUV, etc. Drive type is either FWD, RWD, etc.
9 Naturally this is a simplification as there are other factors not included here that can alter the relationship between these
characteristics such as advanced engine technologies (turbo and superchargers, cylinder control) or the variety of materials for
construction (steel versus aluminum or carbon fiber).

15

main model. I construct
0

B
X ppf
=@
j

xppf
j

0

0

xppf
j

1

0

1

B ln mpgj C
Yj =@
A,
ln wtjt

C
A,

ppf

0

B
=@

⇢

1
C
A

for all models j where X ppf
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. The feasible GLS estimator
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j
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where N is the number of observations, ⌦ represents the kronecker product, and ⌦
of the optimal weighing matrix. In this case I use
ˆ
⌦

=

N

1

N
X

ˆ j û
ˆ0
û
j

j=1

ˆj = Y j
where û

ˆ
ˆ ppf and ˆ
ˆ ppf is the system OLS estimator.
X ppf
j

The estimation results are presented in table 3: column (1) and (2) presents the production function for
fuel eﬃciency and weight, respectively. The fit of the model is quite good for both functions with 84% and
93% adjusted R2 . All estimates are significant and of the expected sign.
Consider the PPF for fuel eﬃciency first. The results imply that a 1% increase in horsepower amounts
to a 0.30% decrease in mpg. A 1% increase in footprint results in a 0.35% decrease in fuel eﬃciency. Hybrid
technologies increase fuel eﬃciency significantly with the coeﬃcient implying a whopping 37% increase in
mpg. Over the sample period, fuel eﬃciency has increased less than 1% each year.
Turning the attention to the PPF for weight in column (2) the estimates indicate that horsepower, size,
and hybrid technologies all impact vehicle weight positively. Notably, a 1% increase in footprint results in
0.88% increase in vehicle weight, and the implementation of hybrid technologies increase weight by approximately 9%. It appears that weight has stayed consistent over the sample period with a small negative trend
of a tenth of a percent.
[Table 3 about here.]
4.2.2

Marginal Costs

Marginal costs are assumed to be a function of product characteristics. Given that I do not have access to
cost-side information I use the standard approach following Nevo to take advantage of first order condition
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in the firms problem to recover estimates for marginal costs. Using the demand parameters and the model
predicted market shares as well as the observed set of prices and vehicle characteristics, an estimate of the
marginal cost implied by the FOC in Stage 2 is

mc
where

=

p

(

(p, x, ; ✓2 ))



s (p, x, ; ✓2 )

@CAF Ef (p, x, ; ✓2 )
@p

is a J ⇥ J matrix such that

(m, n)

@CAF E
@p

1

=

8
>
>
<

@sn
@pm

>
>
:0

m, n 2 J f
otherwise

represents the change in CAFE fines due to a change in vehicle prices and the details of its derivation

are described in section A.2 of the Appendix. Figure 4 shows the distribution of sales weighted markup in
percent terms implied by the recovered marginal cost estimates. Mean markup is estimated to be around
38%.
[Figure 4 about here.]
These implied marginal costs can be used estimate the primitives governing the production process. The
marginal cost equation I estimate in practice is a the following

mcjt

=

w0 + w1 hpjt + w2 hp2jt + w3 f tptjt + w4 f tpt2jt + mc
jt w + !jt

where mc
jt denotes a vector of additional vehicle characteristics and !jt represents marginal cost shocks.
The list of observables included in mc
jt is the similar as in the PPFs in section 4.2.1 with the addition of a
dummy for imports10 due to the fact that production costs outside the US might be diﬀerent. The rationale
behind choosing this specific functional form was to allow a flexible structure for engine performance and
vehicle size and find the best regression fit possible.
Table 4 shows the estimation results for the production process. The adjusted R2 is quite good with a
value of 83.9%. The estimates imply convex marginal cost increases associated with increases in horsepower.
As expected, imports are estimated to be on average $3000 more expensive then domestically produced
vehicles, and the marginal costs associated with hybrid technologies are estimated to be $5800 on average.
10 Import refers to location of production and not the colloquial usage of foreign manufacturer. A vehicle is considered an
import if more than 75% of its production has taken place outside the USA. This definition coincides with the CAFE rules.
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Additionally, the estimates imply that production costs are diminishing over time at a rate of about $500
per year. Overall all these estimates seem reasonable.
[Table 4 about here.]
The estimates from the production process imply that marginal costs increase with footprint at a decreasing rate. Figure 5 shows a cost benefit analysis of increasing footprint in terms of the marginal cost
of production and the willingness to pay for these increases by consumers. Calculating the willingness to
pay for footprint increases is not that straightforward because price and income enter the utility formulation
non-linearly and thus have an eﬀect on the willingness to pay for size. For this graph I use the sales weighted
mean price and the mean income for the sample to plot the marginal benefit in 2001 real dollar terms for
consumers for increases in footprint against the marginal cost incurred by firms. For this income and price
level the benefit for consumers outweighs the cost to producers up to about 70 square feet. This result is
striking and indicates a strong consumer preference for size increases that outweighs the cost of producing
larger vehicles.
[Figure 5 about here.]
4.2.3

Fixed Cost Parameters

The fixed cost of changing a vehicle characteristic can be sizable in magnitude and refers to all the expenses
involved in the research, design, manufacturing, and support process of a vehicle component. For example,
in the initial phase of design there can be R&D expenses as well as design and testing costs involved until the
final component is finalized to be included into new/updated vehicles. In the production phase machinery
might require adjustments or reprogramming and the addition of new component might involve inventory
management issues. Finally, after the launch of the new/updated vehicle the service and support staﬀ
might require additional training to deal with possible technical issues with the new component. Clearly
this definition is very vague and all-encompassing which is somewhat of a problem given standard discrete
choice estimation techniques. The lack of data on such cost-side primitives does not even help in reasonably
bounding the magnitude of these fixed costs.
The approach in this paper is to use a revealed preference type argument and exploit the information
hidden in the observed optimal choice of firms as well as a set of feasible alternatives that the firms did not
end up choosing. Then, as long as we assume that (at least on average) the observed choice gives higher profit
than the profit of the counterfactual, inequalities generated by optimal behavior arise. However, typically
more than one value satisfies such inequalities that leads to a set of acceptable values for any parameter.
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Thus, as it pertains to the model the fixed costs are not point identified. I exploit the equilibrium conditions
of the SPNE which allow me to identify the bounds of the fixed cost parameters in the spirit of Pakes, Porter,
Ho, and Ishii (2006) [20]. The setup is similar to that of Nosko (2010) [19] who estimates the sunk cost of
product introductions in the CPU market.
Let ⇡ denote variable profits such that

⇡ (xt , •)

X

=

((pj,t

mcj,t )M sj,t (pt , xt ,

t ; ✓2 ))

CAF Ef (pt , xt ,

t ; ✓2 )

j2J f

For any firm to commit to changing a characteristic k the following equilibrium condition must hold
⇥
Et ⇡ x0k,j,t , x

k,j,t , x j,t

⇤

✓k

Et [⇡ (xk,j,t

1 , x k,j,t , x j,t )]

where ✓k is associated with the fixed cost of changing characteristic k, x0k,j,t represents an optimal value for
characteristics i for product j in period t, x
in time period t, xk,j,t
period, and x

j,t

1

k,j,t

refers to the set of all other characteristics for product j

refers to the observed value of the characteristic k for product j in the previous

is the set of characteristics for all other products with the exception of j.

Thus, if characteristic k of vehicle j remains unchanged from t

1 to t, the maximum gain in expected

variable profits achieved through the change must not have outweighed the fixed cost ✓k , which translates
into a lower bound for ✓k as follows
⇥
E ⇡ x0k,j,t , x

✓k

k,j,t , x j,t

⇡ (xk,j,t

1 , x k,j,t , x j,t )

⇤

On the flip side of this argument, if we observe that a firm decides to change characteristic k in period
t, it must be that the expected variable profit gains from doing so are greater the fixed cost incurred. This
condition translates into an upper bound for fixed costs

✓k



E [⇡ (xk,j,t , x

k,j,t , x j,t )

⇡ (xk,j,t

1 , x k,j,t , x j,t )]

I assume that expected and realized profits relate such that E [⇡ (·)] = r (·) + ⌫ where r is the estimate
of observed profits using the demand and cost estimates, and ⌫ is the realized diﬀerence between expected
profits and estimated profits. I assume that ⌫ is unobserved by the firms and the econometrician. This is
somewhat of a simplification that follows the approach of Nosko [19]. Pakes, Porter, Ho, and Ishii (2006)
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[20] allow for an additional error terms that is observable to firms but not to the econometrician. However,
given that the fixed costs are not point identified it is unclear how to utilize such an additional error term in
the counterfactual simulations, yet the complications it introduces in terms of computation are significant.
Therefore, I forgo the second error term for the purposes of this model and proceed with this specification.
This estimation process is quite computationally intensive. The upper bound is significantly easier to
estimate than the lower bound since all vehicle characteristics are observed, thus the only challenge in this
case is to compute the equilibrium prices and market shares and calculate variable profits for xk,j,t
ing all other-vehicle (observed and unobserved) characteristics
characteristics {x

k,j,t }

x

j,t , ⇠ j,t

1

hold-

constant. The same-vehicle

are allowed to be aﬀected by the change in characteristic k through the produc-

tion possibilities frontier, so that any change is technologically feasible and consistent with other related
characteristics.11 I assume that the unobserved quality ⇠jt is unaﬀected by the change in characteristic k.
Although the possible alternative characteristics are observed, the calculation is still time consuming: for
any alternative characteristics value the equilibrium prices and market shares of all vehicles within the same
year need to be re-optimized (with approximately 210-250 diﬀerent new vehicles on the market each year).
Moreover, this process needs to be repeated for each domestic vehicle’s characteristics decision, because a
characteristics change of a single vehicle might aﬀect the price equilibrium diﬀerently.
In the case of the lower bound the added diﬃculty arises because the optimal x0k,j,t is not observed in
the data. It is therefore necessary to define a feasible set of alternatives and to run a grid search to find the
optimal x0k,j,t for all domestic models where xk,j,t = xk,j,t

1.

Again, for any alternative characteristic value

the equilibrium prices and market shares need to be re-optimized just as in the case of the upper bound.
The computation time in this case is magnified by the added evaluations due to the number of grid points
searched for each characteristic.
Finally, it has been noted in the literature that uniqueness of the solution vector

n

x0k,j,t

o

j2J

is not

guaranteed. In order deal with this problem I use the equilibrium selection mechanism that chooses the
value x0k,j,t that maximizes variable profits within the admissible range for that characteristic.
Then the bounds on ✓k are recovered such that

✓k
✓k

plimJ!1


plimJ!1

1
J
1
J

X

r x0k,j,t , x

8j,xk,j,t =xk,j,t
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8j,xk,j,t 6=xk,j,t

1

X

(r (xk,j,t , x

k,j,t , x j,t

r (xk,j,t

1 , x k,j,t , x j,t )

k,j,t , x j,t )

r (xk,j,t

1 , x k,j,t , x j,t ))

where I use all new vehicles produced by US firms during the sample period in either the lower- or the upper11 For example, if footprint is increased it is reasonable to assume that weight might increase as well unless the firm employs
some significant technological improvements such as lighter materials that are not modeled in the medium-run.
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bound calculation. Additionally, in order to increase the sample size (given the relatively small proportion
of observed footprint updates each year discussed in section 3) I include all vehicles produced domestically
(even if the vehicle is own by a foreign firm).
This setup is very flexible and allows for the estimation of the fixed costs associated with a variety of
product characteristics depending on the requirements of the research question. For the purposes of this
paper it is suﬃcient to estimate the fixed cost of changing vehicle footprint f tpt, and I denote this cost as ✓F .
Regarding the optimal footprint calculation for the lower bound, in practice I limit the range of admissible
footprint to a maximum 8% deviation from previous year’s value and require the optimal value to remain
within the range of observed footprints in the same market segment. This is eﬀect is my definition of the
feasible set of alternatives discussed above. The motivation for this decision is that I do not want to allow
product repositioning in terms of market segment: for example, a firm should not be able to reclassify a
small luxury cross-over utility vehicle (CUV) as a large CUV by changing footprint, because this would alter
the intrinsic nature of the vehicle.
[Table 5 about here.]
These estimates imply that the estimated fixed costs associated with footprint changes are large in magnitude and can potentially have a significant hindering eﬀect to footprint alterations. In the counterfactual
simulations that follow I use the mean of the bounds as the estimate of the fixed cost for footprint. Given
the relatively narrow range of the interval this choice does not really impact the results presented below.

5

Using the Model: Counterfactual Simulations

The possible non-uniqueness of the solution vector to the characteristic choice problem presents a significant
challenge when conducting counterfactual simulations. There may be multiple solution vectors that could be
optimal and satisfy the firms problem and it is not obvious how to deal with this possible range of outcomes.
Moreover, the vector of characteristics observed in the data could likely be just one of a set of optimal
characteristics vectors and it is unclear what mechanism lead to those that were indeed chosen by firms in
the data.
The approach used in this paper is to pick an equilibrium selection mechanism and find the solution
vector implied by this mechanism in both the base and the counterfactual years. In other words, in order
to make the outcome of the characteristic choice problem in the counterfactual simulations comparable to
the base or control year, I solve the choice problem for the base year and select the optimal characteristic
vector implied by the selection mechanism used in the counterfactual simulations. Thus, the model predicted
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optimal characteristic vector in the base year might diﬀer somewhat from the characteristics observed in the
data, but it is important to stress that this does not imply that the observed data is not optimal. It just
means that a diﬀerent equilibrium outcome was selected by the mechanism of the model. This approach
removes any bias that the modeling assumptions might create when comparing observed outcomes to model
simulated counterfactual outcomes.
There are other reasons why the fit would not be perfect. In reality firms have a number of alternative
channels to comply with the CAFE standard that are not modeled here (for example, the use of flexible fuel
credits provided by the Alternative Motor Fuel Act described in detail by Anderson and Sallee [2] or the use
of earned CAFE credits for over-compliance in consecutive years). The model presented here abstracts away
from these alternative channels to separate out the eﬀects of the footprint loophole. The inclusion of such
alternatives would mitigate somewhat the eﬀect of the footprint, so the results presented here represent an
upper bound on the eﬀects of the footprint standard.

5.1

Model Fit

Before proceeding to the analysis of the eﬀect of the New CAFE standard it is illustrative to compare the
predictions of the model with fixed costs to those of a standard model without fixed costs. In order to do
this I simulate the predicted footprint distribution for MY2006 for both model specifications and compare
these to the observed footprint distribution for that year. In particular, I take the MY2006 vehicle lineup as
exogenous and allow domestic firms to either keep the previous year’s footprint for each of their vehicles or
choose the footprint that maximizes variable profits. In the no fixed cost case any footprint alterations will
take place as long as the resulting change in variable profits is positive. On the other hand, in the model
with fixed costs the change in variable profits must outweigh the fixed cost of the re-design, otherwise firms
will choose to keep the previous year’s footprint. In both cases domestic firms are subject to the 2006 CAFE
standards when making vehicle footprint decisions. For this exercise I hold all demand and cost shocks
constant for both models.
[Figure 6 about here.]
As discussed above there are a number of reasons why it is likely that neither models could match the
observed distribution perfectly; however, we would prefer a model that is closer in its predictions to the data.
The results of the estimation are summarized as follows. 16 vehicles out of the total of 91 domestic vehicles
have undergone observed footprint changes in MY2006 - this corresponds to an estimated 25 for the model
with fixed costs and 78 for the model without fixed costs. In this respect the model without fixed costs acts
exactly as expected, re-optimizing the footprint of 90% of the vehicles on the market.
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Figure 6 illustrates the model fit for both the passenger car and light truck fleets for MY2006. A closer
look at the figure reveals that the model with fixed costs manages to fit the data quite well in comparison
to the no fixed cost counterpart. In particular, for the passenger car fleet the no fixed cost model predicts
on average a significantly larger proportion of vehicles in the 55-65 square feet range when compared to the
data. This results can be attributed to the strong consumer preference for larger vehicles and the relatively
large willingness to pay for footprint increases in this size range. At the same time, the model with fixed costs
tracks the data much more closely, though it also predicts a somewhat larger share of vehicles for the same
footprint range than that observed in the data. On the other hand, the results are even more pronounced
for the light truck fleet, where the model without fixed costs puts and additional 15% of all light trucks
around the 65 square feet range when compared to the predictions of the fixed cost model and the observed
distribution in the data. For this fleet the diﬀerence between the no fixed cost and the fixed cost estimates
for this range is approximately 10%.
[Table 6 about here.]
Table 6 breaks down the results even further by summarizing the mean sales-weighted footprint and price
for the passenger car and light truck fleets, respectively. The values corroborate the conclusions drawn from
figure 6. The no fixed cost model predicts a 1.2 square foot increase for personal cars and 0.1 square foot
increase for light trucks over the true values in the data. The fixed cost model does estimate a somewhat
higher footprint that in the data for the passenger car fleet, but the generated diﬀerence is about 50% of the
magnitude of that of the no fixed cost model. For the light truck fleet, the fixed cost model actually predicts
a 0.3 square feet lower average that that of the data.
It is interesting to examine the price eﬀect generated by the two models. In particular, it appears that
the no fixed cost model generates higher average sales-weighted prices than that of the fixed cost model, and
the price diﬀerences are are in the magnitude of $200 per vehicle across fleets.
The reason behind this diﬀerence can be traced back to consumer preferences and the willingness to
pay for larger vehicles. The no fixed cost model case allows for costless (at least in terms of fixed costs)
modifications to vehicle size which allows modifications to the footprint of all vehicles as long as the variable
profit gain is positive. In this case this implies that the average footprint in the market increases under the
no fixed cost case and the cost of this footprint increase is reflected in the increase of the average price of
vehicles on the market. In the model with fixed costs it is not costless to modify footprint and thus this
avenue is much less cost eﬀective.
[Figure 7 about here.]
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Figure 7 that plots each domestic vehicles fuel eﬃciency against its footprint for each of the models
discussed above. The size of the points on the scatter plot reflect the relative market share of each vehicle.
This figure shows the alternative CAFE compliance methods and their respective cost/benefit configurations
that firms can take advantage of under the two modeling assumptions that are not obvious when we look at
the problem from an aggregate level.
All domestic firms are constrained by the CAFE targets for fuel eﬃciency compliance in 2006. The no
fixed cost model case provides a feasible alternative avenue to meeting CAFE targets: even though the 2006
targets are not footprint based, size alterations aﬀect fuel eﬃciency through the PPF. A closer examination
of figure 7 reveals that while the average footprint is higher in the no fixed cost case, there are a number of
vehicles that actually undergo footprint reductions. These footprint reductions correspond to fuel eﬃciency
gains which provides an alternative compliance with CAFE through characteristics choice. The incremental
gains in fuel eﬃciency can be used to oﬀset the diﬀerence generated by the less fuel eﬃciency vehicles within
the firm. In the model with fixed costs it is much more costly for firms to modify footprint and thus it
is much more likely that firms would use price tools to shift demand towards relatively more fuel eﬃcient
vehicles.
These results corroborate the finding that in the standard models with no fixed costs modifying vehicle
characteristics is a viable alternative to price tools in meeting the regulations set forth by CAFE, even in the
case of a non-footprint based target as in MY2006. It is also clear that this model predicts that a majority
of vehicles would be aﬀected by such size modifications. This is in line with the findings of Whitefoot and
Skerlos [24]. However, I firmly believe that the exposition above implies that this prediction is not a realistic
one in this industry. Vehicle characteristics alterations are costly and do not occur in such masses. The
model with fixed costs does a much better job replicating the market outcomes observed in the data and
suggests that price tools are a much more realistic avenue for compliance.

5.2

Assessing the Footprint Incentive of the New CAFE Standard

The preceding section showed that the model with fixed costs predicts price tools to be the key compliance
method for firms in 2006 under the old CAFE standard, it is now the logical next step to evaluate whether
the new footprint-based CAFE standard allows more room for the use of footprint alterations as a compliance
mechanism. In order to test the eﬀect of the new CAFE standard this I run two counterfactual exercises.
First, I simulate the eﬀect of the tightest fuel eﬃciency standard set out by the new CAFE legislation
for the year 2016 on the 2006 model year vehicle lineup. This hypothetical situation answers the question
of how much domestic firms could potentially take advantage of the footprint loophole to comply with the

24

new fuel eﬃciency standards. This represents the most extreme case and represent an upper bound of the
potential opportunities available to firms. Second, I try to answer to what extent the domestic vehicle fleet
would be diﬀerent today had the new CAFE standard not been introduced. To do this I take the 2012 model
year lineup and estimate the market outcome under the old CAFE standard from 2006 and compare the
these results to the market outcome estimates under the 2012 CAFE.
Consider the first counterfactual simulation. Similarly to the Model Fit section above I take MY2006
vehicle lineup as exogenous and estimate the model predicted footprint distribution under the 2006 CAFE
standard. However, this time I compare these estimates to the counterfactual world of MY2006 vehicle
lineup under the 2016 new CAFE standard.12 I hold all demand and cost shocks as constant throughout the
simulations. This implies that under both regimes firms have the same starting values in terms of previous
year’s characteristics, and are hit with the same demand and cost shocks (⇠, !) after the footprint decisions
had been completed. This allows me to analyze the possible compliance alternatives that domestic firms
have and, in particular, whether the footprint incentive of the new CAFE standard could have a measurable
eﬀect on the size distribution of domestic vehicles.
[Figure 8 about here.]
Figure 9 plots the counterfactual fuel eﬃciency and footprint distribution under the old non-attribute
based CAFE standard for 2006 and new footprint-based CAFE standard for 2016. The set of vehicles used
for this simulation is the MY2006 lineup and the size of the circles represents the relative market share of
each vehicle. It is instantly clear that no major industry-wide footprint distribution changes occurred in
either of the two fleets as a result of the new legislation. The perfect overlap of most circles indicate identical
no footprint change whatsoever. Circles that appear in both colors indicate a pure price change that only
aﬀected market shares.
In fact there is only one vehicle in the light truck fleet that has measurably had a footprint change solely
due to the new CAFE standard in 2006, namely the Dodge Caravan small van, one of the best selling models
in 2006 with sales figures of 217,815 during the model year. In these simulations this vehicle has undergone
a 3 square foot (5%) increase. This implies a 0.44 decrease in the fuel eﬃciency of this vehicle due to the
size increase, but at the same time the footprint increase amounts to a 0.9089 mpg fall in the CAFE targets
that the vehicle must meet. In terms of CAFE fines this change amounts to a reduction of about $6 million
in CAFE fines payable by Chrysler Group who owned the Dodge Caravan. While the case of this vehicle
is impressive it is nothing but an outlier. Overall there is no indication of footprint increases due to the
12 Whitefoot and Skerlos [24] run a similar counterfactual using MY2006 vehicle lineup and 2014 CAFE targets and find a
sales weighted footprint change due to CAFE in the range of 2-32%. The 2016 CAFE targets require somewhat higher fuel
eﬃciency, but the tradeoﬀs in terms of footprint are the same.
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incentives of the new footprint-based CAFE standard.
What is then the CAFE compliance strategy employed by firms? Table 7 sheds light on the answer to
this question by presenting the sales weighted footprint and price changes due to the new legislation. Note
that in this setup firms can only modify footprint or use price tools to comply with the new CAFE standard.
In particular, footprint stays virtually identical. On the other hand, the sales weighted vehicle price goes up
by $330 and $430 per vehicle for passenger cars and light trucks, respectively. In eﬀect the cost to the firms
of the legislation is passed onto the consumers.
[Table 7 about here.]
This result goes against the findings of Whitefoot and Skerlos [24] who suggest a 2-32% increase in
footprint due to the new CAFE standard. The reason that my the model does not produce significant
footprint increases due to new CAFE incentives is the presence of significant fixed costs that hinder footprint
alterations as long as the expected gain in variables profits do not outweigh the fixed costs of the alteration.
A possible additional eﬀect arises from the assumption of Whitefoot and Skerlos [24] requiring domestic firms
to surpass the CAFE standard strictly and not pay any fines. In this paper I treat the CAFE standard as
a financial constraint to deal with the real financial implications of the new standard and the costliness of
footprint changes.
Now let us turn our attention to the second counterfactual simulation. In this case I take the MY2012
vehicle lineup and apply the 2006 CAFE targets. I compare the simulated outcomes to the simulated lineup
under the 2012 CAFE standards. All other assumptions are identical to those of the previous counterfactual
exercise. Figure 9 shows the simulation results under the two regimes. Note that the simulated market
outcomes are perfectly overlapping and are identical for both cases. At a closer inspection it becomes
obvious that the reason the market outcomes are identical is that neither standards are binding for the US
Big Three. Indeed, it is clear form the figures that in the relevant footprint range the new CAFE standard
is not significantly tighter than the 2006 fuel eﬃciency targets. The diﬀerence in the passenger car fleet is
less than 1 mpg in the range of 56 square feet and above. While the diﬀerence is somewhat larger for light
trucks, the vehicles within this fleet on the market significantly outperform these targets. Note that I do not
model CAFE credit accumulation here; therefore there is not room for any gains from footprint adjustments.
[Figure 9 about here.]
The conclusion that can be drawn from these simulations is that the footprint incentive does not produce
economy-wide footprint increases but it does present some opportunities for a select few vehicles to be
modified for the sake of compliance. This is not the first time such rare opportunities are presented by the
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legislation. For example, Anderson Parry Sallee Fisher (2011) [1] and others note that, due to the diﬀerent
standards for cars and light trucks, there has been an incentive to modify smaller more fuel eﬃcient cars
to be classified as light trucks to raise the average fuel eﬃciency of the fleet. The most striking example of
this misclassification to game the old CAFE is the case of the Chrysler PT Cruiser, a small personal car
that classifies as a light truck for CAFE purposes. This vehicle is based on the Dodge Neon platform with
a footprint of about 48 square feet yet NHTSA classifies it as a light truck. This misclassification is due
to the loose definition of what a light truck can be, which in the case of the PT Cruiser requires only that
the rear seats can be removed to make a flat bed13 . And while the PT Cruiser has a combined mpg for
CAFE purposes of about 27 mpg and would not meet the PC targets of 27.5 mpg in 2010, it is only required
to meet the much lower LT target of 23.5 mpg in the same year which it surpasses significantly. But this
opportunity does not imply that all vehicles would be modified to be classified as light trucks to game the
fuel eﬃciency standards. The same can be said about the incentives of the footprint-based standard.

6

Conclusion

This paper introduces an oligopolistic equilibrium model of endogenous vehicle characteristics choice with
fixed costs to the auto industry literature and shows the importance of accounting for fixed costs when
modeling characteristics choice in the case of automobiles. I apply the model to the analysis of the eﬀects
of new the footprint based CAFE standard on the size distribution of new vehicles in the USA. I show that
models that omit fixed costs fail to generate realistic characteristics adjustment patterns and as a direct
consequence overestimate the impact of the footprint incentives on the new vehicle market. The inclusion of
fixed costs significantly improves the fit of the model and reverse the predictions of the no fixed cost models.
This paper separates out the eﬀect of consumer preferences from the eﬀects of the footprint incentives.
The results imply that at most a select few vehicles might be impacted by the incentives of the legislation.
Overall, it appears that firms pass on the cost of compliance to consumers in the form of increased prices.
The model presented here can be extended to analyze richer characteristics choice problems of multiple
decision characteristics involving distinct fixed costs associated with each characteristic. The addition of
more decision variables could add more dimensions to the firms problem but is beyond the scope of this
paper. Limiting these avenues allowed to separate out the eﬀect of the footprint incentive on the firm’s
problem and provided an upper bound for the possible ramifications of the new legislation in terms of using
vehicle upsizing as a compliance mechanism.
13 Due to this same rule other vehicles such as the Subaru Forester and Outback are considered trucks as well even though to
a consumer’s eye they are nothing more than midsize family cars.
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A.1

Appendix
Data

I obtain US aggregate vehicle sales and specification data from WardsAuto for the period 2006-2013. The
vehicle specification and price data from WardsAuto is available for each model year at the vehicle trim
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level, while the national sales figures are only provided at the model level at a monthly frequency. In
order to overcome this limitation the approach taken in the literature is to either aggregate all trims to
the model level (and use some measure such as the mean, maximum, or mean on each characteristic) or
to choose a trim (such as the base model or the one with lowest MSRP) to represent the vehicle at the
model level. I choose the latter approach for two reasons. First, the entry price point of each vehicle model
is a key determinant of vehicle choice while the options and upgrades available in higher priced trims are
comparatively less important. Additionally, working with a specific trims allows me to take full advantage
of the rich specification data available that significantly enhances the depth of my analysis.

14

I also aggregate vehicle sales at the model year (MY) level. A particularity of the auto industry is that
model year does not match calendar years but instead refers to the period between October of the previous
year through September of the corresponding calendar year. This reflects the fact that new models are
generally rolled out late in the previous year in anticipation of the holiday season. I adjust the sales figures
for those models that were introduced at a diﬀerent month of the year or were discontinued midyear to
be consistent with those models that were sold throughout the year. For MY 2013 I observe sales for the
October-May period and extrapolate yearly sales based on this information. Market shares are calculated as
the ratio of sales to market size, where market size is obtained from the US Census Statistical Abstract for
each year of the sample. Price reflects Manufacturer Suggested Retain Price (MSRP) and city and highway
miles per gallon (mpg) figures for each trim are obtained from each manufacturer and reflect window sticker
mpg figures. The data I work with and report is a combined mpg fuel eﬃciency, which can be obtained as
a weighted average of city (55%) and highway (45%) fuel economies.
Note that the fuel eﬃciency values for CAFE purposes are much higher than what consumers are used
to seeing on the vehicle windows stickers and in fuel guides. It is well documented that window sticker
mpg and the mpg figures the government uses for CAFE purposes are significantly diﬀerent. The original
CAFE standard was implemented in 1972 with Congress requiring the EPA to lab test every new vehicle’s
fuel eﬃciency employing two test cycles simulating city and highway driving conditions. The CAFE targets
are formulated based on these testing procedures. Unfortunately the two tests were not adequate enough
to reproduce real world driving conditions and were too optimistic in terms of fuel consumption. In fact,
they yielded approximately 17-30% higher fuel eﬃciency than real world mpg. During the 1980s the window
sticker mpg started being adjusted downwards from the EPA figures, yet EPA testing procedures stayed
unchanged until very recently.

15

14 For example, the number of doors as well as body style can vary within a model: a Honda Civic is available as a hatch,
sedan, both with either a two and four door option. Taking an average across these features is not informative and so these
and a number of other similar characteristics would not be useful anymore.
15 In 2008 three additional test cycles were added to the oﬃcial testing procedures, however automakers can still report their
fuel eﬃciency values using estimates from the old testing standard until 2012. The adjustments are done with complicated
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WardsAuto reports only window sticker mpg but not the mpg for CAFE purposes. In order to recover
the appropriate adjustment factor, I use data available from Fuel Economy Guide that reports both the
unadjusted and adjusted mpg values for a large range of models oﬀered to estimate the adjustment factor
for each model year. I estimated an adjustment factor of 85.4% for model years through 2007 and 76.9%
for later years. These estimates are consistent in magnitude with anecdotal evidence. Since the adjusted
window sticker values are much closer to real life fuel consumption I use these when estimating the model
and use the unadjusted EPA estimates only for the purposes of CAFE compliance.
I obtain data on gas prices in the US from Energy Information Administration. I construct average gas
prices for all grades and all formulations for each model year to represent the mean gas price level across all
fuel types. I use this series to construct miles per dollar mp$ for each model on the market as a measure of
the cost of ownership with respect to fuel consumption of each vehicle. The rationale is that at the time of
purchase the best measure of expected future gas prices is the current gas price. Additionally, if we assume
a fixed usage level in terms of years of ownership and miles driven per consumer (assuming this is constant
across vehicles) then miles per dollar provides a convenient yet precise measure of cost of ownership.
I obtain individual income information from the March Current Population Survey (CPS) for each year in
the panel calculated as household income divided by household size. Following BLP the income distribution
is assumed to be lognormal and I estimate the the mean mt for each year in the panel and the standard
deviation ˆy over the whole sample period. I use these estimates in the demand model to generate income
draws to serve as demographic information. Finally, all nominal price and income data has been converted
to real terms (in 2001 dollars) using the CPI obtained from the Federal Reserve Economic Data (FRED).
[Figure 10 about here.]
Figure 10 plot the sales weighted vehicle footprint, weight, horsepower, and miles per gallon for American
and foreign manufacturers during the 2000s for both the passenger car and light truck segments. Consider
sub-figure (a) first showing the evolution of footprint over time. The average footprint of domestic manufacturers is significantly larger than that of foreign manufacturers for both fleets. In the light truck sector
average footprint has increased for both domestic and foreign manufacturers until 2005 and afterwards leveled oﬀ with a somewhat downward trend. For passenger cars, domestic manufacturer footprint has stayed
consistent over time with a slight upward trend, while foreign passenger cars increase in footprint consistently over the sample period. Sub-figure (b) shows a similar trend for sales weighted curb-weight. Domestic
vehicles have increased in weight consistently during the sample period, much more so than foreign vehicles.
During the latter years of the sample foreign vehicles display a trend of falling weight. Horsepower displays
engineering formulas.
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an increasing trend in all sectors for both domestic and foreign automakers. The average horsepower of
domestic light trucks increases from about 165 to as much as 230 BHP over the sample, while for domestic passenger cars the increase is in the order of magnitude of about 20 BHP within the same period of
time. The overall increase in horsepower for foreign manufacturers is somewhat less pronounced and overall
foreign vehicles underperform domestic vehicles in terms of engine output. Lastly, consider fuel eﬃciency
in sub-figure (d). Foreign manufacturers have historically outperformed the US Big Three in terms of fuel
eﬃciency, and this is apparent on the graph. Interestingly, there is not a similar upward trend apparent
in fuel eﬃciency for either domestic or foreign manufacturers. This has also been documented by Knittel
[16]. Indeed, fuel eﬃciency has stagnated overall until 2006 after which the 2008-2009 period represented a
significant dip in fuel eﬃciency. During the CAFE II period average mpg has increased consistently, but it
has not significantly surpassed the previous peak achieved in 2007.

A.2

Incorporating CAFE standard into Stage 2 FOC

The FOC implied by the firm’s problem in stage 2 is
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Each firm f has to meet the CAFE targets for its 3 distinct fleets but can use credits from one fleet to the
other if necessary, such that
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achif,l )

where targ and achi refer to the CAFE target and achieved mpg of firm f for fleet l, respectively, and J f,l
refers to the set of vehicles belonging to firm f and fleet l. The target and achieved mpg of each fleet is
calculated as a sales weighted harmonic average of the individual vehicle targets and achieved mpg figures.
Denote the target and mpg for product j as tj and mpgj , respectively. Then
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For ease of exposition, consider the case of a simple logit demand model with no random coeﬃcients first.
This is convenient because market shares have a closed form solution and derivatives are straightforward.
@CAF Ef,l
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depends on whether product j belongs to fleet l or not. If it doesn’t, then product j aﬀects

CAF Ef,l only through the cross-price elasticity eﬀect on the market shares of vehicles within fleet l. Thus
the derivative becomes
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Note that vehicle j does aﬀect the target and the achieved mpg even for those fleets that it does not belong
to, yet this eﬀect is proportionate so the second term falls out. This can be easily seen if one takes the
derivative of either target or achieved with respect to a model that is not in the fleet:
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Otherwise, if product j is within fleet l the eﬀect is two-fold: one is through the market shares of all other
vehicles within the same fleet, and the other through the change in its own market share. Thus, the derivative
becomes
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Now consider the full random coeﬃcient model. In this case there is no closed for solution for market shares,
so we must integrate out the random components of demand such that
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Thus, the two cases above become as follows. If vehicle j does not belong to fleet l, then the derivative is
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Figure 1: CAFE Target over Time
(a) NHTSA CAFE Target MY1978-2016

(b) Big Three Actual CAFE Target MY2006-2013

Figure 2: New CAFE footprint based targets, 2011-2016
(a) Passenger Cars

(b) Light Trucks
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Figure 3: Timeline of the Game

Figure 4: Distribution of Sales Weighted Markup (%)
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Figure 5: Cost Benefit Analysis of Increasing Footprint

Note: Calculated assuming sales weighted mean
price of $19,674 and mean income of $26,652.

Figure 6: Model Fit
(a) Passenger Cars

(b) Light Trucks
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Figure 7: MY2006 Model Prediction Comparison (With and Without Fixed Costs)
(a) Passenger Cars

(b) Light Truck

Figure 8: Counterfactual Prediction for MY2006 under the New CAFE Standard
(a) Passenger Cars

(b) Light Truck
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Figure 9: Counterfactual Prediction for MY2012 under the old CAFE Standard
(a) Passenger Cars

(b) Light Truck
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Figure 10: Big Three Sales Weighted Vehicle Characteristics, MY2001-2013
(a) Footprint

(b) Weight

(c) Horsepower

(d) MPG
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Table 1: Simple Logit Estimates
Variable
const

OLS
GMM
-18.6055*** -21.3426***
(1.3830)
(1.2898)
p
-0.0567***
-0.1038***
(0.0028)
(0.0048)
mp$
0.0571***
0.0247
(0.0143)
(0.0164)
hpw
-0.0397
0.1986***
(0.0238)
(0.0289)
f tpt
0.3171***
0.3911***
(0.0462)
(0.0435)
f tpt2
-0.2302***
-0.2698***
(0.0393)
(0.0369)
R2 / 2 overid.
0.33029
1.2014e-16
IV
NO
YES
F stat
57.0357
N
1847
1847
Note: *** refers to significance at the 99% level.
Some covariates have been scaled down:
p is in $1k, wt and f tpt2 are scaled down by 100.

Table 2: Demand Estimates from the Full Model
Variable
const

Mean Coef. Std. Dev.
-23.8916***
0.0079
(1.4310)
(19.9452)
mp$
0.0116
0.0003
(0.0165)
(2.1765)
hpw
0.3251***
0.0019
(0.0221)
(5.5847)
f tpt
0.4809***
0.0006
(0.0484)
(0.2636)
f tpt2
-0.3333***
0.0000
(0.0413)
(0.2440)
ln (y p) 17.7065***
(2.1224)
Note: *** refers to significance at the 99% level.
Some covariates have been scaled down:
p and y are in $1k, wt and f tpt2 are scaled down by 100.
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Table 3: Production Function
Variable
const

ln (mpg)
ln (wt)
6.0323*** 3.5304***
(0.0973)
(0.0771)
ln (hp)
-0.2940*** 0.2119***
(0.0106)
(0.0084)
ln (f tpt)
-0.3464*** 0.8752***
(0.0309)
(0.0251)
hybrid
0.3146*** 0.0858***
(0.0450)
(0.0192)
my
0.0064*** -0.0011**
(0.0009)
(0.0006)
# of Doors
YES
YES
BodyType Dummies
YES
YES
DriveType Dummies
YES
YES
Company Dummies
YES
YES
Adj R2
0.8442
0.9313
Note: *** refers to significance at the 99% level.

Table 4: Marginal Cost Estimates
Variable
const

mc
-42.5294***
(7.1300)
hp
0.0044
(0.0098)
hp2
0.0172***
(0.0017)
f tpt
1.5874***
(0.2451)
f tpt2
-1.0704***
(0.2036)
import
2.9613***
(0.3136)
hybrid
5.7932***
(1.2727)
MY
-0.4802***
(0.0514)
# of Doors
YES
BodyType Dummies
YES
DriveType Dummies
YES
Company Dummies
YES
Adj R2
0.8384
Note: *** refers to significance at the 99% level.
Some covariates have been scaled down:
hp2 and f tpt2 are scaled down by 100.
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Table 5: Fixed Cost Bounds ($mil)
Variable
✓f tpt

Estimated Set
[23.7241, 23.8149]

Table 6: Domestic Mean Sales Weighted Footprint and Price for MY2006
Fleet
PC
LT

Data
54.6345
62.5785

Footprint
With Fixed Costs
55.2916
62.2384

No Fixed Costs
55.7926
62.6884

Data
19.6128
20.6627

Price ($1k)
With Fixed Costs No Fixed Costs
19.8547
20.082
20.8282
20.976

Table 7: Counterfactual Estimates for MY2006 under the New CAFE Standard
Fleet
PC
LT

Footprint
2006 CAFE 2016 CAFE
55.2916
55.2937
62.2384
62.3165
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Price ($1k)
2006 CAFE 2016 CAFE
19.8547
20.1844
20.8282
21.2568

