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Preface
This volume contains a collection of 39 papers accepted for presentation at the 10th Conference
on Stochastic Models of Manufacturing and Service Operations (SMMSO 2015), organized by
the University of Thessaly (Department of Mechanical Engineering), in Volos, Greece, in June 16, 2015.
SMMSO 2015 is the tenth in a row of successful conferences, founded by Professor Chrissoleon
Papadopoulos of the Aristotle University of Thessaloniki, and held every other year in Europe.
The conferences started in Greece (1997, 1999, 2001, 2003, and 2005) and migrated to other
countries (Netherlands, 2007, Italy, 2009, Turkey, 2011, and Germany, 2013). The conference
names slightly varied from year to year before the name SMMSO was established in 2009. For
more information on past SMMSO conferences and publications, visit smmso.org.
In 2015, SMMSO returns to Greece after ten years of exciting traveling, with a rich program
bridging research and practice in manufacturing and service operations. The venue of SMMSO
2015 is the recently renovated Domotel Xenia Volos hotel which was originally built in the 60’s
as part of the ambitious Xenia Hotels State Program run by Greece’s National Organization of
Tourism between 1950 and 1974.
The aim of SMMSO 2015 is to disseminate state-of-the art research results in the development
and analysis of stochastic models for the design, coordination, and control of manufacturing and
service system operations which are subject to unpredictable variations and disruptions, causing
congestion, shortages, quality problems, customer withdraws, and other adverse effects that can
severely impair system performance. The papers in this volume present novel models and methods
for analyzing production lines and WIP-controlled production-inventory systems, queueing
systems and networks, inventory systems and supply chains, strategic customer behavior in
service systems, the quality-productivity interface, simulation-optimization approaches, and
includes applications in manufacturing, supply chain management, material handling,
transportation, health care management, energy saving, and recycling, among others.
The format of SMMSO 2015 is identical to that of the previous SMMSO conferences. Papers are
presented in single-track sessions spread over multiple days, and sufficient time is allocated to
meet and discuss research. A distinguished invited speaker opens the conference with a keynote
talk. This year, we are delighted to have Dr. J. George Shanthikumar, Richard E. Dauch Chair in
Manufacturing and Operations Management, Krannert School of Management, Purdue
University, as our invited speaker. Social events are also an important part of the program. This
format played a significant role in forging a community of researchers specializing in stochastic
modelling of manufacturing and service system operations.
Over the years, people who participated in past SMMSO conferences tend to become regular
participants in future conferences. In 2015, there are many familiar participants, and I greet them
with great pleasure. I also extend my warmest welcome to our new participants – mostly younger
researchers – who have queued up to present their novel work. This is one area where congestion
is welcome, as it ensures the continuity of the outflow of new knowledge in the field. I want to
thank all the participants for their valuable contributions which add to the measured successes of
the conference series. I also want to thank their accompanying persons for participating and
bringing more color and variety to our social events.
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Finally, I want to express my sincere gratitude to the sponsors of SMMSO 2015 that generously
offered their support to help meet the conference needs. The following companies and
organizations provided valuable financial support: E.J. Papadopoulos S.A., Greece's leader in
the biscuit industry and a strong player in the bread substitute segment, Athenian Brewery
S.A., Greece’ leading producer of beer with over 20 product lines, EURO, the Association of
European Operational Research Societies, the University of Thessaly, which is also the organizer
of the conference, Chemix S.A., a leading Greek supplier of raw materials and specialties for the
personal care, food & beverage and pharmaceutical industries, and Elastikes Enosis, S.A. (Rubber
Production Co.), a large producer and service provider of industrial conveyor belts located in
Volos. TRAINOSE, S.A., Greece's railway operator, offered a tour with its heritage “Little Train
of Pelion”, Springer Science+Business Media, a leading global scientific, technical and medical
publisher of books, e-books and peer-reviewed journals, offered conference bags and pens, and
Piraeus Bank Group Cultural Foundation offered a tour of its N&S Tsalapatas Rooftile and
Brickworks (factory) Museum.

George Liberopoulos
Chairman, Organizing Committee, SMMSO 2015
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Customer Equilibrium Strategies in a Feed Forward
Queueing Network with Join Topology
Apostolos N. Burnetas
Department of Mathematics, University of Athens, Greece, aburnetas@math.uoa.gr

Abstract: We consider a two-stage, feed forward open Jackson network with join
topology. Customers arrive to stage 1 and make a decision which route to select, in
order to maximize their expected net benefit, without observing the current system
state. We formulate the problem as a symmetric join/balk game among customers,
show existence and uniqueness of an equilibrium strategy and develop an algorithm to
derive it. We also perform computational experiments to assess how the equilibrium
is affected by the possibility of abandoning the system after stage 1.
Keywords: Queues; Equilibrium Strategies; Join Networks

1

Introduction

In the economic analysis of queueing systems, it is often necessary to make the assumption that customers act as individual strategic optimizers with respect to several
decisions regarding their queueing behavior, such as joining the system upon arrival or
balking, reneging after some period of time or continuing to wait, selecting a priority
class, etc. Formulating the behavior or individual customers as a game and identifying
equilibrium strategies enables a more meaningful assessment on how various system
parameters or control policies affect the arrival rate, which represents the effective
demand for the service provided. It is for this reason that the literature on strategic
equilibrium analysis in queueing systems has been extensive in the last several years.
In addition to the comprehensive review of Hassin and Haviv (2003), many useful
variants of queueing systems have been reexamined from the viewpoint of identifying
customer equilibrium strategies; see for example Balachandran (1972) and Afeche and
Mendelson (2004) for systems with priorities and Burnetas and Economou (2007) and
Guo and Hassin (2011) for vacation queues.
Although the research on single queue systems is extensive, the works dealing
with queueing networks with strategic customers are more limited, mostly because
of computational complexity. In telecommunication network settings with multiple
customer classes several models have been developed for determining pricing policies
to maximize social welfare (cf. Kelly et al. (1998) and Masuda and Whang (1999)), to
assess the effect of changes in network topology on equilibrium (cf. Braess (1968)), etc.
Timmer and Scheinhardt (2013) formulate a cooperative game on a Jackson network
that is used to determine efficient cost allocations.
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In this paper we consider equilibrium strategies in a simple unobservable feed
forward Jackson network with three nodes in a join topology. The model encompasses
situations where arriving customers obtain service in two stages. The first stage service
is offered by two distinct stations and customers select from which, if any, to receive
it. The second stage service is offered by a common station, and it may be mandatory
or optional. We show that in both cases the symmetric equilibrium strategies are
essentially unique. We also assess the difference of the equilibrium loads in the two
cases via a computational experiment.
The paper is organized as follows. In Section 2 we describe the model and formulate the equilibrium analysis problem. In Section 3 we establish the existence and
uniqueness of equilibrium strategies and in Section 4 we present some computational
results.

2

Model Description

Consider a feed forward open Jackson queueing network consisting of two queues (1,2)
in parallel that both lead to a common queue (3) at the second stage. Queue i has mi
identical servers, the queue discipline is FCFS and the service times are exponentially
distributed with rate µi , i = 1, 2, 3. A single stream of customers arrive according
to a Poisson process with rate Λ. Interarrival and service times in all queues are
independent.
Customers are strategic and upon arrival they make a decision on whether to join
one of the two queues 1 or 2, or balk. Balking decisions are irrevocable. Regarding
queue 3, we consider two cases: in the no reneging case (model N), a customer who
decides to join queue 1 or 2, is then forced to also complete service in queue 3, while
in the reneging case (model R), a customer may depart after queue 1 or 2, without
entering queue 3. The first model is appropriate in situations where the essential
service is provided in the second stage and the first stage provides a preliminary part
of it, or when the physical layout of the system does not allow customers to depart
between the two stages. The second model reflects cases where the second stage
provides an optional service complementary to that of the first and customers may
choose not to receive it. In both models we assume that arriving customers are aware
of all system parameters, do not observe the actual system state when they make the
join/balk decisions, and consider steady state distributions in order to assess benefits
and costs.
The reward and cost structure is as follows: A customer who enters queue i receives
a reward equal to Ri upon service completion, while she incurs a cost Ci per unit time
of remaining in this queue. Customers are risk neutral and maximize the expected
total net benefit from the queues they join.
In the strategic customer framework a symmetric game among customers emerges,
since each customer’s payoff from entering a particular queue is affected by the expected delay and thus by the decisions of other customers. In the unobservable setting
we have adopted, we may assume without loss of generality that arriving customers
determine at their arrival epoch their entire route, if any, in the system.
In particular, in model N, an arriving customer has three pure strategies SN =
{s0 , s1 , s2 } where so denotes balking at stage 1 and s1 , s2 following routes (1,3) and
(2,3), respectively. A mixed strategy is a probability vector on SN , or equivalently a
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vector xN = (x1 , x2 ) such that x1 + x2 ≤ 1. Let XN = {xN : x1 , x2 ≥ 0, x1 + x2 ≤ 1}
denote the space of mixed strategies in model N. Under a mixed strategy xN the input
rates to queues 1,2,3 are Poisson and equal to Λx1 , Λx2 and Λ(x1 + x2 ), respectively.
Thus, the system is stable if and only if xi ≤ τi , i = 1, 2 and x1 + x2 ≤ τ3 , where
τi ≡ mΛi µi , i = 1, 2, 3.
In model R the set of pure strategies is SR = {s0 , s10 , s20 , s13 , s23 }, where s0 denotes
balking, si0 joining queue i and then leaving the system, and si3 joining both queue i
and queue 3, for i = 1, 2. Here a mixed strategy can also be defined as a probability
distribution on SR , or equivalently as a vector xR = (x1 , x2 , x13 , x23 ), where xi denotes
the probability of joining queue i, and xi3 the probability of joining queues i and 3, for
i = 1, 2. Note that xi includes the probability of a customer leaving the system after
queue i, therefore, xR is a feasible mixed strategy if and only if x1 + x2 ≤ 1 and xi3 ≤
xi , i = 1, 2. Let XR = {xR : x1 , x2 , x13 , x23 ≥ 0, x1 + x2 ≤ 1, xi3 ≤ xi , i = 1, 2} denote
the space of mixed strategies in model R. Given such a vector xR , the probability of
balking at stage 1 is equal to 1 − x1 − x2 and the probability of balking after departing
from queue i is equal to xi − xi3 , i = 1, 2. Under strategy xR the system is stable if
and only if xi ≤ τi , i = 1, 2 and x13 + x23 ≤ τ3 .
To define and determine equilibrium strategies, we need to analyze the payoff
function. To this end, let fN (yN , xN ) denote the expected payoff of a tagged customer
in model N who follows mixed strategy yN when all other customers follow mixed
strategy xN in model N. Then, a strategy xeN is a symmetric Nash equilibrium if,
given that all customers follow xeN , no customer is strictly better off by deviating from
it, or equivalently,
fN (xeN , xeN ) = max fN (yN , xN ).
xN ∈XN

The payoff function and equilibrium strategies for model R are defined similarly.
To define functions fN and fR explicitly, let Wi (λi ) denote the expected sojourn
time (waiting time in queue plus service time) in steady state in queue i, given a
Poisson input rate λi to that queue, for i = 1, 2, 3. From Lee and Cohen (1983) it
follows that Wi (λi ) is strictly increasing and convex in λi for λi ≤ mi µi , as well as
that limλi →mi µi Wi (λi ) = ∞. Also let
ui (xi ) = Ri − Ci Wi (Λxi )
denote the expected net benefit of a customer who joins queue i if all the other customers join queue i with probability xi . Given the properties of Wi it follows that ui
is strictly decreasing and concave in xi for 0 ≤ xi mΛi µi and limxi →τi ui (xi ) = −∞.
Given ui , the payoff functions fN , fR are expressed as follows:
fN (yN , xN ) = y1 (u1 (x1 ) + u3 (x1 + x2 )) + y2 (u2 (x2 ) + u3 (x1 + x2 ))
fR (yR , xR ) = y1 u1 (x1 ) + y2 u2 (x2 ) + (y13 + y23 )u3 (x13 + x23 ).

3

Equilibrium Analysis

In this section we analyze the equilibrium strategies for both models. The approach
consists of identifying the optimal response y∗ (x) of a tagged customer to a mixed
strategy x followed by all other customers, and then identifying conditions under which
y∗ (x) = x.
3
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3.1

Model N: No Reneging

In the case where no reneging is allowed between the two stages, the optimal response
function is obtained by solving the following linear programming problem
FN (xN ) = max{BN 1 (x1 , x2 )y1 + BN 2 (x1 , x2 )y2 , y1 , y2 ≥ 0, y1 + y2 ≤ 1}

(1)

where BN 1 (x1 , x2 ) = u1 (x1 ) + u3 (x1 + x2 ), BN 2 (x1 , x2 ) = u2 (x2 ) + u3 (x1 + x2 ). From
the properties of ui it follows that BN i (x1 , x2 is componentwise decreasing and concave
in x1 , x2 for i = 1, 2, and also that for  > 0
BN 1 (x1 , x2 ) < BN 1 (x1 − , x2 + ), BN 2 (x1 , x2 ) < BN 2 (x1 + , x2 − ).

(2)

It is easy to see that problem (1) always has an optimal solution, which is determined as follows:

if BN 1 (x1 , x2 ) < 0, BN 2 (x1 , x2 ) < 0,

 (0, 0),


(y
,
0),
if BN 1 (x1 , x2 ) = 0, BN 2 (x1 , x2 ) < 0,

1



if BN 1 (x1 , x2 ) < 0, BN 2 (x1 , x2 ) = 0,
 (0, y2 ),
∗
(y1 , y2 ),
if BN 1 (x1 , x2 ) = BN 2 (x1 , x2 ) = 0,
(3)
yN
(xN ) =


(1,
0),
if
B
(x
,
x
)
>
B
(x
,
x
),
B
(x
,
x
)
>
0,

N
1
1
2
N
2
1
2
N
1
1
2



(0, 1),
if BN 1 (x1 , x2 ) < BN 2 (x1 , x2 ), BN 2 (x1 , x2 ) > 0,



(y1 , 1 − y1 ), if BN 1 (x1 , x2 ) = BN 2 (x1 , x2 ) > 0
where (y1 , 0) denotes multiple optimal responses with 0 ≤ y1 ≤ 1, (y1 , y2 ) multiple
optimal responses with y1 , y2 ≥ 0, y1 + y2 ≤ 1, and similarly for the other cases.
Based on the optimal response function, we can establish some necessary conditions
for a symmetric equilibrium, in the following Lemma.
Lemma 1 Let xeN = (xe1 , xe2 ) be any equilibrium strategy for model N. Then the following hold:
(1) If BN 1 (0, 0) ≤ 0, then xe1 = 0.
(2) If BN 2 (0, 0) ≤ 0, then xe2 = 0.
(3) If BN 1 (1, 0) ≥ 0 or BN 2 (0, 1) ≥ 0, then xe1 + xe2 = 1.
Proof (1) Consider xN = (x1 , x2 ) with x1 > 0. Then BN 1 (x1 , x2 ) < BN 1 (0, x2 ) <
BN 1 (0, 0) ≤ 0, thus, from 3, in order for x1 to be optimal response, it must be true
that x1 = 0, thus xN cannot be an equilibrium. Thus, xe1 = 0 is a necessary condition
for equilibrium in this case.
(2) The proof is symmetric to that of 1.
(3) Assume BN 1 (1, 0) ≥ 0 and let xN = (x1 , x2 ) with x1 + x2 < 1. Then, from (2),
0 ≤ BN 1 (1, 0) < BN 1 (x1 + x2 , 0) < BN 1 (x1 , x2 ), thus, from (3), in order for xN to be
optimal response to itself, it must be true that x1 + x2 = 1, thus xN cannot be an
equilibrium. Therefore, xe1 + xe2 = 1 is a necessary condition for equilibrium in this
case.
When BN 2 (0, 1) ≥ 0 the proof is symmetric.
In order to determine the symmetric equilibrium strategy, we consider the following
cases.
4

Customer Equilibrium Queueing Networks

Case 1: BN 1 (0, 0) ≤ 0, BN 2 (0, 0) ≤ 0. It follows immediately from Lemma 1 that
xeN = (0, 0) is the unique equilibrium.
Case 2: BN 1 (0, 0) > 0, BN 2 (0, 0) ≤ 0. From Lemma 1, xe2 = 0, therefore only strategies of the form (x1 , 0) are candidates. Consider two subcases regarding BN 1 (1, 0).
Case 2a: BN 1 (1, 0) ≥ 0. Then, from Lemma 1, x1 + xe2 = 1, thus, xeN = (1, 0) is the
unique equilibrium.
Case 2b: BN 1 (1, 0) < 0. Since BN 1 (x1 , 0) is strictly decreasing in x1 , there exists a
unique x01 such that BN 1 (x1 , 0) = 0. It follows easily that xeN = (x01 , 0) is the unique
equilibrium.
Case 3: BN 1 (0, 0) ≤ 0, BN 2 (0, 0) > 0. The case is symmetric to Case 2, therefore:
Case 3a: BN 2 (0, 1) ≥ 0. Then, xeN = (0, 1) is the unique equilibrium.
Case 3b: BN 2 (0, 1) < 0. Then xeN = (0, x02 ) is the unique equilibrium, where BN 2 (0, x02 ) =
0.
Case 4: BN 1 (0, 0) > 0, BN 2 (0, 0) > 0. We further consider two subcases:
Case 4a: max{BN 1 (1, 0), BN 2 (0, 1)} ≥ 0. Then, from 1, x1 + xe2 = 1.
If (i) BN 1 (1, 0) > BN 2 (1, 0), then it is also true that BN 1 (1, 0) > BN 2 (1, 0) >
BN 2 (0, 1), therefore, max{BN 1 (1, 0), BN 2 (0, 1)} = BN 1 (1, 0) ≥ 0, thus strategy xeN =
(1, 0) is the unique equilibrium.
If (ii) BN 1 (0, 1) < BN 2 (0, 1), then it is also true that BN 1 (1, 0) < BN 1 (0, 1) <
BN 2 (0, 1), therefore, max{BN 1 (1, 0), BN 2 (0, 1)} = BN 2 (0, 1) ≥ 0, thus strategy xeN =
(0, 1) is the unique equilibrium.
If (iii) BN 1 (1, 0) ≤ BN 2 (1, 0) and BN 1 (0, 1) ≥ BN 2 (0, 1), then, since from (2)
BN 1 (x1 , 1 − x1 ) is decreasing in x1 and BN 2 (x1 , 1 − x1 ) is increasing in x1 , it follows
that there exists a unique x11 such that BN 1 (x1 , 1−x1 ) = BN 2 (x1 , 1−x1 ). Furthermore,
BN 1 (x1 , 1 − x1 ) ≥ BN 1 (0, 1) and BN 2 (x1 , 1 − x1 ) ≥ BN 2 (0, 1), thus, BN 1 (x1 , 1 − x1 ) =
BN 2 (x1 , 1 − x1 ) ≥ max{BN 1 (1, 0), BN 2 (0, 1)} ≥ 0. It follows that xeN = (x11 , 1 − x11 ) is
the unique equilibrium.
Case 4b: max{BN 1 (1, 0), BN 2 (0, 1)} < 0. Similarly to cases 2b and 3b, consider the
unique x01 , x02 , such that BN 1 (x1 , 0) = 0 and BN 2 (0, x02 ) = 0, respectively.
If (i) BN 2 (x01 , 0) ≤ 0 = BN 1 (x01 , 0), then xeN = (x01 , 0) is the unique equilibrium.
If (ii) BN 1 (0, x02 ) ≤ 0 = BN 2 (0, x02 ), then xeN = (0, x02 ) is the unique equilibrium.
If (iii) BN 2 (x01 , 0) > 0 and BN 1 (0, x02 ) > 0, then in equilibrium it must be true
that x1 > 0 and x2 > 0. Indeed, in this subcase if (0, x2 ) is equilibrium, then the
only possibility for x2 is x2 = x02 . However BN 1 (0, x02 ) > BN 2 (0, x02 ) = 0, thus, (0, x02 )
is not an equilibrium, and we have a contradiction. Similarly it can be shown that
x1 = 0 in equilibrium leads to a contradiction. Given that x1 > 0 and x2 > 0,
it follows from (3) that in equilibrium BN 1 (x1 , x2 ) = BN 2 (x1 , x2 ), or equivalently
u1 (x1 ) = u2 (x2 ). Solving this equation yields x2 = g(x1 ) = u−1
2 (u1 (x1 )). It is easy
to show that g is nondecreasing in x1 . Therefore the candidate equilibrium strategies
are of the form (x1 , g(x1 ). Since g is increasing, the equation x1 + g(x1 ) = 1 has a
unique solution x1 = xA
1 . Furthermore, BN 1 (x1 , g(x1 )) = BN 2 (x1 , g(x1 )) is increasing
e
A
A
A
A
A
in x1 . If (iii-1) BN 1 (xA
1 , g(x1 )) = BN 2 (x1 , g(x1 )) > 0, then xN = (x1 , g(x1 ) is
A
A
A
A
the unique equilibrium. If (iii-2) BN 1 (x1 , g(x1 )) = BN 2 (x1 , g(x1 )) < 0, then the
unique equilibrium is xeN = (xI1 , g(xI1 ), where xI1 is the unique solution of the equation
BN 1 (x1 , g(x1 )) = 0.
In the above discussion, if x1 = 1 or x2 = 1 are not allowed by the stability
conditions, then in the various subcases where such values are considered, it suffices to
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take the corresponding value of BN 1 or BN 2 approaching −∞. Furthermore, it can be
shown that all subcases analyzed above are exhaustive and mutually exclusive, except
possibly on some of the borders. However in those cases, the equilibrium strategies
predicted by the bordering subcases coincide, thus the equilibrium is also unique at
the borders.
The various cases can now be summarized in the main theorem regarding the
existence and uniqueness of the equilibrium.
Theorem 1 There exists a unique symmetric equilibrium strategy xeN in model N,
which can be determined by Cases 1-4 and their subcases.

3.2

Model R: Reneging

When customers have the option to seek service only at stage 1 and then leave the
system without joining queue 3, the optimal response to a mixed strategy xR is determined by the solution of the following linear program:
FR (xR ) = max{u1 (x1 )y1 + u2 (x2 )y2 + u3 (x13 + x23 )(y13 + y23 ) :
y1 , y2 , y13 , y23 ≥ 0, y1 + y2 ≤ 1, y13 ≤ y1 , y23 ≤ y2 }

(4)

For the optimal solution observe that given any pair (y1 , y2 ), the optimal value of
yi3 is equal to yi if u3 (x13 + x23 ) > 0, equal to 0 if this quantity is negative, and any
number in the interval [0, yi ] if it is equal to 0. Turning to equilibrium analysis, in
order for a mixed strategy xR to be a symmetric equilibrium strategy, i.e., an optimal
response to itself, x13 and x23 must be determined by x1 , x2 in the same way as yi3
above. We thus obtain the following lemma.
Lemma 2 For any symmetric equilibrium strategy xeR it is true that
u3 (x13 + x23 ) = u3 (x1 + x2 )+ .
Proof The proof is analogous to the derivation of the mixed equilibrium strategy
in the single unobservable markovian queue . Specifically, since u3 is strictly decreasing, we consider three cases: (a) If u3 (0) ≤ 0, then u3 (x13 + x23 ) < 0) for any
x13 + x23 > 0, thus such x13 , x23 cannot be part of an equilibrium strategy, therefore
x13 = x23 = 0. (b) Similarly, if u3 (x1 + x2 ) ≥ 0, then u3 (x13 + x23 ) > 0 for any
x13 + x23 < x1 + x2 , thus such x13 , x23 cannot be part of an equilibrium strategy,
therefore xi3 = xi , i = 1, 2. (c) If u3 (x1 + x2 ) < 0 < u3 (0, 0), then a necessary condition for equilibrium is x13 + x23 = x03 , where 0 < x03 < x1 + x2 is the unique solution
of u3 (x) = 0. Therefore, in all cases, the statement holds.
As is seen in the proof of Lemma 1, when x1 , x2 are such that u3 (x1 + x2 ) < 0 <
u3 (0, 0), then there are multiple equilibrium values for x13 , x23 , namely all pairs such
that x13 + x23 = x03 . Note however, that this multiplicity of equilibrium strategies for
the second stage does not pose a problem for analyzing equilibrium conditions in the
first stage, since all equilibrium strategies correspond to the same value of the second
stage benefit u3 , namely zero.
6
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A consequence of Lemma 3 is that in order to determine a symmetric equilibrium
xR , it suffices to determine the values of x1 , x2 . Furthermore, in order for x1 , x2 to
be part of an equilibrium strategy, they must be the optimal solution to the following
optimal response problem, analogous to (1):
FR (xR ) = max{BR1 (xR )y1 + BR2 (xR )y2 , y1 , y2 ≥ 0, y1 + y2 ≤ 1}

(5)

where BR1 (xR ) = u1 (x1 )+u3 (x13 +x23 )+ , BR2 (xR ) = u2 (x2 )+u3 (x13 +x23 )+ . Finally
observe that BR1 , BR2 have the same properties as BN 1 , BN 2 in model N, i.e., they
are componentwise decreasing and concave and satisfy the analog of (2).
Therefore, the problem of determining symmetric equilibria for model R can be
addressed along the same lines as that in model N, using the new forms of the benefit
functions. In particular the next theorem holds.
Theorem 2 In any symmetric equilibrium strategy xR for model R the values of x1 , x2
are unique. Furthermore, if u3 (x1 + x2 ) < 0 < u3 (0, 0), then there are infinite equilibrium values for x13 , x23 , otherwise these are also unique.
Cases 1 to 4 of model N still apply to determine the equilibrium values of x1 , x2 .

4

Computational Results

In this section we perform a limited computational study in order to assess the effect of the second stage being mandatory or optional on the equilibrium strategy, or
equivalently the extent of the difference in equilibrium arrival rates between models N and R. We consider a network of 3 single server queues with service rates
µ1 = 3, µ2 = 4, µ3 = 3, service rewards R1 = 30, R2 = 20, R3 = 25 and service
cost rates C1 = 6, C2 = 5, C3 = 8. Table 1 presents the mixed equilibrium strategies
xN , xR for values of the initial arrival rate Λ in the interval [2.5, 7].

Λ
2.5
3.0
3.5
4.0
4.5
5.0
5.5
6.0
6.5
7.0

x1
0.987
0.824
0.706
0.618
0.549
0.494
0.449
0.412
0.380
0.353

xeN
x2
0.013
0.115
0.098
0.086
0.077
0.069
0.063
0.057
0.053
0.049

x1 + x2
1.000
0.939
0.805
0.704
0.626
0.563
0.512
0.469
0.433
0.402

x1
0.987
0.825
0.710
0.625
0.560
0.509
0.471
0.443
0.428
0.400

x2
0.013
0.175
0.290
0.375
0.440
0.491
0.529
0.557
0.572
0.536

xeR
x1 + x2
1.000
1.000
1.000
1.000
1.000
1.000
1.000
1.000
1.000
0.936

x13 + x23
1.000
0.893
0.766
0.670
0.596
0.536
0.487
0.447
0.412
0.383

Table 1: Equilibrium Strategies Under Models N and R
We observe in these results that by allowing the customers to leave the system
after stage 1, the proportion of them who join the first two queues increases. On the
other hand the proportion of those who proceed to stage 2 is lower than that when

7

SMMSO 2015

stage 2 is mandatory. This is so because by not being required to proceed to queue
3, more customers are willing to join queues 1 and 2 which have a more advantageous
relationship between service reward and delay costs.

5

Extensions

The model can be extended in several directions. An obvious one is towards different
and/or more complex network structures. For example, it would be interesting to consider the fork topology, in which the first stage service is performed in a single station
and customers who proceed to stage 2 select one of two stations to obtain the second
service. Of course generalization to an arbitrary feed/forward topology would also be
valuable, however the computational complexity as is manifested by the number of
cases arising increases fast. It would thus be useful to derive some structural properties of the equilibrium or establish recursive forms of the corresponding equilibrium
conditions. To a different direction, the social benefit optimization problem would be
interesting to analyze. This would allow to explore how is the price of anarchy affected
by making stage 2 service mandatory or optional.
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This paper deals with the part supply process in a mixed-model assembly line served by a logistic train.
The mixed-model assembly line is made up of a number s of stations each of which is provided with bins
of different parts. According to the concept of “bin-kanban”, when a bin becomes empty it represents a
request for a replenishment at that station. In this system the empty bins are retrieved by a logistic train
that transports them to a centralized warehouse area where they are refilled (supermarket).
The duration of a tour of the logistic train is a stochastic variable depending on the number of stations
that require a service and the number of bins that must be retrieved or supplied. We assume Poisson arrival
processes and exponential service times.
The aim of this paper is to analytically model the system described above as a “polling system”, that
can be basically defined as a collection of queues served by a single server. In particular, we reformulate the
model proposed by Blanc (1992a) for polling systems with limited service disciplines in order to model a
polling system where the server has a finite capacity.
Key words : Mixed-model assembly lines; Part supply; Polling systems

1.

Introduction

Kanban and lean manufacturing principles are now being extensively adopted by manufacturers
world-wide with the aim of combining a reliable and flexible part supply with a control of stocks at
the stations. Hence, it is common to find industrial situations where thousands of different parts
need to be delivered to the stations of mixed-model assembly lines that need to be flexible and
responsive to rapidly changing conditions.
The system under study in this paper is an assembly line made up of a number s of stations
each of which is provided with bins of parts. Each bin is devoted to a single part type according
to the concept of “bin-kanban” whose basic idea is that an empty bin represents a request for a
replenishment. At a certain station the operator picks up the parts he/she needs from the bins
stored in a rack located near the station and having different lanes. Each lane of the rack contains
bins of the same part type. When a bin becomes empty it is put in a dedicated lane where it waits
to be retrieved for refilling. In this system the empty bins are retrieved by a logistic train that
transports them to a centralized warehouse area (supermarket) where they are refilled. The logistic
train periodically follows a fixed route (tour) and visits all the stations of the line in a cyclic and
fixed order. When the logistic train arrives at a station stopping point it retrieves the empty bins
and provides the station with the full bins that have been refilled in the warehouse area at the
end of the previous tour. Thus, the full bins provided to the stations during a certain tour are the
empty bins collected during the previous tour.
To the authors’ knowledge, there is scarce literature about the dimensioning and analysis of
this kind of systems served by logistic trains. Emde and Boysen (2012) and Emde et al. (2012)
discuss loading, routing and scheduling problems of logistic trains in mixed-model assembly lines.
Nevertheless, the authors assume that the demand for material bins at each station is known with
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certainty. On the other hand, in this paper we assume that the duration of a tour of the logistic
train is a stochastic variable depending on the number of stations that require a service and the
number of bins that must be retrieved.
In the following we focus on the withdrawal process of empty bins (supposed of identical standardized size) by modeling the assembly stations as queues of jobs and the logistic train as the
capacitated server of the system. We assume Poisson arrival processes and exponential service
times. Thus, the system is treated as a “polling system”, that can be basically defined as a collection
of queues served by a single server.
For comprehensive literature reviews on polling systems the reader may refer to works such as
Takagi (2000) and Vishnevskii and Semenova (2006). In analysing polling systems we can distinguish between discrete systems, if the number of waiting places is finite or countable, and continuous
systems. Then, polling systems are usually characterized by the rule used by the server to choose
the next queue. The most common polling orders are:
• cyclic order, when the server visits the queues in the order 1, 2, . . . , s, 1, 2, . . . , s, . . . (see e.g.,
Fuhrmann and Wang 1988);
• periodic order, when the server visits the queues according to the sequence T (1), T (2), . . . , T (m)
(with m ≥ s), i.e., it first visits T (1), then T (2), etc. (see e.g., Olsen and van der P
Mei 2005);
s
• random order, when the server visits queue j with probability pj , given that j=1 pj = 1 (see
e.g., Levy and Sidi 1990);
• priority order, when the server visits the queues according to their priority so that lowerpriority queues are served only if all higher-priority queues have no jobs (see e.g., Tassiulas and
Ephremides 1993).
Another typical feature of polling systems is the queue service discipline that specifies the number
of jobs processed by the server in one polling. The main service disciplines are as follows:
• exhaustive, when the server serves each queue until it becomes empty;
• gated, when the server serves a queue for only those jobs which are in the queue at the polling
instant. If the server processes only those jobs which sojourned in the queue by the beginning of
the cycle, this discipline is called the globally-gated discipline;
• li -limited, when the server serves a queue i for at most li jobs, li ≥ 1;
• li -decrementing, when the server serves a queue i until the queue length is decremented by li
jobs, li ≥ 1.
Our approach consists in modeling the system under study as a discrete cyclic polling system
with a capacitated server, that is a special case of li -limited polling systems (see, e.g., Fuhrmann
and Wang 1988, Ozawa 1990, Leung 1991, Blanc 1992a). In particular, the main contribution of
the present paper is to adapt the formulation described in Blanc (1992a) for polling systems with
limited service disciplines in order to model a polling system where the server has a finite capacity
K, that is where the server can process at most K jobs per cycle by considering all the s queues.
The remainder of the paper is organized as follows. Section 2 describes the problem under
analysis. Section 3 presents the analytical formulation of the polling system with capacitated server
and discusses some performance measures. Finally, Section 4 draws the main conclusions and
discusses further research.

2.

Problem statement

The bin-kanban system with s assembly stations served by a logistic train described in Section 1 is
modeled here as a polling system with a capacitated server. In particular this model formulation
focuses on the withdrawal of the empty bins, supposed of identical standardized size, at the stations
(the replenishment can be supposed to occur in “mask-time”).
The logistic train in the system under study follows a single fixed route (tour) and visits each
station per cycle in a cyclic and fixed manner. Consequently, according to the classification reported
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in Section 1, we refer to a discrete cyclic polling system with s queues (i.e., stations) of jobs (i.e.,
bins) and a single server (i.e., logistic train).
The supermarket is not included in the proposed model by assuming that as soon as the server
completes a cycle it can start a new one with the maximum capacity available. Moreover, also
travel times from a station to the next one are neglected. Thus, both switchover times and the
time between two consecutive cycles are assumed to be zero.
The authors are aware that these assumptions are restrictive and affect the ability of the model
to describe a real bin-kanban system. On the other hand, we propose the model of Section 3 as
a first but not trivial innovative attempt of describing bin-kanban systems with logistic trains as
capacitated polling systems. Hence, as discussed in Section 3.2, even if the present formulation
reveals some limits of applicability, the proposed method has a great potential in the analysis of
the part supply process in bin-kanban systems served by logistic trains and further studies are
underway.
Since the logistic train can pick up a maximum number K of bins per cycle, the server in the
proposed polling model has a limited capacity. Thus, by starting from the so-called li -limited polling
models we reformulated the problem as follows: while in a li -limited polling system the server can
process at most li jobs at each queue i, in the proposed model the server can process at most K
jobs per cycle (i.e., by considering all the s queues).
We assume that the arrival process of empty bins at each station is a Poisson process and
exponentially distributed service times. It can be noted that the Poisson assumption for the arrival
of jobs is reasonable in a mixed-model assembly lines where a large number of different part types
can be handled at the same station.
In the following the main assumptions and the balance equations for the state probabilities of
a dicrete cyclic polling system with capacitated server are presented by transforming the queue
length process into a Markov process, similarly as in Blanc (1992a).

3.

The capacitated polling model

3.1. Analytical formulation
3.1.1. Notation and assumptions. The main assumptions of the polling system with capacitated server proposed in this paper are as follows:
1. The system consists of s queues of jobs and a single server;
2. Jobs arrive at the queues according to a Poisson process;
3. Each queue may contain an unbounded number of jobs;
4. Service times are exponentially distributed;
5. The server inspects the queues in a cyclic and fixed order;
6. For each cycle (i.e., a single tour that visits all the queues 1, . . . , s), the server can process K
jobs at most;
7. Switchover times (i.e., durations of server switchover between the queues) are neglected;
8. As soon as the server complete a cycle (since all the queues have been visited or its capacity
has been saturated), it is able to start the next cycle with the maximum capacity K available.
The following notation is adopted:
• j = 1, . . . , s index for the queues in the system;
Ps
• λj arrival rate of jobs at queue j. The total arrival rate to the system is Λ = j=1 λj ;
• µj service rate of jobs at queue j;
Ps
λ
load offered at queue j. The total load of the system is ρ = j=1 ρj so that the
• ρj = µjj
condition for stability of the system is ρ < 1;
λ
• aj = ρj parameter introduced to apply the power-series expansions of the state probabilities
in terms of the load ρ (see Section 3.2).
• K the server capacity per cycle;
• Nj number of jobs in queue j (waiting or being served).

11

Bursi, Gebennini, Grassi and Rimini: Analytical modeling of part supply process ...
SMMSO 2015

Figure 1

Polling table.

3.1.2. Balance equations. Similarly as described in Blanc (1992a) we transform the queue
length process into a Markov process. Thus, we introduce a polling table and a supplementary
variable H indicating the actual position on the table. In our case, being the capacity of the server
a fixed parameter, the length of the table is:
L = sK ,

(1)

this is because for each queue, at most K jobs can be processed by the server (i.e., picked up by
the logistic train). The mapping l(h) from table entry to queue number is defined by:
l(h) = j ,

if (j − 1) K < h ≤ j K ,

j = 1, . . . , s ,

h = 1, . . . , L ,

(2)

and it is continued as a periodic function on Z.
The value of the variable H:
• is increase by one whenever a service has been completed or when queue l(H) is empty, unless
the whole system has become empty or the server capacity is full;
• is set to 1 when the system is empty or the server becomes full.
The value of l(H) determines the queue to which the server is attending. The polling table is
depicted in Figure 1.
With respect to the model formulated by Blanc (1992a), we introduce a new variable Ψ representing the available capacity of the server before processing a new job at a certain queue. Thus,
Ψ is a discrete variable whose values are ψ = 1, . . . , K.
Let N̄ = (N1 , . . . , Ns ) be the vector of the number of jobs in the queues, and n̄ = (n1 , . . . , ns ) be
a vector of non-negative integer values.
The system state can be defined as
S = (n̄, h, ψ) .
(3)
Note that the value of Ψ depends on the value of H in feasible states:
• For the first queue (i.e., h = 1, . . . , K) only one value of Ψ is allowed for each value of H. The
feasible states with h = 1, . . . , K have:
ψ = K −h+1,

for h = 1, . . . , K .

(4)

This is because at the beginning of each cycle the maximum server capacity is supposed to be
available (i.e., the logistic train is empty).
• For any other queue except the first one, the available capacity is bounded by one and a value
depending on h (i.e., on the number of jobs that have been processed on that queue so far). Thus,
the feasible states with h = K + 1, . . . , sK have:
ψ ∈ Ψ∗ (h) = {1, . . . , K l(h) − h + 1} ,

for h = K + 1, . . . , L .

(5)

The state probabilities are defined as:
p(n̄, h, ψ) = Pr{N̄ = n̄, H = h, Ψ = ψ} ,

n̄ ∈ Ns , h = 1, . . . , L , ψ = 1, . . . , K .

(6)

Let I {E } be the indicator function of the event E, and let ēj be a vector with all the elements
set to zero except for the j-th element that is set to 1 (j = 1, . . . , s).
In the following we propose a set of balance equations for the polling system with capacitated
server described above.

12

Bursi, Gebennini, Grassi and Rimini: Analytical modeling of part supply process ...
SMMSO 2015

1. When the system becomes empty, n̄ = (0, . . . , 0) = 0̄ and we assume to set the value of H to
1 and the value of Ψ to K. So,
s
K
L
h X
i
X
X
ρ
aj p(0̄, 1, K) =
µ1 p(ē1 , h, K − h + 1) +
j=1

h=1

Kl(h)−h+1

h=K+1

X

µl(h) p(ēl(h) , h, ψ) .

(7)

ψ=1

According to Eq. (7), it is possible to leave the state where the system is empty if a job arrives at
any queue; this state can be reached from a state with only one job in the system and that job is
processed, independently on the available server capacity.
2. When h = 1 and the system is not empty, the first entry of the polling table is considered and
i = l(h) = 1. In the following we analyse this case (see the black cell of the polling table in Figure
1) for different states:
Ps
• If n̄ = (n1 , . . . , ns ) with n1 = 0, n2 , . . . , ns ≥ 0 and j=2 nj > 0:
p(n̄, 1, ψ) = 0 ,

for ψ = 1, . . . , K ,

(8)

meaning that the first entry of the possible table h = 1 cannot be entered if there are no jobs in
the first queue.
• If n̄ = (n1 , . . . , ns ) with n1 > 0, n2 , . . . , ns ≥ 0:
s
L
h X
i
X
ρ
aj + µ1 p(n̄, 1, K) =
µl(h) p(n̄ + ēl(h) , h, 1) + µ1 p(n̄ + ē1 , K, 1)
j=1

+ρ

h=K+1

s
X

aj p(n̄ − ēj , 1, K) I {nj > 0} + ρa1 p(0̄, 1, K) I {n̄ = ē1 } ,

(9)

j=1

p(n̄, 1, ψ) = 0 ,

for ψ = 1, . . . , K − 1 .

(10)

Equations (9) and (10) guarantee that the polling table is entered only when the maximum server
capacity is available (i.e., the logistic train is empty at the beginning of each cycle).
3. The first entry of the polling table of a queue i, with i = 2, . . . , s, that is the first entry with
l(h) = i is indicated by h = (i − 1)K + 1. In the following we focus on these cases (see the white
cells of the polling table in Figure 1) for each queue i, with i = 2, . . . , s:
• If n̄ = (n1 , . . . , ns ) with ni = 0, nj ≥ 0, where i = 2, . . . , s, j = 2, . . . , s, j 6= i:
p(n̄, (i − 1)K + 1, ψ) = 0 ,

for ψ = 1, . . . , K ,

(11)

meaning that the first entry of the polling table for any queue can be entered only if there is at
least one job in that queue (for any available capacity of the server).
• If n̄ = (n1 , . . . , ns ) with n1 , . . . , ni−1 = 0, ni > 0, ni+1 , . . . , ns ≥ 0, where i = 2, . . . , s:
s
L
h X
i
X
ρ
aj + µi p(n̄, (i − 1)K + 1, K) =
µl(h) p(n̄ + ēl(h) , h, 1)+
j=1

+

h=K

L
X

h=iK+1
s
X

+ρ

µl(h) p(n̄ + ēl(h) , h, ψ)I {nl(h) , . . . , ns = 0, ψ ∈ Ψ∗ (h)\{1}}+
aj p(n̄ − ēj , (i − 1)K + 1, K)I {nj > 0} + ρai p(0̄, 1, K) I {n̄ = ēi } ,

(12)

j=i+1

(i−1)K−1
s
h X
i
X
ρ
aj + µi p(n̄, (i − 1)K + 1, ψ) =
µl(h) p(n̄ + ēl(h) , h, ψ + 1)I {(ψ + 1) ∈ Ψ∗ (h)}+
j=1

+ρ

h=1

s
X

aj p(n̄ − ēj , (i − 1)K + 1, ψ)I {nj > 0} ,

j=i+1

13

for ψ = 1, . . . , K − 1 .

(13)
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Eq. (12) affirms that the first entry of a queue i, with all the preceding queues that are empty and
the maximum server capacity available (ψ = K), can be entered from states where the server has
been saturated or it has completed the previous cycle (with a residual capacity), or from states
where a job arrives at any queue j holding nj − 1 jobs and the system is in the same position, or
from the empty system if a job arrives at queue i and ni = 1, nj = 0 for j = 1, . . . , s, j 6= i. Eq.
(13) affirms that the first entry of a queue i, with all the preceding queues that are empty and the
available server capacity less than K, can be entered when one of the preceding queue becomes
empty or if the system is in the same position and
a job arrives at a queue j holding nj − 1 jobs.
Pz−1
• If n̄ = (n1 , . . . , ns ) with n1 , . . . , nz−1 ≥ 0 and f =1 nf > 0, nz , . . . , ni−1 = 0, ni > 0, ni+1 , . . . , ns ≥
0, where i = 2, . . . , s, z = 2, . . . , i − 1:
s
h X
i
ρ
aj + µi p(n̄, (i − 1)K + 1, ψ) =
j=1

+ρ

s
X

zK−1
X

µl(h) p(n̄ + ēl(h) , h, ψ + 1)I {(ψ + 1) ∈ Ψ∗ (h)}+

h=(z−1)K+1

aj p(n̄ − ēj , (i − 1)K + 1, ψ)I {nj > 0} ,

for ψ = 1, . . . , K − 1 .

(14)

j=1

Eq. (14) refers to the first entry of a queue i when not all the preceding queues are empty, but
only the last i − z queues are empty (and, consequently, the available capacity is less than K).
4. For each queue i with i = 1, . . . , s, the entries of the polling table with l(h) = i that are not
the first one are indicated by h = (i − 1)K + 2, . . . , iK. These cases (see the gray cells of the polling
table in Figure 1) are analyzed as follows:
• If n̄ = (n1 , . . . , ns ) with ni = 0, nj ≥ 0, where i = 2, . . . , s, j = 2, . . . , s, j 6= i
p(n̄, h, ψ) = 0 ,

for h = (i − 1)K + 1, . . . , iK ,

ψ = 1, . . . , K ,

(15)

meaning that the polling table cannot be entered at a queue i if the queue is empty.
• If n̄ = (n1 , . . . , ns ) with ni > 0, nj ≥ 0, where i = 1, . . . , s, j = 1, . . . , s, j 6= i:
p(n̄, h, K) = 0 , for h = (i − 1)K + 2, . . . , iK ,
(16)
s
s
h X
i
X
ρ
aj + µi p(n̄, h, ψ) = µl(h) p(n̄ + ēl(h) , h − 1, ψ + 1) + ρ
aj p(n̄ − ēj , h, ψ) I {nj > 0} ,
j=1
j=1
(
1, . . . , Ki − h + 1 if i > 1
for ψ =
, h = (i − 1)K + 2, . . . , iK .
(17)
K −h+1
if i = 1.
Eq. (16) guarantees that entries that are not the first one of a queue i cannot be entered with the
maximum server capacity available. Eq. (17) means that any entry of the polling table of a queue
1 (except the first entry) can be entered from the previous entry or when the system is in the same
position and a job arrives at a queue j holding nj − 1 jobs.
3.2. Brief discussion on performance measures
The objective of modelling the bin-kanban system described in previous sections is to support the
dimensioning of the rack lanes at the assembly stations, along with the capacity of the logistic
train (depending on the number and dimension of the wagons).
As introduced in Section 2 the current analytical formulation of the capacitated polling system
suffers of two main assumptions:
• switchover times are neglected: the time required for the logistic train to travel from one
station to the next one is not taken into consideration;
• times between consecutive cycles are neglected: the time required for the logistic train to travel
to the supermarket and wait for replenishment is not taken into consideration.
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On the other hand, the authors are confident that further work will lead to more accurate results,
also according to the findings of Fuhrmann (1992), further investigated by other authors such as
Srinivasan et al. (1995). According to these authors, the population of customers present in the
system breaks into two independent subpopulations: (1) the population of customers present in
the related model with zero switch-over times; (2) another population, which can be particularly
easy to analyze. This leads to a decomposition relationship between the expected waiting times in
the zero- and nonzero-switchover times models.
Moreover, in several applications the logistic train stands still at the supermarket, at the end
of each tour, for a fixed period of time. Hence, the time between two consecutive cycles can be
described as a constant switchover time from the last queue to the first one. Consequently, once
nonzero switchover times have been introduced in the model, also this limit could be overcome.
As a first approximation, at the present moment, we could take these switchover times into
consideration by manipulating the values of the service rates at the stations.
The model proposed in Section 3 can be addressed by means of the so-called power-series algorithm (PSA). PSA is based on power-series expansions of the state probabilities as functions of
the load of a system in light traffic. The reader may refer to, e.g., Blanc (1998, 1990, 1992b) for
detailed discussions of the application of PSA to polling systems.
Blanc (1992b) presents the following relations between the first two moments of the distributions
of the waiting times Wj (excluding service) of jobs in queue j (j = 1, . . . , s) and of the marginal
queue-length distributions:


E {Nj } = λj E {Wj } +1/µj ,

E {Nj2 } − E {Nj } = λ2j E {Wj2 } + 2E {Wj }/µj + 2/µ2j .

(18)
(19)

Then, let W be the waiting time of an arbitrary job, not depending on the queue at which it
arrives. The mean E {W } and the standard deviation σ {W } of the distribution of W are determined
by:

E {W } =

s
X
λj

σ 2 {W } =

j=1
s
X
j=1

Λ

E {Wj } ,

λj
E {Wj2 } − E 2 {W } .
Λ

(20)
(21)

By varying the capacity of the server K we can find different values for the first two moments
of the distributions of the waiting times Wj of jobs and the marginal queue-length Nj in queue
j (j = 1, . . . , s). Hence, these results could support the design of the rack lanes at the assembly
stations and decisions about the type and number of wagons of the logistic train.

4.

Conclusion

In this paper we address the modeling of a mixed-model assembly line served by a logistic train.
The focus is on the withdrawal process of empty bins from the stations to the supermarket, by
modeling the assembly stations as queues of jobs and the logistic train as the capacitated server of
the system. In particular, we assume Poisson arrival processes and exponential service times. Then,
given that the train follows a fixed route and visits all the stations of the line in a cyclic and fixed
order, we treated the system as a discrete cycling “polling system”, whose main novel feature is the
finite capacity of the server. Hence, starting from a previous formulation for polling systems with
limited service disciplines, we developed a model for polling systems with a capacitated server.
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Finally we discussed some performance measures that could support the dimensioning of the rack
lanes at the assembly stations, along with the capacity of the logistic train. Finally, the critical
evaluation of the limitations of the model in representing a real bin-kanban system suggests that
further research is required to take into consideration switchover times and the time between
consecutive cycles when the logistic train stands still at the supermarket where empty bins are
refilled.
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Major multinationals have recognized that optimizing their global supply chains can yield substantial impact on their
bottom line. Vendor Managed Inventory (VMI) systems seem to be at the core of most global supply chains serving this
goal. The concept behind this business model is that the supplier monitors the inventories of each retailer and determines
the replenishment policy, guaranteeing that no stock out will occur. Inventory Routing Problem (IRP) constitutes the
backbone of the VMI model. IRP aims to jointly optimize transportation and inventory decisions. While the IRP
accounts for almost 30 years of research it is still an open and active area, especially its stochastic counterpart. In this
paper a two –stage stochastic programming model with recourse action is introduced for the IRP with stochastic demand.
Transshipment is treated as a recourse action when extra demand is revealed and stock out situation occurs. An exact L –
Shaped algorithm is developed to solve the problem; computational experiments demonstrate the efficiency of the model
while proving that the L –Shaped method converge in a finite number of steps.
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1

Introduction

Vendor Managed Inventory (VMI) systems seem to be one of the most tractable business models in global
logistics and supply chain operations nowadays. This is increasingly the case for the electronics and
automotive industry that manufacture parts in Asia and assemble them in Europe. This is a deviation of the
traditional production models where typically parts manufactured in one facility are assembled on a next
door plan. Now work-in-progress seems to spread along the whole supply chain, often stretching from
China to Hungary or Czech Republic. Recently many of these global supply chains started using Piraeus,
Greece as the port of entry into the European Union with warehouses and transshipment facilities anywhere
from Greece to Czech Republic along the European Railway Network that is used for land transport. Most
of these parts are assembled in five (5) major plants in Central Europe, operating with Just – In – Time
production procedures, using the VMI principles, as typically one manufacturer provides assembly services
for most electronics companies. 3PL entities involved in these global supply chains realized the need to
adjust their operations to meet the requirement of their clients in this regard, which motivated this research.
The overall aim is the performance of more efficient resource utilization.
The main algorithmic component of the VMI systems is the Inventory Routing Problem (IRP), which
is one of the most interesting extensions of traditional vehicle routing problems. It combines the decision
making process of inventory management and distribution – transportation of goods. The decision maker in
such a model has to make three decisions; the amount to be transported; the frequency of shipments and the
distribution plan. IRP in real life is stochastic since demand uncertainty is the undisputed reality of actual
problems. The basic difference between the Stochastic and the Deterministic IRP is the level of realism and
the difficulty of solving instances given that the data are given in a probabilistic sense.
In a two stage stochastic program a long term anticipatory decision must be made prior to the full
information of the random parameter of the problem and short terms decisions are available as recourse
actions once the uncertainty has been revealed. The overall aim is to make “here and now” a decision
which minimizes the total expected cost associated with both: the long term and the short term decisions
(Carøe and Tind, 1998). However a key issue in the solution of an IRP is how to model long term effects of
short term planning decisions.
Although the IRP is a long term problem, almost all proposed solution schemes solve only a short
term version of the problem for reasons of computational tractability. Besides the planning horizon
modelled typically in number of days, key features that distinguish different solution approaches include:
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the manner it is determined, the customers that are included in short term problem, and whether the
customer demand is treated deterministic or stochastic.
With respect to the existing literature the contribution of this paper can be summarized as follows:
(I) It introduces a formulation for the SIRP with recourse using transshipment as a recourse action.
(II) It introduces new valid inequalities that enhance the computational process of optimal transported
quantities under the maximum level policy.
The paper is organized as followed: In §2 a literature is reviewed, where milestones related to the
developments of IRP solutions are discussed. In §3 the framework of stochastic programming approach is
analysed. The proposed mathematical model of our approach and the L – Shaped method are presented in
§4. Computational results are discussed in §5. Finally conclusions and further steps are given in §6.

2

Literature Review

IRP was introduced 30 years ago by the seminal paper of Bell et al., (1983) which studied the case with
stochastic demand accounting only for transportation costs. Federgruen and Zipkin (1984) extended the
vehicle routing problem (VRP) model of Fisher and Jaikumar (1981) accounting for the shortage and
inventory cost. Later Blumenfeld et al. (1985) analyzed the trade off among inventory, production and
distribution costs on the freight transportation networks. Anily and Federgruen (1990) introduced the first
clustering algorithm for the IRP.
Baita et al. (1998) provided the first comprehensive literature review dedicated on this subject, where
the main solution approaches were classified as being either in the frequency or in the time domain.
Frequency domain approaches and more specifically the aggregate ones set the basis for the Economic
Quantity Order model which is commonly used for inventory management. Time domain approaches work
in a closed loop manner, in a sense that the decisions taken in a one period affect the decisions of the next
one. A major drawback of the EOQ models is that it provides headways which are not integer. Hall (1985)
suggested rounding up EOQ values to the nearest feasible frequency; however, it was proved by Speranza
and Ukovich (1994a) that this decision raises the overall cost by almost 20%. Speranza and Ukovich
(1994b) proposed a mixed integer programming model, which assigns items to frequencies for the one
origin to one destination case, by using trucks of a given capacity. Following this approach, Bertazzi et al.
(1997) studied the more general case with several destinations, and proposed several decomposition
heuristics which solves the problem in three phases. Few years later Bertazzi, Palettas and Speranza (2002)
introduced a practical VMI policy, called deterministic order – up – to – level (OU) policy for the IRP.
Based on the proposed policy Arhetti (2007) developed the first exact algorithm using a branch and cut
scheme for the single vehicle. Very recently Coelho and Laporte (2014) and Adulyasak et al. (2014) have
solved multivehicle versions of IRP in a branch and cut fashion under OU and maximum level (ML)
policies. Solyali and Sural (2011) (based on the work of Arhetti et al., 2007) proposed a strong formulation
for the inventory replenishment part of the IRP, which provides linear programming bounds and
significantly better computational results. Transshipment has been studied for the purposes of inventory
management since the seminal paper of Allen (1958). However to the best of our knowledge, transshipment
was introduced in the context of inventory – routing problem only recently by Coelho (2012). Coelho have
included the concept of transshipment in the branch and cut algorithm of Arhetti et al. (2007) and proposed
also an adaptive large scale neighbourhood search (ALNS) for large scale instances, which was proved to
be a quite powerful meta – heuristic.
Reviewing the work that has been published recently related to the IRP under uncertainty, we shall
refer to the development of four domains; the framework of finite rolling horizon, the Marcov decision
process for the infinite horizon consideration the robust IRP, the dynamic stochastic IRP.
Related to this paper is the work by Campbell et al. (1998) that set the basis for the rolling horizon
framework, especially as used by Bard et al. (1998) in their decomposition scheme, and Jalliet et al.(2002)
that optimally incorporated the long term delivery costs to short term planning horizon. Kleywegt et al.
(2002, 2004) formulated the stochastic IRP as a Marcov Decision Process (MDP) over an infinite horizon.
Adelman (2004) introduced a price – directed approach to deal with the stochastic counterpart of the IRP
where the future cost is approximated by the duals. In contrast to the MDP Hvattum, et al. (2009) presented
a framework based on scenario tree and proposed efficient heuristics that set the basis for our stochastic
programming approach. Solyali et al.(2012) proposed two mixed integer programming formulations of the
robust version of the problem, which produce policies leading to feasible solution and optimal cost for any
realization of the demand.
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Bertazzi et al. (2013) as well as Coelho (2012) rely on a dynamic programming formulation that allows
the design of a hybrid rollout formulation aiming to find good quality solution. To the best of our
knowledge this is the first approach that uses the rollout approach to solve the stochastic IRP. Finally, we
refer to Andersson et al. (2010) and Coelho et al. (2014) for a comprehensive overview of the VMI
problem and solution methods.
Our paper builds on Arhetti et al. (2007) and Coehlo’s (2012) approach by treating transshipment as a
recourse action, while the OU to level policy is not applied for the first stage decisions of IRP. Instead, new
valid inequalities are proposed in order to determine the optimal quantities to be delivered for the ML
policy. This approach was motivated by the fact that in the context of a deterministic model all parameters
are known in the beginning of the process; thus a vendor can take advantage of the fact that knows the total
demand of each stock keeping venue in advance and can transport quantities in an early stage in order to
fulfill the future known demand. However, the amounts that a vendor is able to transport are bounded by
the amounts that are made available at each stage.

3

Stage Stochastic Programming Framework

Following the typical notation of stochastic programming approaches (Kall and Wallace, 1994; Birge and
Louveaux, 1997) , a two stage stochastic programming model can be stated as follows:

Subject to:

𝑚𝑚𝑚𝑚𝑚𝑚 𝑐𝑐 𝑇𝑇 𝑥𝑥 + 𝐸𝐸𝜔𝜔 𝑄𝑄(𝑥𝑥, 𝜔𝜔)
𝑥𝑥

𝐴𝐴𝐴𝐴 = 𝑏𝑏
𝑥𝑥 > 0
𝑇𝑇
𝑄𝑄(𝑥𝑥, 𝜔𝜔) = 𝑚𝑚𝑚𝑚𝑚𝑚 𝑑𝑑𝜔𝜔
𝑦𝑦

Where:

𝑦𝑦

Subject to:

𝑇𝑇𝜔𝜔 𝑥𝑥 + 𝑊𝑊𝜔𝜔 𝑦𝑦 = ℎ𝜔𝜔
𝑦𝑦 > 0

(1)
(2)
(3)
(4)
(5)
(6)

The objective function consists of two components: the first one is related to the first stage decision
process and the second one to the expected cost of the second stage decision process. Constraints (2) and
(3) formulate the feasible solution space of first stage decision process. Eω , corresponding to the
expectation of the second stage decision process, and ω denotes the possible outcomes of each scenario
with respect to the probability space (Ω, P). The objective function of the second stage decision process (4)
is related to the respected decision variables and expresses the additional cost required performing recourse
actions. The first component of left side equality (5) includes the parts of the first stage that are affected by
the realization of ω and the second component includes the recourse actions that are foreseen to be
implemented at the second stage to incorporate uncertainty. Finally, the right hand side of equality (5)
represents the variable parameters of the first stage process that have to be met. By considering only
discrete probability distribution functions P, the expectation of the second stage decision process can be
stated by the following
(7)
𝐸𝐸𝜔𝜔 𝑄𝑄(𝑥𝑥, 𝜔𝜔) = ∑𝜔𝜔∈𝛺𝛺 𝑝𝑝(𝜔𝜔)𝑄𝑄(𝑥𝑥, 𝜔𝜔)
Based on (7) it is convenient to formulate a large LP that forms the following deterministic equivalent
problem.
𝑇𝑇
𝑦𝑦𝜔𝜔
(8)
𝑚𝑚𝑚𝑚𝑚𝑚 𝑐𝑐 𝑇𝑇 + ∑𝜔𝜔∈𝛺𝛺 𝑝𝑝(𝜔𝜔)𝑑𝑑𝜔𝜔
Subject to:

𝑥𝑥

𝐴𝐴𝐴𝐴 = 𝑏𝑏
(9)
𝑇𝑇𝜔𝜔 𝑥𝑥 + 𝑊𝑊𝜔𝜔 𝑦𝑦 = ℎ𝜔𝜔
(10)
𝑥𝑥 > 0, 𝑦𝑦𝜔𝜔 > 0
(11)
In order to solve the stochastic programming model with recourse, first the decision maker implements
the first stage decisions x; then the system will be subject to the random process denoted by (Ω, P) which
results in an outcome 𝜔𝜔 ∈ 𝛺𝛺 . Finally the decision maker will execute the recourse actions of the second
stage decisions y accordingly. Using a Benders decomposition approach the process is divided into four (4)
steps. In the first step, the initial master problem of the first stage decisions is solved. Next, for each
scenario 𝜔𝜔 ∈ 𝛺𝛺 of possible outcomes the sub problems of the second stage decisions are computed. Step
three is used to perform convergence tests, which are satisfied when the desired accuracy is achieved.
Finally, in the forth step the master problem is solved with a column generation scheme by adding the
proper produced optimality cuts from the dual prices of the second stage decision process. Based on the
linear programming duality all second stage decision variables are projected out to the master problem in a
cutting plane scheme. The master problem which constitutes the first stage IRP problem is solved and
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provides these solutions to the second stage decision process. If the second stage problem is feasible and
bounded, an optimality cut is added to the master problem; otherwise a feasibility cut is added. The process
is repeated until an optimal solution is found or the optimality gap is achieved.

4

Mathematical Formulation

In order to illustrate this 2 – Stage programming approach easier, initially the first stage decision process of
the model is presented. Then the process of recourse actions of transshipment is presented. Finaly the
stochastic program and its deterministic equivalent are discussed.
4.1
First Stage Decision Process – IRP model
We consider an IRP where a supplier denoted by node 1 distributes to N-1 retailers over a finite discrete
time T, using a single vehicle with capacity C. Traditionally, the problem is defined on an undirected graph
G=(V,A) where {1} is the vertex representing the supplier and vertices V’ = {2,3,…,N} represent the set of
stock keeping venues (they will be called retailers from thereafter as it is common in the literature); 𝐴𝐴 =
{(𝑖𝑖, 𝑗𝑗): 𝑖𝑖 ≠ 𝑗𝑗, 𝑖𝑖, 𝑗𝑗𝑗𝑗𝑗𝑗} is the set of arcs . Inventory holding cost occurs for both supplier and retailers and is
denoted as ℎ𝑖𝑖 ∶ 𝑖𝑖𝑖𝑖𝑖𝑖 per period and each vertex has an inventory capacity 𝐶𝐶𝑖𝑖 ∶ 𝑖𝑖𝑖𝑖𝑖𝑖. The length of the discrete
planning horizon is H where 𝑡𝑡𝑡𝑡𝑡𝑡 = {1, … , 𝐻𝐻}. In the beginning of the planning horizon the decision maker
knows that: (1) each period the quantities 𝑟𝑟 𝑡𝑡 is made available to the supplier in order to fulfil the request
of his retailers; (2) the initial inventory levels of both supplier and retailers are known { 𝐼𝐼10 , 𝐼𝐼𝑖𝑖0 , 𝑖𝑖𝑖𝑖𝑖𝑖′}; and
(3) the demand of each retailer and at each period, denoted 𝑑𝑑𝑖𝑖𝑡𝑡 , 𝑖𝑖𝑖𝑖𝑖𝑖′, are known. A single vehicle can
perform one route at each period with capacity C, and a routing cost 𝑐𝑐𝑖𝑖,𝑗𝑗 is associated with arc (i, j)ϵA.
Throughout the paper, we assume that since the supplier has the information about the demand of his
retailers in advance, he can transport the quantities 𝑞𝑞𝑖𝑖𝑡𝑡 to meet the demand of period t as well as of
subsequent periods. However, the available quantities 𝑟𝑟 𝑡𝑡 shall be added to the total available quantities at
period t, as they can be used for deliveries to retailers at the same period t as well as the subsequent
𝑡𝑡
is equal to 1, if the vehicle is delivering products at period t and
periods. The binary decision variables 𝑥𝑥𝑖𝑖,𝑗𝑗
the retailer j is served exactly after retailer i. Also, we define the binary variable 𝑦𝑦𝑖𝑖𝑡𝑡 which is equal to 1 if
the inventory i is served at period t. Additionally the non negative variable 𝑞𝑞𝑖𝑖𝑡𝑡 express the quantities to be
delivered to retailer i at period t, and 𝑢𝑢𝑖𝑖𝑡𝑡 the quantities that the vehicle carries after delivering to the retailer
i. The objective function minimizes the total transportation and inventory cost for the whole planning
horizon, while meeting the demand of each retailer. Thus it is formed by the parts: the total inventory cost
𝑡𝑡
∑𝑡𝑡𝑡𝑡𝑡𝑡 ∑𝑖𝑖𝑖𝑖𝑖𝑖 ℎ𝑖𝑖 𝐼𝐼𝑖𝑖𝑡𝑡 and the total transportation cost ∑𝑡𝑡𝑡𝑡𝑡𝑡 ∑𝑖𝑖𝑖𝑖𝑖𝑖 ∑𝑖𝑖𝑖𝑖𝑖𝑖 𝑐𝑐𝑖𝑖𝑖𝑖 𝑥𝑥𝑖𝑖,𝑗𝑗
.
𝑖𝑖≠𝑗𝑗

Subject to:

𝑡𝑡
𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚 ∑𝑡𝑡𝑡𝑡𝑡𝑡 ∑𝑖𝑖𝑖𝑖𝑖𝑖 ℎ𝑖𝑖 𝐼𝐼𝑖𝑖𝑡𝑡 + ∑𝑡𝑡𝑡𝑡𝑡𝑡 ∑𝑖𝑖𝑖𝑖𝑖𝑖 ∑𝑖𝑖𝑖𝑖𝑖𝑖 𝑐𝑐𝑖𝑖𝑖𝑖 𝑥𝑥𝑖𝑖,𝑗𝑗

𝐼𝐼1𝑡𝑡

𝑖𝑖≠𝑗𝑗

≥ 0 ∀𝑡𝑡 ∈ 𝑇𝑇
𝐼𝐼1𝑡𝑡 ≥ 𝐼𝐼1𝑡𝑡−1 + 𝑟𝑟 𝑡𝑡 − ∑𝑖𝑖∈𝑉𝑉′ 𝑞𝑞𝑖𝑖𝑡𝑡 ∀𝑡𝑡 ∈ 𝑇𝑇
𝐼𝐼𝑖𝑖𝑡𝑡 ≥ 0 ∀𝑡𝑡 ∈ 𝑇𝑇 , ∀𝑖𝑖 ∈ 𝑉𝑉′
𝑡𝑡
𝑡𝑡−1
𝐼𝐼𝑖𝑖 ≥ 𝐼𝐼𝑖𝑖 + 𝑞𝑞𝑖𝑖𝑡𝑡 − 𝑑𝑑𝑖𝑖𝑡𝑡 ∀𝑡𝑡 ∈ 𝑇𝑇, ∀𝑖𝑖 ∈ 𝑉𝑉′
𝐼𝐼𝑖𝑖𝑡𝑡 ≤ 𝐶𝐶𝑖𝑖 ∀𝑡𝑡 ∈ 𝑇𝑇 , ∀𝑖𝑖 ∈ 𝑉𝑉′
∑𝑖𝑖∈𝑉𝑉′ 𝑞𝑞𝑖𝑖𝑡𝑡 ≤ 𝐶𝐶 ∀𝑡𝑡 ∈ 𝑇𝑇
∑𝑡𝑡∈𝑇𝑇 𝑞𝑞𝑖𝑖𝑡𝑡 ≥ ∑𝑡𝑡∈𝑇𝑇 𝑑𝑑𝑖𝑖𝑡𝑡 − 𝐼𝐼𝑖𝑖0 , ∀𝑖𝑖 ∈ 𝑉𝑉′
𝑗𝑗
′
𝑞𝑞𝑖𝑖𝑡𝑡 ≤ 𝑦𝑦𝑖𝑖𝑡𝑡 ∑𝐻𝐻
𝑗𝑗=𝑡𝑡 𝑑𝑑𝑖𝑖 , ∀𝑖𝑖 ∈ 𝑉𝑉 , ∀𝑡𝑡 ∈ 𝑇𝑇
𝑗𝑗
∑𝑡𝑡𝑗𝑗=1 𝑞𝑞𝑖𝑖 ≤ 𝐼𝐼10 + ∑𝑡𝑡𝑗𝑗=1 𝑟𝑟 𝑗𝑗 , ∀𝑡𝑡 ∈ 𝑇𝑇, , ∀𝑖𝑖 ∈ 𝑉𝑉 ′
𝑡𝑡
∑𝑡𝑡∈𝑇𝑇 ∑𝑗𝑗∈𝑉𝑉 ′ 𝑥𝑥1𝑗𝑗
≤ 𝐻𝐻
𝑡𝑡
∑𝑗𝑗∈𝑉𝑉 ′ 𝑥𝑥1𝑗𝑗 ≤ 𝑦𝑦1𝑡𝑡 ∀𝑡𝑡 ∈ 𝑇𝑇
𝑡𝑡
∑𝑗𝑗∈𝑉𝑉′ 𝑥𝑥𝑖𝑖𝑖𝑖
= ∑𝑗𝑗∈𝑉𝑉′ 𝑥𝑥𝑗𝑗𝑗𝑗𝑡𝑡 ∀𝑡𝑡 ∈ 𝑇𝑇 , ∀𝑖𝑖 ∈ 𝑉𝑉′
𝑡𝑡
∑𝑗𝑗∈𝑉𝑉 ′ 𝑥𝑥𝑖𝑖𝑖𝑖 + ∑𝑗𝑗∈𝑉𝑉 ′ 𝑥𝑥𝑗𝑗𝑗𝑗𝑡𝑡 = 2𝑦𝑦𝑖𝑖𝑡𝑡 ∀𝑡𝑡 ∈ 𝑇𝑇 , ∀𝑖𝑖 ∈ 𝑉𝑉 ′
𝑡𝑡
≤ 𝑦𝑦𝑖𝑖𝑡𝑡 ∀𝑡𝑡 ∈ 𝑇𝑇, ∀𝑖𝑖, 𝑗𝑗 ∈ 𝑉𝑉 ′
𝑥𝑥𝑖𝑖,𝑗𝑗
𝑡𝑡
𝑥𝑥𝑖𝑖,𝑗𝑗 ≤ 𝑦𝑦𝑗𝑗𝑡𝑡 ∀𝑡𝑡 ∈ 𝑇𝑇, ∀𝑖𝑖, 𝑗𝑗 ∈ 𝑉𝑉 ′
𝑡𝑡
𝐶𝐶�1 − 𝑥𝑥𝑖𝑖,𝑗𝑗
� + 𝑢𝑢𝑖𝑖𝑡𝑡 ≥ 𝑢𝑢𝑗𝑗𝑡𝑡 + 𝑞𝑞𝑗𝑗𝑡𝑡 ∀𝑖𝑖, 𝑗𝑗 ∈ 𝑉𝑉 ′ : 𝑖𝑖 ≠ 𝑗𝑗, 𝑡𝑡 ∈ 𝑇𝑇
𝑞𝑞𝑖𝑖𝑡𝑡 ≤ 𝑢𝑢𝑖𝑖𝑡𝑡 ∀𝑖𝑖, 𝑗𝑗 ∈ 𝑉𝑉 ′ , 𝑡𝑡 ∈ 𝑇𝑇
𝑢𝑢𝑖𝑖𝑡𝑡 ≤ 𝑦𝑦𝑖𝑖𝑡𝑡 ∗ 𝐶𝐶 ∀𝑖𝑖 ∈ 𝑉𝑉 ′ , 𝑡𝑡 ∈ 𝑇𝑇
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(12)
(13)
(14)
(15)
(16)
(17)
(18)
(19)
(20)
(21)
(22)
(23)
(24)
(25)
(26)
(27)
(28)
(29)
(30)

𝑡𝑡
𝑥𝑥𝑖𝑖,𝑗𝑗

𝑦𝑦𝑖𝑖𝑡𝑡 ≤ 𝑦𝑦1𝑡𝑡 ∀𝑡𝑡 ∈ 𝑇𝑇, ∀𝑖𝑖 ∈ 𝑉𝑉 ′
𝑞𝑞𝑖𝑖𝑡𝑡 , 𝑢𝑢𝑖𝑖𝑡𝑡 ≥ 0∀𝑖𝑖 ∈ 𝑉𝑉 ′ , 𝑡𝑡 ∈ 𝑇𝑇
∈ {0,1} ∀𝑖𝑖, 𝑗𝑗 ∈ 𝑉𝑉 ′ : 𝑖𝑖 ≠ 𝑗𝑗, 𝑡𝑡 ∈ 𝑇𝑇
𝑦𝑦𝑖𝑖𝑡𝑡 ∈ {0,1} ∀𝑖𝑖 ∈ 𝑉𝑉, 𝑡𝑡 ∈ 𝑇𝑇

(31)
(32)
(33)
(34)

Constraints (13) and (14) are related to the inventory level at the supplier’s site. The first one expresses
the fact that the inventory level at the supplier cannot be negative in any period, thus avoiding a stock out
situation. The second one defines the inventory level of the supplier at the end of period t by the inventory
level at the end of period t-1, minus the total quantities to be transported at period t, plus the quantities
r t that are made available at time t. Constraint (15) makes sure that no stock out for any of the retailers
takes place. Constraint (16) forces the inventory level at each retailer at the end of period t to be equal to
the inventory level at the end of period t-1, plus the quantities that are made available at period t minus the
demand at period t. Constraint (17) ensures that the inventory level of each retailer cannot exceed its
capacity. Constraint (18) – (21) define the quantities delivered, aiming to secure the ML policy. More
specifically, Constraint (18) secures that for each period the quantities to distribute cannot exceed the
capacity of the vehicle. Constraint (19) ensures that the total quantities to be transported to each retailer are
equal to the total demand over the whole planning horizon minus the starting inventory level. Constraint
(20) expresses the fact that the quantities to be transported to each retailer at period t can be less or equal to
the demand requested at period t and subsequent periods, when the retailer is served at period t. Constraint
(21) ensures that the transported quantities at period t cannot exceed the supplier’s staring inventory level
plus the quantity made available since period t. Constraints (22) – (31) serve the routing counterpart of the
problem. More specifically, constraint (22) ensures that the total number of routes cannot exceed the
number of periods of the planning horizon; however, it is not necessary to perform a route for each period.
Constraint (23) ensures that if a route is performed at time t it will start from the supplier and will visit only
one retailer. Constraints (24) and (25) secure the flow of the route among intermediate retailers. Constraints
(26) and (27) define the relationship of the two indices and the three indexed variables of the routing
constraint and it states that when a retailer is served at period t, he will be an origin or a destination of a
valid path. Constraints (28) – (29) is the well known sub tour elimination constrains based on the MillerTucker-Zemlin (MTZ) constraint formulation as suggested in Anken et al. (2012); this is achieved by
introducing extra variables 𝑢𝑢𝑖𝑖𝑡𝑡 that express the quantities that are in the vehicle until the inventory of
retailer i is reached. Constraint (31) secures that if a route is performed at period t , then there will be
intermediate points in the route. Constraints (32) – (34) enforce integrality and non - negativity conditions.
4.2 Second Stage Decision Process – Transshipment model
As mentioned in the introduction of the paper the above presented deterministic IRP model is needed to
determine the original (first stage) total cost of inventory management and transportation of goods.
However in the stochastic IRP the aim is to find the distribution plan that minimizes the sum of our first
stage plan and the expected recourse action costs. Assuming that we face shortage situations, the extra
needed demand is served by lateral transshipments from either neighbouring retailers or from the supplier.
Thus the second stage problem can be stated as an transportation problem, where the supply of the lateral
transshipment is assigned to the supplier or the retailers with extra products in their inventory and
minimum transportation cost. The cost of the assignment is calculated as a proportion of the initial
transportation cost from a node 𝑖𝑖 → 𝑗𝑗 , let it be 𝑎𝑎 ∗ 𝑐𝑐𝑖𝑖𝑖𝑖 , 𝑎𝑎 < 1.Thansshipment cost are both distance and
volume – dependent because this is sometimes how outsourced carriers define the terms of their
𝑡𝑡
contracts.Let 𝑤𝑤𝑖𝑖𝑖𝑖
be the amount of product delivered directly from iϵV to retailer 𝑗𝑗 ∈ 𝑉𝑉 ′ at period t using
outsourced carrier. The objectivefunction of the second stage model is defined aiming to minimize the
transshipment cost thus:
(35)
𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚 ∑𝑡𝑡𝜖𝜖𝑇𝑇 ∑𝑖𝑖,𝑗𝑗 𝑎𝑎 ∗ 𝑐𝑐𝑖𝑖𝑖𝑖 𝑤𝑤 𝑡𝑡 𝑖𝑖,𝑗𝑗
(36)
Subject to:
𝐼𝐼𝑖𝑖𝑜𝑜 = 𝑆𝑆𝑆𝑆_𝐼𝐼𝐼𝐼𝐼𝐼(𝑖𝑖)∀𝑖𝑖 ∈ 𝑉𝑉
𝐼𝐼𝑖𝑖𝑡𝑡 = 𝐼𝐼𝑖𝑖𝑡𝑡−1 + 𝑞𝑞𝑖𝑖𝑡𝑡 − 𝑑𝑑𝑖𝑖𝑡𝑡 (𝜔𝜔) ∀𝑡𝑡 ∈ 𝑇𝑇, ∀𝑖𝑖 ∈ 𝑉𝑉 ′
(37)
𝐼𝐼𝑖𝑖𝑡𝑡 + ∑𝑗𝑗𝜖𝜖𝑉𝑉′ 𝑤𝑤𝑗𝑗𝑗𝑗𝑡𝑡 ≥ 0 ∀𝑡𝑡 ∈ 𝑇𝑇, ∀𝑖𝑖 ∈ 𝑉𝑉 ′
(38)
Equation (36) secures that the initial values of inventories are the same as the ones at the first stage.
Eqution (37) ensures that the revealed demand has to be satisfied from the new inventory level. Finaly
inventory level and transshipments amounts should be non negative secured by the equation (38).
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4.3 Two stage stochastic IRP with transshipment as a recourses
Let us assume that ξ represents the random vector that belongs to the Ξ ∈ ℝk , and also assume that ℱ is
the family of events of subsets of Ξ;P is the probability measure defined at ℱ, where Α ⊂ Ξ, 𝛢𝛢 ∈ ℱ, and
𝑃𝑃(𝐴𝐴) are known. The random vector includes all necessary parameters of the problem that are assumed to
be random parameters thus the demand of each retailer for each time period 𝑑𝑑𝑖𝑖𝑡𝑡 (𝜔𝜔), ∀𝑖𝑖 ∈ 𝑉𝑉 ′ 𝜉𝜉 𝛵𝛵 =
𝑡𝑡
{𝑑𝑑2𝑡𝑡 (𝜔𝜔), 𝑑𝑑3𝑡𝑡 (𝜔𝜔), … , 𝑑𝑑𝛮𝛮
(𝜔𝜔)}. Therefore the objective function of two stage stochastic programming model
can be stated as follows:
𝑡𝑡
𝑡𝑡
𝑚𝑚𝑚𝑚𝑚𝑚 ∑𝑡𝑡𝜖𝜖𝑇𝑇 ∑𝑖𝑖𝜖𝜖𝑉𝑉 ℎ𝑖𝑖 𝐼𝐼𝑖𝑖𝑡𝑡 + ∑𝑡𝑡𝜖𝜖𝑇𝑇 ∑𝑖𝑖𝜖𝜖𝑉𝑉 ∑𝑗𝑗𝑗𝑗𝑉𝑉 𝑐𝑐𝑖𝑖𝑖𝑖 𝑥𝑥𝑖𝑖,𝑗𝑗
+ 𝛦𝛦𝜉𝜉 �∑𝑡𝑡∈𝑇𝑇 ∑ 𝑖𝑖∈𝑉𝑉 𝛼𝛼 ∗ 𝑐𝑐𝑖𝑖,𝑗𝑗 𝑤𝑤𝑖𝑖𝑖𝑖
(𝜔𝜔)�
𝑗𝑗∈𝑉𝑉 ,

𝑖𝑖≠𝑗𝑗

(39)
In order to merge the two deterministic models we have to identify which constraints of the first stage
are affected by the stochasticity of the demand. This way, we can determine ℎ(𝜔𝜔) of the right hand side of
the second stage model and also Τ (ω), which are the coefficient of decision variables that are affected by
the random demand. The equalities that serve these needs are the ones that determine the level of inventory
amounts for the set of retailers, such as (13) – (16).
Therefore the above mentioned constrains have to be modified in order to account for the integration of
the two models. More specifically those constraints can be stated as follows:
𝑡𝑡 (𝜔𝜔)
𝑡𝑡
+ ∑𝑘𝑘∈𝑉𝑉 𝑤𝑤𝑘𝑘𝑘𝑘
(𝜔𝜔) ≥ 0 , ∀𝑡𝑡 ∈ 𝑇𝑇, ∀𝑖𝑖 ∈ 𝑉𝑉
(40)
𝐼𝐼𝑖𝑖𝑡𝑡 − ∑𝑘𝑘∈𝑉𝑉′ 𝑤𝑤𝑖𝑖𝑖𝑖
𝑘𝑘≠𝑖𝑖

𝑘𝑘≠𝑖𝑖

𝑡𝑡
𝑡𝑡
(𝜔𝜔) + ∑𝑘𝑘∈𝛢𝛢 𝑤𝑤𝜅𝜅𝑖𝑖
(𝜔𝜔) + 𝑞𝑞𝑖𝑖𝑡𝑡 − 𝑑𝑑𝑖𝑖𝑡𝑡 (𝜔𝜔) ∀𝑡𝑡 ∈ 𝑇𝑇 , ∀𝑖𝑖 ∈ 𝑉𝑉 ′
𝐼𝐼𝑖𝑖𝑡𝑡 = 𝐼𝐼𝑖𝑖𝑡𝑡−1 − ∑𝑘𝑘∈𝐵𝐵 𝑤𝑤𝑖𝑖𝑖𝑖

∑𝑡𝑡∈𝑇𝑇 𝑞𝑞𝑖𝑖𝑡𝑡 + 𝐼𝐼𝑖𝑖0

𝑘𝑘≠𝑖𝑖

−

𝑡𝑡
∑𝑘𝑘∈𝐵𝐵 𝑧𝑧𝑖𝑖𝑖𝑖
(𝜔𝜔)
𝑘𝑘≠𝑖𝑖

𝑘𝑘≠𝑖𝑖

𝑡𝑡
+ ∑𝑘𝑘∈𝛢𝛢 𝑧𝑧𝜅𝜅𝑖𝑖
(𝜔𝜔)
𝑘𝑘≠𝑖𝑖

= ∑𝑡𝑡∈𝑇𝑇 𝑑𝑑𝑖𝑖𝑡𝑡 (𝜔𝜔) , ∀𝑖𝑖

∈ 𝑉𝑉′

(41)

(42)

Constraint (40) ensures that the level of inventory should be positive, which is valid for both first stage
transported amounts as well as the second stage transshipped amounts either inbound or outbound for each
inventory item. Constraint (41) includes the transshipped amounts of the second stage, in the close loop
relationship of the level of inventories within the same time period. Constraint (46) equates the
transshipment amounts to the total transported quantities. When a finite number of scenarios are
considered, the objective functions can be transformed and the stochastic model is stated by the
deterministic equivalent. Thus the deterministic equivalent problem has the following objective function.

4.4

t
+ ∑rl=1 pl �∑t∈T ∑ i∈A⊂V α ∗ ci,j vijt (ωl )�
min ∑tϵT ∑iϵV hi Iit + ∑tϵT ∑iϵV ∑jϵV cij xi,j

L – Shaped Method

j∈B⊂V,

i≠j

(43)

The L – shaped algorithm we have applied to solve the two - stage SIRP is a modification of Benders
decomposition algorithm. We split the process to the master problem that constitutes the first stage decision
process and the sub problem in a way to represent second stage decisions that constitute the transshipment
recourse actions. Initially the first IRP model is solved and then for each possible scenario it is checked if it
is feasible; otherwise a feasibility cut is added. Since the process adds to the problem all the feasibility cuts,
the optimality cuts are next computed and added to the master problem until a lower bound equal to the
upper bound or a predefined tolerance is reached.
Algorithm: The L – shaped algorithm for stochastic inventory with transshipment

1: for t=0
2: compute the IRP plan by solving the first stage decision process (Obj. Function: (12) s.t. (13) - (34))
3: for each scenario 𝜔𝜔 ∈ 𝛺𝛺 do indentify if feasibility cuts are required
4:
compute the dual multiplier and produce the feasibility cut
5:
add feasibility cut to the master problem
6: endfor
7: for each scenario 𝜔𝜔 ∈ 𝛺𝛺 solve the sub problem (Obj. Function: (35) st. (36) – (38)
8:
compute optimal value and optimal dual value
9: endfor
10: compute UB and execute convergence test
𝑼𝑼𝑼𝑼−𝑳𝑳𝑳𝑳
11: If
≤ 𝟎𝟎. 𝟎𝟎𝟎𝟎𝟎𝟎 then
𝟏𝟏−|𝑳𝑳𝑳𝑳|

12: Stop required accuracy achieved
13: Return 𝑥𝑥̅ 𝑣𝑣
14: Endif
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15: solve the master problem Objective function (43)
16 : add Optimality cuts
17: Compute optimal values and LB
18: return to 11
19: endfor

5

Computational Results

The algorithm described above was coded in C++ using IBM Concert Technology and CPEX
12.4 with 2 threads. All computations were executed in an Intel Atom 1.83 GHz with a 2 GB RAM, a
typical laptop, in less than 2 hours CPU time. Validation of the performance of the proposed alternative
valid inequalities can be found in Chrysochoou & Ziliaskopoulos (2015). The computational results
demonstrate that the decision of taking into account the forthcoming time period demand to estimate the
quantities to be delivered improves the optimal value by an average 15%. In order to validate the results of
the stochastic model, we assume that the recourse action in each period is independent and varies in the
range [𝑑𝑑𝑖𝑖𝑖𝑖 (1 − 𝑒𝑒), 𝑑𝑑𝑖𝑖𝑖𝑖 (1 + 𝑒𝑒) ] where 𝑑𝑑𝑖𝑖𝑖𝑖 is the demand of the initial instances. The value of e is set to be 0,
2 which represent the maximum demand variation. We also assume that the distribution of the probability
of the demand is discrete and produces a finite number of scenarios, where the initial demand represents
the scenario with the greater probability. The number of scenarios is set to be 3 and 5 and the maximum
computing time is set to 2 hours of CPU time.
Table 1. Computational results of the L - Shaped approach.
High Inventory cost
Scenario

Customers

p=3

p=5

CPU (s)

#Optim

Gap

Bender
Cuts

CPU
(s)

Low Inventory cost
#Optim

Gap

Bender
Cuts

5

213

10 // 10

0.0

15

219

10 // 10

0.0

18

10

257

10 // 10

0.0

58

264

10 // 10

0.0

68

15

468

8 // 10

0.0

136

479

9 // 10

0.0

154

20

1235

9 // 10

0.2

686

1277

7 // 10

0.6

755

5

276

10 // 10

0.0

45

282

10 // 10

0.0

54

10

318

10 // 10

0.0

254

330

10 // 10

0.0

279

15

674

8 // 10

5.6

508

690

8 // 10

7.4

589

20

5076

9 // 10

9.78

1749

5223

8 // 10

13.0

1959

In Table 1 appear the results of certain indicative experiments; the number of instances solved, the
optimality gap as well as the computational time are shown. These initial results demonstrate the potential
of the approach to efficiently evaluate more complex scenarios as well as the possibility of incorporating
brunch and cut schema in the first stage problem.

6

Conclusions

In this paper, we considered the vendor – managed inventory problem, where a supplier manages the
inventory level of the retailers using transshipment as a recourse action when demand uncertainty leads to
shortages. The problem is motivated by the need of a major electronics multinational with production both
in Asia and Europe and various warehouses throughout their global supply chain. We proposed an L –
shaped algorithm that efficiently solves the stochastic inventory routing problem using transshipment as a
recourse action, which seems to be a realistic strategy for the electronics and automotive industry that
stretch their production line from China to Europe. Finally, though the L shaped method was not
exhaustively tested computationally, it was demonstrated that presents the potential to be applied for more
complex real life problems.

Acknowledgements
This research has been co – financed by the European Union (European Social Fund – NSF) & Greek national funds
through the Operational Program “ Education and Lifelong Learning” of National Strategic Reference

23

Framework(NSRF) Research Funding Program:HeracleitusII. Investigation in knowledge society through the European
Social Fund.

References
Adelman, D. 2004. A Price-Directed Approach to Stochastic Inventory/Routing. Operations Research 52(4) 499-514.
Adulyasak, Y., J.-F. and Cordeau, R.Jans. 2014. Formulations and Branch-and-Cut Algorithms for Multivehicle
Production and Inventory Routing Problems.INFORMS Journal on Computing 26 (1) 103 – 120.
Aksen, D. et al.2012. Selective and periodic inventory routing problem for waste vegetable oil collection. Optimization
Letters 6(6) 1063–1080.
Allen, S. 1958. Residribution of total stock over several user locations. Naval Research Logistics Quarterly 5 (4) 337 –
345.
Andersson, H. et al. 2010. Industrial aspects and literature survey: Combined inventory management and routing.
Computers & Operations Research 37(9) 1515–1536.
Anily, S. and A. Federgruen. 1990. One warehouse multiple retailer systems with vehicle routing costs. Management
Science 36 92 – 114.
Archetti, C. et al. 2007. A branch-and-cut algorithm for a vendor-managed inventory-routing problem. Transportation
Science, 41(3) 382–391.
Baita, F. et al. 1998. Dynamic routing-and inventory problems: A review. Transportation Research Part A: Policy and
Practice 32(8) 585–598.
Bard, J. et al. 1998. A decomposition approach to the inventory routing problem with satellite facilities. Transportation
Science 32 189 – 203.
Bell, W. J. et al.1983. Improving the distribution of industrial gases with an on-line computerized routing and scheduling
optimizer. Interfaces 13(6) : 4–23.
Bertazzi, L.et al. 2013. A stochastic inventory routing problem with stock-out. Transportation Research Part C:
Emerging Technologies, 27 89-107.
Bertazzi, L., M.G. Speranza, and W. Ukovich. 1997. Minimization of logistic costs with given frequencies.
Transportation Research 31: 327 – 340 .
Birge, J. R. and F. Louveaux. 1997. Introduction to Stochastic Programming. Springer Series in Operations Research.
Springer.
Blumenfeld, D. E., et al.1985. Analyzing trade-offs between transportation, inventory and production costs on freight
networks. Transportation Research 19 :361– 380.
Campbell, AM, Clarke L, Kleywegt AJ, Savelsbergh MWP. 1998. The inventory routing problem.,Crainic TG, Laporte
G, eds. Fleet Management and Logistics (Springer, Boston), 95–113.
Carøe, C. C. and J.Tind. 1998. L- Shaped decomposition of two – stage stochastic programs with integer recourse.
Mathematical Programming, 83 (1-3) : 451 -464.
Chrysochoou E., A. Ziliaskopoulos 2015. An exact method for the stochastic inventory routing problem with
transshipment. Proc 94th Annual Meeting Transportation Research Board 11 -15 January. Whashigton D.C.
Coelho, L. C. and G. Laporte. 2013. The exact solution of several classes of inventory routing problems. Computers &
Operations Research, 40(2) : 558–565.
Coelho, L. C.2012.Flexibility and Concistency in Inventory Routing , PhD Thesis. , Graduate in Administration – HEC
Montréal.
Coelho, L. C., J.-F. Cordeau, and G. Laporte .2014. Thirty years of Inventory Routing. Transportation Science 48(1) 119.
Federgruen, A. and P. H. Zipkin. 1984. A combined vehicle-routing and inventory allocation problem. Operations
Research, 32(5) :1019–1037.
Fisher, M. L., and R. Jaikumar. 1981. A generalized assignment heuristic for vehicle routing. Networks, 11(2) :109–124.
Hall, R. W. 1985. Determining vehicle dispatch frequency when shipping frequency differs among suppliers.
Transportation Research 19 (B): 421 – 431.
Kall, P. and S.W. Wallace. 1994. Stochastic Programming John Wiley & Sons, Inc., New York.
Kleywegt, A. J., V. S. Nori, and M. W. P. Savelsbergh. 2002. The stochastic inventory routing problem with direct
deliveries. Transportation Science, 36(1) : 94–118.
Kleywegt, A. J., V. S. Nori, and M. W. P. Savelsbergh. 2004. Dynamic programming approximations for a stochastic
inventory routing problem. Transportation Science 38(1): 42–70.
Bertazzi,L., G. Paletta, and M. G. Speranza. 2002. Deterministic order-up-to level policies in an inventory routing
problem. Transportation Science, 36(1) : 119 – 132,
Solyalı, O., J.-F. Cordeau, and G. Laporte.2012. Robust inventory routing under demand uncertainty. Transportation
Science, 46(3) : 327–340.
Solyalı, O. and H. Süral. 2011. A branch-and-cut algorithm using a strong formulation and an a priori tour based
heuristic for an inventory-routing problem. Transportation Science, 45(3) : 335–345.
Speranza, M. G, and W.Ukovich. 1994a. Minimizing transportation and inventory costs for several products on a single
link. Operations Research 42: 879 – 894.
Speranza, M. G. and W.Ukovich. 1994b.Analysis and integration of optimization odels for logistic systems.
International Journal of Production Economics. 35: (1-3) 183 -190.

24

10th Conference on Stochastic Models of Manufacturing and Service Operations (SMMSO 2015)

Lead Time Dependent Product Deterioration in
Manufacturing Systems with Serial, Assembly and
Closed-Loop Layout
Marcello Colledani
Mechanical Engineering Department, Politecnico di Milano, Milan, Italy, marcello.colledani@polimi.it

Alessio Angius
Department of Computer Science, University of Turin, Turin, Italy, angius@di.unito.it

Andras Horvath
Department of Computer Science, University of Turin, Turin, Italy, horvath@di.unito.it

Stanley B. Gershwin
Department of Mechanical Engineering, Massachusetts Institute of Technology, Cambridge, MA, USA, gershwin@mit.edu

In several manufacturing systems found in the automotive, food and semiconductor industries, product
quality or value deterioration due to excessive residence time in the system are observed. This phenomenon
generates defective or low value products, thus undermining the performance of these systems. In this paper,
a method to compute the lead time distribution under a wide set of system architectures is proposed. The
method is based on the analysis of the probability that a part enters the system in a certain position in the
buffer and on the calculation of the distribution of the time to absorption of a Markov chain representing the
states of the downstream portion of system. Then, considering a function that expresses how the product
deteriorates with the residence time in the system, the main performance measures are derived. Numerical
results show previously uninvestigated behaviors of manufacturing systems under lead time constraints and
provide insights on the design of these complex systems. In particular, the method supports the optimal
selection of buffer sizes to achieve the target effective throughput in these systems.
Key words : Manufacturing systems, Lead time distribution, Perishable products, Assembly, Loop systems

1.

Introduction, Motivation and Objectives

Product quality and value deterioration due to excessive residence times, or lead times, during
production is a significant phenomenon in several industries, including automotive, food manufacturing, semiconductor, electronics manufacturing and in polymer forming. For example, in
automotive paint shops a car body that is affected by prolonged exposure to the air in the shop
floor caused by excessive lead times between operations, is prone to particle contamination, leading to unacceptable quality of the output of the painting process. Moreover, food production is
pervaded by strict requirements on hygiene and delivery precision requiring a maximum allowed
storage time before packaging (Wang et al. 2014). If the production lead-time exceeds this limit,
the product has to be considered as defective and cannot be delivered to the customer. In these
systems, higher inventory increases the system throughput but also increases the production lead
times, thus increasing the probability of producing defective items. Therefore, a relevant trade-off
is generated between production logistics and quality performance that requires advanced system
engineering methods to be profitably addressed (Colledani et al. 2014b), (Inman et al. 2013). The
same situation is found in production systems where strict lead time constraints are imposed by
the customers (Biller et al. 2013).
The first model considering this phenomenon is proposed in (Liberopoulos and Tsarouhas 2002).
The installation of a properly sized in-process buffer led to a reduction in failure impact on product
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Examples of serial lines, assembly systems and closed-loop systems.

quality and an increase of the system efficiency in a croissant production line. In (Liberopoulos et al.
2007), the authors focused on the production rate of asynchronous production lines in which long
failures cause the material under processing in the upstream machines to be scrapped by the system.
Moreover, in (Biller et al. 2013) raw material release policies have been proposed to maximize the
throughput under an average lead time constraint. In these contributions, the analysis is focused
on the average lead time and the distribution of lead time is not taken into consideration. More
recently, the calculation of the distribution of the residence time in manufacturing systems have
attracted increasing attention. In (Shi and Gershwin 2012) a procedure to numerically compute the
distribution of the lead time in two-machine lines with machines having one operational state and
one down state has been proposed. In (Colledani et al. 2014a) the analysis of manufacturing systems
under lead time dependent product deterioration has been proposed for two-machine lines with
general Markovian machines. Finally, the performance of serial lines with product deterioration is
analyzed by calculating the distribution of the residence time in Bernoulli lines in (Naebulharam
and Zhang 2014). Although these contributions are important to highlight the relevance of the
problem, they do not provide methods to predict and control production lead time distributions
under realistic manufacturing system features.
In this paper, we propose an exact analytical method for the calculation of lead time distribution
under a large set of different system architectures, including serial lines, closed-loop systems and
assembly lines. Therefore, the method makes it possible to evaluate the performance of a system
under token-based production control policies. Moreover, general Markovian machines are considered, thus enabling to model a wide set of machine behaviors. The lead time distribution is used
to calculate the throughput of conforming parts in systems subject to product deterioration.

2.

System Modeling

2.1. System Architectures
We consider manufacturing systems formed by K machines and L buffers under three different
architectures, namely serial lines, closed-loop systems and assembly systems, as represented in
Figure 1. For each system, the material flow is modeled as a discrete flow of parts and the Blocking
Before Service (BBS) assumption is considered. Each buffer Bi,j , located between machine Mi and
machine Mj , has finite capacity denoted as Ni,j . System topology considerations are given below.
• Serial lines. In serial lines, machines are connected in an open and linear architecture and the
parts visit all the machines, from M1 to MK , before leaving the system as final products. The first
machine M1 is never starved and the last machine MK is never blocked. The system architecture
can be represented in form of a directed graph as the set of connections between generic stages i
and j. For serial lines this set is Ωserial = {(i, j)|j = i + 1, ∀i = 1, .., K − 1}.
• Closed-loop systems. In closed-loop systems, machines are connected in a closed and linear
architecture with a fixed and invariant population Np which is the total number of parts circulating
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in the system. Parts visit all the machines, from M1 to MK and go back from MK to M1 . The set
of connections between generic stages Mi and Mj is expressed by the set Ωloop = Ωserial ∪ (K, 1),
therefore there are K buffers are in the system. It is worth to mention that under these modeling
features, several token based production control policies, among which kanban, conwip and base
stock can be analyzed.
• Assembly systems. Assembly systems are tree-structured networks in which input subcomponents are assembled to form the final output product. For each machine Mi , the set of buffers
from which Mi takes parts is denoted as Υi . If at least one buffer in the set Υi is empty, then
machine Mi is starved. For assembly systems the set of possible connections between generic stages
is Ωassembly = {(i, j)|1 ≤ i, j ≤ K, i ∈ Υj }.
2.2. Machine Behavior
The dynamics of each stage is modeled by a discrete-time and discrete-state Markov chain of general
complexity. This setup allows one to analyze a wide set of different stage models within a unique
framework. For example, stages with unreliable machines characterized by generally distributed up
and down times and also stages with non-identical processing times can be considered within the
same framework, thus making the proposed approach applicable to a wide set of real manufacturing
systems. In detail, each stage Mk is represented by Ik states, and thus the state indicator αk
assumes values in [1, ..., Ik ]. The set containing all the states of Mk is called Sk . The dynamics of
each stage in visiting its states is captured by the transition probability matrix λk , that is a square
matrix of size Ik . Moreover, a quantity reward vector µk is considered, with Ik entries. While in
the generic state i, Mk produces µk,i parts per time unit. Therefore, state i with µk,i = 1 can be
considered as an operational state for stage Mk , while state i with µk,i = 0 is a down state for stage
Mk . The set of operational states for Mi is denoted as Ui and the set of down states is denoted
as Di . Stages with the same features have been considered for the first time in (Gershwin and
Fallah-Fini 2007), and, later, in (Colledani 2013).
2.3. Part Quality Deterioration
The quality of parts deteriorates with the time parts spend in a critical portion of the system,
denoted by two integers, e and q with 1 ≤ e < q ≤ K, and composed of those buffers that are
between stages Me and Mq , in the direction of the material flow. We will refer as lead time of a
part to the time spent in the buffers between stages Me and Mq . If e = 1 and q = K, then the
time spent in the whole system is considered (see for example the serial line in Figure 1). Without
loss of generality, we assume that the machines are indexed in such a way that the critical portion
contains machines with consecutive indices. This means that the critical portion is composed of
stages Me , Me+1 , ..., Mq and the involved buffers are Be,e+1 , Be+1,e+2 , ..., Bq−1,q . The probability that
a part is defective at the end of the line is a non-decreasing function of its lead time. The function
γ(h) indicates the probability that a part released by the system is defective given that it spent h
time units in the critical portion of system. Defective parts are scrapped at the end of the line.
2.4. Performance Measures
The main performance measures of interest for this set of systems are:
• Average total production rate of the system, denoted by E T ot .
• Probability that the lead time, LT , is equal to the number of time units, h, i.e, P (LT = h).
• Average effective production rate of conforming parts, E Ef f , which is given by:
E Ef f = E T ot

∞
X

P (LT = h)[1 − γ(h)]

h=1

• System yield, Y system , i.e. fraction of conforming parts: (E Ef f / E T ot ).
• Total average inventory of the system, W IP .
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3.

Lead Time Distribution

The (i, j) entry of a matrix, M , will be referred to as M (i, j). Similarly, the ith entry of a vector,
v, is denoted by v(i).
3.1. Discrete time Markov chain of the system
The state of the system is given by a vector, s = (a1 , ..., aK , b1 , ..., bL ), that contains an entry for
each machine, namely, the state of the machine, and an entry for
buffer,
Qeach
Q namely, the number
K
of parts of the buffer. Considering every combination, there are ( k=1 Ik )( (i,j)∈Ω (Ni,j + 1)) states.
Some of these states are transient and have zero probability in steady state. For example, every
state in which M1 is up and its output buffer is empty is transient because while M1 is operational
its output buffer cannot get empty. A machine is blocked if it has an output buffer and the output
buffer is full. A machine is starved if at least one of its input buffers is empty. The overall behavior
of the system can be described by a Discrete Time Markov Chain (DTMC). We denote by R its
transition probability matrix and by π its steady state probability vector, which can be obtained
by standard techniques, (Stewart 2009). The set of states is denoted by S .
3.2. Probability of the states when a part enters the critical portion of system
The first step is to calculate the probability of the states of the system at the moment when an
arbitrary part enters the critical portion, i.e., when an arbitrary part is put into Be,e+1 . I.e., we
need to determine
πE (s) = P r{system is in state s|part entered Be,e+1 }
To this end, we define a modified transition probability matrix, RE , that contains the probability
of those transitions only along which a part is put in Be,e+1 . Its entry RE (s, s0 ) for two states,
s = (a1 , ..., aK , b1 , ..., bL ) and s0 = (a01 , ..., a0K , b01 , ..., b0L ), is given as

R(s, s0 ) if Me is neither starved nor blocked in s and it is up in s0
RE (s, s0 ) =
0
otherwise
With the above quantities we have

πRE
πRE 1
where 1 is a column vector with all entries equal to 1. The denominator is also the total throughput
of the system.
πE =

3.3. Lead time distribution in serial and assembly systems
Consider a part that has just been put in Be,e+1 by Me . The lead time of this part cannot be affected
by parts that are put in Be,e+1 afterwards. Consequently, the state of machines and buffers that are
upstream of Be,e+1 (including Me ) do not affect the lead time of the considered part. The portion
of the system that is downstream Mq can affect the lead time through backward propagation of
blockages. The part that is neither upstream nor downstream, which can exist in case of assembly
systems, can affect the lead time by forward propagation of starvation. Accordingly, in order to
compute the lead time distribution, we need to consider the subsystem that contains those machines
and buffers that are not upstream of Be,e+1 . We refer to this subsystem as S 0 . Accordingly, a state
of S 0 is given by a vector s = (ae+1 , ..., aK , bf , ..., bL ) where bf refers to Be,e+1 . The set of states is
denoted by ST and the transition probability matrix by RT . Note that, since there is no machine
that puts parts in Be,e+1 , all buffers in S 0 will eventually become empty. The initial probability
vector, πT , will be set in such a way that it reflects the steady state probabilities of the whole system
at the moment when an arbitrary part enters Be,e+1 . Therefore, for s = (ae+1 , ..., aK , bf , ..., bL ) we
have
X
πT (s) =
πE (s0 )
∀s0 =(a01 ,...,a0K ,b01 ,...,b0L )∈S

such that
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Consider the part that is last in buffer Be,e+1 . Note that, due to starvation of the involved machines,
it is not possible that a part enters one of the buffers of the critical portion after the considered part.
Consequently, the lead time of this part ends when all buffers in the critical portion become empty
and after that these buffers remain empty permanently. Denoting by πT,n the n-step transient
probabilities of the DTMC started according to πT and evolving according to RT (i.e., πT,n = πT RTn )
we have
X
P {LT ≤ n} =
πT,n (s)
∀s=(ae+1 ,...,aK ,bf ,...,bL )∈ST

such that

∀i,0≤i≤q−e−1:bf +i =0

i.e., the probability that the lead time is smaller or equal to n equals to the probability that S 0
reached in n step a state in which buffers Be,e+1 , Be+1,e+2 , ..., Bq−1,q are empty.
3.4. Lead time distribution in closed-loop systems
As before, consider a part that has just been put in Be,e+1 . In case of machines organized in a
loop, parts that enter Be,e+1 afterwards can affect the lead time of the considered part by backward
propagation of blockings. This means that the whole system must be considered in order to evaluate
the lead time in the critical portion. Moreover, the end of the lead time of the considered part
cannot be identified based on testing that the buffers in the critical portion are empty. This implies
that we need a model in which the position of the considered part is represented and thus allows us
to identify the moment when the considered part leaves the critical portion. In order to have such
a model, we will distinguish the parts that are in the critical portion when the considered part
enters Be,e+1 , called inner parts (including the considered part), from those that are elsewhere,
called outer parts. Moreover, when an inner part leaves the critical portion it will become an outer
part. On the other hand, a part that enters the critical portion remains outer part. Note that
this way every part becomes eventually outer part. Consequently, the lead time of the considered
part ends when there are no inner parts in the model. The state of the model is described by a
vector s = (a1 , ..., aK , b1 , ..., bK , ce , ..., cq−1 ) where ai is the state of Mi , bi is the number of outer
parts in Bi,i+1 (mod K) , and ci is the number of inner parts in Bi,i+1 (mod K) . (The set of states is
ST .) Note that there cannot be inner parts out of the critical portion. The initial probabilities
of the model, πT , will again be set to reflect the state of the system when a part enters Be,e+1
and keeping in mind that parts inside and outside the critical portion are distinguished. For s =
(a1 , ..., aK , b1 , ..., bK , ce , ..., cq−1 ) we have
πT (s) = πE (s0 )
with s0 ∈ S and s0 = (a1 , ..., aK , b1 , ..., be−1 , ce , ..., cq−1 , bq , ..., bK ). The transition probability matrix,
RT , has to take into account both classes of parts. The formal definition of RT is not provided in
this paper, due to space limitations. We make however two remarks. RT must be such that if an
inner part moves from Bq−1,q to Bq,q+1 (i.e., it leaves the critical portion) then it becomes an outer
part (i.e., the number of inner parts is decremented and the number of outer parts is incremented).
In the case when there are both inner and outer parts in a buffer (it can happen to buffers in the
critical portion) then the inner parts leave the buffer first, because they entered the buffer first.
Based on the n-step transient probabilities, πT,n = πT RTn , we have
X

P {LT ≤ n} =

∀s(a1 ,...,aK ,b1 ,...,bK ,ce ,...,cq−1 )∈ST

πT,n (s)
such that

∀i,e≤i≤q−1:ci =0

i.e., the probability that the lead time is smaller or equal to n equals to the probability that the
system reached in n step a state in which there are no inner parts.

29

Pr(LT=h)

Colledani, Angius, Horvath, Gershwin: Lead Time Dependent Product Deterioration in Manufacturing Systems
SMMSO 2015

0.14
0.12
0.1
0.08
0.06
0.04
0.02
0

Line

1 5 9 13 17 21 25 29 33 37 41 45 49 53 57
h

Lead Time distribution for a 5 machine line with identical machines and buffers, p = 0.01, r = 0.1, N = 5.

0.08
0.07
0.06
0.05
0.04
0.03
0.02
0.01
0

Pr(LT=h)

Pr(LT=h)

Figure 2

0.07
0.06
0.05
0.04
0.03
0.02
0.01
0
1 4 8 12 16 20 24 28 32 36 40 44 48 52 56 60
h

1 4 8 12 16 20 24 28 32 36 40 44 48 52 56 60
h

Figure 3

4.

Lead time distribution: other cases with 5 machine lines.

Numerical Results

In this section, the proposed method is used to gather insights on the distribution of the lead time
and the effective throughput behavior under different system architectures and parameters.
4.1. Multi-stage Serial Lines
In the first experiment, a serial production line formed of 5 identical machines and 4 buffers is
considered. Machines are characterized by one operational state and one down state with failure
probability p = 0.01 and repair probability r = 0.1. Buffers have identical size equal to 5. The
distribution of the lead time between the first and the last machines (e = 1 and q = 5) for this
system is shown in Figure 2.
As it can be noticed the lead time distribution is multi-modal with a number of peaks
equal to the number of production stages included in the portion of line where the lead time
is calculated, i.e. q − e + 1. The peaks appear for the following reasons. The first peak corresponds
to the situation where the system is empty and the parts, after being processed by stage Me ,
cross the remaining q − e stages without waiting in the intermediate buffers. The j − th peak,
with j = 2,..., q − e + 1, corresponds to the situation where stage Me+j−1 failed for sufficiently long
time to fill up all the upstream buffers and empty all the downstream buffers. After the stage is
recovered from the failure, an incoming part has to wait Nk,k+1 − 1 time units in each upstream
buffer, with e ≤ k < e + j − 1, and 1 time unit in each of the q − e − j + 1 downstream stages, if no
other failure occurs. The j − th peak, with j = 1,...,q − e + 1, is located in correspondence
to the following number of time units, hj :
j+e−2

hj = q − e + 1 − j +

X

(Ni,i+1 − 1)

(2)

i=e

Other examples are reported in Figure 3, respectively for a 5 machine line with the same machine
parameters of the previous experiment and identical buffers of size 10, and for a 5 machine line
with identical machines with parameters p = 0.05 and r = 0.5 and identical buffers of size 10. As it
can be noticed, the curves confirm the previous statement.
The impact of the buffer size on the effective throughput is considered next. The first 5 machine
line of the previous experiment is taken into account and the sizes of buffers B1,2 , B2,3 and B3,4
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are increased independently from 2 to 15. The effective throughput is calculated by considering a
quality deterioration function γ(h) which assumes value zero for h = 1,..., h∗ and value 1 for h > h∗ ,
with h∗ = 35. In other words, if the parts spend more than 35 time units in the system, they turn
into defective. The resulting effective throughput curves are shown in Figure 4.
As it can be noticed, although the line is composed of identical machines, each buffer has a
different effect on the effective throughput. In particular, increasing the first buffer in the
line has a detrimental effect on the effective throughput, while the effective throughput
curve is concave if N3,4 is increased , presenting a maximum corresponding to a buffer capacity
equal to 8. This behavior is due to the fact that increasing the size of the buffer B3,4 has a positive
impact on the total throughput of the system, but also a negative impact on the distribution of the
lead time that parts spend in the system. When the first effect is more important than the second,
i.e. for small buffers, the effective throughput curve increases with the buffer size. However, when
the second phenomenon is more important, the probability that the lead time exceeds the threshold
gets considerably higher and the yield reduction causes a drop in the effective throughput. The
positive impact on the total throughput is less relevant than the negative impact on the yield if B1,2
is increased. Indeed, according to equation 2, the capacity of the first buffer moves all the peaks in
the lead time distribution to higher lead time values, thus considerably affecting the probability of
exceeding the fixed lead time limit. This phenomenon leads to a very interesting consideration. It
is well known that, since the line has identical machines, increasing the size of B2,3 and the size of
B3,4 is equivalent in terms of total throughput. However, they are not equivalent in terms of lead
time distribution and, thus, in terms of effective throughput. In lines with identical machines
and lead time dependent quality deterioration, large buffers should be located in the
last stages of the system as this results to be beneficial in terms of effective throughput. The
line reversibility principle is indeed not verified in terms of effective throughput.
Furthermore, we analyzed the effect of the number of machines in the line, K, on the average
lead time and the 95th percentile of the lead time, for lines with identical machines with p = 0.01
and r = 0.1. The results are shown in Figure 5. As it can be noticed, both the mean and the
95th percentile of the lead time increase almost linearly with the line length. However, the 95th
percentile shows a higher slope. This experiment shows that in systems with severe constraint on
the lead time the average lead time itself cannot be considered in the prediction of the system
performance, since the tail of the distribution is much more sensitive to the line length. The entire
lead time distribution should be considered for a reliable prediction of the system performance.
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4.2. Assembly Systems
In this experiment, the assembly system represented in Figure 1 is considered. The upper branch
is formed by 5 machines that are identical to the machines of the line considered in the first
experiment of the previous section. The lead time distribution of the components crossing the
upper branch is reported in Figure 6.
As it can be noticed, the probability peaks are observed for the same time units of the serial
line case. However, the lower branch affects the lead time of parts crossing the upper
branch, due to the fact that the buffer B6,4 can be empty, thus causing starvation at the assembly
machine M4 . As a consequence, the most probable peak is observed at h = 10 for the serial line
while it is moved to h = 13 for the assembly line. This peak corresponds to the situation where M4
is either down or starved (buffer B6,4 is empty) and then it gets recovered.
Another interesting behavior can be observed by investigating the effective throughput curve
as a function of the buffer size. In this analysis, two buffer sizes are independently increased,
namely buffer B3,4 in the upper branch of the assembly system and buffer B6,4 in the lower branch.
The effective throughput is calculated by considering the same quality deterioration function used
for the experiment in section 4.1, for the branch with e = 1 and q = 5. The resulting effective
throughput curves are shown in Figure 7.
As it can be noticed, the effective throughput curve is a concave function of N3,4 , presenting
a maximum corresponding to a buffer capacity equal to 6. This behavior is due to the same
phenomenon explained in the previous section, since the buffer B3,4 is part of the branch considered
for the calculation of the lead time. However, this phenomenon is not visible in the curve reporting
the effective throughput as a function of the buffer B6,4 . Indeed, increasing N6,4 is beneficial both in
terms of total throughput and of system yield. The lead time calculated in the upper branch
of the system is, in fact, reduced while increasing N6,4 , as the probability of starvation
of M4 is reduced . This causes a significant positive impact on the effective throughput of the
system. A counter effect is the increase of the lead time of the lower branch of the assembly
system, which is not shown here due to space limitation. This experiment proves that, in assembly
systems, the effect of buffers on the lead time distribution and on the effective throughput is driven
by complex dynamic phenomena which require the availability of a modeling tool to be properly
addressed during the system design phase.
4.3. Closed-loop Systems
The last set of experiments is related to closed-loop systems. The considered system is obtained
by adding one buffer, namely B5,1 , to the five machine serial line considered in the first experiment
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EConwip
Difference
35 0.6944 0.699
+0.7%
25 0.6503 0.674
+3.7%

Comparison between effective throughput of serial and conwip controlled lines.
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of section 4.1. The capacity of this buffer, N5,1 is set to 5. The lead time distributions with e = 1
and q = 5 for two different population levels, Np = 10 and Np = 15 are shown in Figure 8. As it can
be observed, the distribution of the lead time is considerably different from the case of
serial and assembly lines. Indeed, if N5,1 < Np a part entering the first buffer will never see the
critical portion of system empty, but at least Np − N5,1 + 1 time units are needed before the part
can leave the critical portion of system.
The effective throughput as a function of the loop population for three different values of the
size of the buffer B5,1 is reported in Figure 9. The same quality deterioration function as the
previous experiments is considered, with two values of h∗ , namely 25 and 35. Both figures show
that, differently from the total throughput curves, the effective throughput curves are not
symmetric with the loop population Np . Indeed, small populations are preferable to large
populations since the lead time reduces and it gets less probable to exceed the lead time limit.
An interesting consideration can be drawn by comparing the effective throughput of the serial
line with identical buffers equal to 5 and the throughput of the corresponding loop system, with the
same buffer sizes in the critical portion of system. Indeed, this second configuration corresponds
to a serial line where the conwip token-based production control policy is applied. The serial line
effective throughput is compared to the optimized conwip line effective throughput in Table 1, for
both h∗ equal to 25 and 35. The results show that the conwip line outperforms the serial line
both for less critical and more critical lead time constraints, although the main benefit is
found in the second condition.
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5.

Conclusions and Future Research

This paper has presented a general methodology to compute the lead time distribution in manufacturing systems where machines undergo general Markovian behavior and are connected as serial
lines, assembly systems and closed-loop systems. The lead time distribution is useful to compute
the throughput of conforming products, namely effective throughput, in systems processing parts
which are subject to lead time dependent product deterioration or in systems with severe lead
time constraints due to strict customer due date performance requirements. Several previously
unknown system behaviors have been demonstrated and discussed showing the important effect
of buffers on the throughput of conforming products for this set of systems. The proposed theory
and methodology pave the way to the formulation and solution of new important system design
problems. For example, the problem of designing the buffers in a manufacturing system under specific lead time constraints imposed by the product deterioration or by the market due-dates could
be solved with the approach presented in this paper. Moreover, new production planning methods
that exploit the availability of an exact prediction of the lead time distribution could be developed,
thus enabling manufacturers to benefit increased robustness in production planning. Finally, new
lead time oriented production control and part release policies can be formulated and solved with
the proposed approach, aiming at limiting the lead time in the system.
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In this paper, we investigate a queueing model consisted of two coupled parallel stations with positive and negative
customers. Coupled processor models frequently arise in the modeling of assembly lines in manufacturing. When one
station empties, it can help decrease the processing time of the non-empty station, thereby increasing the throughput of
the entire assembly line. Jobs arrive at each station according to a Poisson process with rates λi , i = 1, 2. If both queues
are non empty, the service times are exponentially distributed with rates µi . If one of the stations empties, the service
rate at the other station changes from µi to µi∗ . Besides the presence of jobs, external signals (i.e., negative customers)
arrive at each station according to Poisson process with rate νi . A signal entering a queue forces a customer to move
instantaneously to the other queue or to leave the system. We show that the probability generating function of the joint
stationary queue length distribution can be determined using the theory of Riemann-Hilbert boundary value problems.
Performance metrics are obtained and computational issues are discussed.
Keywords: Coupled processors, Negative customers, Riemann-Hilbert boundary value problems

1 Introduction
The study of coupled processors is not a new topic, and was firstly investigated in the seminal paper by Fayolle and
Iasnogorodski [6], who analyzed two coupled servers in parallel with exponential service times. To gain quantitative
insights about the queueing process, they derived a solution for the generating function of the stationary distribution of
the underlying Markov process describing the number of jobs in both queues, exploiting the theory of Riemann-Hilbert
boundary value problems (see also [7]). Motivated by their work, Cohen and Boxma [2], Cohen [3], and their colleagues
gave important generalizations and detailed analyses for various two-dimensional queueing models with the aid of the
theory of Riemann (-Hilbert) boundary value problems. In particular, a systematic and detailed study of these new
developments were presented in the monograph by Cohen and Boxma [2]. In [2], a coupled processor model for the
case of generally distributed service times was investigated. Recently, Resing and Ormeci [14], analysed a tandem queue
with two coupled processors and shown that the problem of finding the bivariate generating function of the stationary joint
queue length distribution can be reduced to a Riemann–Hilbert boundary value problem (see also [5]). Computational
issues of this problem were investigated in [15].
Applications of coupled processor model can be found in industry to represent manufacturing systems, job-shops, the
Internet, cellular networks, or other service facilities. In the modeling of cellular networks, one can consider a system
consisting of two neighboring cellular base stations. A base station will serves its associated users according, however, if
the base station is idle when there are no active users associated with it, then it can assist the neighboring base station with
serving its customers. In manufacturing, Andradottir et al. [1] used the coupled processor model to analyze the throughput
of assembly lines. Suppose that the assembly line has only two stations. When one station empty, then the otter stations
can help decrease the processing time of the non-empty station, thereby increasing the throughput of the entire assembly
line.
G-networks or queues with negative customers were introduced to model the behaviour of queueing networks in which,
in addition to customers which request and receive service, we can also model the behaviour of control actions such as the
removal of certain customers using “negative customers”, and the displacement of customers from one queue to another
before they receive service using “triggers” [10, 11]. For instance, negative customers can be used to model flow control
in a system, while triggers can be used to model actions resulting in load balancing.
In this paper we consider for the first time, a two station network of parallel queues with coupled processors and the
presence of negative customers or signals, that can be used to model job losses due to breakdowns or machine false (i.e.,
negative customers with a specific killing strategy), and control actions (i.e., signals) in such systems. The organization of
the rest of this paper is as follows. In Section 2, we describe the mathematical model. The construction of the underlying
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functional equation and the stability condition is presented in Section 3. The crucial step of the kernel’s analysis is
presented in Section 4, while a Riemann-Hilbert problem along with its solution is given in Section 5. Section 6 deals
with the derivation of formulas for some key performance measures of the system, while some computational issues are
also discussed.

2

Model Description

Consider two parallel M/M/1/∞ queues with infinite capacity. Each queue Qi , i ∈ {1, 2} has an exponential Poisson
arrival process with rate λi , representing a stream of ordinary customers (λ = λ1 + λ2 ), an external Poisson arrival process
with rate νi , representing a stream of negative customers and an exponential service time distribution with rate Si . Service
time rates depend on the state of the system in the following manner: If both queues are non-empty Si = µi , i = 1, 2. If
queue 1 is empty, then S2 = µ2∗ , whereas if queue 2 is empty, S1 = µ1∗ . Moreover, an arriving negative customer to an
empty queue will disappear with no other effect. The queueing discipline is FCFS for the positive customers and regarding
the negative customers/signals we consider the following cases:
1. The arriving signal will reduce by one the number of positive customers in queue with probability p.
2. The arriving signal triggers the instantaneous movement of a customer from one queue to the other with probability
q = 1 − p.
Let Ni (t) be the number of customers at queue i at time t. The two-dimensional process {(N1 (t), N2 (t)),t ≥ 0} is a
Markov process, and upon uniformization, represents a random walk in the quarter plane.

3

The functional equation

Let us denote by p(m, n) the stationary probability of having m and n customers at Q1 , Q2 respectively, i.e., p(m, n) =
limt→∞ P(N1 (t) = m, N2 (t) = n). Define also the joint probability generating function
∞

P(x, y) =

∞

∑ ∑ p(m, n)xm yn , |x| ≤ 1, |y| ≤ 1,

m=0 n=0

which is regular for |x| < 1, continuous for |x| ≤ 1 for every fixed y, and similarly for x and y interchanged. The Kolmogorov forward equations are:
(λ + µ1 + µ2 + ν1 + ν2 )p(m, n) =
(λ + µ2∗ + ν2 )p(0, n) =
(λ + µ1∗ + ν1 )p(m, 0) =
λ p(0, 0) =

λ1 p(m − 1, n) + (µ1 + ν1 p)p(m + 1, n) + (µ2 + ν2 p)p(m, n + 1)
+λ2 p(m, n − 1) + ν1 qp(m + 1, n − 1) + ν2 qp(m − 1, n + 1), m, n > 0,
λ2 p(0, n − 1) + (µ1 + ν1 p)p(1, n) + (µ2∗ + ν2 p)p(0, n + 1)
+ν1 qp(1, n − 1), m = 0, n > 0,
λ1 p(m − 1, 0) + (µ1∗ + ν1 p)p(m + 1, 0) + (µ2 + ν2 p)p(m, 1)
+ν2 qp(m − 1, 1), m > 0, n = 0,
(µ1∗ + ν1 p)p(1, 0) + (µ2∗ + ν2 p)p(0, 1), m = 0, n = 0.

(1)

A straightforward computation yields
K(x, y)P(x, y) = A(x, y)P(x, 0) + B(x, y)P(0, y) +C(x, y)P(0, 0),

(2)

where,
K(x, y) =
A(x, y) =
B(x, y) =
C(x, y) =

xy(λ + µ1 + µ2 + ν1 + ν2 ) − λ1 x2 y − λ2 xy2 − (µ1 + ν1 p)y − (µ2 + ν2 p)x − ν1 qy2 − ν2 qx2 ,
(µ1 − µ1∗ )y(x − 1) + (µ2 + ν2 p)x(y − 1) + ν2 qx(y − x),
(µ2 − µ2∗ )x(y − 1) + (µ1 + ν1 p)y(x − 1) + ν1 qy(x − y),
(µ1 − µ1∗ )y(1 − x) + (µ2 − µ2∗ )x(1 − y).

(3)

Some interesting results can be immediately derived from (2). Setting x = 1, dividing by (1 − y) and then taking y = 1
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in (2) and vice versa yields the following "conservation of flow" relations:
γ1 = λ1 + ν2 q(1 − P(1, 0)) =
γ2 = λ2 + ν1 q(1 − P(0, 1)) =

ν1 (1 − P(0, 1)) + µ1∗ (P(1, 0) − P(0, 0)) + µ1 (1 − P(1, 0) − P(0, 1) + P(0, 0)),
ν2 (1 − P(1, 0)) + µ2∗ (P(0, 1) − P(0, 0)) + µ2 (1 − P(1, 0) − P(0, 1) + P(0, 0)).

(4)

where γi , the throughput of jobs in station i (see [10]), P(0, 1) and P(1, 0) are the fractions of time stations 1 and 2 are
empty, respectively, P(1, 0) − P(0, 0) (resp. P(0, 1) − P(0, 0)) is the fraction of time station 1 (resp. 2) is non empty while
station 2 (resp. 1) is empty, and finally, 1 − P(1, 0) − P(0, 1) + P(0, 0) is the fraction of time both stations are nonempty.
Thus, the first equation states that, for station 1, the arrival rate equals the departure rate. Similarly, the second equation
corresponds to the equality of arrival-departure rates for station 2.
Note that in case the servers are not coupled (i.e., µi = µi∗ ), we have a standard two-station G-network with triggered
customer movement [11], for which the stationary joint queue length distribution possesses the following product form
p(m, n) = (1 − ρ1 )ρ1m (1 − ρ2 )ρ2n , where ρ1 = 1 − P(0, 1), ρ2 = 1 − P(1, 0), are the fractions of time stations 1, 2 are
non-empty.
From equation (4), we can get P(0, 1), P(1, 0) as functions of P(0, 0). In particular, if w = (µ1 − µ1∗ − ν2 q)(µ2 − µ2∗ −
ν1 q) − (µ1 + ν1 )(µ2 + ν2 ) 6= 0,

3.1

P(1, 0) =

(λ1 +ν2 q)(µ2∗ −µ2 +ν1 q)+(µ1 +ν1 )(λ2 −µ2∗ −ν2 )+P(0,0)[(µ1∗ −µ1 )(µ2∗ −µ2 +ν1 q)+(µ1 +ν1 )(µ2∗ −µ2 )]
,
w

(5)

P(0, 1) =

(λ2 +ν1 q)(µ1∗ −µ1 +ν2 q)+(µ2 +ν2 )(λ1 −µ1∗ −ν1 )+P(0,0)[(µ2∗ −µ2 )(µ1∗ −µ1 +ν2 q)+(µ2 +ν2 )(µ1∗ −µ1 )]
.
w

(6)

On the stability condition

It is easily checked that the process (N1 (t), N2 (t)) is a random walk in the quarter plane with non null transition rates
r1,0 = λ1 , r0,1 = λ2 , r−1,0 = µ1 + ν1 p, r0,−1 = µ2 + ν2 p, r−1,1 = ν1 q, r1,−1 = ν2 q,
0
0
0
r1,0 = λ1 , r0,1 = λ2 , r−1,0 = µ1∗ + ν1 p, r−1,1 = ν1 q,
00
00
00
∗
r1,0 = λ1 , r0,1 = λ2 , r0,−1 = µ2 + ν2 p, r1,−1 = ν2 q,
000
000
r1,0 = λ1 , r0,1 = λ2 ,

(7)

0

where rk,l are the transition rate from state (m, n) to state (m + k, n + l) for m, n > 0, rk,l is the transition rate from state
00

000

(m, 0) to state (m + k, l), rk,l is the transition rate from state (0, n) to state (k, n + l), and rk,l is the transition rate from
(0, 0) to (k, l). By using the results in [7], the system is stable if and only if
λ1 + ν2 q − (µ1 + ν1 ) < 0,
λ2 + ν1 q − (µ2 + ν2 ) < 0,
(λ2 + ν1 q)(µ1∗ − µ1 + ν2 q) + (µ2 + ν2 )(λ1 − µ1∗ − ν1 ) < 0,
(λ1 + ν2 q)(µ2∗ − µ2 + ν1 q) + (µ1 + ν1 )(λ2 − µ2∗ − ν2 ) < 0.

4

(8)

Analysis of the kernel

In the analysis of (2) a crucial role is played by the kernel K(x, y). Due to the regularity properties of P(x, y), for each pair
(x, y) on and within the unit circle for which K(x, y) equals zero, the right-hand side of (2) must vanish. This provides
us with a relation between the unknown functions P(0, y) and P(x, 0). Observe that K(x, y) is for each x a polynomial of
degree 2 in y, i.e., K(x, y) = a(x)y2 + b(x)y + c(x), where
a(x) = −(λ2 x + ν1 q), b(x) = x(λ + +µ1 + µ2 + ν1 + ν2 ) − λ1 x2 − (µ1 + ν1 p), c(x) = −(µ2 + ν2 p)x − ν2 qx2 .
For every x, there are two possible values of y, say y1 (x) and y2 (x), such that K(x, y1 (x)) = K(x, y2 (x)) = 0. These values
can be described by the two-valued function
p
−b(x) ± D(x)
y(x) =
, D(x) = b2 (x) − 4a(x)c(x).
(9)
2a(x)
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Lemma 1. The algebraic function y(x), defined by K(x, y(x)) = 0, has four real branch points, 0 < x1 < x2 ≤ 1 < x3 < x4 .
Proof: The branch points of y(x) are zeros of the discriminant D(x). We have that D(0) = (µ1 + ν1 p)2 > 0, D(1) =
(λ2 + ν1 q − µ2 − ν2 )2 ≥ 0, and limx→±∞ D(x) = +∞. On the other hand b(x) is negative as x → 0 and x → ∞, but
positive at x = 1. Hence, b(x) has one zero in the interval (0, 1), and one zero in the interval (1, ∞). At these points,
D(x) < 0. Therefore, there exist x1 , x2 ∈ (0, 1], such that D(x) = 0. Similarly, there exist x3 , x4 ∈ (1, ∞) Moreover,
D(x) < 0, x ∈ [x1 , x2 ] ∪ [x3 , x4 ].

The following lemma shows that the mapping y(x), x ∈ [x1 , x2 ] gives rise to a smooth and closed contour L.
Lemma 2. For x ∈ [x1 , x2 ], y(x)lies on the closed contour L, which is symmetric with respect to the real line. For q = 0,
L is defined by |y(x)|2 = (µ2 + ν2 )/λ2 . Otherwise, |y(x)|2 can be written as a function of Re(y), and
|y|2 ≤

c(x2 )
.
a(x2 )

(10)

Proof: For x ∈ [x1 , x2 ], D(x) is negative, so y1 (x) and y2 (x) are complex conjugates. It also follows that |y(x)|2 =
c(x)/a(x), which together with
ν1 q(µ2 + ν2 p) + 2ν1 ν2 q2 x + λ2 ν2 qx2
d c(x)
[
]=
> 0,
dx a(x)
(λ2 x + ν1 p)2
for x ∈ [0, ∞), proves (10). We can further solve |y(x)|2 = c(x)/a(x) as a function of x, and denote the solution that lies
within [x1 , x2 ] by xe(y), i.e.
p
λ2 |y|2 − µ2 − ν2 p − (µ2 + ν2 p − λ2 |y|2 )2 − 4ν1 ν2 q2
.
xe(y) =
2ν2 q
So xe(y) is in fact the one-valued inverse function of y(x). For each y ∈ L it then
x(y))/a(e
x(y)). 
pholds that Re(y) = −b(e
We will henceforth denote the interior of L by L+ , and set α := y(x2 ) = c(x2 )/a(x2 ), representing the point on L
with the largest modulus. We will now show how the zero-set leads to a Riemann-Hilbert problem for the function P(0, y).
A similar procedure can be applied for the derivation of P(x, 0).

5 A Riemann-Hilbert boundary value problem and its solution
We know that K(x, y(x)) = 0 by definition of y(x). Moreover, P(x, y) is well defined for all (x, y) = (x, y(x)), with |x| = 1.
Therefore, the l.h.s. of (2) must vanish for all pairs (x, y(x)), such that |x| = 1, which yields,
B(x, y(x))P(0, y(x)) = −A(x, y(x))P(x, 0) −C(x, y(x))P(0, 0), ∀|x| = 1.

(11)

The r.h.s. of (11) is analytic for |x| ≤ 1, x ∈
/ [x1 , x2 ], and continuous for |x| ≤ 1, so that it can be analytically continued up
to the interval [x1 , x2 ]. Thus,
B(x, y(x))P(0, y(x)) = −A(x, y(x))P(x, 0) −C(x, y(x))P(0, 0), x ∈ [x1 , x2 ].
The following Lemma shows that A(x, y(x)) 6= 0 for x ∈ [x1 , x2 ]:
Lemma 3. Under conditions (8), A(x, y) 6= 0, x ∈ [x1 , x2 ], y ∈ L.
Proof: A(x, y), K(x, y) vanish simultaneously if and only if
(µ1 − µ1∗ )y(x − 1) + (µ2 + ν2 p)x(y − 1) + ν2 qx(y − x) = 0,
y[(µ1∗ + ν1 p)(x − 1) + ν1 q(x − y) + x(λ1 (1 − x) + λ2 (1 − y))] = 0.
From the second in (12), we conclude that y = 0, which yields x = 0 (∈
/ [x1 , x2 ]) or y =
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x(λ +ν1 +µ1∗ )−µ1∗ −ν1 p−λ1 x2
.
λ2 x+ν1 q

(12)
Plugging

the latter value in the first of (12) yields S(x) =
Q(x) =

1−x
λ2 x+ν1 q Q(x),

where

x2 [λ1 (µ1 − µ1∗ + µ2 + ν2 ) + λ2 ν2 q] − x[(λ + ν1 + µ1∗ )(µ1∗ − µ1 )
+(ν1 + µ1∗ )(µ2 + ν2 p) + (ν1 p + µ1∗ )ν2 q] + (µ1 − µ1∗ )((ν1 p + µ1∗ ).

(13)

Letting µ1 < µ1∗ , limx→±∞ Q(x) = +∞, Q(0) = (µ1 − µ1∗ )((ν1 p + µ1∗ ) < 0, we conclude that the polynomial has two real
roots, x− < 0 < x+ and that Q(x) < 0, 0 ≤ x < x+ . Since,
Q(1) = (λ2 + ν1 q)(µ1∗ − µ1 + ν2 q) + (µ2 + ν2 )(λ1 − µ1∗ − ν1 ) < 0,
where the latter inequality holds under the stability conditions (8), we conclude that Q(x) < 0, for y ∈ [0, 1], which in turn
implies that S(x) < 0, x ∈ [0, 1). The latter completes the proof since [x1 , x2 ] ⊂ [0, 1).

Therefore, we can divide with A(x, y(x)) to conclude that
C(x, y(x))
B(x, y(x))
P(0, y(x)) = −P(x, 0) −
P(0, 0), x ∈ [x1 , x2 ].
A(x, y(x))
A(x, y(x))

(14)

We also know that y(x) = y ∈ L. so that xe(y(x)) = x ∈ [x1 , x2 ]. Thus, we may rewrite (14) as
B(e
x(y), y)
C(e
x(y), y)
P(0, y) = −P(e
x(y), 0) −
P(0, 0), y ∈ L.
A(e
x(y), y)
A(e
x(y), y)

(15)

Note that if α ≤ 1, L lies entirely within the unit circle. Hence, P(0, y) is regular in L+ . If α > 1, P(0, y(x)) can be
continued analytically over the interval [x1 , x2 ] via (11), since P(x, 0) is regular on this interval. Hence, the analytic
continuation of P(0, y) is finite at y = y(x2 ). Since P(0, y) has a power series expansion at y = 0 with positive coefficients,
it implies that P(0, y) is regular for |y| < y(x2 ), and hence in L+ .
By multiplying both sides of (15) by the imaginary complex number i, and noting that P(e
x(y), 0) is a real number
when y ∈ L, since xe(y) ∈ [x1 , x2 ], we get






B(x(y), y)
C(x(y), y)
C(x(y), y)
Re i
P(0, y) = −Re i
P(0, 0) = Im
P(0, 0) = g(y), y ∈ L, x ∈ [x1 , x2 ].
(16)
A(x(y), y)
A(x(y), y)
A(x(y), y)
Thus, the determination of P(0, y) reduces to the following Riemann-Hilbert boundary value problem on the contour
L: Determine a function P(0, y) such that
1. P(0, y) is regular for y ∈ L+ and continuous for y ∈ L+ ∪ L (observe that this function is initially analytic for |y| < 1).
2. U(y) =

B(x(y),y)
A(x(y),y)

does not vanish on L (the proof is similar to the one in Lemma 3), satisfying

3. Re(iU(y)P(0, y)) = g(y), y ∈ L.
The standard way to solve this type of boundary value problem is to transform the boundary condition (16) to a condition
on the unit circle, see, e.g. Muskhelishvili [12], p. 108. Denote the unit circle by C and its interior by C+ . We introduce
the conformal mapping, and its inverse respectively by
z = f (y) : L+ → C+ , y = f0 (z) : C+ → L+ .
Using these mappings, we can reduce the Riemann–Hilbert problem on L to the following problem: Determine a function
G(z) such that
1. G(z) is regular for z ∈ C+ and continuous for z ∈ C+ ∪C.
2. H(z) = U( f0 (z)) does not vanish on C,
3. Re(iH(z)G(z)) = h(z) = g( f0 (z)), z ∈ C.
Define χ := − π1 [arg H(z)]z∈C the so-called index of the Riemann-Hilbert problem. It can be proved that under the stability
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condition (8), χ = 0, and the solution of the Riemann-Hilbert problem is given by
P(0, y) = G( f (y)) = D exp[

1
2πi

Z

log {s(t)}

|t|=1

dt
1
]
t − f (y) 2πi

b
h(t)dt
, y ∈ L+ ,
+
|t|=1 (t − f (y))X (t)

Z

(17)

B(x( f0 (t)), f0 (t)) b
−2ih(t)
+
where, s(t) = U(t)
U(t) , U(t) = A(x( f0 (t)), f0 (t)) , h(t) = U(t) , and X (t) the interior limit of the solution of the corresponding
homogeneous Riemann-Hilbert problem on the unit circle. For y = 0 we can get the constant D as a function of P(0, 0),
whereas combining (17) and (6) for y = 1 we can get D and P(0, 0).
When an explicit expression for f (y) is not available, the standard approach is to determine the inverse mapping f0 (z)
using a well-known method from the theory of conformal mappings. This is sufficient to calculate (17). For this approach,
we need a representation of L in terms of polar coordinates, i.e. L = {y : y = ρ(φ ) exp(iφ ), 0 ≤ φ ≤ 2π} , which can be
obtained in the following way. Since 0 ∈ L+ , and Re(y) = −b(x)
a(x) , solving the equation with respect to x to obtain,

x(Re(y)) =

(λ + µ1 + µ2 + ν1 + ν2 + λ2 Re(y)) +

p

(λ + µ1 + µ2 + ν1 + ν2 + λ2 Re(y))2 − 4λ1 (µ1 + ν1 p − ν1 qRe(y))
,
2λ1

and substituting back to
|y|2 =

c(x(Re(y)))
= m(Re(y)),
a(x(Re(y)))

we have that for each point y on L the relation between its absolute value and its real part is given by |y|2 = m(Re(y)). So,
given the angle φ belonging to some point on L, the real part of this point, to be denoted by δ (φ ), is the solution of
p
δ − cos(φ ) m(δ ) = 0, φ ∈ [0, 2π].
L is a smooth and egg-shaped contour, and thus a starshaped Jordan curve. We see that ρ(φ ) = δ (φ )/ cos(φ ),and so
the parametrisation is fully specified. For a contour that can be described in polar coordinates, the mapping from C+ to
the interior of this contour is formally given by, cf. Cohen and Boxma [2], Sect.I.4.4:
f0 (z) = z exp[

1
2π

Z 2π

log {ρ(θ (ω))}

0

eiω + z
dω], |z| < 1,
eiω − z

(18)

where the angular deformation, θ (.), is uniquely determined as the solution of Theodorsen’s integral equation


Z 2π
ω −φ
θ (φ ) = φ −
log {ρ(θ (ω))} cot
dω, φ ∈ [0, 2π].
2
0

(19)

Here, θ (φ ) is a strictly increasing and continuous function of φ , and θ (φ )2π −θ (2π −φ ). According to the correspondingboundaries theorem, f0 (z) is continuous in C ∪C+ . Equation (19) is nonlinear and cannot be solved in closed form, though
a unique solution can be proven to exist.
We use (19) to determine boundary correspondence points. That is, for a point on the unit circle given by its angle φ ,
we solve (19) numerically to obtain the corresponding point on L, given by its angle θ (φ ). The numerical issues of this
procedure are discussed in the following.
The treatment of P(x, 0) is similar. The equation K(x, y) = 0 defines an algebraic curve x = x(y), which has four
real branch points such that 0 < y1 < y2 < 1 < y3 < y4 , by which a smooth closed contour R defined by |x(y)|2 =
y(µ1 + ν1 p + ν1 qy)/(ν2 q + λ1 y) is mapped onto a real line segment [y1 , y2 ]. This will allow us to determine P(x, 0) by
solving a second Riemann-Hilbert problem on R.

5.1 The case q = 0
In case q = 0, a signal will reduce by one a positive customer from the queue where it arrives, with probability p = 1.
Then, the model reduces to a simple generalization of the seminal work in [6]. Since the contour
q L, is in this case a circle,
|y(x)|2 = µ2λ+ν2 , the mappings f (y), f0 (z) are simply given by f (y) = √ y
, f0 (z) = z µ2λ+ν2 .
(µ2 +ν2 )/λ2

2
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2

Provided that d1 d2 6= (µ1 + ν1 )(µ2 + ν2 ),
d2 (µ1 + ν1 − d1 )A(x, y) + d1 (µ2 + ν2 − d2 )B(x, y) = (d1 d2 − (µ1 + ν1 )(µ2 + ν2 ))C(x, y),
equation (16) can be rewritten as



d1 (d2 − µ2 − ν2 )
B(x(y), y)
P(0, y) −
P(0, 0)
= 0,
Re i
A(x(y), y)
d1 d2 − (µ1 + ν1 )(µ2 + ν2 )
where di = µi − µi∗ , i = 1, 2 which corresponds
p to a homogeneous Riemann-Hilbert problem on the circle. The function
P(0, y) is analytic in the open disk |y| < (µ2 + ν2 )/λ2 . It is then easily checked that if we define F(y) = P(0, y) −
p
d1 (d2 −µ2 −ν2 )
(µ2 + ν2 )/λ2 and satisfy F + (y) =
d1 d2 −(µ1 +ν1 )(µ2 +ν2 ) P(0, 0), F(y) is sectionally analytic with respect to the circle |y| =
s(y)F − (y), where F + (y) (resp. F − (y)) is the interior (resp. exterior) limit of the function F(y) at the circle |y| =
p
(µ2 + ν2 )/λ2 , and s(y) = U(y)
U(y) .
It can be easily proved that the index of the revised problem is 0, under the stability conditions, and the solution is
given by,
P(0, y) = D exp[

1
2πi

p
log {s( f0 (t))}
d1 (d2 − µ2 − ν2 )
dt] +
P(0, 0), |y| < (µ2 + ν2 )/λ2 .
t − f (y)
d1 d2 − (µ1 + ν1 )(µ2 + ν2 )
|t|=1

Z

(20)

Setting y = 0 in (20) we obtain the constant D in term of P(0, 0). Using (20) for y = 1, and a revised form of (6) for q = 0,
we get D and P(0, 0). A similar approach can be used to derive P(x, 0).

6

Performance metrics

We proceed with the derivation of some interesting metrics. Clearly, P(0, 0), i.e., the fraction of time both stations are
empty is evaluated using (17),(6). By computing P(0, 0) we can determine the fraction of time each station is empty, i.e.,
P(0, 1), P(1, 0), by direct substitution in (6), (5) respectively.
Letting x = 1 in (2), the factor y − 1 cancels from all terms leaving
P(1, y) =

P(1, 0)(µ2 + ν2 ) + P(0, y)(µ2 − µ2∗ − ν1 qy) − (µ2 − µ2∗ )P(0, 0)
.
µ2 + ν2 − λ2 − ν1 qy

(21)

Taking derivatives with respect to y at y = 1 yields, and having in mind that µ2 + ν2 − λ2 − ν1 q > 0, due to the stability
condition we conclude that
E(Y ) =

dP(1,y)
dy |y=1

=

ν1 q[P(1,0)(µ2 +ν2 )+P(0,1)(λ2 −µ2∗ −ν1 )−(µ2 −µ2∗ )P(0,0)]+(µ2 +ν2 −λ2 −ν1 qy)(µ2 −µ2∗ −ν1 q)
(µ2 +ν2 −λ2 −ν1

dP(0,y)
dy |y=1

q)2

,

(22)

where
dP(0,y)
dy |y=1

1
= D exp[ 2πi

dt
|t|=1 log {s(t)} t− f (1) ]

R



0

b
h(t) f (1)dt
1 R
2πi |t|=1 (t− f (1))2 X + (t)

1
+ 2πi


0
f (1)dt
{s(t)}
.
log
|t|=1
(t− f (1))2

R

0

(23)

It is easily seen that the numerical computation of E(Y ) only requires the determination of f (1) and f (1). This, in turn
needs the computation of the angular deformation θ (.) defined in (19). Similarly, we can obtain E(X) = dP(x,1)
dx |x=1 , upon
solving a second Riemann-Hilbert boundary value problem for P(x, 0).
In the following we provide some information about the computational issues arising in the derivation of the integrals
(23), (17). Our approach is similar to the one developed in Cohen and Boxma [2] (Ch. IV.1). Firstly, the singular
Theodorsen integral equation has to be solved numerically by an iterative procedure (see Gaier [9]). For the numerical
evaluation of the integrals we split the interval [0, 2π] into K parts of length 2π/K, by taking K points φk = 2kπ
K , k=
0, 1, ..., K − 1. For the K points given by their angles {φ0 , ..., φK } we should solve (19) to obtain the corresponding points
{θ (φ1 ), ..., θ (φK )}, iteratively (see Gaier [9], p. 67) from,
o
n
δ (θn (ω))
1
1 R 2π
(24)
θ0 (φk ) = φk , θn+1 (φk ) = φk − 2π
0 log cos(θn (ω)) cot[ 2 (ω − φk )]dω,
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p
where δ (θn (ω)) is determined by δ (θn (ω)) − cos(θn (ω)) m(δ (θn (ω))) = 0, using the Newton-Raphson root finding
method. For each step, the integral in (24) is numerically determined by again using the trapezium rule with K parts of
equal length 2π/K. For the iteration, we can use the following stopping criterion: maxk∈{0,1,...,K−1} |θn+1 (φk ) − θn (φk )| <
10−6 .
Having obtained θ (φ ) numerically, the values of the conformal mapping f0 (z), |z| ≤ 1, can be calculated by applying
the Plemelj-Sokhotski formula to (18):
f0 (eiφ ) = eiθ (φ )

δ (θ (φ ))
, 0 ≤ φ ≤ 2π.
cos(θ (φ ))

(25)

Then, we can determine the value of f (1) as the unique zero of f0 (z) = 1 on the real interval 0 < z ≤ 1, using the
Newton-Raphson root finding procedure. Furthermore, by differentiating (18) we conclude that


Z
0
1
1 2π
δ (θ (ω))
2eiω
f (1) = [
+
log
dω]−1 .
(26)
f (1) 2π 0
cos(θ (ω)) (eiω − f (1)2
0

Having calculated f (1) and f (1) we can easily compute E(Y ) from (22), using (23).
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In this article, we study the home healthcare (HHC) admission problem. HHC offers an interesting compromise between
reduced health costs, sufficient quality of care and increased comfort for the patient. However, HHC providers encounter
variability in both patients length of stay and arrival rate, making it difficult to determine an admission policy that ensures
sufficient activity for the HHC provider to be economically viable without relying too heavily on overtime from its
employees. We present a memoryless discrete-time model that encompasses this variability. This model was solved by a
Markov chain approach, giving us exact results on small instances, and hinting some analytical results. The results obtained
by this method allow us to analyze and compare performances from different admission policies.
Keywords: modeling, discrete time, Markov chain, evaluation, admission process, home healthcare

1

Introduction

Increasing hospitalization costs are a challenge for most country healthcare system. Part of these increasing
costs comes from prolonged hospitalization, where patients occupy a “staffed bed” (ie the actual bed
accompanied by all the compulsory resources as nurses or physicians) for a long period of time. These beds
are an expensive resource, which is not always necessary and often uncomfortable for the patient. For these
reasons, home-healthcare can be a much better suited alternative, since it provides the necessary level of
treatment for a cheaper price, while allowing the patient the comfort of a familiar environment and the
proximity of his relatives. We consider in this article the case of high level home-healthcare encountered in
France, called hospitalization at home (HAH), where a HAH provider must closely follow every of its
patients’ condition, even if it does not directly provide the treatment. This condition, along with a high
variability in both patients’ arrival rates and length of stay, make it difficult to formulate an admission policy
that ensure a regular activity (ie enough patients are admitted) of standardized quality with reasonable costs
(ie limiting work overload since it create overtime with higher costs).
Home-healthcare is developing in various countries due to the aforementioned increasing hospitalization
costs coupled with an aging population. However, it benefits from little published researched in comparison
to classical hospitals problem like the nurse rostering problem, OR planning or chemotherapy scheduling. A
good reason for this lack of coverage may be that, in contrary to regular hospitals, home-healthcare structures
differ widely from one country to another as shown by the comparative work of Chevreul et al. (2005). One
of the particularities in France is that there is an important distinction between hospitalization at home and
nursing at home, where other countries may only have low level homecare (United Kingdom), only HAH
(Australia), or both types with a less clear distinction (Canada). Moreover, the most obvious problems for
home-healthcare are the complex Vehicle Routing Problem and human resource scheduling it poses.
Yalcindag et al. (2011) propose a literature review on the topic. A common trait in most of these articles is
that they address the issue of finding the optimal way to treat the admitted patients. In this article however,
we wonder how many patients should be admitted instead of how to treat them. This is a slightly wider focus,
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where the care provider and the patients will be slightly more aggregated.Concerning the admission in
healthcare, Garg et al. (2010) propose quite a similar approach, with however one big difference: since he
study general healthcare, his model has to encompass various states in the health of considered patient, and
they partly define the workload requirement. This approach is mainly health centered, whereas in French
HAH, patients are stable, and the main variability in their requirement is time related. This is due to a
compulsory weekly visit of the patient to ascertain his state and treatment from one of the HAH own nurse.
Another closely related paper is Koeleman et al. (2012). However, the described model appears too
aggregated for our problem, since its time periods consists in whole weeks, losing the coordination visit
variability we seek to contain.
In this paper, we will first provide a description of the real life problem, as well as a mathematic model
for the evaluation of home-healthcare admission policy and the performance indicators. In the next part, we
will explicit how this problem can fit into a Markov chain model, from which we will explicit the transition
matrix and provide a method to reduce its complexity. Finally, both analytical and numerical results will be
presented.

2

A discrete-time model for home healthcare admission

In this part we describe the real life problem and provide formal notations for the mathematical problem at
hand. However, that studied problem is merely a restriction of a wider, more general problem which we will
not formally explicit.

2.1 HAH provider and patients description
We consider the HAH provider as a whole, in its day to day working. As such, we consider a discrete-time
horizon 𝑇𝑇 indexed by 𝑡𝑡 with 𝑇𝑇 = {1, 2 … }. Its goal is to provide treatment and coordination to all accepted
patients using its resources.
Assumption 1: we only consider one type of aggregated resource. This assumption is quite reasonable,
since most home health-care structures rely mostly on one type of critical resource, which are the nurses that
provide most of the treatment. Moreover, considering more than one type of resource is not difficult and does
not impact the model or its resolution.
The resource capacity constraint is considered in an aggregated way and detailed scheduling and
assignment among all resources are not considered. Such aggregated capacity consideration is reasonable
for patient admission.
Assumption 2: the resource capacity is constant over time. This is important for the Markov chain
approach, and is quite close to what is found in reality. We will call 𝑊𝑊𝑚𝑚𝑚𝑚𝑚𝑚 this maximum resource capacity.
During any given time period, the HAH structure knows all of its current ongoing patients. The set of
these patients is denoted by 𝑃𝑃𝑡𝑡 .
Assumption 3: we consider that there is a maximum number of patients 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 at any time period
(assumption reflecting the reality in the French home health-care system), as well as a maximum number of
new patients 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 for every time period.
Concerning the patients, we also make several assumptions in this model. The most important idea is that
all patients belong to a homogeneous group of independent patients. The treatment of each homecare patient
(indexed by i) is characterized by a resource requirement over time 𝒘𝒘𝒊𝒊 = [𝑤𝑤𝑖𝑖,1 , 𝑤𝑤𝑖𝑖,2 , … 𝑤𝑤𝑖𝑖,𝐿𝐿𝐿𝐿𝐿𝐿𝑖𝑖 ] where 𝑤𝑤𝑖𝑖𝑖𝑖 is
the workload during the 𝜏𝜏-th period of the treatment of patient i, and 𝐿𝐿𝐿𝐿𝐿𝐿𝑖𝑖 is the Length Of Stay (LOS) of
the patient i.𝜏𝜏 is used as a time index relative to a patient. In all generality, it should be 𝜏𝜏𝑖𝑖 but as long as no
ambiguity is possible, 𝜏𝜏 is used as the time index for the considered patient. It is also referred to as the age
of the patient in the system. When both indexes 𝑡𝑡 and 𝜏𝜏 are both present in a formula, it is assumed that the
age 𝜏𝜏 considered is the age that the patient effectively has at the period t
Assumption 4: all patients are independent from one another.
Assumption 5: the maximum length of stay (LOS) is bounded by 𝐿𝐿𝐿𝐿𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚 . This is most important for the
Markov chain definition, and is also quite realistic since most, if not all, of the workload variability come
from patients with short stays. The long term patients usually require low and regular workload, so they can
be seen as a simple reduction of the resource constant availability (cf assumption 2).
Assumption 6: All patient’s length of stay depend on the same stochastic law; however, the length of stay is
not known in advance. This means that for any patient at any age 𝜏𝜏, the probability to remain in the system
for the next period is the same. We call 𝑓𝑓𝜏𝜏 the probability for a patient with the age 𝜏𝜏 to proceed to the next
age. According to assumption 5, we also have 𝑓𝑓𝐿𝐿𝐿𝐿𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚 = 0. It is possible to infer the probability mass function
of any patient length of stay from the 𝑓𝑓𝜏𝜏 values, with:
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∀𝜏𝜏 > 1

𝑃𝑃(𝑇𝑇 = 1) = 1 − 𝑓𝑓1

𝜏𝜏−1

𝑃𝑃(𝑇𝑇 = 𝜏𝜏) = (1 − 𝑓𝑓𝜏𝜏 ) ∗ � 𝑓𝑓𝜏𝜏

(1)
(2)

𝑖𝑖=1

However, it is important to stress again that the length of stay of all patients is unknown until the patient
effectively leaves the system.
Assumption 7: All patients have the same workload requirement over time, so that :
𝒘𝒘𝑖𝑖 = �𝑤𝑤𝑖𝑖,1 , 𝑤𝑤𝑖𝑖,2 … 𝑤𝑤𝑖𝑖,Los𝑖𝑖 � = 𝒘𝒘 = �𝑤𝑤1 , 𝑤𝑤2 … 𝑤𝑤𝐿𝐿𝐿𝐿𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚 �
(3)
And of course, the workload is null if the patient has already left the system. (ie ∀𝜏𝜏 > 𝐿𝐿𝐿𝐿𝐿𝐿𝑖𝑖 , 𝑤𝑤𝜏𝜏 = 0).
Assumption 8: We consider that the aging process (the fact that each ongoing patient proceeds or not to
the next age, see assumption 6) takes place before the new admission requests are examined. As a
consequence, the new admission requests of period 𝑡𝑡 are evaluated by the admission policy with the
knowledge of all the previous ongoing patients that leaved the system between the previous and current time
period.
Assumption 9: The number of new admission requests for each time period 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑡𝑡 is a random variable
depending on a unique stochastic law that is independent from the time period. Due to assumption 4, we will
consider a Poisson distribution:
(4)
𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑡𝑡 ~ 𝑃𝑃𝑃𝑃𝑃𝑃𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠(𝜆𝜆)
With assumption 3, we will truncate the distribution at the value 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 so that there cannot be
more new admission requests than new patient slots.

2.2 Resource and overtime

For each time period, the state of the system allows us to know the total amount of workload required for
each type of resource, as well as the availability for each resource. Since it is compulsory to meet the demand
of all on-going patients, resource usage is exactly equal to the sum of workload requirement for all on-going
patients. However, we may allow overtime.
For any given time period t, overtime OTt,r is defined as the positive part of resource requirement minus
resource availability:
OTt = max(0, � wi,τ − 𝑊𝑊𝑚𝑚𝑚𝑚𝑚𝑚 )
i∈Pt

(5)

Where 𝜏𝜏 for each patient corresponds to the period 𝑡𝑡.
However, overtime is bounded by the following conditions: first, overtime must not be a permanent
solution, so we consider OTprobmax , the maximum probability of having overtime on any given time period.
For a given system, we compute the actual overtime probability OTprob by:

OTprob = P(OTt > 0)
(6)
The second condition is that overtime capacity is, on average, limited. So we give an upper bound
OTavmax that corresponds to the maximum average of overtime allowed considering all time periods, with:
(7)
OTav = E(OTt )

2.3 Performance indicators
In this paper, we seek to evaluate and compare different admission policies using different key performance
indicators (KPI) described as follows. In a first time, we will discuss the indicators regarding the admission
of new patients. The first evident indicator in this matter is the probability of rejecting a new patient. There
is indeed a possibility of an admission request to be denied altogether by the admission policy, especially if
the home healthcare is already overcharged. We call this indicator 𝐾𝐾𝐾𝐾𝐾𝐾𝑅𝑅𝑅𝑅𝑅𝑅𝑒𝑒𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐 . The complementary gives
no more information, however we will retain 𝐾𝐾𝐾𝐾𝐾𝐾𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸 as the average number of new patients admitted
for each time period. Other indicators are 𝐾𝐾𝐾𝐾𝐾𝐾𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁 , the average number of patients in the system and
𝐾𝐾𝐾𝐾𝐾𝐾𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊 , the average workload for any time period in the HAH structure.
As we will see in the analytical results, these first four indicators are redundant (giving one gives all the
information on the others) and we will mainly focus on 𝐾𝐾𝐾𝐾𝐾𝐾𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁 . However, we still define them for two
reasons: firstly, depending on what is discussed, we can switch to a more natural one; secondly, our current
problem can be extended, and some of these extensions invalidate the redundancy.
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The others indicators to consider are 𝐾𝐾𝐾𝐾𝐾𝐾𝑂𝑂𝑂𝑂𝑎𝑎𝑎𝑎 and 𝐾𝐾𝐾𝐾𝐾𝐾𝑂𝑂𝑂𝑂𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝 , respectively the average amount of overtime
required and the probability of having overtime. The difference between these two comes from the reason
why, in reality, we would want to limit them. 𝐾𝐾𝐾𝐾𝐾𝐾𝑂𝑂𝑂𝑂𝑎𝑎𝑎𝑎 represents an extra cost for the HAH structure, whereas
𝐾𝐾𝐾𝐾𝐾𝐾𝑂𝑂𝑂𝑂𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝 stems from legislation preventing employees from being overworked in a healthcare environment
to prevent errors.
Quite clearly, the goal of a “good” admission policy will be to maximize the activity represented by
𝐾𝐾𝐾𝐾𝐾𝐾𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁 while keeping 𝐾𝐾𝐾𝐾𝐾𝐾𝑂𝑂𝑂𝑂𝑎𝑎𝑎𝑎 and 𝐾𝐾𝐾𝐾𝐾𝐾𝑂𝑂𝑂𝑂𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝 within acceptable parameters, forming a multi-parameters
optimization.

2.4 Policies

In this problem, we define an admission policy 𝑃𝑃𝑃𝑃𝑃𝑃 as a function that with any virtual state associates the
maximum number of new patients that can be admitted:
(8)
𝑃𝑃𝑃𝑃𝑃𝑃 ∶ 𝐵𝐵 ′ → ⟦0; 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 ⟧
In this paper, we will study three parametric policies. The first one is the policy to have always the same
maximum number of new patients allowed. In effect, this policy is merely a restriction of the number of new
beds 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 . This policy is denoted by 𝑃𝑃𝑃𝑃𝑃𝑃𝑘𝑘𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁 , where 𝑘𝑘 is the number of new patients allowed
each day, with 𝑘𝑘 ∈ ⟦0; 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 ⟧. The case 𝑘𝑘 = 0 means that no patient is ever admitted, and 𝑘𝑘 =
𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 that all patients are accepted (providing that the 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 constraint is respected). An
important point is that this policy is independent from the actual state of the system, yet again with the
exception of 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 .
The second policy we will consider is 𝑃𝑃𝑃𝑃𝑃𝑃𝑘𝑘𝐵𝐵𝐵𝐵𝐵𝐵 , which mirrors the previous one by restraining the total
number of beds available for patients to 𝑘𝑘, with 𝑘𝑘 ∈ ⟦0; 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 ⟧. All previous remarks hold, with
the exception that this policy is dependent on the state of the HAH structure.
The last policy we will consider is 𝑃𝑃𝑃𝑃𝑃𝑃𝑘𝑘𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊 , which accepts new patients as long as the resulting
workload on the admission period does not exceed a threshold 𝑘𝑘 (which is not necessarily an integer this
time). The maximum value for this parameter will not be explicated here, and is in all generality greater than
the maximum workload 𝑊𝑊𝑚𝑚𝑚𝑚𝑚𝑚 . Also, since no assumption were made on the monotonicity of the patients’
common workload requirement 𝒘𝒘, it is false to assume that 𝑃𝑃𝑃𝑃𝑃𝑃𝑘𝑘𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊 , 𝑘𝑘 ≤ 𝑊𝑊𝑚𝑚𝑚𝑚𝑚𝑚 guarantees the absence
of overtime. This is only true with the added assumption that 𝒘𝒘 is decreasing over age.
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Markov chain model

The evolution of this restrained model can be described by a Markov chain. Assumptions 6 to 9 guarantee
that the evolution of the system has Markov property, which in turn indicates that optimal admission policy
also has this property. By restraining studied admission policies to this condition, all the processes can be
viewed as a Markov chain.

3.1 States definition
Due to the assumptions in the previous part, any state of the system can entirely be given by the vector 𝑆𝑆𝑡𝑡 =
�𝑁𝑁1,𝑡𝑡 , 𝑁𝑁2,𝑡𝑡 … 𝑁𝑁𝐿𝐿𝐿𝐿𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚,𝑡𝑡 � where 𝑁𝑁𝜏𝜏,𝑡𝑡 represents the number of patients with the age 𝜏𝜏 at period 𝑡𝑡. Let 𝐵𝐵 be a
set of all the possible states. The cardinality of 𝐵𝐵 can be bounded by: (𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 )(𝐿𝐿𝐿𝐿𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚−1) ≤ |𝐵𝐵| ≤
(𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 )𝐿𝐿𝐿𝐿𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚 . Let us now consider what happens after the aging in time period 𝑡𝑡 − 1 but before
the new admissions. In this case, we have a new set of possible virtual states, which we call 𝑆𝑆′𝑡𝑡 =
�𝑁𝑁2,𝑡𝑡 … 𝑁𝑁𝐿𝐿𝐿𝐿𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚,𝑡𝑡 �. In this case, there are no patient with age 1, and the set 𝐵𝐵′ of all the possible virtual states
has a lower cardinality upper bound with: |𝐵𝐵′| ≤ (𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 )(𝐿𝐿𝐿𝐿𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚−1).
𝑆𝑆𝑡𝑡 = [𝑛𝑛𝑡𝑡,1 , 𝑛𝑛𝑡𝑡,2 … 𝑛𝑛𝑡𝑡,𝐿𝐿𝐿𝐿𝐿𝐿−1, 𝑛𝑛𝑡𝑡,𝐿𝐿𝐿𝐿𝐿𝐿 ]

𝑆𝑆𝑡𝑡−1 = [𝑛𝑛𝑡𝑡−1,1, 𝑛𝑛𝑡𝑡−1,2 … 𝑛𝑛𝑡𝑡−1,𝐿𝐿𝐿𝐿𝐿𝐿−1 , 𝑛𝑛𝑡𝑡−1,𝐿𝐿𝐿𝐿𝐿𝐿 ]

𝑆𝑆′𝑡𝑡 = [𝑛𝑛𝑡𝑡,2 … 𝑛𝑛𝑡𝑡,𝐿𝐿𝐿𝐿𝐿𝐿−1 , 𝑛𝑛𝑡𝑡,𝐿𝐿𝐿𝐿𝐿𝐿 ]

𝑆𝑆′𝑡𝑡 = [𝑛𝑛𝑡𝑡,2 … 𝑛𝑛𝑡𝑡,𝐿𝐿𝐿𝐿𝐿𝐿−1 , 𝑛𝑛𝑡𝑡,𝐿𝐿𝐿𝐿𝐿𝐿 ]

Admission policy

Figure 1: Aging process

Rejection

New patient admission request
Figure 2: Admission process
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With these two definitions of possible state, the Markov chain graph is bipartite, since all real states 𝑆𝑆𝑡𝑡
turn into a virtual state 𝑆𝑆′𝑡𝑡+1 after the aging process, and all virtual states 𝑆𝑆′𝑡𝑡 turn into a real state 𝑆𝑆𝑡𝑡 after the
admission process.
These states and processes can be summarized by figures 1 and 2. In figure 1, full arrows show patients
gaining an age increment whereas dotted arrows show patients leaving the system, thus describing both parts
of the aging process turning real states into next time period virtual states. In figure 2, full arrows show the
transmission of already aged patients, without any change. The dashed one shows that new patients (in the
𝑁𝑁𝑡𝑡,1 coordinate of 𝑆𝑆𝑡𝑡 ) come from the admission process.

3.2 Transition matrix

The general form of the transition matrix for such a system is:
𝑄𝑄 𝑄𝑄2
[𝐵𝐵 𝐵𝐵′]𝑇𝑇 = [𝐵𝐵 𝐵𝐵′]𝑇𝑇 � 1
(9)
�
𝑄𝑄3 𝑄𝑄4
Since the associated graph is bipartite, we have 𝑄𝑄1 = 0 and 𝑄𝑄3 = 0. Moreover, 𝑄𝑄2 is the matrix that
transforms a real state at period 𝑡𝑡 into a virtual state at period 𝑡𝑡 + 1, which means this matrix represents the
aging process for all ongoing patient (and the figure 1). We will call it 𝐴𝐴. On the other hand, the matrix 𝑄𝑄4
transforms a virtual state into a real state in the same period, and mainly reflects the chosen admission policy
(figure 2), we will call it 𝑃𝑃.

3.3 Aging matrix

We have ∀𝑆𝑆 ′𝑗𝑗 ∈ 𝐵𝐵 ′ , ∀ 𝑆𝑆𝑖𝑖 ∈ 𝐵𝐵

𝐴𝐴 = ��𝑃𝑃(𝑆𝑆 ′𝑗𝑗 | 𝑆𝑆𝑖𝑖 )��

(10)
(11)

𝐴𝐴 = ��𝑃𝑃��𝑁𝑁2,𝑗𝑗 … 𝑁𝑁𝐿𝐿𝐿𝐿𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚,𝑗𝑗 � � �𝑁𝑁1,𝑖𝑖 , 𝑁𝑁2,𝑖𝑖 … 𝑁𝑁𝐿𝐿𝐿𝐿𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚,𝑖𝑖 ���
Since the number of patients at any age that are greater or equal to 2 is only determined by the number
of patients in the previous age in the previous state, we have:
𝐿𝐿𝐿𝐿𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚

(12)

𝐴𝐴 = �� � 𝑃𝑃�𝑁𝑁𝑘𝑘,𝑗𝑗 | 𝑁𝑁𝑘𝑘−1,𝑖𝑖 ���
𝑘𝑘=2

The probabilities 𝑃𝑃�𝑁𝑁𝑘𝑘,𝑗𝑗 | 𝑁𝑁𝑘𝑘−1,𝑖𝑖 � are easily determined using only the 𝑓𝑓𝜏𝜏 and the independence of all
patients:
∀(𝑛𝑛𝑗𝑗 ; 𝑛𝑛𝑖𝑖 ) ∈ ⟦0; 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 ⟧2
𝑛𝑛𝑖𝑖
𝑛𝑛𝑖𝑖 −𝑛𝑛𝑗𝑗
𝑛𝑛
� � ∗ 𝑓𝑓𝑘𝑘−1 𝑗𝑗 ∗ �1 − 𝑓𝑓𝑘𝑘−1 �
𝑖𝑖𝑖𝑖 𝑛𝑛𝑗𝑗 ≤ 𝑛𝑛𝑖𝑖
(13)
𝑃𝑃�𝑁𝑁𝑘𝑘,𝑗𝑗 = 𝑛𝑛𝑗𝑗 | 𝑁𝑁𝑘𝑘−1,𝑖𝑖 = 𝑛𝑛𝑖𝑖 � = � 𝑛𝑛𝑗𝑗
0
𝑖𝑖𝑖𝑖 𝑛𝑛𝑗𝑗 > 𝑛𝑛𝑖𝑖
And this concludes the computation of the aging matrix 𝐴𝐴.

3.4 Admission policy matrix

We defined a policy 𝑃𝑃𝑃𝑃𝑃𝑃 as a function that to any virtual state associates the maximum number of new patients
that we can admit:
(14)
𝑃𝑃𝑃𝑃𝑃𝑃 ∶ 𝐵𝐵 ′ → ⟦0; 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 ⟧
With this definition, we can fully describe the admission process:
𝑁𝑁1,𝑡𝑡 = min(𝑃𝑃𝑃𝑃𝑃𝑃(𝑆𝑆′𝑡𝑡 ); 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑡𝑡 )
(15)
However, we are not interested in computing the actual number of new patients (as we would be in a
simulation problem), but in the probabilities of each events.
𝑃𝑃 = ��𝑃𝑃(S𝑗𝑗 | 𝑆𝑆′𝑖𝑖 )��
(16)
(17)
𝑃𝑃 = ��𝑃𝑃�𝑁𝑁 |𝑆𝑆′ � ∧ 𝑃𝑃��𝑁𝑁 … 𝑁𝑁
� � � 𝑁𝑁 … 𝑁𝑁
���
1,𝑗𝑗

𝑖𝑖

2,𝑗𝑗

𝐿𝐿𝐿𝐿𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚 ,𝑗𝑗

2,𝑖𝑖

𝐿𝐿𝐿𝐿𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚 ,𝑖𝑖

This notation shows the distinction between the new patient admission process (dashed arrow on figure
2) in the first part and the transmission of remaining patients (full arrows on figure 2) on the second part.
This second part is most often null, and also shows that the 𝑃𝑃 matrix can be made into a block diagonal matrix
providing a good choice of 𝐵𝐵 and 𝐵𝐵′, since all real states have one possible preceding virtual state. For the
remaining member, we can simply reverse the probabilities from the admission process formula:
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𝑃𝑃�𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑡𝑡 ≥ 𝑛𝑛1,𝑗𝑗 �

𝑃𝑃�𝑁𝑁1,𝑗𝑗 = 𝑛𝑛1,𝑗𝑗 �𝑆𝑆′𝑖𝑖 ) = � 𝑃𝑃�𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑡𝑡 = 𝑛𝑛1,𝑗𝑗 �
0

3.5 Stationary probabilities and resolution

𝑖𝑖𝑖𝑖 𝑛𝑛1,𝑗𝑗 = 𝑃𝑃𝑃𝑃𝑃𝑃(𝑆𝑆′𝑖𝑖 )

𝑖𝑖𝑖𝑖 𝑛𝑛1,𝑗𝑗 < 𝑃𝑃𝑃𝑃𝑃𝑃(𝑆𝑆′𝑖𝑖 ))
𝑖𝑖𝑖𝑖 𝑛𝑛1,𝑗𝑗 > 𝑃𝑃𝑃𝑃𝑃𝑃(𝑆𝑆′𝑖𝑖 ))

(18)

We mainly focus on the real states, on which we will evaluate our performance indicators, so we have
∀𝑆𝑆𝑡𝑡+1 , 𝑆𝑆𝑡𝑡 ∈ 𝐵𝐵,
0 𝐴𝐴 2
(19)
𝑆𝑆𝑡𝑡+1 = 𝑆𝑆𝑡𝑡 �
�
𝑃𝑃 0
(20)
𝑆𝑆𝑡𝑡+1 = 𝑆𝑆𝑡𝑡 𝐴𝐴𝐴𝐴
In the next part, we will see that all performance indicators can be computed from the real state. To
evaluate a policy, we just have to determine the stationary probabilities of all real states 𝜋𝜋𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟 :
(21)
𝜋𝜋𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟 𝑇𝑇 = 𝜋𝜋𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟 𝑇𝑇 𝐴𝐴𝐴𝐴
However, it is actually faster to first compute the stationary probabilities of the virtual state 𝜋𝜋𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣 with
𝜋𝜋𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣 𝑇𝑇 = 𝜋𝜋𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣 𝑇𝑇 𝑃𝑃𝑃𝑃 since 𝑃𝑃𝑃𝑃 ∈ 𝑀𝑀|𝐵𝐵′ | (ℝ) and 𝐴𝐴𝐴𝐴 ∈ 𝑀𝑀|𝐵𝐵| (ℝ) and |𝐵𝐵′| ≤ |𝐵𝐵|.
We then use IBM ILOG Cplex to solve the simple linear equation 𝜋𝜋𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣 𝑇𝑇 (𝑃𝑃𝑃𝑃 − 𝐼𝐼𝑛𝑛 ) = 0𝑇𝑇 . We obtain
𝜋𝜋𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟 𝑇𝑇 = 𝜋𝜋𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣 𝑇𝑇 𝐴𝐴. Finally, we can compute the value of all KPIs for all real states. For each different KPI,
this produce a vector that have the same size as 𝜋𝜋𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟 . The final value of a KPI is obtained by a scalar product
between the specific KPI vector ans the stationary probability vector.

4

Results

In this part, we first discuss some theoretical results coming from the mere definition of the problem. Then
we present computational results from a realistic case, with the inclusion of some observations coming from
other cases.

4.1 Analytical results
Some interesting analytical result come from a
simple observation from the described model: once
20
a patient is admitted into the HAH structure, all
his/her following behavior is determined by fixed,
15
independent stochastic laws (be it his length of stay
or the required workload for each time period). As a
10
direct result, several possible performance indicators
5
are in fact equivalent. Thus the average new patient
acceptation number (from which the acceptation rate
0
can easily be computed with the arrival rate given by
0
5
10
15
NbPat
𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑡𝑡 ), the average number of patients and the
average workload, all in fact represent the same
Figure 3: Proportionality between workload and
value providing a proportionality rate coming from
number of patients
the parameters of the problem. This fact is illustrated
by figure 3 that shows a plot of workload
requirement (𝐾𝐾𝐾𝐾𝐾𝐾𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊 ) against number of patients (𝐾𝐾𝐾𝐾𝐾𝐾𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁 ) for various policies and parameters with
a single set of parameters. This explains why only the average number of patients was retained as
performance indicator.
A second interesting point is that the proportionality between workload and number of patients has a
more specific application: overtime is defined as the average of workload exceeding a certain threshold. As
a consequence, we can infer that overtime admit two lower bounds: 0 since it is defined as a positive part,
but also an affine function of the number of patients, with a slope that we already defined and a negative
offset equal to the threshold 𝑊𝑊𝑚𝑚𝑚𝑚𝑚𝑚 . Moreover, if we imagine lifting the restriction of the number of patients
𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 and new patients 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 , it is easy to imagine where the HAH structure is mostly
overloaded. In the extreme case where overtime probability comes close to or equal to 1, we can see that the
aforementioned affine function is not only a lower bound for the overtime, but an asymptote.
Workload

25

4.2 Computational results
We now expose and discuss numerical results from this problem. However, it is computationally difficult,
since the number of states in the Markov chain. The test case study is built using a set of parameters with 5
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time periods, 8 new patients and no limitation of maximum number of patients (𝐿𝐿𝐿𝐿𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚 =
5; 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 = 8; 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑚𝑚𝑚𝑚𝑚𝑚 = +∞). This represents 6561 virtual states to solve (with the
corresponding square matrix) and 59.049 real possible states. Due to the complexity involved, this method
cannot solve real sized problems, however the case study is representative of a small HAH structure studied
under a short time horizon.
Concerning computational time, it is highly variable. It can be decomposed between matrix generation
(which is quite regular and takes around 30 seconds) and solving the stationary probabilities. For every
policy, if the parameter is low enough, the number of accessible states keeps being manageable, and the time
to solve the linear problem is negligible, but for high level of parameters, this solving time increases
exponentially. Table 1 shows different computational times for the 𝑃𝑃𝑃𝑃𝑃𝑃𝑘𝑘𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁 policy for increasing values
of the parameter.
k=

1

Time (s)

30

Table 1: Computational time for different parameters of 𝑃𝑃𝑃𝑃𝑃𝑃𝑘𝑘𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁
2

3

4

5

6

7

8

30

29

31

35

67

184

584

However, the computational time is not only dependent on the number of states; table 2 shows the same
data for the 𝑃𝑃𝑃𝑃𝑃𝑃𝑘𝑘𝑊𝑊𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜 , but we can see that the maximum in time does not correspond to the highest values
of the parameters. As a side note, in table 2, the parameter value 56 corresponds to the maximum possible
𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊
actually represent the same policy
workload. The direct consequence is that 𝑃𝑃𝑃𝑃𝑃𝑃8𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁 and 𝑃𝑃𝑃𝑃𝑃𝑃56
consisting in accepting every patient.

k=
Time (s)

Table 2: Computational time for different parameters of 𝑃𝑃𝑃𝑃𝑃𝑃𝑘𝑘𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊

30
158

32
269

34
357

36
476

38
563

40
626

44
677

48
666

52
601

56
580

Figure 4 depicts two cloud plots, respectively of 𝐾𝐾𝐾𝐾𝐾𝐾𝑂𝑂𝑂𝑂𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝 and 𝐾𝐾𝐾𝐾𝐾𝐾𝑂𝑂𝑂𝑂𝑎𝑎𝑎𝑎 versus 𝐾𝐾𝐾𝐾𝐾𝐾𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁 for the chosen set

0,35

1,6

0,3

1,4

Average overtime

Overtime probability

of system parameters and various policy parameters, for each policy. 𝑃𝑃𝑃𝑃𝑃𝑃𝑘𝑘𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁 is, in the caption, denoted
by “Pol 0”; 𝑃𝑃𝑃𝑃𝑃𝑃𝑘𝑘𝐵𝐵𝐵𝐵𝐵𝐵 by “Pol 1” and 𝑃𝑃𝑃𝑃𝑃𝑃𝑘𝑘𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊 by “Pol 2”. The range of the abscise axis has been reduced
by ignoring low policy parameters that resulted in no overtime in the system. On the other hand, all policies
have been tested unto the point where all patients were admitted, and this aspect is fully shown
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Figure 4: Cloud plots of overtime-related KPI versus NbPat
The most interesting part is however what lies in the middle of the data cloud, namely the transition
between the absence of overtime and the saturation. The 𝐾𝐾𝐾𝐾𝐾𝐾𝑂𝑂𝑂𝑂𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝 /𝐾𝐾𝐾𝐾𝐾𝐾𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁 plot allows us to draw a first
important conclusion: there is no dominant policy. If the workload based policy shows an ability to delay the
apparition of overtime, it also has the steeper increase, ending up to become the worst policy for maximizing
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the number of patients with low overtime probability while in overcapacity. The 𝐾𝐾𝐾𝐾𝐾𝐾𝑂𝑂𝑂𝑂𝑎𝑎𝑎𝑎 /𝐾𝐾𝐾𝐾𝐾𝐾𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁 plot
however makes no such distinction, and the workload based policy always display a better ratio between
average overtime and average number of patients. In the same manner that it cannot be said that 𝑃𝑃𝑃𝑃𝑃𝑃𝑘𝑘𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊
is the best policy, it is also impossible to conclude that 𝑃𝑃𝑃𝑃𝑃𝑃𝑘𝑘𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁 is the worst. If it is the case concerning
𝐾𝐾𝐾𝐾𝐾𝐾𝑂𝑂𝑂𝑂𝑎𝑎𝑎𝑎 , other system parameters show different results, making definite conclusion impossible to draw
concerning the best policy.

5

Conclusion and outlook

In this paper, we presented a first discrete time model for home-healthcare admission control policy
evaluation. The presented mathematical model has been solved using a Markov chain approach, yielding
exact results on small instances. However, these results prove impossible to generalize due to sensibility to
the parameters from both the system and the admission policy. As a result, any practical use of this model
will require to greatly decrease the complexity of the resolution, in order to solve bigger instances, and
possibly to include overlooked features of the HAH. Due to inherent limitation in exact Markov chain
solving, simulation is considered for larger instances, yielding promising results.
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Abstract: We consider the single server Markovian queue with infinite waiting space and
strategic customers. We assume that there exists a certain reward-cost structure that reflects
the customers’ desire for service and their dislike for waiting. The dilemma of the customers
is whether to join or not in the system. Regarding the information of the customers, we consider a mixed situation, i.e. only a fraction of the customers has the opportunity to observe
the system before making the decisions. This situation is modeled as a game among the
potential customers and we determine the corresponding symmetric equilibrium strategies.
The associated problems of the overall social benefit optimization and the profit maximization for the administrator of the system are also considered.
Keywords: queueing, strategic customers, balking, observable queue, unobservable queue,
the value of information

1

Introduction

The economic analysis of queueing systems with strategic customers is an emerging tendency in the recent literature that complements the earlier studies in queueing theory that
concerned performance evaluation of systems with passive (i.e. non-deciding) customers. In
such a study, a certain reward-cost structure is imposed on a queueing system that quantifies
the customers’ desire for service and their dislike for waiting. The customers are allowed
to make decisions as to whether to join or balk, to stay or renege, to buy priority or not
etc. This collective behavior of the customers is analyzed as a game among the potential
customers and the basic problem is to determine the corresponding symmetric strategy equilibrium profiles. Subsequently, the maximization of the social benefit per time unit and the
maximization of administrator’s profit are also studied.
The study of customer strategic behavior regarding the joining/balking dilemma was
initiated in the pioneering paper of Naor [14], who studied the M/M/1 queue, assuming
an observable system, i.e. upon arrival a customer is informed about the queue length
and then makes his decision. Edelson and Hildebrand [4] complemented this study by
studying the corresponding unobservable system, where the customers make their decisions
without observing the queue length, but knowing the parameters of the system. There are
recently many papers that extend these ideas and study the joining/balking dilemma of the
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customers in variants of the M/M/1 queue, see e.g. [1] (M/M/1 queue with setup times), [8]
(M/M/1 queue with various levels of information and non-linear reward-cost structure), [10]
(M/M/1 queue with various levels of information and uncertainty in the system parameters),
[2] (M/M/1 queue with compartmented waiting space), [3] (M/M/1 queue with unreliable
server), [6] and [7] (M/M/1 queue with an N -setup policy) etc. The monographs [11] and
[15] summarize the main approaches and several results in this broad area of the economic
analysis of queueing systems.
Regarding the information that is available to the customers, there are basically three
types of models that have been studied in the literature: observable, partially observable
and unobservable. In the observable models the customers know exactly the state of the
system before making their decisions, while in the partial observable models they have only
partial knowledge (for example they may know the number of customers in the system but
not the state of the server etc.). Finally, in the unobservable models the customers know
the parameters of the model (arrival and service rates, special features and policies), but
make their decisions without observing its state.
In the present paper, we aim to extend the aforementioned studies by considering a
system with a mixed observation structure, that is not all customers receive the same information. To this end, we consider the M/M/1 queue with two types of customers, those
that have the possibility to observe the system before making their decisions and those that
cannot observe it. Our main contributions can be summarized as follows:
1. We identify the equilibrium strategies for the customers and we study the interplay
between the two types of customers.
2. We consider and study the corresponding social benefit optimization and profit maximization problems.
3. We present several qualitative results that have been deduced from several numerical
experiments.
The paper is organised as follows. In Section 2 we describe the dynamics of the model,
the reward-cost structure and the decision framework. In Section 3, we study the equilibrium
strategies and the social benefit optimization and profit maximization problems. Finally, in
Section 4, we close with several qualitative findings that have been observed in a number of
numerical experiments.

2

Model description

We consider the standard single-server Markovian queue of M/M/1 type. More concretely,
we assume that customers arrive according to a Poisson process at rate λ in a service facility
with infinite waiting space. There is a single server and the service times are exponentially distributed with rate µ. Inter-arrival and service times are assumed to be mutually
independent and the queueing discipline is the First-Come-First-Served.
We are interested in the study of the strategic behavior of the customers, regarding their
joining/balking dilemma upon arrival at the system. Every arriving customer is of type-I
or type-II, with probabilities po and pu respectively, independently of the other customers.
The type-I customers (observing) observe the system before making their decisions whether
to join or balk, whereas the type-II customers (uninformed) do not. The decisions of the
customers are irrevocable (i.e. neither retrials nor reneging are permitted) and are based on
a linear reward-cost structure. The reward from service for observing (resp. uninformed)
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customers is Ro (resp. Ru ) and the waiting cost per time unit is Co (resp. Cu ). To avoid
trivialities, we assume that po , pu , Ro , Ru , Co and Cu are all strictly positive. Moreover,
po + pu = 1.
A general mixed strategy for an observing customer is a vector q̃ = (q0 , q1 , . . .), where qi
is the joining probability, when he observes i customers upon arrival. On the other hand,
a general mixed strategy for an uninformed customer is specified by a single number, the
joining probability q.

3
3.1

Analysis
Equilibrium behavior

Consider an arriving observing customer that sees upon arrival n customers in the system.
Then, his mean net benefit, if he decides to join, is given by
Uo (n) = Ro − Co

n+1
µ

(3.1)

and does not depend on the strategies of the other customers. The customer is willing to
o
join if Uo (n) ≥ 0, which is equivalent to n + 1 ≤ µR
Co . Therefore, the best response of a
tagged observing customer that observes n customers in the system against any strategy of
the others is to join if n + 1 ≤ ne , where
ne = b

µRo
c.
Co

(3.2)

We are now focusing on the best response of a tagged uninformed customer. To this
end, suppose that the observing customers follow an n∗ -threshold strategy, i.e. they join
when they find upon arrival at most n∗ − 1 customers in the system, and that the other
uninformed customers follow a mixed strategy q∗ . Then the mean net benefit of the tagged
uninformed customer, if he decides to join, is given by
Uu (n∗ , q∗ ) = Ru − Cu

E(n∗ ,q∗ ) (Q) + 1
,
µ

(3.3)

where E(n∗ ,q∗ ) (Q) is the mean number of customers in system found by an arriving uninformed customer, given that the others follow a strategy (n∗ , q∗ ) (i.e. the observing customers follow the n∗ -threshold strategy and the uninformed customers follow the q∗ -mixed
strategy). However, the uninformed customers arrive according to a Poisson process with
rate λpu and therefore, because of the PASTA property, we have that E(n∗ ,q∗ ) (Q) coincides
with the mean number of customers in the system, when the strategy (n∗ , q∗ ) is employed.
Therefore, the tagged uninformed customer is willing to join, if Uu (n∗ , q∗ ) ≥ 0, which is
u
equivalent to E(n∗ ,q∗ ) (Q)+1 ≤ µR
Cu . Similarly the customer is willing to balk if E(n∗ ,q∗ ) (Q)+
µRu
u
1 ≥ Cu . Of course, in the boundary case where E(n∗ ,q∗ ) (Q) + 1 = µR
Cu , the customer is
indifferent between joining and balking.
For the complete quantification of a customer’s strategic behavior, we need to compute
the quantity E(n∗ ,q∗ ) (Q), for a given strategy (n∗ , q∗ ). Under such a strategy the number
of customers in the system, {Q(t)} is a continuous time Markov chain of birth-death type
with transition rates

λ∗1 if 0 ≤ i ≤ n∗ − 1, j = i + 1



λ∗2 if i ≥ n∗ , j = i + 1
qi,j =
(3.4)
µ
if i ≥ 1, j = i − 1



0
otherwise,
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where
λ∗1 = λpo + λpu q∗ , λ∗2 = λpu q∗ .

(3.5)

Using the well-known formula for the stationary distribution of birth-death processes and
standard summation techniques, we can easily derive the stationary distribution in closed
form and its mean. More specifically, we have the following Proposition 3.1.
Proposition 3.1 The stationary distribution of the number of customers in the system for
the M/M/1 queue with observing and uninformed customers following an (n∗ , q∗ ) strategy,
with n∗ , q∗ > 0, is given by

B∗ ρn∗1
if 0 ≤ n ≤ n∗ − 1,
πn = πn (n∗ , q∗ ) =
(3.6)
∗
B∗ ρn∗1∗ ρn−n
if n ≥ n∗ ,
∗2
where

λ∗2
λ∗1
, ρ∗2 =
µ
µ

(3.7)

(1 − ρ∗1 )(1 − ρ∗2 )
.
1 − ρ∗2 − ρn∗1∗ +1 + ρn∗1∗ ρ∗2

(3.8)

ρ∗1 =
and
B∗ =

The corresponding mean stationary number of customers in the system is
E(n∗ ,q∗ ) (Q)

=

(1 − ρ∗2 )[(n∗ − 1)ρn∗1∗ +1 − n∗ ρn∗1∗ + ρ∗1 ]
n∗
(1 − ρ∗1 )[1 − ρ∗2 − ρn∗1∗ +1 + ρ∗1
ρ∗2 ]
n∗
n∗
(1 − ρ∗1 )[n∗ ρ∗1 − (n∗ − 1)ρ∗1 ρ∗2 ]
+
.
(1 − ρ∗2 )[1 − ρ∗2 − ρn∗1∗ +1 + ρn∗1∗ ρ∗2 ]

(3.9)

The other cases regarding n∗ and q∗ can be easily derived from the above formulas by
taking the appropriate limits. We do not report the formulas for brevity, but we discuss them
briefly: For n∗ = 0 and q∗ = 0, the system is continuously empty and E(n∗ ,q∗ ) (Q) = 0. For
n∗ = 0 and q∗ > 0, the system behaves as an M/M/1 queue with arrival rate λ∗2 = λpu q∗
and service rate µ. Similarly, for n∗ > 0 and q∗ = 0, the system behaves as an M/M/1/n∗
queue with arrival rate λ∗1 = λpo and service rate µ. The formulas for the stationary
distribution πn and E(n∗ ,q∗ ) (Q) are reported in most queueing textbooks, see e.g. [13].
The quantity E(n∗ ,q∗ ) (Q) is increasing in n∗ and q∗ . This is intuitively clear, but it
can be also formally proven by using Kirstein’s rate sufficient conditions for the strong
comparability of Markov chains (see [12]). We are now in position to prove the main result
of this section that describes the equilibrium strategies of the model. In particular, we have
the following Theorem 3.1
Theorem 3.1 Let ne be given by (3.2), E0 = E(ne ,0) (Q) + 1 and E1 = E(ne ,1) (Q) + 1 with
E(n∗ ,q∗ ) (Q) given by (3.9). There are three cases:
Case I: E0 ≥

µRu
Cu .

Then, the unique equilibrium strategy is (ne , 0).

u
Case II: E0 < µR
Cu < E1 . Then, the unique equilibrium strategy is (ne , qe ), where qe is the
unique solution of the equation

E(ne ,q) (Q) + 1 =
in (0, 1), with respect to q.
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µRu
Cu

(3.10)

Case III: E1 ≤

µRu
Cu .

Then, the unique equilibrium strategy is (ne , 1).

Proof. We have shown that the best response of an arriving observing customer against
any strategy of the others is to use the ne -threshold strategy with ne given by (3.2) (i.e. the
customer joins if he finds at most ne − 1 customers upon arrival). The equilibrium strategies
are best responses against themselves, so necessarily any equlibrium strategy (n∗ , q∗ ) should
have n∗ = ne .
We are now focusing on a tagged uninformed arriving customer. In Case I, where E0 ≥
µRu
µRu
Cu , the monotonicity of E(n∗ ,q∗ ) (Q) in q∗ implies that E(ne ,q) (Q)+1 ≥ Cu for all q ∈ [0, 1].
If the tagged customer joins, his net benefit Uu (ne , q) is non-positive, for any strategy of the
others. Therefore, his best response against any strategy of the other uninformed customers
is to balk and we obtain that (ne , 0) is the unique equlibrium strategy.
u
In Case II, where E0 < µR
Cu < E1 , the continuity and the monotonicity of E(n∗ ,q∗ ) (Q)
with respect to q∗ imply that there exists a unique solution qe ∈ (0, 1) of the equation (3.10).
Then, we have that Uu (ne , q) > 0 for q ∈ [0, qe ) and the tagged customer’s best response
is to join, whereas Uu (ne , q) < 0 for q ∈ (qe , 1] and the tagged customer’s best response is
to balk. Finally, Uu (ne , qe ) = 0, so any strategy of the tagged customer is a best response
against qe . Therefore, the only best response against itself is (ne , qe ) which constitutes the
unique equlibrium strategy in this case.
u
In Case III, where E1 ≤ µR
Cu , the monotonicity of E(n∗ ,q∗ ) (Q) in q∗ implies that E(ne ,q) (Q)+
µRu
1 ≤ Cu for all q ∈ [0, 1]. If the tagged customer joins, his net benefit Uu (ne , q) is nonnegative, for any strategy of the others. Therefore, his best response against any strategy of
the other uninformed customers is to join and we obtain that (ne , 1) is the unique equlibrium
strategy.

By setting entrance fees fo and fu for observing and uninformed customers, the administrator of the system has the possibility to reduce the rewards from service to Ro − fo and
Ru − fu respectively. If the customers react according to these rewards, then they reach a
new equilibrium behavior which is again described by Theorem 3.1, but with Ro and Ru
replaced by Ro − fo and Ru − fu respectively.
A question that arises is what are the strategies (n∗ , q∗ ) that are attainable, in the sense
that there are appropriate pairs of fees (fo , fu ) that can induce them. If the administrator
wants to induce a certain n∗ -threshold strategy for the observing customers, then he should
o)
c. The maximum fee that attains n∗ is then
set fo such that n∗ = b µ(RCo −f
o
fo (n∗ ) = Ro − Co

n∗
.
µ

(3.11)

Since fo (n∗ ) should be non-negative, we conclude that any n∗ ≤ ne , is attainable. Suppose,
now, that given an attainable threshold n∗ for the observing customers, the administrator
wants to set a fee fu to induce a mixed strategy q∗ for the uninformed customers. To
E
(Q)+1
induce q∗ = 0, he should set fu ≥ Ru − Cu (n∗ ,0)µ
. To induce q∗ ∈ (0, 1), he should set
E

(Q)+1

E

(Q)+1

fu = Ru −Cu (n∗ ,0)µ
. Finally, to induce q∗ = 1, he should set fu ≤ Ru −Cu (n∗ ,0)µ
.
Note, that any fee that induces q∗ = 0 is not paid by anyone, as all balk. Therefore, its exact
value is irrelevant for the profit of the administrator. Moreover, for q∗ > 0, the administrator
of the system prefers to set the maximum possible fee that attains a certain strategy (n∗ , q∗ ).
Therefore, in any case, we can assume that the administrator will use the fee
fu (n∗ , q∗ ) = Ru − Cu
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E(n∗ ,q∗ ) (Q) + 1
,
µ

(3.12)

to induce (n∗ , q∗ ), as long as this value is non-negative. If fu (n∗ , q∗ ) given by (3.12) is
negative, then he will use fu (n∗ , q∗ ) = 0 and all customers will balk. Thus, using also
the monotonicity of E(n∗ ,q∗ ) (Q) with respect to q∗ , we conclude with the following result
regarding the attainability of strategies.
Theorem 3.2 A necessary condition for the attainability of a strategy (n∗ , q∗ ), using a pair
of non-negative fees (fo , fu ), is that n∗ ≤ ne , with ne given by (3.2). For any such n∗ , there
are three cases:
Case I: E(n∗ ,0) (Q)+1 ≥

µRu
Cu .

Then, only (n∗ , 0) is attainable among all (n∗ , q∗ ) strategies.

u
Case II: E(n∗ ,0) (Q)+1 < µR
Cu < E(n∗ ,1) (Q)+1. Then, there exists a unique q∗ (n∗ ) ∈ (0, 1)
u
that solves the equation E(n∗ ,q∗ ) (Q) + 1 = µR
Cu with respect to q∗ . Only the strategies
(n∗ , q∗ ) with q∗ ≤ q∗ (n∗ ) are attainable among all (n∗ , q∗ ) strategies.

Case III: E(n∗ ,1) (Q) + 1 ≤

µRu
Cu .

All (n∗ , q∗ ) strategies are attainable.

We can now proceed to the study of the social optimization and profit maximization
problems.

3.2

Social optimization

By setting appropriate entrance fees fo and fu the administrator of the system can induce
any attainable strategy (n∗ , q∗ ) that is described in Theorem 3.2. The social benefit per
time unit under such a strategy (n∗ , q∗ ) is given as
S(n∗ , q∗ )

=

nX
∗ −1



n+1
πn (n∗ , q∗ )λpo Ro − Co
µ
n=0


∞
X
n+1
.
+
πn (n∗ , q∗ )λpu q∗ Ru − Cu
µ
n=0

(3.13)

The geometric form (3.6) of the probabilities πn (n∗ , q∗ ) can be used to compute the sums
involved in (3.13) and to reduce S(n∗ , q∗ ) in closed form. However, this form is too
complicated and the computation of the socially optimal strategy (nsoc , qsoc ) that maximizes S(n∗ , q∗ ) can be done only numerically: For each fixed n∗ = 0, 1, . . . , ne we find
the corresponding qsoc (n∗ ) that maximizes S(n∗ , q∗ ) among all attainable (n∗ , q∗ ) for this
specific n∗ . Then we choose the strategy (nsoc , qsoc ) that maximizes S(n∗ , q∗ ) among
all (0, qsoc (0)), (1, qsoc (1)), . . . (ne , qsoc (ne )). Having found the socially optimal strategy
(nsoc , qsoc ), we can go back and determine the appropriate fees fsoc,o and fsoc,u that induce the socially optimal behavior, using (3.11) and (3.12).

3.3

Profit maximization

For the profit maximization of the administrator of the system, we again suppose that he
sets some entrance fees fo and fu and induces an attainable strategy (n∗ , q∗ ) as described
in Theorem 3.2. The profit per time unit under such a strategy (n∗ , q∗ ) is given as
Z(n∗ , q∗ )

= λpo fo (n∗ )

nX
∗ −1

πn (n∗ , q∗ ) + λpu q∗ fu (n∗ , q∗ ).

n=0
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(3.14)

This formula can be further simplified by computing the finite sum of the geometric terms
(see (3.6)) of the probabilities πn (n∗ , q∗ ). However, it is still too complicated and the
computation of the profit maximizing strategy (nprof , qprof ) that maximizes Z(n∗ , q∗ ) can
be done only numerically, using the same procedure that was described above for the social
optimization problem. After finding the profit maximizing strategy (nprof , qprof ), we can
determine the corresponding optimal fees fprof,o and fprof,u , using (3.11) and (3.12).

4

Discussion and numerical findings

The present paper contains a preliminary discussion and results from a broader ongoing
study that concerns the effect of information heterogeneities in the population of the customers on their strategic behavior and the associated problems of social optimization and
profit maximization. This study was initiated in [9], which also contains the results of a
quite extensive numerical experimentation. Because of space limitations, we present several
qualitative findings that have been observed there, but without reporting the associated
graphs and sets of parameter values. The interested reader is remitted to [9], where these
details can be found.
• An interesting question concerns the effect of the parameter po , which gives the fraction of observing customers, on the behavior of the model. It is known (see e.g. [11],
Section 3.2) that the optimal social benefit per time unit in the Edelson-Hildebrand [4]
unobservable M/M/1 model is smaller than its Naor [14] observable M/M/1 counterpart with the same operational and reward-cost parameters. However, in the present
framework, this is no longer valid. The optimal social benefit per time unit seems to
be an increasing or unimodal function of po . This shows that there exists a somehow
unique ‘ideal’ fraction of observing customers for the society. In many cases, it is
strictly between 0 and 1.
• A standard measure for the deviation of equilibrium behavior from social optimality
is the so-called Price-of-Anarchy (PoA) (see e.g. [5]). PoA that assumes the form
P oA =

S(nsoc , qsoc )
S(ne , qe )

(4.1)

in the context of the present model, shows in most cases a convex smooth behavior as
a function of po . This can be interpreted again likewise the previous discussion, i.e.
there exists a somehow unique ‘ideal’ fraction of observing customers for the society.
However, there are cases where the graph of PoA as a function of po shows peculiar
behavior with abrupt changes.
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In this paper we present an approximation method to calculate the complete cycle time distribution of closed queueing
systems with generally distributed service times. At first, the network consisting of K customers and M serially
connected queueing stations is decomposed in m subsystems. For each of the m subsystems we build a subnetwork
consisting of the regarded subsystem and its preceding subsystem. Using a discrete-time Markov chain approach we
calculate the steady-state probabilities for each of these subnetworks under the condition of 1...K customers in the
subnetwork. In the following, the conditional probabilities are used to calculate the probabilities for holding 0...K
customers in each subsystem. Given that, it is possible to determine the sojourn time distribution of each subsystem and
the cycle time distribution of the queueing network. As the method is not exact, a comparison to simulation regarding the
quality of the results and the computational effort is carried out.
Keywords: closed queueing network; dicrete-time; cycle time

1

Introduction

Material handling systems such as automated guided vehicle systems and autonomous vehicle storage
and retrieval systems are widely used technologies. They usually consist of a fixed number of elements
circulating in a closed network. For the performance evaluation of these systems various methods are
available to determine key figures. Due to the arising waiting times, closed queueing systems can be used
to determine the expected queue lengths, cycle time and throughput. In the literature we can find several
queueing models for the analysis of open or closed queueing networks, either with exponentially or
generally distributed service times. Additionally, a number of models also assume finite buffers. First
methods for the analysis of closed queueing networks were presented by Gordon and Newell (1967). They
presented a product form solution for closed networks with exponentially distributed service times based
on the approach of Jackson (1963) for open queueing networks. As this method is very time consuming,
Reiser and Lavenberg (1980) developed the mean value analysis, which enables to calculate the mean
throughput of a closed network in a fast way. The mean value analysis is the basis for several
approximation methods for the analysis of closed queueing networks with generally distributed service
times, like the response time preservation of Agrawal et al. (1984) and the method of Marie (1979 and
1980) (for a detailed overview of the existing queueing network models see Lagershausen (2012)). All of
these works assume a continuous distribution of time and are based on the expected value and variance of
the service time. On this level, average performance measures can be calculated. However, for the analysis
of material flow systems, we often need to know whether a requested cycle time can be met with an
acceptable probability, which usually lies between 95% and 99%. Therefore, we need to know the
distribution of our performance measures, like the waiting time distributions and the sojourn time
distributions.
In order to determine the distributions of performance measures discrete-time queueing models can
be used, which are based on general discrete distributions of service times. In this way it is possible to
model stochastic processes exact by using empirical data obtained by as-is analysis. The assumption that
time is not continuous but discrete is not an essential restriction for modeling material flow and production
systems. The travel time of a material handling device, for example, can adopt only a few time values,
which can be described very well with a discrete distribution (Schleyer (2007)). For the analysis of open
queueing networks with general discrete service times several models can be found that are able to
calculate the distributions of performance measures (see for example the publications of Furmans (2004),
Schleyer (2007), Matzka (2011) and Özden (2011)). For the analysis of closed queueing networks in
continuous time, Lagershausen (2012) proposes an approach, which approximates general distributed
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service times by phase-type distributions and is therefore able to determine the distributions of performance
measures using a Markov-chain.
As shown in the literature overview, the existing methods for systems with generally distributed
service times are either based on the first two moments of the service time, calculating the expected value
and variance of key figures or they derive distributions of performance measures by approximating the
general distributed service times by Markov processes. We did not find a model which is based on the
exact general discrete probability functions of the service times and can be used to calculate the exact
distributions of the performance figures, such as the sojourn time in a queueing system and the cycle time
of the complete network.
Therefore, a first effort to determine the complete probability distributions of key figures of closed
queueing systems with generally distributed service times was made by the Karlsruhe Institute of
Technology. During the research project "Discrete-time analysis of closed queueing networks in material
flow systems" Epp et al. (2015a) developed a method to calculate the steady-state probabilities of discretetime closed queueing systems with M stations and generally distributed service times. They used a discretetime Markov chain approach where the system state z at the beginning of a time epoch n is defined by the
number of customers ki at each station i and their respective residual service times ri, i.e. zn =
(r1,r2,…rM,k1,k2,…,kM). The first M values of the system state contain the residual service times and the last
M values of the system state contain the number of customers in the stations.

Figure 1: example of the system state zn = (5,3,8,2,1,1)
For the example given in Figure 1, the system state zn = (5,3,8,2,1,1) means that there are 2 customers
at station 1, 1 customer at station 2 and 1 customer at station 3. Furthermore, the customers in service have
a residual service time of 5, 3 and 8, respectively. Starting with a valid state they calculate the possible
subsequent states at the beginning of the next time epoch and the probability to get to these states. In the
given example the subsequent state of zn = (5,3,8,2,1,1) would be zn+1 = (4,2,7,2,1,1). The probability to get
to this state would be equal to 1. In this example the calculation of the subsequent state is straightforward.
This changes when customers start or finish service. In these cases they calculate all combinatory possible
combinations of subsequent states and the probabilities to get to these states at the beginning of the next
time epoch. This procedure is repeated until no more unknown system states are found. By using the
transition rates between the system states they finally calculate the steady-state probabilities. Hence, they
are able to compute the complete queue length and sojourn time distributions of each station in the
network.
This approach was used in the following by Epp et al. (2015b) to compute the cycle time distribution
in closed queueing networks with arbitrary topology and generally distributed service times. To calculate
the cycle time distribution of a customer travelling through the closed network starting from station i they
first calculated the steady-state probabilities using the method of Epp et al. (2015b). During their iterative
method they first find states that may lead to an arrival of a customer at station i. Out of these states they
calculate the initial states where a customer enters station i at the beginning of the next time epoch and the
probabilities to get to these states. Furthermore, they add two indices to the states. The first one describes
the station in which the customer is located; the second one describes the position of the customer at the
station. For example, the state zn = (5,3,8,2,1,1,1,2) means that in a network with 3 stations and 4
customers, where there are 2 customers located in station 1 with a residual time of 5, 1 customer in station
2 with a residual time of 3 and 1 customer in station 3 with a residual time of 8, the customer starts his
cycle time in the network at station 1 at the second position, i.e. waiting for the customer in front of him to
finish service. Then, for all initial states they calculate their subsequent states and the probabilities that the
customer returns to the station he started after x time epochs. Out of this it is possible to calculate the
conditional cycle time distribution for each state in which a customer starts a cycle through the network.
Using the conditional cycle time distributions and the steady-state probabilities they finally calculate the
cycle time distributions.
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However, due to the exponentially growing state space only small networks with few customers and a
small size of the service time distribution can be evaluated with the approaches of Epp et al. (2015a) and
Epp et al. (2015b). Therefore, the aim of this paper is to present an approximation method to calculate the
complete distributions of performance measures of larger networks.
The paper is organized as follows: At first, we describe the investigated system in section 2.
Afterwards, section 3 presents the analytical approach and the calculation of the performance measures.
The numerical evaluation in section 4 compares the quality of the results and the computational effort with
a discrete event simulation. Finally, section 5 summarizes the paper and gives directions for future
research.

2

System description

We investigate a closed queueing network in discrete-time with K customers and M queueing stations
connected in series (see Figure 2) that is observed at the beginning of equally spaced time epochs with a
length of tinc.

Figure 2: closed queueing network
The beginning and the end of service as well as the transition of customers to the subsequent station
take place only at the discrete time instances. Furthermore, the queueing stations have infinite queueing
capacities and serve the customers using a first come first serve dispatching policy. The service time at the
single server station i is distributed according to the random variable Bi and is assumed to be independent
and identically distributed (i.i.d.). In general, bi,k denotes the probability P(Bi = k) that the service time at
station i assumes k time increments. Moreover, the random variables have finite upper support and the
largest possible value of the random variables are denoted by bi,max, respectively.
P ( Bi = k ) = bi , k

3

∀k = 1, 2,..., bi , max

(1)

Analytical approach

At first, the network consisting of K customers and M serially connected queueing stations is
decomposed in m subsystems. For each of the m subsystems we build a subnetwork consisting of the
regarded subsystem and its preceding subsystem. Using the method of Epp et al. (2015a) we calculate the
steady-state probabilities for each of these subnetworks under the condition of 1...K customers in the
subnetwork. In the following, the conditional probabilities are used to calculate the probabilities for
holding 0...K customers in each subsystem. Given that, it is possible to determine the sojourn time
distribution of each subsystem and the cycle time distribution of the queueing network. In the following,
the steps to determine the performance measures are explained more in detail.

3.1 Probability for having k customers in a subsystem
The network is first decomposed in at least 3 subsystems consisting of neighboring stations. For a
network consisting of 4 stations and 2 customers this can be seen in Figure 3. It is decomposed in 3
subsystems. Subsystems 1 and 2 consist of stations 1 and 2, respectively. Subsystem 3 consists of station 3
and station 4.

Figure 3: decomposition of the network
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Afterwards, for each of the m subsystems we build a subnetwork j|h consisting of the regarded
subsystem j and its preceding subsystem h. Exemplary we show this for the subnetwork 1|3 consisting of
subsystem 1 and its preceding subsystem 3.

Figure 4: subnetwork 1|3
Given all subnetworks, we use the method of Epp et al. (2015a) to calculate for every subnetwork j|h
the steady-state probabilities πj|h,α(k) of the system states zj|h,α(k) given k=1,2,…K customers in the
subnetwork. As described in section 1, Epp et al. (2015a) use a discrete-time Markov chain approach where
the system state zα is defined by the number of customers ki at each station i of the system and their
respective residual service times ri. Subsequently, we use the steady-state probabilities πj|h,α(k) to calculate
the conditional probabilities nj,x|k that there are Nj = x customers distributed among the stations of
subsystem j given that there are Nj|h = k customers in the subnetwork j|h.
=
n j , x|k P=
( N j = x | N j|h k ) =

∑

∀α | N j ( z j|h ,α ( k )) = x

π j | h ,α ( k )

(2)

For each subnetwork the conditional probabilities are displayed in the matrix Pj|h. E.g., in a closed
queueing network containing 2 customers that is decomposed in 3 subsystems the matrix P1|3 is given as
follows.

 n1,0|0

P1|3 =  0
 0


n1,0|1 n1,0|2 

n1,1|1 n1,1|2 
0 n1,2|2 

(3)

Subsequently, we iteratively calculate the probability of having k customers in a subsystem
nj,k = P(Nj = k). We start the first iteration by initializing the vectors 𝑛𝑛�⃗𝑗𝑗 = (1,0, … ,0)𝑇𝑇 . Afterwards, we
multiply the matrix Pj|h by the probability 𝑛𝑛𝚥𝚥ℎ
���,𝐾𝐾−𝑘𝑘 = 𝑃𝑃(𝑁𝑁𝚥𝚥ℎ
��� = 𝐾𝐾 − 𝑘𝑘) of having K – k customers in all
other subsystems except of j and h.

 n j ,0   n j ,0|0
n   0
 j ,1  = 
    

 
 n j , K   0

n j ,0|1  n j ,0| K   n jh , K − 0 


n j ,1|1  n j ,1| K   n jh , K −1 


   



0  n j , K | K   n
K
−
,
jh
K



(4)

The vectors 𝑛𝑛�⃗���
�⃗𝑚𝑚 of all subsystems except of j
𝚥𝚥ℎ are obtained as follows. First we convolute the vectors 𝑛𝑛
and h that indicate the probability of having k customers in the respective subsystem. Afterwards, we
truncate the values of the resulting vector that are larger than K and normalize the vector. This procedure
yields the vector 𝑛𝑛�⃗𝚥𝚥ℎ
��� which is needed as input of equation (4).
In the next iteration we use the calculated probabilities of having k customers in the subsystems to
repeat the procedure. We finish the procedure when convergence is assured.
If a subsystem j contains only one station i the approach yields the probability distribution of the
number of customers at station i. Therefore, we can also calculate the queue length distribution Qi of that
station.
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n + n j ,1 , k = 0
qi , k =  j ,0
,k > 0
nk +1

(5)

3.2 Cycle time distribution
The cycle time distribution S of the network is computed by the convolution of the sojourn time
distributions Sj of the subsystems.
S = S0 ⊗ S1 ⊗ ... ⊗ S M

(6)

Therefore, we first have to calculate the sojourn time distributions of the subsystems. For every
subsystem j only the respective subnetwork j|h is of interest. The steps to determine the sojourn time
distributions Sj of the subsystems are as follows.
1.

Calculation of the conditional probability λj(k)

In the first step, we calculate for k = 1…K the probability λj(k) that a customer arrives at subsystem j
given that there are k customers in the subnetwork j|h. The probability is equal to the sum of the steadystate probabilities in which a customer leaves the last station v of subsystem h and enters the first station of
subsystem j at the beginning of the next time epoch. Therefore, we sum up the steady-state probabilities
πj|h,α(k) of the system states zj|h,α(k) in which the residual time rv of the last station v of subsystem h is equal
to 1.

λ j (k ) =
2.

∑

∀α | rv ( z j|h ,α ( k )) =1

π j | h ,α ( k )

(7)

Calculation of the conditional sojourn time distribution Sj(k)

Following the first step, we determine for k = 1…K the sojourn time distribution of a customer entering
subsystem j given that there are k customers in subnetwork j|h. We sum up the product of the steady-state
probabilities πj|h,α(k) of the system states zj|h,α(k) in which a customer enters subsystem j at the beginning
the next time epoch and the respective sojourn time distribution Sj,α of that customer. If the subsystem j
contains just one station we can calculate the sojourn time distribution Sj,α using the method of Epp et al.
(2015a). For subsystems that contain more than one station the sojourn time distribution Sj,α is calculated in
analogy to the method of Epp et al. (2015b). Since not all states lead to an arrival of a customer at
subsystem j we normalize the distribution.

S j (k ) =

3.

∑

∀α | rv ( z j|h ,α ( k )) =1

π j | h ,α ( k ) ⋅ S j ,α

λ j (k )

(8)

Calculation of the sojourn time distribution Sj

Finally, we are able to determine the sojourn time distribution of a customer in subsystem j. If the
subsystem contains only one station i the approach yields the sojourn time distribution Si of that station.
We sum up the product of
•
•
•

the probability nj|h,k that there are k customers in the subnetwork j|h, which is equal to the
probability 𝑛𝑛���
𝚥𝚥ℎ,𝐾𝐾−𝑘𝑘 that there are K – k customers in the rest of the network,
the probability λj(k) that a customer arrives at subsystem j given that there are k customers in the
subnetwork j|h and
the respective sojourn time distribution Sj(k).
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Since not all states lead to an arrival of a customer at subsystem j we normalize the resulting
distribution.
K

Sj =

∑n
k =1

jh , K − k

⋅ λ j (k ) ⋅ S j (k )

K

∑ n jh, K − k ⋅ λ j (k )

(9)

k =1

4

Numerical evaluation

Due to the decomposition of the network into subsystems and the convolution of the sojourn time
distributions of the subsystems to determine the cycle time distribution of the network the results of the
given approach are not exact. Therefore, in this section we evaluate the quality of our method by
comparing the analytical results with the results of a discrete event simulation for a set of different
scenarios. The system configurations being evaluated consist of M = 3 stations connected in series and K =
2,…,5 customers. Therefore, the subsystems 1, 2 and 3 contain stations 1, 2 and 3, respectively. The service
times are distributed according to a discretized Gamma distribution and are identical for all stations. In
every test case they have an expected value of E(Bi) = 3tinc. The coefficients of variation of the service
times CV(Bi) can assume values of 0.1, 0.3 and 0.5. The respective largest possible values of bi,max are 4tinc,
7tinc and 10tinc. The results of the test cases are shown in Table 1. It depicts the 12 test cases as well as the
performance measures obtained by the approximation method and the simulation. The performace
measures regarded are:
•
•
•
•

Expected value of the sojourn time of station 1: E(S1)
95%-quantile of the sojourn time of station 1: S1,0.95
Expected value of the cycle time: E(S)
95%-quantile of the cycle time: S0.95

Additionally, the computation times needed to calculate the performance measures are shown. The
code is written in Java and the tests were conducted on an Intel(R) Xeon(R) CPU E5-2630 v3 @ 2.40GHz
(2 processors) with 64GB Ram.
In general, the results show that the approximation error is small for the expected value of the cycle
time and the sojourn time of station 1, which is identical for all stations due to the identical service time
distributions. Also the distributions of the stations’ performance measures are very close to the distributions
obtained by simulation. This can be seen in Figures 5 (a) and (b) for the sojourn time distribution and the
distribution of the number of customers at station 1 of test case 12. However, due to the convolution of the
stochastic dependent sojourn time distributions of the subsystems, the error that is obtained when
comparing the 95%-quantile of the cycle time distribution increases with a growing number of customers in
the network. The effect of overestimating the 95%-quantile of the cycle time occurs for all tested
coefficients of variation.

Figures 5 (a) and (b): probability distributions of the sojourn time S1
and the number of customers N1 at station 1
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Table 1: numerical evaluation
Test case

1

2

3

4

5

6

7

8

9

10

11

12

3

3

3

3

3

3

3

3

3

3

3

3

2

3

4

5

2

3

4

5

2

3

4

5

E(Bi) [tinc]

3

3

3

3

3

3

3

3

3

3

3

3

CV(Bi)

0.1

0.1

0.1

0.1

0.3

0.3

0.3

0.3

0.5

0.5

0.5

0.5

3.03

3.14

4.06

5.04

3.19

3.64

4.43

5.36

3.41

4.04

4.86

5.76

3.05

3.17

4.09

5.07

3.28

3.75

4.52

5.42

3.48

4.13

4.94

5.83

4

4

6

8

5

6

8

10

7

8

10

12

4

4

6

9

5

7

8

10

7

9

10

12

9.09

9.41

12.19 15.15

9.58

10.91 13.29 16.06 10.22 12.12 14.57 17.29

9.15

9.52

12.26 15.19

9.84

11.26 13.57 16.26 10.43 12.39 14.82 17.50

10

11

13

16

13

14

17

20

15

18

21

24

10

12

16

21

13

16

20

24

16

20

24

28

188

145

165

165

200

196

199

180

192

193

195

197

0

0

1

2

0

1

6

11

1

2

9
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Number of
stations
Number of
customers

E(S1)
Simulation [tinc]
E(S1)
Approx. method [tinc]
S1,0.95
Simulation [tinc]
S1,0.95
Approx. method [tinc]
E(S)
Simulation [tinc]
E(S)
Approx. method [tinc]
S0.95
Simulation [tinc]
S0.95
Approx. method [tinc]
Computation time
Simulation [sec]
Computation time
Approx. method [sec]

5

Conclusions

In this paper we presented an approximation method to calculate the cycle time distribution of closed
queueing systems with generally distributed service times. Decomposing the network consisting of K
customers and M serially connected queueing stations in m subsystems yields the probabilities for holding
0...K customers in each subsystem. Given that, it is possible to determine the sojourn time distribution of
each subsystem and the cycle time distribution of the network. As the method is not exact, a comparison to
simulation regarding the quality of the results and the computational effort is carried out. The results show
that the approximations made yield small errors for the performance measures of the single subsystems.
Also the cycle time distribution for networks with few customers matches the exact values quite well.
However, due to the convolution of the stations’ sojourn times to compute the cycle time, the error
regarding the 95%-quantiles increases with a growing number of customers in the network. Therefore,
future research will be dedicated on a more extensive evaluation of the analytical method with respect to a
larger parameter range and an extension of the method that takes into account the state dependent sojourn
time distributions while calculating the cycle time distribution. Furthermore, alternative system
configurations such as networks with arbitrary topologies, finite buffers and multi-channel servers will be
analyzed.
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We consider the problem of production control and stock rationing in a make-to-stock production system with several
customer classes that generate independent Poisson demands. The production system under consideration consists of a
tandem production line with a finished goods buffer at the end. The tandem line is composed of workstations with
exponential production times and intermediate buffers. At decision epochs, in conjunction with the stock allocation
decision for the finished goods, the control specifies whether to continue or stop production at each workstation. We
model the system using continuous-time Markov control methodology. Via uniformization technique, we transform the
problem into a discrete-time dynamic program. Through numerical experiments, we investigate the character of the
optimal policy. We then consider random machine breakdowns for the workstations of the tandem line. We report how
the introduction of the breakdowns changes the optimal production and rationing policies in order to hedge the system
against the additional uncertainty. The number of stations that can be considered with our approach is limited due to the
curse of dimensionality that plagues as well the performance analysis of similar systems. However, observations from
the smaller size experiments carries the prospect of obtaining insights that can prove useful with larger size systems.
Keywords: Optimal Control, Tandem Lines, Rationing.

1

Introduction

There is a vast literature on the performance analysis of production lines. The earlier literature is surveyed
in the comprehensive paper of Dallery and Gershwin (1992). The earlier models usually deal with
production lines in which production is only controlled via limiting the buffer capacities. The finite buffer
capacities limit the progress of the parts in the production line by blocking the upstream stations. When
there is a loss in the throughput of the line due to this restraint mechanism, there is usually a worthwhile
decrease in the corresponding WIP levels. Hence, many studies concentrate on finding the buffer limits
that offer the best trade-off between throughput and pipeline inventory.
In 1990s Just-in-Time paradigm started attracting attention in the US. Toyota that has been at the
center of this movement has been using Kanban mechanism to control its production and inventory since
1950s. Kanban mechanism allowed the production to move to the beat of the demand. Performance
analysis of Kanban like pull systems were studied in many papers published in 1990s. Of these, the paper
of Veatch and Wein (1994) is of particular importance for this work, since they are the ones who first used
optimal control paradigm to look into the problem of production and inventory control in tandem lines.
Veatch and Wein (1994) studied theoretical properties of the two station problem and provided some
numerical examples on the performance of the pull mechanisms. In another work that is similar to ours in
its outlook, Karaesmen and Dallery (2000) studied the performance of available pull mechanisms using
mainly an experimental framework.
In this study, we follow the path taken by Karaesmen and Dallery (2000) by using the optimal control
paradigm to characterize the best production/inventory policies for tandem production lines and then
compare them in different settings with simpler policies. We also allow for the system to reject part of the
demand via rationing in conjuction with the production controls. We report cost components of all policies
in detail to clearly illustrate the tradeoffs. We also consider a variation of the basic model which
incorporates breakdowns and repairs at the stations. By doing so, we investigate how the system hedges
itself against the availability uncertainty. The insights obtained through these relatively simple settings
carry the prospect of being applicable to larger and more complex settings.
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2

The Models

2.1 Basic Model
We consider a production/inventory system with with two workstations, an intermediate buffer between the
workstations and an exit buffer in which the finished goods are kept following their production. We
assume that there is infinite supply of raw items in front of Station 1 and, consequently, Station 1 is never
starved. Station 1 processes raw items and converts them intermediate items at the end of a processing
time that is exponentially distributed with rate 𝜇1 . The parts processed by Station 1 are then placed into the
intermediate buffer. Station 2 starts its process by picking an intermediate item from the intermediate
buffer and converts it to an finished good at the end of a processing time that is exponentially distributed
with rate 𝜇2 . Demand for finished goods is generated by n customer classes according to independent
Poisson processes with rates 𝜆𝑖 , 𝑖 = 1,2, … , 𝑛. We assume that any unmet demand is lost and a lost sale
cost of 𝑐𝑖 depending on the class of the demand. We define ℎ1 and ℎ2 as inventory holding cost rates for
intermediate items and finished goods, respectively. We also let 𝛼 be the continuous discount rate.
The state of the system is defined as a vector of two variables. Let 𝑋(𝑡) = (𝑋1 (𝑡), 𝑋2 (𝑡)) be the state of
the system where 𝑋1 (𝑡) represent the intermediate items inventory at time 𝑡, including the item in process
at station 2, and 𝑋2 (𝑡) the finished good inventory level at time 𝑡. Hence, the state space of the system is
{(𝑥1 , 𝑥2 ) | 𝑥1 , 𝑥2 ∈ ℤ+ ∪ {0}}. We would like to point out that this is the exactly same representation with
the one of Veatch and Wein (1994).
The events that change the state of the system are production completions at stations and demand
arrivals. The control decisions are whether to process at each station and whether to satisfy demand arrivals
from each class. Production completion at station 1 which occurs with rate 𝜇1 causes the transition
(𝑥1 , 𝑥2 ) → (𝑥1 + 1, 𝑥2 ) and production completion at station 2 which occurs with rate 𝜇2 causes the
transition (𝑥1 , 𝑥2 ) → (𝑥1 − 1, 𝑥2 + 1). If a demand arrival is satisfied, state of the system experiences the
transition (𝑥1 , 𝑥2 ) → (𝑥1 , 𝑥2 − 1).
Uniformization technique, proposed by Lippman (1975), is used to transform this continuous model to
a discrete-time Markov control model. We define the uniform rate v as the maximum transition rate, that is,
𝑣 = ∑2𝑖=1 𝜇𝑖 + ∑𝑁
𝑗=1 𝜆𝑗 . Without loss of generality, we rescale the time such that 𝛼 + 𝑣 = 1. Then, the
optimal cost-to-go function can be expressed as;
𝐽(𝑥1 , 𝑥2 ) = ℎ1 𝑥1 + ℎ2 𝑥2 + 𝜇1 (min{𝐽(𝑥1 , 𝑥2 ), 𝐽(𝑥1 + 1, 𝑥2 )})
+𝜇2 (min{𝐽(𝑥1 , 𝑥2 ), 𝐽(𝑥1 − 1{𝑥1 > 0}, 𝑥2 + 1{𝑥1 > 0})}) + 𝑇𝑅 (𝑥)
where 𝑇𝑅 (𝑥) = ∑𝑁
𝑗=1 𝑇𝑅𝑗 (𝑥) for 𝑗 = 1,2, … , 𝑁:
𝜆𝑗 min{𝐽(𝑥1 , 𝑥2 − 1), 𝑐𝑗 + 𝐽(𝑥1 , 𝑥2 )} , 𝑥2 > 0
𝑇𝑅𝑗 (𝑥) = {
𝜆𝑗 (𝑐𝑗 + 𝐽(𝑥1 , 𝑥2 ))
𝑥2 = 0

(1)

(2)

2.2 The Model with Breakdowns
Many studies in the literature assume that stations are operational all the time. However, in real life
machines breakdown once in a while and then they get repaired. This means that stations are not
operational all the time. We would like to understand the impact of breakdowns on the production control
of tandem production lines and rationing policies. In order to model such environments, we consider a
variation on the basic model that allows random breakdowns and repairs at both stations. We assume that
time to next breakdown follows exponential distributions with parameters 𝛼1 and 𝛼2 for stations 1 and 2,
respectively. For a station that is down, the time to repair is also exponentially distributed with parameters
𝛽1 or 𝛽2 according to the station index. In this case, system state ought to be redefined with considering the
status of the stations, {up, down}, for operational stations and stations under repair, respectively.
Let 𝑓𝑖 be the indicator variable for the station state, that is
1
𝑓𝑖 = {
0

if station 𝑖 is up
.
if station 𝑖 is down
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Then new state vector is 𝑥 = (𝑥1 , 𝑥2 , 𝑓1 , 𝑓2 ) with the corresponding state space {(𝑥1 , 𝑥2 , 𝑓1 , 𝑓2 ) | 𝑥1 , 𝑥2 ∈
𝑍 + ∪ {0}, 𝑓𝑖 ∈ {0,1}, ∀𝑖 ∈ {1,2}}.
For this setting, the events and the state transitions they causes are as follows:

When the station 𝑖 is up (𝑓𝑖 = 1), production completion at station i occurs with rate 𝜇𝑖 , causing the
transition (𝑥1 , 𝑥2 , 1, 𝑓2 ) → (𝑥1 + 1, 𝑥2 , 1, 𝑓2 ) and (𝑥1 , 𝑥2 , 𝑓1 , 1) → (𝑥1 − 1, 𝑥2 + 1, 𝑓1 , 1) for stations 1
and 2, respectively. If 𝑓𝑖 = 0, production completion at station i cannot occur since station 𝑖 is not
operational.

A demand arrival of class j occurs with rate 𝜆𝑗 . If it is satisfied, the transition (𝑥1 , 𝑥2 , 𝑓1 , 𝑓2 ) →
(𝑥1 , 𝑥2 − 1, 𝑓1 , 𝑓2 ), and if not, system state remains the same.

Station 𝑖 changes its state from up to down (breakdown occurs) with rate 𝛼𝑖 and from down to up (gets
repaired) with rate 𝛽𝑖 .
The Bellman Equation for this model can be written using a set of four equations.
When both stations are up (𝑓1 = 𝑓2 = 1):
𝐽(𝑥1 , 𝑥2 , 1,1) = ℎ1 𝑥1 + ℎ2 𝑥2 + 𝜇1 (min{𝐽(𝑥1 , 𝑥2 , 1,1), 𝐽(𝑥1 + 1, 𝑥2 , 1,1)})
+𝜇2 (min{𝐽(𝑥1 , 𝑥2 , 1,1), 𝐽(𝑥1 − 1{𝑥1 > 0}, 𝑥2 + 1{𝑥1 > 0}, 1,1)})
+𝛼1 (𝐽(𝑥1 , 𝑥2 , 0,1)) + 𝛼2 (𝐽(𝑥1 , 𝑥2 , 1,0)) + 𝛽𝑖 (𝐽(𝑥1 , 𝑥2 , 1,1)) + 𝑇𝑅 (𝑥1 , 𝑥2 , 1,1)

(3)

Station 1 is down and station 2 is up (𝑓1 = 0, 𝑓2 = 1):
𝐽(𝑥1 , 𝑥2 , 0,1) = ℎ1 𝑥1 + ℎ2 𝑥2 + 𝜇1 𝐽(𝑥1 , 𝑥2 , 0,1)
+𝜇2 (min{𝐽(𝑥1 , 𝑥2 , 0,1), 𝐽(𝑥1 − 1{𝑥1 > 0}, 𝑥2 + 1{𝑥1 > 0}, 0,1)})
+𝛼1 𝐽(𝑥1 , 𝑥2 , 0,1) + 𝛼2 (𝐽(𝑥1 , 𝑥2 , 0,0)) + 𝛽1 (𝐽(𝑥1 , 𝑥2 , 1,1)) + 𝛽2 (𝐽(𝑥1 , 𝑥2 , 0,1))
+𝑇𝑅 (𝑥1 , 𝑥2 , 0,1)

(4)

Station 1 is up and station 2 is down (𝑓1 = 1, 𝑓2 = 0):
𝐽(𝑥1 , 𝑥2 , 1,0) = ℎ1 𝑥1 + ℎ2 𝑥2 + 𝜇1 (min{𝐽(𝑥1 , 𝑥2 , 1,0), 𝐽(𝑥1 + 1, 𝑥2 , 1,0)})
+𝜇2 𝐽(𝑥1 , 𝑥2 , 1,0) + 𝛼1 𝐽(𝑥1 , 𝑥2 , 0,0) + 𝛼2 𝐽(𝑥1 , 𝑥2 , 1,0)
+𝛽1 𝐽(𝑥1 , 𝑥2 , 1,0) + 𝛽2 (𝐽(𝑥1 , 𝑥2 , 1,1)) + 𝑇𝑅 (𝑥1 , 𝑥2 , 1,0)

(5)

Both machines are down (𝑓1 = 𝑓2 = 0):
𝐽(𝑥1 , 𝑥2 , 0,0) = ℎ1 𝑥1 + ℎ2 𝑥2 + (𝜇1 + 𝜇2 )𝐽(𝑥1 , 𝑥2 , 0,0) + (𝛼1 + 𝛼2 )𝐽(𝑥1 , 𝑥2 , 0,0)
+𝛽1 (𝐽(𝑥1 , 𝑥2 , 1,0)) + 𝛽2 (𝐽(𝑥1 , 𝑥2 , 0,1)) + 𝑇𝑅 (𝑥1 , 𝑥2 , 0,0)

(6)

where 𝑇𝑅 (𝑥1 , 𝑥2 , 𝑓1 , 𝑓2 ) = ∑𝑁
𝑗=1 𝑇𝑅𝑗 (𝑥1 , 𝑥2 , 𝑓1 , 𝑓2 ) for 𝑗 = 1,2, … , 𝑁:
𝜆𝑗 min{𝐽(𝑥1 , 𝑥2 − 1, 𝑓1 , 𝑓2 ), 𝑐𝑗 + 𝐽(𝑥1 , 𝑥2 , 𝑓1 , 𝑓2 )}
𝑇𝑅𝑗 (𝑥1 , 𝑥2 , 𝑓1 , 𝑓2 ) = {
𝜆𝑗 (𝑐𝑗 + 𝐽(𝑥1 , 𝑥2 , 𝑓1 , 𝑓2 ))

3

𝑥2 > 0
𝑥2 = 0

,

(7)

Numerical Experiments

In this section, in order to focus on production policies, we first consider a system with no rationing. The
comparison of different production control policies (CONWIP, Kanban, Fixed Buffer) with optimal
production decisions under different settings are presented in subsection 3.1. Then the system with twocustomer-classes that have different lost sales costs is considered in subsection 3.2 and the optimal
rationing policies are analyzed. We also report the performance of different production policies when a
fixed rationing policy is imposed. In subsection 3.3, optimal production decisions for the model with
breakdowns are discussed, and the effect of breakdown occurences are illustrated.
In order to obtain the optimal policy, we developed a MATLAB code for the value iteration algorithm
in MATLAB. The state space for all possible policies is infinite. We truncate the space by selecting
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sufficiently large limits for the amount of inventories and making sure that the boundary states are not
visited under the optimal policy. We use average cost criterion for each run for which cost-to-go functions
are independent of the initial state. This also allows us using steady-state analysis by imposing other
policies as well as the optimal policy. Policy parameters for other policies are optimized using an
exhaustive search over a reasonable subset of the parameter space.

3.1 Basic Model with No Rationing
We consider a system with parameters (ℎ1 , ℎ2 , 𝜇1 , 𝜇2 , 𝜆, 𝑐) = (1,5,1,1,2,10), to observe the optimal
production policy and to compare with the performances of well-known policies that are widely used. In
this setting, we chose the holding costs as 1 and 5, for work-in-process (WIP) and finished goods (FG)
inventories, respectively. Notice that ℎ1 < ℎ2, it is because items gain value as they move downstream.
Production rates of the statations are same and equal to 1. We allow only one customer class in this setting;
customers arrive at rate 2 and if their demand is not satisfied, lost sales occur with cost 10 per customer. In
the following subsections, this cost will differ between classes which will determine the priority of the
class.
The optimal production control under this setting is given in Table 1.
Table 1. Optimal production decisions for both stations
𝑥2

𝑥1

0

1

2

3

4

5

6

*

0

1

1

1

1

3*

1

1

0

0

3*

1*

0*

0

0

0

2

2*

2*

2*

0

0

0

0

3

2

2

2

0

0

0

0

4

2

2

2

0

0

0

0

5

2

2

2

0

0

0

0

6

2

2

2

2

0

0

0

*

*

System Cost:
16.563
Avg. WIP:
1.03
Avg. FG:
0.41
Lost Sales Rate
0.673

In Table 1 (and in all following tables), rows represent the WIP (𝑥1 ) and columns represent finished good
(𝑥2 ). The values used in production decisions {0,1,2,3} correspond not to produce at any of the stations, to
produce only in the first, the second and in both stations, respectively. The lines separetes the areas:
“produce” and “not produce” for each station. Note that, in long run, some states will never be revisited
(transient states), therefore the decisions for these states are not relevant and somehow arbitrary. In Table 1,
decisions with (*) s are for recurrent states. Other remaining states (39 out of 49) are transient. In the
following tables, we represent these transient states with (T).
In Table 1, let us first focus on production decision for station 1 (represented by {1,3}). Station 1
produces until FG, 𝑥2 , reaches 5 when there is no WIP exists in the system. If there is only one WIP onhand, this level decreases to 3 else station 1 does not produce. For second station’s production decisions
(represented by {2,3}), notice that, if there is no WIP, station 2 cannot operate. While WIP increases,
second station’s produce up-to level shows non-decreasing structure. This may be caused by the trade off
between holding costs due to high WIP and the risk of shortage due to low level of FG.
Now let us define the commonly used policies such as CONWIP, Kanban and Fixed Buffer policies for
this system and see the performances of each. Note that, in our setting there are only two stations and the
unsatisfied demands are lost; therefore base-stock policy and different types of Kanban policies (Dallery
and Liberopoulos, 2000) becomes the same policies. Let 𝐵1 and 𝐵2 be the busy sets that contains the states
where the decision is to produce for station 1 and 2, respectively. Then:
CONWIP: 𝐵1 = {(𝑥1 , 𝑥2 )|𝑥1 + 𝑥2 < 𝐿}, 𝐵2 = {(𝑥1 , 𝑥2 )|𝑥1 > 0} where 𝐿 is the policy parameter, 𝐿 ∈
{0,1, … }
Kanban: 𝐵1 = {(𝑥1 , 𝑥2 )|𝑥1 + 𝑥2 < 𝐿1 }, 𝐵2 = {(𝑥1 , 𝑥2 )|𝑥1 > 0, 𝑥2 < 𝐿2 }
Fixed Buffer: 𝐵1 = {(𝑥1 , 𝑥2 )|𝑥1 < 𝐿1 }, 𝐵2 = {(𝑥1 , 𝑥2 )|𝑥1 > 0, 𝑥2 < 𝐿2 } where 𝐿𝑖 are the policy
parameters, 𝐿𝑖 ∈ {0,1, … }, ∀𝑖 ∈ {1,2}
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The production decisions and some information about the systems under these policies are given in Table
2.
Table 2. Production decisions for both stations under different policies

𝑥1

0
0 1
1 3
2 3
3 2
4 T
𝐿=3

CONWIP
𝑥2
1 2 3
1 1 0
3 2 T
2 T T

4
T
T
T

T

T

T

T

T

T

T

T

0
1
2
3
4

System Cost: 16.673
Avg. WIP: 1.26
Avg. FG: 0.47
Lost Sales Rate: 0.653

0
1
3
3
2
T

Kanban
𝑥2
1
2 3
1
1 T
3
0 T
T
T
2

4
T
T
T

T

T

T

T

T

T

T

T

0
1
2
3
4

𝐿1 = 3, 𝐿2 = 2

System Cost: 16.652
Avg. WIP: 1.34
Avg. FG: 0.43
Lost Sales Rate: 0.657

0
1
3
2

Fixed Buffer
𝑥2
1 2 3
1 1 T
3 1 T
2 0 T

4
T
T
T

T

T

T

T

T

T

T

T

T

T

𝐿1 = 2, 𝐿2 = 2

System Cost: 16.566
Avg. WIP: 1.04
Avg. FG: 0.40
Lost Sales Rate: 0.676

In Table 2, three different policies are compared for a given setting. Each policy may perform better than
the other according to the setting of the system. Here, our base setting’s decisions can be better mimicked
by Fixed Buffer policy compared to the others, since the production decisions given in Table 1 follows a
structure (constant level for each dimension) very similar to Fixed Buffer.
By taking the previous setting as our base setting, we conducted some experiments for different
parameters of the system. In order to analyze the system behavior and reaction to the changes in system
parameters such as an increase in customer arrival rate or production rate changes due to maintenance or
renewal or perishability.
In Table 3, average system cost, average WIP and FG and probability of losing an arriving demand
(lost sales rate) are given for the systems with different holding costs. Note that, all the parameters are
same as the base setting, (𝜇1 , 𝜇2 , 𝜆, 𝑐) = (1,1,2,10), except holding costs. In the first column different
values of ℎ1 and ℎ2 are given. In the first three settings, holding cost for FG increases. As expected,
average FG decreases to avoid from high holding costs. If we consider the second station’s production
decisions as the demand for WIP, decrease in production in station 2 also decreases the WIP. Accordingly,
lost sales rate increases. In the last setting (fourth row), holding cost for WIP in the base setting increased
from 1 to 3. This cost change decreased the average WIP and FG accordingly. It should be noted that, the
decrease in WIP affects FG more than the other way around.
Table 3. Effects of the holding cost changes
(ℎ1 , ℎ2 )
(1,1)
(1,2)
(1,5)
Base
(3,5)

Avg. System
Cost
14.558

Avg. WIP

Avg. FG

1.499

0.558

Lost Sales
Rate
0.625

15.115

1.489

0.553

0.626

16.5633

1.0300

0.4133

0.6733

17.9386

0.4982

0.2852

0.7509

In order to see the effects of the production rate changes in production decisions, settings with different
values of 𝜇𝑖 in the base setting (ℎ1 , ℎ2 , 𝜆, 𝑐) = (1,5,2,10) are reported in Table 4. When the production rate
of the both stations increases (settings 1 and 4), the average system cost decreases, due to the decrease in
the number of lost customers. For the systems with the same total rate but with different ratios, as given in
settings 1,2,3 and settings 4,5,6, the average system cost always decreases then their rate’s ratio is different
than 1. That means a bottleneck occurs in the system and it certainly makes things worse. Additionally, the
position of the bottleneck machine is better to be at the beginning of the production line, as is known. The

71

effects of customer arrival rate and lost sales cost are given in Table 5. More customer arrivals cause an
increase in lost sales rate, consequently an increase in system cost. Increase in the lost sales cost (meaning
an increase in the value of a customer), results as more inventory on-hand in the system, in order not to lose
more valuable customers.
Table 4. Effect of production rate
Avg. System
Cost

Avg. WIP

Avg. FG

Lost Sale
Rate

(1,1)
Base
(1.75,0.25)

16.5633

1.0300

0.4133

0.6733

19.2668

0.8747

0.1158

0.8907

(0.25,1.75)

18.3407

0.2125

0.1256

0.8750

(2,2)

13.6923

1.0000

0.7949

0.4359

(3,1)

15.7775

0.7360

0.4802

0.6320

(1,3)

14.3519

0.9336

0.5958

0.5220

(𝜇1 , 𝜇2 )

Table 5. Effect of customer arrival rate and lost sales cost
Avg.
WIP

Avg.
FG

Lost
Sales
Rate

𝑐

Avg.
System
Cost

Avg.
WIP

Avg. FG

𝜆

Avg.
System
Cost

Lost
Sales
Rate

1

8.6000

0.6000

0.4000

0.6000

5

9.3846

0.5385

0.2308

0.7692

2
Base

16.5633

1.0300

0.4133

0.6733

10
Base

16.5633

1.0300

0.4133

0.6733

5

44.8622

1.5000

0.1724

0.8500

30

40.9009

2.9634

0.7108

0.5731

3.2 Basic Model with n Customer Class
Now, let us consider a system with different customer classes such that, sometimes rejecting demand from
less valuable classes can increase the performance of the system by decreasing the risk of lost sales of more
valuable classes. In order to charectarize the optimal rationing behavior of this model, we consider a
system with 2 different customer classes each having different lost sales cost (𝑐𝑖 , ∀𝑖 ∈ {1,2}). It is clear that
the one with higher 𝑐𝑖 is a more valuable class for the system. In Table 6, optimal production and rationing
decisions for the base setting with lost sales costs (𝑐1 , 𝑐2 ) = (30,10) is given. When we compare the
production decisions with the one with no rationing (Table 1), we see the increase in the production
decision areas and average inventories, which is caused by the increased lost sales costs. Before, the lost
sales cost was the same for all customers and equal to 10 and losing a customer have occurred with
probability 0.67. Now some of the customers (class 1) has more importance, therefore this ratio splitted and
second class customers probability increased to 0.83 although the lost sales cost is same (10) with the
previos setting.
Table 6. Joint optimization of production and rationing decisions

𝑥1

0
1
2
3
4
5
6

Optimal Production Decision
𝑥2
0
1
2
3 4 5 6
1
1
1
1 1 T T
3
3
3
3 1 T T
3
3
3
3 1 T T
3
3
2
2 0 T T
T
T
T
T
T
2
2
T

T

T

T

T

T

T

T

T

T

T

T

T

T

0
1
2
3
4
5
6

Optimal Rationing Decision
𝑥2
0 1 2 3 4 5 6
0 0 0 1 1 T T
0 0 0 1 1 T T
0 0 1 1 1 T T
0 0 1 1 1 T T
0 0 T T T T T
T

T

T

T

T

T

T

T

T

T

T

T

T

T
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System Cost:
26.8736
Avg. WIP:
1.9490
Avg. FG:
1.0125
Lost Sales Rate
for Class {1,2} :
{0.3861, 0.8280}

In order to compare the performances of other policies, we assume a fixed rationing policy defined over
FG, even though the optimal rationing decision should not only depend on FG but also on WIP (Table 6).
This makes sense since for the reason simple production policies are applied, it makes no sense to combine
them with complicated rationing policies. In Table 7, the result of applying four production policies along
with rationing policies are reported. We note that in this setting rationing levels are insensitive to the
production policy applied. Both inventory levels increase for all production policies compared to the base
setting in order to decrease the lost sales rate which is now more expensive. It is interesting that the Fixed
Buffer policy results in lower inventory levels that the optimal policy even though this is not the case in the
absence of rationing.
Table 7. Comparison of policies along with rationing policies

Optimal

Best
Rationing
level
2

Avg.
System
Cost
26.9290

Avg. WIP
inventory
level
1.7269

Avg. EI
inventory
level
1.1408

Lost Sales
Rate for Class
1
0.3555

Lost Sales
Rate for Class
2
0.8834

Optimal
Policy
Parameters
-

CONWIP

2

27.0584

1.9124

1.1752

0.3504

0.8759

5

Kanban

2

27.0584

1.9124

1.1752

0.3504

0.8759

(5,0)

Fixed Buffer

2

26.9420

1.5293

1.1064

0.3654

0.8919

(3,4)

Policy

3.3 Model with Breakdowns
Let us assume that, the stations may not be operational all the time. With a rate of 𝛼𝑖 , station i may be
down and can be repaired with rate 𝛽𝑖 . Most of the real life problems, breakdown/stoppage of the station is
frequently observed. This risk must be considered while planning the production as well as the rationing
decisions. Considering the base setting with no rationing first, 𝛼𝑖 = 0.01 and 𝛽𝑖 = 0.5, ∀𝑖 ∈ {1,2} rates are
added to the system. In Table 8, three sub-tables are given for when both stations are up, only first and
onlye second station is up, respectively. Notice that, if one station is down, no production decision can
exists. Comparing to the system with no breakdowns (Table 1), one can observe that, second station’s
production decision area expanded. When second station is down, first station’s producing state amount
decreases, since there can not occur demand from station 2 for the WIP.
Table 8. Optimal Production Decisions for the Model with Breakdowns

𝑥1

0
1
2
3
4
5
6

Optimal Production Decision for
both stations

Optimal Production Decision for
Station 1

Optimal Production Decision for
Station 2

𝑓1 = 𝑓2 = 1

𝑓1 = 1, 𝑓2 = 0

𝑓1 = 0, 𝑓2 = 1

𝑥2

𝑥2

0
1
3
2
2
2
2
2

1
1
3
2
2
2
2
2

2
1
3
2
2
2
2
2

3
1
0
0
2
2
2
2

4
1
0
0
0
2
2
2

5
0
0
0
0
0
2
2

6
0
0
0
0
0
0
0

0
1
2
3
4
5
6

0
1
0
0
0
0
0
0

1 2 3 4
1 1 0 0
0 0 0 0
0 0 0 0
0 0 0 0
0 0 0 0
0 0 0 0
0 0 0 0
System Cost: 19.08
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5
0
0
0
0
0
0
0

6
0
0
0
0
0
0
0

0
1
2
3
4
5
6

0
0
2
2
2
2
2
2

1
0
2
2
2
2
2
2

2
0
0
2
2
2
2
2

𝑥2

3
0
0
0
2
2
2
2

4
0
0
0
0
2
2
2

5
0
0
0
0
0
2
2

6
0
0
0
0
0
0
2

4

Conclusion

We present in this paper results of numerical experiments that cover both optimal control algorithm and
performance evaluation models. Although we do not provide elegant structural properties and their proofs,
we believe that there is a need for this kind of studies to understand the behavior of production/inventory
systems and to obtain valuable insights about the dynamics involved. For many complex system, there
may not be that much of structure in optimal policies to characterize. However, this does not make the
systems less valuable to investigate.
We hope to extend the findings in this paper by looking into longer lines. The problem of how we
should treat different buffers in a production line has been studied for a long time giving rise to concepts
such as the bowl phenomenon. It would interesting to look at the same problem using an optimal control
framework.
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1

Introduction

During the design phase of a material handling system it is necessary to check, whether the system fulfills
the requirements of the operation. Common requirements in such systems are the needed throughput and a
given service level. The throughput can be checked easily by looking at the utilization of the individual
elements. As opposed to this, the determination of the service level of the whole system requires the
computation of the complete sojourn time probability distribution. Due to the large number of possible
system configurations that have to be considered during the design phase, simulation is not yet suitable.
Therefore, discrete-time queueing models have been considered as a method to achieve a fast and accurate
way of determining the complete probability distributions of performance figures. Since 2004, At IFL/KIT
in Karlsruhe work has been done on queueing models in discrete-time, which can be combined using
operational data for processing times and the output of preceding elements as input for succeeding model
elements of the material handling system (Stochastic Finite Elements, see publications of Schleyer, Özden,
Matzka/Stoll, Furmans between 2004 and 2011). This type of model requires good software support for
computation and modelling, since the amount of data used and created as well as the computation itself
cannot be handled manually. Scientists as well as practitioners will only be able to use these mathematical
more advanced methods if there is computer supported modelling and computation available.
At TU Dresden, a research effort has been made during the last years, which was also focused on
modelling large material handling systems by means of queueing networks, with an emphasis on computer
modelling. The underlying analytical models were based on other approaches for calculation such as
continuous time models, polynoms or neural nets. First experiences with practical applications have been
made in Dresden already.
Now the efforts of both research groups were combined and following targets and results were achieved:
• A suitable modelling methodology was defined by mapping typical material handling elements onto
stochastic analytical models
• By mapping components of large material handling systems onto this modelling methodology, some
model elements were identified, where a calculation algorithm for the performance figures was not
yet known.
• These missing algorithms were developed
• In many cases the deviations between the results of the analytical evaluation to simulation results of
the same model were rather small. This applies not only to the expected value of performance
figures, but also higher statistical moments or even complete probability distributions. However,
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due to the decomposition approach, the deviations in systems with correlations and central control
policies were significant and have to be evaluated in more detail.
The remainder of this paper proceeds as follows. In section 2 we describe the modelling approach and
give an overview of the component library as well as the underlying algorithms. Based on a real example,
the capability of the performance calculation tool as well as its integration within the modelling GUI is shown
in section 3. Due to the used decomposition approach the results are not exact. Therefore, a numerical study
is carried out to determine the approximation quality of the approach. Section 4 summarizes the findings and
provides directions for future research.

2

Description of the performance calculation tool

2.1 Model design of a modular material flow system
For the modelling process, a multi-level hierarchy is provided, which enables a step-by-step detailing of
the required hierarchy level (e.g. storage area, picking area or similar) down to the individual design module.
In the same way as a material flow system is structured in functional areas, the calculation of the overall
system behavior is also based on calculations of its system components (Meinhardt and Marquardt 2006).
Therefore, a material flow system is regarded as a node-edge model (Schmidt 2010).
The nodes represent the modules of the material flow system. Typical operations in intra-logistic systems
are checking, packaging or manual handling processes, but also basic operations on the material flow, such
as the branching and merging of goods, quantity changes by collection and distribution processes, as well as
sorting and buffering of goods. A design module is a model of a material flow component (e.g. storage &
retrieval machine, roller lift table, etc.), which is based on its functional specification and component-specific
parameters.
As the edges in technical systems (e.g. roller or belt conveyor) convey streams of goods, they transfer,
in the mathematical model, information on the material flow in form of discrete probability distributions to
the subsequent nodes. In addition, the inter-arrival time distributions of the incoming transport streams are
provided through connections from other design modules. Thus, the utilization can be assessed: a high
utilization (busy time) of the component can result in queues (and thus waiting time) in front of the module.
According to the computational models assigned to the design module, the flow after the element is described
by means of a discrete distribution. This distribution is then used as the inter-arrival distribution for the
subsequent design module. Due to the used approach we observe the following: deviations that arise in one
module are passed on to the subsequent modules and certain modules, e.g. the merging of flows, initiate a
smoothing.
All modules are managed in an external module library. For each module a programming interface (API)
is implemented, so that the special features of the modules can be provided to the whole system. Thus, a high
degree of flexibility and extensibility is achieved, to integrate new modules, modules with different functions
or different control policies. Usually the calculation starts with the analysis of the throughput and the
utilization of all modules. If the considered network topology includes loops, there are also modules for
which the calculation needs parameters, which arise in later processing steps. To solve this, we have to make
initial assumptions and improve them by repetitive calculation cycles.
In general, each module operates only on the basis of its defined function and its specific technical
parameters, i.e. without external influence. This means that no component of the material flow system is
influenced by the state of another component. Therefore, blocking of a component is not considered in the
calculation tool.

2.2 Discrete-time methods for the analysis of single design modules
The performance calculation tool is based on analytical discrete-time models. Whereas in continuous-time
calculation methods (e.g. classical queueing models) characteristic values are calculated only on the basis of
means and variances, in discrete-time modelling all input and output variables are described with discrete
probability distributions. Thereby the discretization of the time is not a limitation. On the contrary,
operational times in material handling systems exist very often in form of discrete values. This can be seen
in figure 1. It shows a roller lift table and the associated probability distribution of the service time. In the
given example, the conveying time assumes only 4 distinct discrete values. The exact, possibly empirically
obtained values can be used directly as input to the model and do not have to be approximated by theoretical
distributions. Also for the determination of key figures, the discretization is an advantage, because the level
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of detail is increased essentially. Discrete-time modelling enables not only the derivation of mean values but
also the quantiles of performance measure, which are often needed for the design of intra-logistic systems.

Discrete probability
density function of
the service time t:

drain 2
source 1

p(t)
drain 1

t

source 2

Figure 1. Crossing element and the respective discrete-time distribution of the service times.
Due to the advantages offered by a discrete-time approach, numerous models for the basic elements
branching, merging (Furmans 2004), single service station (Schleyer 2007) and parallel processing stations
(Matzka 2011) were developed. In addition, collecting processes and handling of batches were extensively
analyzed (Özden 2011 and Schleyer 2007). The past research effort has resulted in a wide range of discretetime calculation methods.

2.3 Identification and modelling of missing analytical models in discrete-time domain
In order to provide a wide variety of components for intra-logistic systems we built a component library.
Necessary calculation methods were assigned to the design modules. Also various control strategies such as
routing and dispatching rules were taken into consideration to cover a large scope of components of real
intra-logistic systems.
In a first step, we identified material handling elements of representative continuous conveying systems.
An operator station for example can be used to represent a picking area of a warehouse. Further systems that
were identified are baggage handling systems, post-hubs and tote conveyor system (also known as tray
handling systems).
In a second step, we linked these typical material handling elements with existing stochastic analytical
models in discrete-time domain (see table 1) and identified material flow elements that could not be modeled
by the existing models. In the case of the operator station there were already two mathematical models
available (G|G|1 and Gx|G|1) whereas in the case of crossing elements such as roller lift tables there were no
models in discrete-time domain available. Therefore, we developed for the missing elements new
computation algorithms. E.g., for a 4-way-crossing with a FIFO (first-in-first-out) dispatching rule, we
developed an approximative calculation method by combining several existing models. We will shortly
present this model in the following.
The analyzed 4-way-crossing consists of two sources and two sinks (see figure 1). Pallets from sources
1 and 2 are conveyed to the sinks 1 and 2. Therefore, the roller lift table positions itself in accordance to the
source that has to be served next. E.g., the roller lift table has to shift to source 2 if the last served conveying
unit was conveyed to sink 1 and the conveying unit that is being served next comes from source 2. The 4way-crossing is investigated under the FIFO dispatching rule. According to this strategy, incoming units are
served in the order of their arrival.
We model the roller lift table by combining existing models. The models for a stochastic merge (Furmans
2004), a Gx|G|1 queueing station (Schleyer and Furmans 2007) and a stochastic split (Furmans 2004) are
connected in series. First we use the method of Furmans (2004) to merge the incoming streams from sources
1 and 2. Afterwards, we use the inter-arrival time distribution of the merged stream as input for the Gx|G|1
queueing station. Applying the method of Schleyer and Furmans (2007) we calculate the waiting time
distribution of the queueing station. Since we operate the system under a FIFO dispatching rule, the waiting
times for sources 1 and 2 are identical. Additionally, we obtain the distribution of the number of units in the
queueing system and the number of waiting units. Subsequently, we use a binomial distribution to calculate
the distribution of the number of waiting units for each source. Finally, the method of Furmans (2004) is
used to calculate the inter-departure time distributions for both sinks.
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Table 1. Analytical models for basic material flow elements.

conveyor

crossing element

continuous divert
partially continuous
divert

merge

x
x

x
x

x

x

x

modified
models
stochastic
merge

FIFO
FIFO
FIFO
no accumulating capability
accumulating capability
circulating vertical conveyor
FIFO
time window
block handling
round robin
limited priority
absolute priority
stochastic
deterministic
stochastic
deterministic
FIFO
time window
block handling
limited priority
absolute priority

stochastic
divert

batch decomposition
collection station
operator station

Gx|G|1

existing models

G|G|1

routing strategy /
dispatching rule
batch building
- capacity rule

material flow element

x

x
x
x

x
x
x
x
x
x
x
x
x
x

x
x

x
x
x
x
x
x

To obtain the waiting time distribution, the main challenge is to calculate the service time distribution
𝑏𝑏𝑏𝑏𝑎𝑎 for the sources 𝑎𝑎 = 1,2. In order to determine 𝑏𝑏𝑏𝑏𝑎𝑎 , the probability of shifting 𝑤𝑤𝑎𝑎 has to be computed.
Therefore, we calculate the probability that two conveying units from the same source are conveyed
consecutively. This corresponds to the probability that the inter-arrival time from source 𝑎𝑎 is less than or
equal to the residual inter-arrival time from source 𝑎𝑎� ≠ 𝑎𝑎. This probability 𝑓𝑓𝑎𝑎,𝑎𝑎� can be calculated out of the
inter-arrival time distribution 𝑎𝑎𝑎𝑎 and the residual inter-arrival time distribution 𝑟𝑟𝑎𝑎� :
f a , a
=

aa ,max ra ,max

∑ ∑a

=i 0=j i

a ,i

=
∀a ≠ a 1, 2

⋅ ra , j

(1)

Subsequently, the probabilities of shifting 𝑤𝑤𝑎𝑎 for the two sources can be calculated using the transition
probability 𝑝𝑝𝑎𝑎,𝑏𝑏 from source 𝑎𝑎 to sink 𝑏𝑏:
(2)
w1 = f1,2 ⋅ p1,2 + (1 − f1,2 ) ⋅ p2,2
w2 =

f 2,1 ⋅ p2,1 + (1 − f 2,1 ) ⋅ p1,1

(3)

Shifting for an incoming unit from source 1 is necessary if the last served unit was conveyed to sink 2.
The last served unit arrived with a probability 𝑓𝑓1,2 from source 1 and with a probability (1 − 𝑓𝑓1,2 ) from source
2. The probability that this unit was conveyed from source 1 to sink 2 corresponds to the transition probability
𝑝𝑝1,2 . Analoguously, the probability that it was conveyed from source 2 to sink 2 corresponds to the transition
probability 𝑝𝑝2,2 .
Based on the probability of shifting 𝑤𝑤𝑎𝑎 and the given shifting time 𝑡𝑡𝑠𝑠 , the shifting time distribution 𝑠𝑠𝑎𝑎
can be calculated. The conveying time distribution 𝑏𝑏𝑎𝑎 is composed of the transition probability 𝑝𝑝𝑎𝑎,𝑏𝑏 and the
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given times 𝑡𝑡𝑐𝑐 and 𝑡𝑡𝑑𝑑 to convey the units in continuous and discontinuous direction, respectively. Thereby,
the service time distribution 𝑏𝑏𝑏𝑏𝑎𝑎 is computed as the convolution of 𝑏𝑏𝑎𝑎 and 𝑠𝑠𝑎𝑎 :
(4)
bs=
ba ⊗ sa
a
Since the method is not exact we deduct a numerical study to show the accuracy of the model by
comparision with a discrete event simulation. The approximation quality is measured by the deviation of the
analytical model to the simulation for the mean and 95 % quantile of the waiting time and the inter-departure
time distribution. The following table depicts the tested parameter configurations chosen to reflect a broad
variety of different settings. The used inter-arrival times are distributed according to a discretized exponential
distribution. The respective expected values of the inter-arrival times are adjusted to the utilization rate 𝜌𝜌 and
the share of units from source 1 𝑑𝑑1 .
Table 2. Test bed for the evaluation of the discrete-time approximation.
Parameter type
𝜌𝜌
𝑑𝑑1
(𝑡𝑡𝑐𝑐 , 𝑡𝑡𝑑𝑑 , 𝑡𝑡𝑠𝑠 )
𝑝𝑝1,1
𝑝𝑝2,1

Cases
3
5
2
5
5

Value
0.5, 0.75, 0.95
0.1, 0.25, 0.5, 0.75, 0.9
(2,4,2), (4,6,4)
0.1, 0.25, 0.5, 0.75, 0.9
0.1, 0.25, 0.5, 0.75, 0.9

In general, the developed method delivers a high approximation quality. Figure 2 shows the plots for the
cumulated distributions of the relative errors of the discrete-time approximation for the waiting time and the
inter-departure time. The average relative errors for the expected value and the 95% quantile of the waiting
time are 3.77% and 3.53%, respectively. The average relative errors for the expected value and the 95%
quantile of the inter-departure time are 0.04 % and 6.08 %, respectively. An additional analysis reveals that
the highest deviations occur in the test cases with high utilization rates.

Figure 2. Distribution of the relativ errors for the waiting time (left) and the inter-departure time (right).

3

Numerical results

3.1 Application of the performance calculation tool
To demonstrate the application and function of the tool, a simple warehouse should be considered (figure
3). It consists of four aisles, each with an automated storage and retrieval system (AS/RS), as well as two
picking locations (A and B) in the shipment area. Storage and shipping as well as incoming and outgoing
goods are interconnected by a roller conveyor system. The model for the performance calculation tool is
shown in figure 4. The load is given by transport orders, for storage and retrieval, the inter-arrival time is
given by a previously determined distribution. The retrieval orders might be using picking locations A, B,
both or none of them.
In the calculation tool, the defined arrival distributions are used to calculate intensity and variability of
material flows in a numerical way. Further indicators such as waiting time distribution are derived.
In the simulation model, transport orders are generated by using the distributions. Load units are moved
into the sources and travel through the transport system to their destinations. Storage units wait if the
destination is occupied. The system states can be logged and evaluated statistically. So we can determine the
distribution of waiting times or sojourn times for single source-sink-relations.
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Figure 3. Simulation model of the distribution system: AS/RS (in background) and shipment area with two
workers A and B (foreground) as well as the roller conveyor system (in the middle).

Figure 4. Screenshot of the performance calculation tool. The selected mode displays the 90% quantile of
the waiting time. Larger waiting times are marked with a darker color of the transportation connection.

3.2 Evaluation of the approximation quality
The tool is used in the early stage of the planning process, where many parameters have not yet or only
roughly been determined. It should indicate as early as possible bottlenecks, areas of concern or critical
scenarios. During the design phase it is important to have a rather fast computation instead of highly accurate
results. Nevertheless, the calculation tool provides results that are close to the results obtained by timeconsuming simulation.
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Figure 5. Comparison of the queue lengths before the two service stations.
For example, the size of the buffer in front of the two service stations has to be determined. The static
view for the service stations shows a utilization of 81% and 83%, respectively. The given layout may lead to
blocking on the main line if the buffers in front of the stations are too small. Thus, the function of the entire
system may be temporarily restricted.

Figure 6. Sojourn time for one class of orders: stock removal from aisle 1 to goods issue.
In figure 5 the results of the simulation and the calculation tool are shown. It is recognizable that for
simulation the number of waiting units is maximally 7, while for the computed distribution larger numbers
appear. This is due to the fact that the capacity of the queue in the simulation model is set on a buffer size of
7, so that blocking can occur. The represented proportion of 4.8% and 4.4%, respectively, results in the
conclusion that all places are occupied, but not whether more units are available on the main line. When
looking at the animation, these blocking effects can be detected only visually (figure 7). In the calculation
tool, however, a potentially large queue is determined, and by summation of the probabilities for more than
7 waiting units the blocking probability (2,9% and 1,3%, respectively) is presented.
Another important performance measure is the sojourn time, which can be determined for each material
flow from its source to its sink. The sojourn time starts with the initiation of the transport order and ends with
the arrival of the goods at the destination. It includes not only the pure transport times but also the handling
and waiting times. This means that the sojourn time is determined by convolution of several distributions.
Figure 6 shows that the results determined by the calculation tool are very close to the simulation results.
The deviations of the cumulative probabilities are at most about 7%.
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Figure 7. Blocking the main line in simulation (left) lead to large waiting times.
As a result, a range of possible values is created for the sojourn time (right).

4

Conclusion

In this paper we presented a research project which goal was to develop efficient methods to support the
decision making process during the design phase of complex intra-logistic networks. For this purpose, a
calculation tool was developed that allows a quick analysis of material handling systems on the basis of
logistical key performance indicators. Since the methods are based on discrete-time building blocks, the tool
can be used to compute the complete probability distributions of performance measures such as the sojourn
time for the whole network. This results in a quality that is far beyond the common static calculation
procedures during the design phase. Based on a real example, the capability of the performance calculation
tool as well as its integration within the modelling GUI is shown. Due to the used decomposition approach
the results are not exact. Therefore, a numerical study was carried out to determine the approximation quality
of the approach. In general, the calculation tool provides results that are close to the results obtained by timeconsuming simulation. Future research will be dedicated on more efficient implementations, possibly
alternative numerical solution approaches and heuristics to reduce the complexity of calculation while
maintaining the quality of the result.
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We consider closed flow production systems with a dynamic adaption of the work in process (WIP) and a restriction of the maximum WIP. Blocking
of the last processing station of the closed manufacturing system is avoided by reducing the number of pallets. As soon as the buffer capacity behind
the last station (and in front of the first station) is exhausted, pallets are removed from the system and put aside at the production line. At the same
time the finished products are released. In order to reduce starving of the first station, the amount of pallets is increased again and added to the
system, when there is sufficient capacity left. Starving at the first station cannot be prevented completely as the maximum number of pallets is
fixed. The effect of the combination of a dynamic WIP and a fixed maximum WIP is a higher system throughput and a reduced average WIP level
without an additional investment. We present the results of an exploratory simulation study demonstrating the influence of the WIP level on the
system performance. The results are compared to the system performance of optimized closed flow production systems. In addition, we present an
evaluation method for such flow production systems that systematically level the amount of pallets.
Keywords: closed flow production systems; dynamic WIP; simulative and analytic evaluation

1

Introduction, Problem Description and Objectives

Industrial planners of asynchronous production flow lines face a variety of challenges. Firstly, stochastic sojourn times as a result
of machine breakdowns and random processing times at manual workstations have to be incorporated into the performance analysis
of the production systems. Secondly, the optimization of several system-specific input parameters is required to prevent unbalanced
systems from a loss of throughput. Real-life production systems imply a considerable amount of machines which is a strong
restriction for the prevalent theoretical evaluation and optimization approaches. At the same time robust optimization approaches
with low investment costs and a high impact are demanded in industry. Further, usually achieving a target throughput with a low
WIP is considered diserable.
We treat closed flow production systems with a maximum number of pallets and finite buffers between the processing stations
whereby the processing times are random. The material flow is optimized by leveling the WIP dynamically. The impact of the
dynamic modification, on the throughput and on the average WIP of the systems, is analysed in an exploratory simulation study
and approximated analytically by a decomposition approach. Thereby the practicability of the technical and the monetary
investment, as well as the robustness of the optimization are taken into account.
From a practical perspective, the pallets are removed from the system as soon as the buffer capacity behind the last station (and
in front of the first station) is exhausted. Thereby blocking of the last station is prevented and the overall blocking and starving
effects in the system are reduced. At the same time the finished products are released. In order to reduce starving of the first station,
the amount of pallets in the system is increased again when there is sufficient capacity left in the buffer behind the last station.
Starving of the first station cannot be prevented completely as the maximum number of pallets is fixed.
In the following, the average WIP corresponds to the number of pallets with workpieces in the system. Therefore, the average
WIP is lower than the maximum number of pallets in the case that pallets have to be removed from the system. An example of a
closed flow production system with a dynamic WIP level and four servers decoupled by buffers is depicted in Figure 1. If the
number of pallets in the buffer in front of the first server amounts to the buffer capacity, the pallets corresponding to the released
finished products are removed from the system and put aside at the production line until the buffer in front of the first station is
empty again.

Figure 1: Closed flow production system with a dynamic WIP level

From a theoretical perspective, such a closed flow production system with a dynamic WIP level can be modeled by an
evaluation approach that fits to a closed flow production system with a fixed amount of pallets where all the buffers between the
processing stations are finite except for the buffer between the last and the first station. This buffer can be treated as infinite and
prevents blocking of the last station. Though, the first station may starve since a maximum WIP and respectively a maximum
number of pallets may not be exceeded. Consequently, starving and blocking probabilities that match this system modification
have to be implemented into the analytical evaluation approach.
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2

Related Literature

The evaluation and optimization of closed flow production systems with a dynamic WIP level grounds on several literature
streams including evaluation and optimization approaches of classical flow production systems as well as control policies for flow
production systems and corresponding evaluation methods. Though, to the best of our knowledge there is no formulation of a
closed flow production system with a dynamic and a maximum WIP level with the underlying decomposition evaluation approach
in the literature yet.
The evaluation of closed flow production systems with a constant WIP is treated in the contributions of Bouhchouch et al.
(1996) and Lagershausen et al. (2013). These papers address the performance evaluation of closed flow production systems with
linear as well as converging and diverging material flow. The decomposition approaches apply to flow production systems with
generally distributed processing times and incorporate the restriction that the sum of the expected workpieces in the subsystems
equals the total number of pallets. These evaluation methods can be combined with buffer allocation optimization approaches as
for instance proposed in Gershwin and Schor (2000).
Besides, WIP leveling is addressed as a dynamic modification of Conwip pull systems by Framinan et al. (2006), Liu and
Huang (2008) and Hopp and Roof (2010). Statistical throughput control approaches aim at meeting target performance measures
by using real-time data in order to adjust the WIP levels. Simulation studies are conducted to develop card-adjusting rules on the
basis of e.g. target troughput values. In addition to dynamic card adjusting in Conwip systems, there is a stream of literature for the
dynamic adjustment of Kanban control systems including Frein et al. (1995), Chaouiya et al. (2000) and Tardif and Maaseidvaag
(2001).
Additionally, Grosfeld-Nir and Magazine (2002) study a control policy for open flow production systems with balanced
exponential processing times that regulates the flow of material into the system dynamically. They consider a gate in the system
that shuts when the systems’s WIP reaches a maximum allowable level.
Sepehri and Nahavandi (2007) conduct a simulation study that derives critical WIP parameters in order to regulate the material
flow into the line. Conditions to regulate the system are derived from a simulation study. The WIP of the last machine has to be
below the critical WIP level and the first machine has to be idle. Alternatively, new parts are only allowed to enter the system when
the total WIP in the system is below a threshold and the first machine does not process any part.
An analytical approach to evaluate a control policy is provided by Gebennini et al. (2013). They treat a two-machine one-buffer
line with a control policy forcing the first machine to remain idle each time the buffer capacity is exhausted.

3

Simulation Study

An exploratory simulation study is conducted with the use of Rockwell Simulation Software Arena 10.0 whereby the replication
length amounts to 101000 hours and the warm-up time is 1000 hours. The simulation study incorporates closed flow production
systems with four and ten processing stations. Balanced and unbalanced systems with stochastic processing times following a
gamma-distribution are analyzed. While balanced stations are characterized by the same average processing time, unbalanced
systems imply different average processing times of the stations.
With a variation of the number of pallets, the same effects on the system throughput can be seen in all simulated production
systems. The throughput of a closed flow production system with a constant WIP rises with an increasing number of pallets until
the optimal number of pallets is reached. The growth of the production rate is degressive in this segment. A further increase of
pallets and respectively workpieces in the system leads to a decrease of the system throughput due to increasing blocking effects.
Contrary to this, the throughput of a closed flow production system with a dynamic WIP level constantly grows with an
increasing number of pallets. The growth of the production rate is degressive and and turns out to be marginal if the number of
pallets and the utilization of the servers are very high. The dynamic regulation of the WIP ensures that the throughput constantly
grows with an increasing number of pallets, since removing pallets prevents the blocking effects that occur in production systems
with a constant WIP if the optimal number of pallets is exceeded. Consequently, a deterioration of the throughput is not possible
with an increasing number of pallets in a flow production system with a dynamic WIP.
The influence of the pallet number on the throughput in a system with a constant WIP and in a system with a dynamic WIP is
depicted in Figure 2. The effects are demonstrated using the example of a closed flow production system with ten stations with
unbalanced processing times. For a relatively low number of pallets the throughput of both systems is equal since removing pallets
has no effect on the blocking probabilities.
Though, even before the optimal number of pallets (21) is reached in the system with a constant WIP, a dynamic WIP level
adaptation shows better results since already then blocking effects can be avoided. The improvement of the production rate by a
dynamic adaptation of the WIP level amounts to 0.61%.
The difference between the production rates of the two systems grows in the segment where the optimal pallet number (for a
constant WIP level) is exceeded. This segment is of interest in terms of the robustness of the approach.
Further, Figure 2 reveals the average WIP level against the number of pallets in the systems. The average WIP level in
production systems with a constant WIP equals the number of pallets in the system. Production systems with a dynamic WIP level
imply a lower average WIP due to the extraction of excess pallets. The example in Figure 2 shows that the average WIP level is
lower by 10.62% for a dynamic WIP level and a maximum of 21 pallets.
Consequently, the dynamic adaption of the WIP level simultaneously results in both, a higher system throughput and a lower
average WIP level for a maximum number of pallets and a fixed number of total buffers.
The results of the simulation study suggest that the impact of a dynamic WIP level grows with the variation and the stochasticity
in the production systems, since variation as for instance unbalanced stochastic processing times, triggers blocking effects which
can be reduced by a dynamic WIP level.
The relevant criterion to derive the impact of the dynamic WIP level is the ratio between the number of pallets and the amount
of buffers and servers. Therefore the size of the production system appears to be not decisive for the impact of the dynamic WIP
level, so that this optimization approach should be applicable to industrial production systems with a realistic size.
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Figure 2: Throughput and average WIP in a closed flow production system with 10 unbalanced stations

Besides, the simulation results reveal that the optimal buffer allocation depends on the number of pallets in an unbalanced
system with a constant WIP. The optimal buffer allocation in a production system with a constant WIP differs from the optimal
buffer allocation in systems with a dynamic WIP adaption. Whereas the optimal buffer allocation in closed flow production systems
with a constant WIP level has to be adapted to the pallet number, the simulation results suggest that the dynamic adaptation of the
WIP levels results in a robust buffer allocation that does not depend on the number of pallets. The pattern of this buffer allocation
seems to be that the buffer between the last and the first station is chosen as small as possible, so that the remaining buffers can be
distributed in a way that the servers are decoupled as best as possible.
Summarizing the first conclusions of the simulation study, production systems with dynamic WIP level adaptations allow to
either achieve a certain throughput with a lower average WIP level, or to improve the production rate with the same maximum
WIP while the average WIP can be lower too. The impact of the dynamic adaptation of the number of pallets depends on the
relative amount of pallets in the system. Robustness in terms of the optimal buffer allocation and the constant positive effect of a
growing pallet number are further advantages of the dynamic adaptation.

4

Analytic Approach

The evaluation approach of closed flow production systems with a dynamic WIP level grounds on the decomposition approach
for closed flow production systems with converging and diverging material flow proposed by Lagershausen et al. (2013).
We compare the approximation of the system throughput in a closed flow production system with a dynamic WIP level to
simulation results using configuration examples reported in Bouhchouch et al. (1996) and Lagershausen et al. (2013). The accuracy
of the approximation is reported in Table 1. The approximated system throughput for a given number of pallets, , is denoted as
and the production rate gained from the simulation is denoted as
. The average deviation of the approximation
from the simulation is calculated for a number of four to 41 pallets. The maximum deviation of the approximated production rate
can in all cases be observed for a relatively small amount of pallets. These cases appear inefficient and therefore unlikely in reallife production systems.
The approximation approach provides accurate results for a wide range of pallets. In addition, the results are precise for the
number of pallets whose increase only leads to a marginal improvement of the system throughput ( ∗ 1.
Table 1: Approximation Results

Case
BFD_Ex2b
BFD_Ex2c
BFD_Ex2d

1

∗

∑∀
4-41
4-41
4-41

(Min./Max.) (%)
0.45% (0.25% / 0.77%)
1.19% (0.82% / 2.31%)
1.01% (0.03% / 4.50%)

The results are rounded to three decimal places.
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∗

0.48% (29)
1.00% (30)
0.10% (28)

(

∗
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5

Managerial Implications and Future Research

The dynamic adaptation of the WIP in closed flow production systems results in an increased throughput with the same or even
a lower average WIP level than in a production system with a constant number of pallets.
A dynamic WIP level implies a strong system robustness since a number of pallets that exceeds the optimal pallet number does
not bear a negative impact on the throughput and even improves the system performance because the blocking effect of the
additional pallets is avoided and the positive effect of the reduction of starving is maintained.
Besides, first simulation results suggest that closed flow production systems with a dynamic WIP level result in one robust
optimal buffer allocation that is indepent of the number of pallets in the system. This is a strong optimization advantage in
comparison to the optimization requirements of unbalanced closed flow production systems with a constant WIP level where the
buffer allocation is dependet on the number of pallets in the system.
Furthermore, the smoothed material flow reduces the variation in the production system. Thus, the safety stock requirements
of the raw material supply for the flow production system seem to be reduced.
Future research will concentrate on an analytic approximation of the throughput of a closed flow production system with a
dynamic WIP level and deterministic processing times as well as random failure and repair times. Additionally, the evaluation
approaches have to be combined with optimization methods of the throughput and the average WIP level.
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Motivated with a recent project on coordinating procurement activities among group companies in an
industrial conglomerate, we present a stochastic model that describes a supply chain consisting of a set of
buyers, suppliers, and a group purchasing organization (GPO). The GPO combines the orders from the
buyers to achieve a lower cost in a two-period model. The total demand in the market and the price in the
second period are random. Buyers that are faced with price uncertainty decide how much to buy by using
the GPO at the agreed price offered by the GPO in the first period and how much to procure from the
market at a lower or higher price in the second period. Suppliers that are faced with the same price
uncertainty as well as the market demand uncertainty decide what capacity to sell to the GPO in the first
period, and what capacity to reserve to meet the demand in the second period. The GPO conducts a
uniform-price multi-unit procurement auction to select the suppliers. The price that is paid to all the
selected suppliers is determined by the submitted bids. The GPO decides on the quantity discount scheme
that will be offered to the buyers as well as the commission level. The GPO has the information that the
marginal production costs of the suppliers are uniformly distributed between two levels. By determining
the optimal decision of the buyers, suppliers, and the GPO, we answer the following questions: Do the
suppliers and the buyers benefit from working with the GPO? How do the uncertainty in demand, the size
of the total order the GPO consolidates with respect to the market size, the uncertainty in price influence
the decisions, as well as the profits of players? What are the characteristics of an environment that make
suppliers and buyers choose to work with a GPO? We investigate the effects of system parameters on the
operation of the supply chain analytically and through a range of numerical experiments. We show that
group purchasing organizations help buyers and suppliers mitigate demand and price risks in an effective
way. Furthermore, GPOs can collect a premium by serving as an intermediary between suppliers and
buyers. This is an ongoing research, and our preliminary findings will be shared in this study.
Keywords: Group purchasing; Uniform price reverse auction; Newsvendor Model

1

Introduction

Cooperation among different firms allows companies to benefit from possible cost reductions, capacity
utilization benefits, demand pooling, market expansion, and rish pooling than provides improved flexibility
against uncertainty in the business environment (Tan and Akçay, 2015).
As a part of a research program to develop analytical models to analyze inter-firm cooperation among
firms, this study extends the previous work that focuses on cooperation on production capacity (Tan, 2006),
cooperation on logistics activities (Ağralı et al., 2008), and cooperation on production assortments (Tan and
Akçay, 2015) to analyzes cooperation on procurement.
This work is based on a recent project on developing new cooperation-based business models for a
company that was established for collective procurement for direct and indirect materials and services,
logistics, and media, for the largest industrial group in Turkey (Tan, 2014).
Group Purchasing Organization (GPO) is the term used for an organization that is established to benefit
from the purchasing power of a group of businesses. Industry-specific GPOs are observed in many
industries such as healthcare, manufacturing, food service, and pharmaceuticals. In addition, non-industry
specific GPOs collect non-strategic demand from the businesses for indirect supplies and services and
operate across different sectors for procurement of common products.
GPOs use the collective purchasing power of group of businesses or customers to get discounts from
vendors. The purchasing volume obtained by a GPO with its member organizations and the possibility of
mitigating demand and price risks during the selling season are the key factor that the vendors give
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discounts for their sales. GPOs offer many services other than collective procurement such as supplier
discovery, supply chain solutions such as spend management, sourcing and contracting, data management,
price benchmarking to create value for their customers. GPOs usually make profit from the price difference
between the suppliers and customers.
The objective of this study is to develop a stochastic model that captures the decisions of suppliers,
GPO, and retailers and the effects of price and demand uncertainty and limited capacity on the profits.
There are a number of questions that need to be answered for successful operation of a GPO: Do all parties
in such a supply chain, retailers, suppliers and GPO always benefit from the cooperation on purchasing?
Otherwise, how and under which conditions does the cooperation lead to non-beneficial outcomes for at
least one of the parties?, what are the effects of demand variation, wholesale price, discount scheme,
supplier’s capacity, supplier’s market share, and number of retailer in the GPO underlying decisions aimed
at subscribing or not subscribing to such a cooperation?
To address these research questions, we develop a basic two-period newsvendor model considering the
uncertain demand and price setting. Using this model, we fully characterize each of the parties’ profit
functions and optimal decisions, with and without participating in a purchasing organization. This is the
first analytical model in the literature that captures the dynamics of operation of GPOs and their effects on
suppliers and buyers under price and demand uncertainty. We consider developing and analyzing the
model of a supply chain with a number of suppliers, buyers, and a GPO as the main contribution of this
study.
The remainder of this paper is organized as follows. Chapter 2 provides a review of the literature on the
theory and methodology on supply chain that consists group purchasing organization and positions our
contribution. Later, we introduce our analytical model and basic analysis in Chapter 3 and Chapter 4,
respectively. Chapter 5 summarizes the results of numerical analysis and states our managerial insights
derived from the analytical model. Finally, the conclusions and future works are given in Chapter 6.

2

Literature Review

Analytical models that analyze Group Purchasing Organizations is limited in the literature. The notion of
the purchasing groups and the motives behind it are well discussed in the works of Nollet et al. (2003) and
Tella et al. (2005). They conclude that the main driver for joining the cooperation is expected cost savings
which is achieved by gathering information on suppliers and price, reducing the transactions costs and
increasing the negotiation power. Saha et al. (2011) explore the rational of retailers with large demand
joining a GPO, but later procuring from the supplier directly by renegotiation. To address this issue, they
use a game theoretic approach under an uncertain product price setting. The authors find that GPO and the
suppliers enjoy a higher profit with the provision of custom contracts, which resulted from a higher price
that the supplier sets anticipating further negotiations with the GPO members. Furthermore, they show that
under high price uncertainty, GPO acts as a demand-aggregator for the small retailers and as an information
provider for the large retailers. Chen and Roma (2011) use a model that consists of a two-level distribution
channel with a single manufacturer and two retailers who compete for end customers. They show that
under linear demand curves, group buying is always preferable for the homogenous retailers. However, for
the heterogeneous retailers, group purchasing is beneficial for the smaller retailer whereas it can be
detrimental for the larger one. By using a different model, Li (2012) also suggests similar results as in the
work of Chen and Roma (2012). Hu et al. (2011) examine the impact of group purchasing organizations on
healthcare-product supply chains by using a game-theoretic model which consists of a profit-maximizing
manufacturer with a quantity-discount schedule, a profit-maximizing GPO, and retailers with fixed demand
for a single product. They also assume that GPO earns its revenue by collecting membership fee from the
retailers and contract administration fee from the suppliers. Their main result is showing that although
contract administration fees affect the distribution of profits between manufacturers and group purchasing
organizations, they do not affect the retailers’ total purchasing costs. Wang and Luo (2015) investigate the
optimal price discount, the optimal order quantity and the minimum order quantity of the retailer under the
newsvendor setting in which the price parameters are known and the demand has two different forms. Their
model shows that when the demand changes significantly with a price discount scheme, group buying can
bring more profit through price discount and incentivize retailers to order more. Moreover, the authors
suggest that the impact of price discount in the multiplicative demand case is much more significant than
the additive one.
Our model differs from the studies in the following ways: First of all, our model used considers the
whole supply chain consisted of suppliers and retailers, a GPO working with a subset of profit maximizing
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suppliers and a subset of retailers that have an ongoing working relationship with the GPO. Second, the
advantage of offering an advance ordering opportunity to retailers and an advance sales opportunity to
suppliers is captured in the model as a possible advantage of GPOs beyond the cost advantage achieved
from economies scale. Moreover, the GPO procurement process using a uniform price reverse auction
mechanism is modeled within the newsvendor setting. In addition, we assume that retailers/suppliers who
belong the GPO are not required to purchase/sell all their commodities through the GPO. Hence, they are
free to negotiate directly with the others in the market after the first period. Finally, the demand and the
second period wholesale price are assumed to be random variables. To the best of our knowledge, this is
the first paper in the literature that studies GPO by using a two-period newsvendor model with the implicit
modeling of capacity setting, auction mechanism, and advance order commitments.

3

Model

In this section, we give the basic modeling assumptions and approaches for the supply chain, GPO,
suppliers, and retailers.

3.1

Model of the Supply Chain

The supply chain we examine consists of a total of N retailers with stochastic demand for a single product,
H suppliers, and one GPO. The GPO operates with n retailers (n<N) and h suppliers (h<H) and acts as an
intermediary between these two groups of parties. Each party in the supply chain is rational and riskneutral, and seeks to maximize its expected profit.
Being a member of GPO introduces an advanced purchasing opportunity that gives members of GPO a
chance to procure or sell their commodities through the organization channel before the regular selling
season starts.
The price GPO charges to the retailers is based on a quantity based discount scheme w1(Q):
b
w1 Q = a + e , be > 0
(1)
Q
where Q is the total order quantity consolidated at GPO, a ≥0 is the base wholesale price, b is discount
scale, and e is the steepness. Schotanus et al. (2009) show that this quantity discount scheme fits well with
the discount schedules found in practice. In this study, for tractability, we assume that the steepness is e=1.
The price uncertainty in the market is captured in a two-period model. In the first period, retailers place
their advanced purchasing orders at the price offered by the GPO, w1(Q). After receiving the advanced
purchasing orders, the remaining orders are supplied by other suppliers in the market during the regular
selling season at w2 per unit in the second period. The procurement cost for the second period w2 is random
with mean γ and determined exogenously.
The demand of each retailer D is independently and identically distributed with the cumulative
distribution function FD(x) and density function fD(x). The mean and the standard deviation of the demand
are denoted by µD and σD, respectively. As a result, the total demand of the retailers in the market is also
random with mean NµD and standard deviation N σ D . When the GPO consolidates and procures Q units

( )

during the advanced purchasing, the total demand left in the market for the suppliers will have a mean of
(NµD-Q) and the same standard deviation of N σ D . In the second period, we assume that the remaining
demand is shared equally by the suppliers. Therefore, the demand of each supplier in the second period has
a mean of

1
( N µ D − Q ) and standard deviation of
H

N
H

σD.

3.2 Model of the Group Purchasing Organization
The GPO negotiates product prices with suppliers and prepares contracts on behalf of its retailers, thus it
plays a key role as an intermediary for managing contracts between buying and selling parties in these
projects. The GPO makes money from each product sold through organization channel at the margin
between its selling and purchasing prices.
The GPO uses a uniform price reverse auction mechanism to determine the suppliers to use. A uniform
price reverse auction, also known as a clearing price reverse auction, is a multiunit auction in which a fixed
number of identical units of a homogenous commodity are purchased for the same price (Krishna, 2002).
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When the GPO invites h suppliers it works with to an auction, each bidder in the auction submits a bid,
designating both the quantity of units satisfied and the price it is willing to receive per unit from GPO.
These bids are sealed, and they are not announced to the other suppliers until the auction closes.
The suppliers do not know the total number of suppliers in the market and the number of suppliers
working with the GPO, i.e, the number of suppliers in the auction is also kept as private information. Under
this structure, GPO uses the lowest bidder first, procuring the number of submitted units by the lowest
bidder, then the second lowest bidder, and so on until the total advance order quantity is exhausted. Finally,
all bidders receive a unit price equals to the lowest losing bid regardless of their actual bid.

3.3 Model of the Retailer
Each retailer earns a revenue of p per unit by selling the product in the second period. It pays a wholesale
price w1(Q) to the GPO for each unit purchased in the first period, and pays w2 per unit, if any product is
procured from the market in the second period. To avoid the trivial cases, we also assume that
p > E[w2] > w1(Q).
Before the selling season starts, each retailer in the purchasing organization must submit its advanced
order quantity q to the GPO. Since the retailers are identical, their advanced order quantities will be the
same, and therefore Q=nq. If none of them submits the advanced order quantity for the first period, i.e.
q=0, the purchasing organization will be dissolved.

3.4 Model of the Supplier
For each GPO supplier j, there is one production opportunity that occurs well before the selling season due
to the long production time. Let M be the capacity of the suppliers that is the quantity produced by each
supplier. Each supplier working with the GPO decides on its allocated capacity for the first period, denoted
with Δ, and the bid to be submitted to the GPO in the auction. Since all the price parameters and the
capacities are the same for each suppliers, the allocated capacity for the first period is going to be the same
for all suppliers. For that reason, we do not use a subscript for this decision variable. If none of them
allocates the capacity for the first period, i.e., Δ=0, the purchasing organization will be dissolved.
Otherwise, GPO ultimately procures the required order quantity from its extensive supplier base.
We assume that the production cost per unit of cj is known only to the supplier. However, all the
suppliers have the information that the production costs of suppliers are distributed uniformly between cmin
and cmax.
All the suppliers have a common estimation for the distribution of the first period wholesale price, i.e.,
the resulting auction price, denoted with 𝑤 1 that is uniformly distributed between w1,min and  w1,max.
Accounting the effects of the number of suppliers participating in the auction, the estimate of the auction
price is built based on the total order size of the GPO. Namely,
b!
(2)
! 1 ( Q ) = a! + e! .
w
Q
When Q is large with respect to the capacity committed by each supplier, there will be more suppliers
winning the auction leading to a higher auction price. However, when Q is small with respect to the
capacity committed by each supplier, the number of suppliers winning the auction will also be small
leading to a lower auction price. In this case, 𝑒 can be non-negative to have 𝑤 1(Q) increasing with Q.
This estimate is derived from the suppliers’ past experience. In the second period, the supplier satisfies
the demand from the market by using its remaining capacity at the random market price, w2. For any
quantity left unsold at the end of the selling period, the supplier gets s per unit as the salvage value that is
less than the cost of production, i.e., c>s.

4

Analysis of the Model

The time sequence of the decisions is as follows: First, the GPO announces its selling price for the first
period w1(Q) to the GPO retailers. Then, the each retailer in the purchasing organization submits its
advanced order quantity q to GPO. If q=0, then the purchasing organization will be dissolved for this
project. Otherwise, the GPO organizes a uniform price reverse auction among the GPO suppliers in order
to procure the total order quantity Q.
Each supplier invited to participate in the auction submits its allocated capacity Δ and its bid. If Δ=0,
then the purchasing organization will also be dissolved for this project. Otherwise, when the auction is
closed, the GPO sorts the all the bids in an ascending order, and then announces the first k bidders as
winners. Each winning supplier receives a unit price equals to the lowest losing bid.
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After the advanced order quantities are delivered to their owners, the demand is realized and the
stochastic second period wholesale price w2 is observed. After these two uncertainties are resolved, each
GPO retailer buys an additional supply of (D-q)+ units from the suppliers in the market at the second period
wholesale price per product of w2. Hence, each retailer in the GPO fully meets its demand and the retail
price p is charged for each of demand unit. Moreover, each GPO supplier sells its remaining capacity
(M-Δ) to the retailers in the market at a unit price w2. At the end of the regular selling season, for any
quantity left on-hand, only supplier gets s per unit as the salvage value. Finally, all transactions are made
and the market clears.

4.1 Analysis of the Retailer
The expected profit function for each supplier working with the GPO is the difference between the total
revenue and the total cost of procurement that consists of the cost of purchasing advance order quantity q
and the cost of purchasing from the market in the second period:
E ⎡⎣π Ret ( q ) ⎤⎦ = pE ⎡⎣ D ⎤⎦ − w1 ( Q ) q − E ⎡⎣ Max ( D - q,0 ) ⎤⎦ γ

(3)

The optimal advanced order quantity is determined by maximizing the expected profit:

⎧
⎛ γ − a⎞
⎪ F −1
q = ⎨ D ⎜⎝ γ ⎟⎠
⎪
0
⎩
*

γ ≥a>0

,

(4)

otherwise

and Q=nq*.

4.2 Analysis of the Supplier
When the GPO announces the total quantity Q, the suppliers form their estimate of the resulting auction
price 𝑤 1. Supplier j decides to participate in the auction if the probability of being one of the winners is
positive, i.e. when Prob[cj< 𝑤 1]>0 or equivalently if cj <w1,max. Therefore, a supplier submits a bid only if
it expects that it will be one of the winners and therefore it will obtain a profit from the result of this
auction.
Once supplier j decides to participate in the auction, it next determines the capacity for the advanced
procurement requests coming from the GPO by maximizing its expected profit it derives by using its own
estimate of the auction price that will be realized:

π

j
Sup

+
⎧
⎪ w! 1∆ + w2 Min ( M − ∆, D ) + s ( M − ∆ − D ) − c j M , if c j ≤ w! 1
(∆) = ⎨
+
⎪
w2 Min ( M , D ) + s ( M − D ) − c j M ,
if c j > w! 1
⎩

(5)

The supplier sets its capacity that will be reserved for the GPO by maximizing its expected profit
function with its estimate of realized price in the auction:
j
Max E ⎡⎣π Sup
( ∆ )⎤⎦ .
∆

Note that since its estimation of the auction price 𝑤 1 will be different from the actual auction price that
will be realized, its realized profit will be different. If the resulting auction price turns out to be lower than
production cost of a supplier, that supplier will not be one of the winners. In general, since the auction
price and its estimate will be different, the capacity that will be set by using the estimate will be different
from the one that would be set by using the full information about the resulting auction price. However,
since the suppliers do not have the full information, they make their capacity reservation decision by using
their best estimate.
The solution of this optimization problem yields the optimal allocated capacity for the first period Δ:
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⎧
⎪
⎪⎪
*
∆ =⎨
⎪
⎪
⎪⎩

M

if Max{s,γ } ≤ E[ w! 1 ]

⎛ γ − E[ w! 1 ] ⎞
M − FD−1 ⎜
j
⎝ γ − s ⎟⎠

if s ≤ E[ w! 1 ] ≤ γ

.

(6)

otherwise

0

4.3 Analysis of the Group Purchasing Organization
The assumptions of the auction and suppliers guarantee that the optimal strategy for a supplier is to bid its
actual cost to maximize its expected gain (Weber, 1981). Since suppliers do not have full information about
the number of suppliers working with the GPO, it cannot set Δ strategically to affect the auction price.
Accordingly, each supplier working with the GPO submits its actual cost cj for each of Δ units as its
bids in the auction. The bids are sorted in an ascending order such that c(1) ≤ c(2) ≤ c(3)≤ … ≤ c(n) and the
first k of suppliers are deemed as winners. Since each winning supplier will produce Δ units, k = ⎡⎢Q ∆ ⎤⎥ .
Since a supplier decides to participate in the auction if the probability of being one of the winners is
positive, i.e. when Prob[cj< 𝑤 1]>0 or equivalently if cj <w1,max, the number of bidders, ha will be
h

ha = ∑ I
i=1

{c <w } .
j

1,max

Therefore ha has a binomial distribution with
w
−c
⎛ h ⎞ m
pa (1− pa ) h−m where pa = Prob[c j < w1,max ] = 1,max min .
Prob[ha = m] = ⎜
⎟
cmax − cmin
⎝ m ⎠
The GPO pays the (k+1)st bid to all winners. Since the actual cost is private information for suppliers and
they share the same information that the suppliers’ cost are uniformly distributed between cmin and cmax, the
wholesale price in the first period is the (k+1)st minimum of ha uniformly distributed numbers.
Accordingly, when ha is given, c(k+1) follows Beta distribution with parameters k+1 and ha-k,
c( k +1) ∼ Beta ( k + 1, ha − k ) .
With the distribution of ha, the compound distribution of c(k+1) and its expectation are determined.
Under this setting, the expected profit of group purchasing organization is based on the difference between
the price offered to the retailers and the price paid to the suppliers:
E ⎣⎡π GPO ⎦⎤ = Q w1 Q − E ⎡⎢ c( k+1) ⎤⎥ .
(7)
⎣
⎦

(

( )

)

The GPO sets the parameters of the quantity based discount scheme, a and b in Equation (1) to maximize
E ⎡⎣π GPO ⎤⎦ .

5

Numerical Analysis

In order to get an overall insight on the impacts of the group purchasing organization among the parties, we
construct a numerical example by using the following parameters: p= 122, a= 33, b= 5000, h= 30, H= 40,
n= 90, N= 150, M= 6000, s= 20, cmin= 25, cmax= 27, 𝑎= 26.2,  𝑏= -3000, w2= 74, and D~Normal(5000,
1500²).
Figure 1 depicts how a retailer’s advance order quantity and a supplier’s allocated capacity for the first
period change with the expected second period wholesale price. Figure 1 (a) shows that as expected
second period wholesale price increases compared to discount scheme in the first period, the percentage of
retailer’s expected demand procured from the GPO also increases. This result can be attributed to fact that
GPO discount scheme incentivizes retailers to order more in the first period when the wholesale price in the
second period is expected to be high. Figure 1 (b) displays that the percentage of the suppliers’ capacity
allocated for the first period increases with the increase of the expected second period price compared to
the wholesale price during the advance ordering period. This result can be explained by the fact that GPO
overly dominates the market in which %75 of retailers are its member. Since the GPO retailers order more
in the first period while E[w2] increasing, each suppliers market share in the second period significantly
decreases. Hence, under this structure, they increase the amount of allocated capacity for the first period.
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On the other hand, if GPO does not have such a strong impact on the market, suppliers are willing to
decrease their optimal allocated capacity for the first period while E[w2] increasing.

Figure 1. Effect of increasing E[w2] with respect to w1(Q) (a) % change in the advance order quantity
compared to the average demand (b) % change in the Δ*compared to the total capacity.
Figure 2 (a) shows that the retailer’s profit from the GPO compared to its profit when it does not work
with the GPO goes up when the percentage of total average demand procured from the GPO increases. This
implies that a premium for the retailers can be created as the number of retailers in the GPO increases.
Moreover, one can notice that the amount of this premium can be significantly increased by setting the
parameters of discount scheme. Figure 2 (b) shows that the market share of each supplier in the second
period substantially declines by increasing the percentage of total average demand procured from the GPO,
equivalently by increasing the number of retailers in the GPO. This fact forces supplier to allocate more
capacity in the first period.

Figure 2. Effect of increasing total demand procured from the GPO (a) % change in the GPO retailer’s
profit compared to not using the GPO (b) % change in the Δ* compared to the total capacity.

6

Conclusion

We present a stochastic model that describes a supply chain consisting of a set of buyers, suppliers, and a
group purchasing organization (GPO). We first show how the retailers decide how much to buy through the
GPO by using the advanced order opportunity and how much to buy from the market to maximize their
profit. We then show how the suppliers that are faced with the same price uncertainty as well as the market

93

Modelling and Analysis of the Operation of Group Purchasing Organization and Their Effect on Buyers and Suppliers
under Demand and Price Uncertainty

demand uncertainty set their advance order capacity to sell to the GPO in the first period optimally. The
advanced order quantity is basically affected by the share of the GPOs consolidated order in the total
market demand and also by the difference between the expected second period price and the suppliers’
estimate of the first period price. The GPO decides on the quantity discount scheme that is offered to the
buyers by maximizing its profit.
Our model shows that all the homogenous suppliers and buyers benefit from working with the GPO.
Furthermore, the GPO also generates a profit from the difference between the buying price from the
suppliers and the selling price to the retailers. Therefore, all the parties benefit from this operation. Our
model also captures the effects of demand uncertainty, the share of GPO orders in the total market, the
demand uncertainty, and the price estimates of the suppliers.
We investigate the effects of system parameters on the operation of the supply chain analytically and
through a range of numerical experiments. We show that group purchasing organizations help buyers and
suppliers mitigate demand and price risks in an effective way. Furthermore, GPOs can collect a premium
by serving as an intermediary between suppliers and buyers.
This model can be extended in several ways. First, we will extend this model to a supply chain with
heterogenous suppliers, retailers and a GPO. Second, this model assumes information asymmetry between
the suppliers and the GPO. The GPO generates a premium from this asymmetry. Extending this work to the
setting with full information requires deriving the optimal bidding strategy of suppliers involving pricing
and capacity decisions. In addition, determining a pricing scheme that the GPO will offer to retailer to
achieve a total supply chain profit close to the profit that will be obtained by using central planning is also
of interest. These are left for future research.
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This work is a start towards developing models for understanding how the dynamics of quality may affect customer
satisfaction and profitability in manufacturing systems. We study a Markovian, single stage, make-to-order system
facing random demand. The market is assumed to be finite and comprises both regular and occasional customers, which
form two communicating customer classes. These two classes differ in the order placement rates, with regular customers
having a higher mean demand rate than occasional customers. Each outgoing item is inspected and graded on the basis of
quality. The customer who purchases the item may become a regular or occasional customer, with probabilities which
depend on the quality level of the item but are independent of past customer states. The higher the quality level, the
higher the probability for a customer to remain or become a regular customer. Our goal is to investigate the structure of
the optimal production and quality control policy in order to maximize the average profit of the system. We investigate
numerically the structure of the optimal policy using stochastic dynamic programming. Based on this investigation we
propose a simple but efficient threshold type policy. The use of closed queueing network formulas permits a rapid
analysis and optimization of the proposed policy.
Keywords: production control; quality control; Markov decision processes; closed queueing networks.

1

Introduction

Customer satisfaction is generally accepted as one of the few crucial factors towards the attainment of
profitability and the sustainability of production systems. The main assumption is that customer satisfaction
has a direct impact to the market share of a company and consequently to the sales of its products. On the
other hand customer satisfaction itself can be considered as the derivative of certain factors, as: product
price, product quality or lead time in filling customer orders.
The nature of customer satisfaction as well as its antecedents and consequences have been a subject of
extensive study (Anderson et al. 1994; Oliver 1997). Even though few would be willing to deny its
benefits, the idea of incorporating satisfaction to the company strategy was confronted at first with much of
reservedness from the managers. The reason was that without tangible and measurable evidence of its
impact to the financial returns of the company satisfaction was just a luxury. According to a survey been
held among major US firms only 28% of them could relate their customer satisfaction measures to
accounting returns and only 27% to stock returns (Ittner and Larcker, 1998). Anderson et al. (1994)
expressed the fear that without being able to demonstrate a link between customer satisfaction and
economic performance, firms may abandon the focus on customer satisfaction measurements. In a way to
connect customer satisfaction to firm profits, Fornell and Wernerfelt (1987, 1988) suggested that retaining
an existing customer is easier than attracting a new one with Albrecht and Zemke (1985) concluding that
the latter may be five times more costly than the former.
Rust and Zahorik (1993) were the first to provide a method for assessing the effect of satisfaction on
customer retention and on market share. In a relevant study, Anderson and Sullivan (1993) identified
factors affecting customer satisfaction, studied the contribution of customer satisfaction to the financial
performance of a firm and observed asymmetries in the effects of opposite variations (satisfaction,
dissatisfaction) on profit.
Although customer satisfaction has received considerable attention by marketing researchers, it has not
yet been studied to the same extend jointly with the problems of production and quality control. Towards
this end, Kouikoglou and Phillis (2002), Ioannidis et al. (2004), Gershwin and Schick (2007), Li et al.
(2008) have studied problems in which production design or control decisions are coupled with quality
control strategies. Recently, Kostami and Rajagopalan (2014) examine the trade-offs between quality,
speed, and price in a monopoly setting, using queueing theory and convex optimization.
In this paper we take the interplay of quality and production optimization one step further by also
considering the effects of these decisions on the market size of a company. In Section 2, we describe a
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single stage, make-to-order manufacturing system whose market comprises regular and occasional
customers. In Section 3, we investigate the optimal quality control policy which maximizes the average
profit rate of the system based on exact knowledge of the current market state (numbers of regular and
occasional customers) and the current backlog (number of unfilled orders). In Section 4, we propose a
heuristic quality control policy that is easily implementable in the absence of information about the market
status. Finally, Section 5 presents a numerical comparison between the two polices and Section 6
concludes.

2

Problem description

Consider a single-stage production facility that produces a single product and is working only when
there are unsatisfied orders (make-to-order system). Suppose that the market size M is known and constant.
The M customers are divided in two distinct classes: the class of regular customers, denoted k 1, and the
class of occasional customers, k 2. In the simplified problem examine herein, we assume that customers
awaiting service have no memory of their previous state and, accordingly, all waiting customers become
unclassified. Thus, the total number of customers M is the sum of three variables:
x
number of regular customers in orbit,
y
number of customers waiting for service,
y number of occasional customers.
Customers arrive according to Poisson processes and each customer requests one unit of product. Each
customer has a class-dependent mean demand rate, k, k 1, 2, where 1 > 2. Processing times are
independent random variables exponentially distributed with mean 1/ . Each outgoing product has a
quality level i (i = 0, 1, …, I, with quality decreasing as i increases) with corresponding probability pi.
When the system produces one item, it may either sell it to the first waiting customer in the queue or scrap
it. When a product of quality level i is sold to a customer, then this customer will eventually be satisfied
with (conditional) probability si or dissatisfied with the complementary probability. Satisfied customers
join the regular class while dissatisfied ones become occasional customers. We assume that high quality
items have higher satisfaction probabilities, thus, s0 > s1 > … > sI.
The overall performance measure of the system is the mean profit rate. This quantity depends on the
sales rate (system’s throughput), the costs of rejected items, and the backlog costs. We consider three
economic parameters:
r profit from selling a product to a customer,
c unit rejection cost (cost for scrapping an item),
b unit backlog cost per order and per time unit.
The state of the system is described by the pair (x, y) with state space Z {(x, y)|x 0, 1, …, M and y =
0, …, M x}. It is obvious that M x + y. At each production epoch we make a selling decision (x, y, i),
where (x, y, i) = 1 if an item of quality level i produced in state (x, y) is sold to the first customer in the
queue (y > 0) and (x, y, i) =0 otherwise. When an item is scrapped the state of the system doesn’t change.
When we sell an item, y decreases by one and x either increases by one if the customer is satisfied with the
item’s quality or remains the same if the customer is not satisfied.
The system evolves through time driven by two types of events: order placement by a type k customer
(k = 1 for regular or k = 2 for occasional customers), and production of a quality i item. By using the
uniformization technique (Bertsekas 1995, Sennott 1999) we formulate the problem as a Markov decision
process. The fixed size of the market, M, bounds the state space and ensures stability of the system. We
uniformize the continuous time resulting Markov chain using the maximum transfer rate v = M 1 + , (or
uniform rate of event occurrence). Following the standard stochastic dynamic programming approach, we
define Vk(x, y) as the total expected profit over the first k events (or decision stages) when the initial state is
(x, y). Then the Bellman equations for the optimal total expected profit over the first k + 1 events are:
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for k > 0 and (x, y) Z, where V0(x, y) 0 for every (x, y) Z. The optimal long-run average profit
function can be approximated numerically by the value iteration algorithm as stated in the following
proposition (Puterman, 1994).
Proposition 1: Suppose that every average optimal stationary deterministic policy has an aperiodic
transition matrix, then the long-run average profit rate J* is given by
J* = lim V k ( x , y ) V k 1 ( x , y )
k

for every (x, y)

Z and for any V0(x, y).

A state is said to be aperiodic if returns to this state can occur at irregular times. In our system the
transition matrix of every policy is aperiodic because the probability that the system remains in the current
state is positive regardless of the decisions made.

3

Investigation of the optimal control policy structure

In this section we present some numerical examples in order to investigate the structure of the optimal
policy. By using a value iteration algorithm and equations (1)–(7), we compute the optimal average profit
rate and the optimal control policy.
The test case used for numerical experiments has the following parameter values: M = 50, 1 1, 2
55, r 4, c 4, b = 0.35 and eight levels of quality (i = 0, …, 7). The quality of every produced
0.1,
item is determined by the absolut deviation of the value of a certain quality characteristic Y from a target
value t. We assume that Y follows the normal distribution with mean value equal to the target t = 10 and
variance 2 = 1. We also assume a linear relationship between quality and satisfaction. To determine the
probabilities of producing a quality i item, pi we have divided the region [t 3 , t + 3 ,] into 8 equal
segments. The corresponding production and satisfaction probabilities are presented in Table 1.
Table 1. Production and satisfaction probabilities for the test case examined.
1
2
3
4
5
6
7
quality level i 0
0.261 0.234 0.188 0.135 0.087 0.050 0.026 0.019
pi
0.890 0.779 0.668 0.556 0.444 0.333 0.222 0.111
si
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In Fig. 1 we present the optimal policy for this system when the item produced is of quality level 6 and
7 (recall that quality is decreasing as level i increases). For all other quality levels the optimal decision is
(x, y, i) = 1, for all pairs (x, y) of system states. This result is quite reasonable: it is worth scrapping
products only if their quality is of rather poor. In addition, from Fig. 1 we see that as the quality drops the
states where it is optimal to reject an item increase and the area of acceptance decisions shrinks. Yet, even
for the worst quality level, there is a region of states with many waiting customers (y > 21) where it is
optimal to sell low-quality products. For the record, the value iteration algorithm, returned as optimal mean
profit rate J* = 51.255383.

Quality level 6

Quality lev el 7

60

60

50

50

40

40

x 30

x

30

20

20

10

10

0

0

1

6

11

16

21

26

31

36

41

1

46

6

11

16

21

y

26

31

36

41

46

y

Figure 1. Optimal policy (x, y, i) for the two worst quality levels, i

6, 7.

Next, we examine how sensitive the optimal policy is to changes in parameter values. First we used
four different values for the revenue parameter r. The left graph of Fig. 2 shows the switching curves of the
the optimal policy for quality level 6. The areas on the left of each switching curve correspond to optimal
scrapping decisions while the areas on the right are optimal selling decisions of quality 6 items. Obviously,
as the revenue value increases, the number of states for which scapping is optimal within a certain quality
level increase as well. This is quite reasonable, considering that as the revenue increases, it also increases
the possible cost we might have from losing a customer due to dissatisfaction. For the same quality level
we investigate how sensitive the optimal policy is to the changes of rejection cost value c. The right graph
of Fig. 2 suggests that as the rejection cost decreases scrapping becomes more appealing, a result that
agrees with intuition.
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Figure 2. Optimal policies for different revenue and rejection cost values.
Continuing the sensitivity analysis we examine how the unit backlog cost b and order arrival rate of
regular customers 1 influence the optimal policy. We used five different values for the unit backlog cost b,
and four different values for the order arrival rate for regular customers 1. In Fig. 3 we present the optimal
policies returned for quality level 7. In the case of b, we see that while b decreases scapping decisions are
more often optimal than not, which is something we expect since a smaller backlog cost gives the
opportunity to scrap an item if it happens to be of a rather low quality, while a higher backlog cost tends to
makes it more urgent to fill orders as soon as possible regardless of low quality. In the case of 1, we also
see a sensitivity of the optimal policy. As the order arrival rate for the regular customers increases
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scrapping becomes optimal for more states because the system has enough capacity ( >>
sustain repeated item rejections and keep most of its customers satisfied (and regular).
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Figure 3. Optimal policies (x, y, i) for different b an

1

values.

During the experiments the impact of the production rate and the order arrival rate
policy was also examined, even though not reported here due to space limitations.

4

2

on the optimal

Analysis of a simple heuristic policy

In the numerical investigation presented above we have seen that the optimal policy does not have a
simple structure, meaning that, apart from the quality level of the item produced, it also depends on the
state of the system (number of regular customers and number of unfilled orders). Nevertheless there are
some cases where the optimal policy seems to degenerate to a threshold-type policy. For example, there
were cases where the optimal policy seemed to depend only on the quality level and not on the system
state. That is, we accept all the items up to a certain quality level and scrap the rest, for most if not all states
(x, y). In these cases the numerical results justify the use of threshold-type policies for ease in the
implementation. In the sequel, we assume that q I is a quality level above which all items are rejected.
When the system operates under this threshold-type quality control policy, it can be modeled as a
closed queuing network (CQN). In a way to verify the legitimacy of our models we have compared the
results from those two approaches. Simultaneously we had the chance to ascertain whether this approach
can be used generally as a simple but efficient alternative to the optimal policy. The equivalent CQN,
shown in Fig. 4, has three nodes. Node 0 represents the production facility and has one production station
with exponentially distributed production times with mean 1/ . Node 1 represents the regular customers
generator and has as many servers as the number of customers in its queue with exponentially distributed
processing times with mean 1/ 1. Finally, node 2 represents the occasional customers generator and has as
many servers as the number of customers in its queue with exponentially distributed processing times with
mean 1/ 2.
Suppose that, at some time instant, the number of items in node k is nk, k 0, 1, 2. This CQN has a
constant population of M, so we have that n0 + n1 + n2 = M. By the memoryless property of the exponential
distribution, the evolution of the system is independent of past states given the current state (n0, n1, n2) and
it is described by a Markov chain. When node 0 produces one item, the item’s quality i is identified by
ispection and if i > q (low quality) then it is rejected and the machine starts producing a new item. In
essence, this is the same as if the scrapped item returns to node 0. On the other hand, if the produced item is
of acceptable quality level, the item leaves node 0 (meaning that we sell the item to a customer and n0 is
reduced by 1). In general, with probability p01

q
i 0

pi si the first customer in node 0 is routed to node 1

(satisfied customer becomes a regular customer); with probability p02

q
i 0

pi (1 s i ) the customer goes to

node 2 (dissatisfied customer becomes an occasional customer); with probability p00 pq+1 + … + pI the
item is scrapped and the customer stays in node 0. Node 1 produces items (orders) that go directly to node
0 with rate n1 1, and likewise, node 2 produces items (orders) that go directly to node 0 with rate n2 2.
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Figure 4. Production system.
We define the throughput of node 1, TH0, and the average number of items in node 0, B. We also know
the routing probabilities pkj and the service rates k of the nodes. Let
[pkj] be the matrix of routing
probabilities and U [U0 U1 U2 ] any nonnegative solution of the system of linear equations U U . The
vector U is positive and is determined only within a multiplicative constant, so we are free to choose any
convenient normalization for the Ui (e.g., U0 1 or U0 + U1 + U2 1). We define ak(nk) as the number of
occupied servers in node k. We have that a0(n0) = 1 since in node 0 there is only one server, while for nodes
1 and 2 we have a1(n1) = n1 and a2(n2) = n2. Next, we recursively calculate k(nk) = ak(nk) k(nk 1), where
1, and k(nk) nk! for k 1, 2. In equilibrium, the probability that the
k(0) = 1. It turns out that 0(n0)
system will be in the state (n0, n1, n2) is given by (see e.g. Buzen 1973)
nk
2
1
k
P(n0, n1, n2)
G ( M ) k 0 k ( nk )
where k Uk/ k, 0 = U0/ , 1 = U1/ 1, 2 = U2/ 2, and G(M) is is a normalization constant given by
nk
k

2

G(M)
n0 n1 n2 M

The probability P0(y) of n0

k 1

k

( nk )

.

y customers awaiting service in node 0, is given by
P0 ( y )
P( y, n1 , n2 ) .
n1 n2 M y

Having estimated the distribution of items in node 0 we may evaluate the average number of pending
M
orders B which is equal to B
yP0 ( y) . We also have that TH0 = U0G(M 1)/G(M). The average profit
y 0
rate J is then given by
J = rTH0(1

p00) – bB – cTH0p00.

The profit rate given above corresponds to a specified quality threshold q. A procedure for finding the
optimal q is outlined next. We initialize the optimal policy, setting J* – and the quality threshold q 0.
Then, while q I, we proceed as follows: (1) For a given q, we compute p00 pq+1 + …+ pI, p01 p0s0 + …
pqsq, p02 p0(1 – s0) + … + pq(1 – sq), the equilibrium probabilities and the corresponding J. (2) If J < J*,
then we set J* J and q* q. (3) We set q: q + 1, and repeat the above steps until all q I have been
evaluated. The optimal pair is (q*, J*).

5

Numerical results

In this section, we numerically evaluate the performace of the proposed threshold policy and compare it
with the optimal policy. The idea is to investigate whether the heuristic policy could be used as a profitable
alternative or even a good approximation of the optimal policy, despite its different structure.
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Table 2. Comparison of the examined policies for various parameter values.
Parameter values
1

c

2

r

Optimal policy
b

1

0.1

55

4

4

0.35

1

0.1

55

4

4

0.45

1

0.1

55

4

4

0.6

1

0.1

55

4

4

0.8

1

0.1

55

4

4

1.1

1

0.1

55

4

4

1.35

1

0.1

55

4

2.5

0.35

1

0.1

55

4

3

0.35

1

0.1

55

4

3.5

0.35

1

0.1

55

4

4.5

0.35

1

0.1

55

4

5

0.35

1

0.1

55

4

5.5

0.35

1

0.1

55

4

6

0.35

1

0.1

55

2.2

4

0.35

1

0.1

55

2.5

4

0.35

1

0.1

55

3

4

0.35

1

0.1

55

3.5

4

0.35

0.8

0.1

55

4

4

0.35

0.9

0.1

55

4

4

0.35

1.1

0.1

55

4

4

0.35

1.4

0.1

55

4

4

0.35

1

0.08

55

4

4

0.35

1

0.12

55

4

4

0.35

1

0.15

55

4

4

0.35

1

0.2

55

4

4

0.35

1

0.1

45

4

4

0.35

1

0.1

50

4

4

0.35

1

0.1

60

4

4

0.35

1

0.1

65

4

4

0.35

1

0.1

55

3.5

4

0.35

Policy structure

Threshold policy

Average profit

Average profit

Quality threshold

51.255383

51.165181

level 5

51.221129

51.131003

level 5

51.169754

51.079778

level 5

51.101278

51.011384

level 5

50.998663

50.908852

level 5

50.913222

50.823410

level 5

11111111

31.770630

31.719964

level7

11111111

38.145716

38.084875

level7

44.649882

44.575442

level 6

57.998738

57.896663

level 5

64.772343

64.642366

level 4

71.859395

71.718639

level 4

78.949696

78.794912

level 4

53.891926

53.424611

level 3

52.836943

52.733324

level 4

52.087461

51.985423

level 4

70.723484

70.555552

level 3

48.989474

48.913564

level 6

50.202982

50.116805

level 5

52.150325

52.056024

level 5

54.177700

54.073082

level 5

42.697024

42.617049

level 5

59.191805

59.099059

level 6

70.133711

70.033063

level 6

86.084805

85.982183

level 7

51.106237

51.016541

level 5

51.190849

51.100905

level 5

51.306170

51.215759

level 5

51.347163

51.256585

level 5

51.576829

51.486063

level 5

11
111111
00
11
111111
00
11
111111
00
11
111111
00
11
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00
11
111111
00
1
1111111
0
1
111111 0
0
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11111 0
00
11
11111 0
00
1
11111 00
0
11
1111 00
00
11
1111 00
00
11
11111 0
00
11
1111 00
00
1
1111111
0
11
111111
00
11
111111
00
11
111111
00
1
111111 0
0
1
1111111
0
1
1111111
0
11111111

11
111111
00
11
111111
00
11
111111
00
11
111111
00
1
111111 0
0

In all numerical experiments the total number of customers is M = 50. We use eight distinct quality
levels, the same distribution for the production probabilities pi as in Section 3, and same conditional
probabilities si as in Table 1. Table 2 shows the remaining parameter values and the corresponding optimal
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policies. The column ‘Policy structure’ describes the optimal policy for each problem instance. For quality
levels close to 0 and, in about half of the cases studied, close to 7 the optimal decision is, respectively, to
accept (1) and reject (0) the item regardless of system state (x, y). Quality levels for which the optimal
decision depends on (x, y) are shown in Table 2 with both 0 and 1. From the results we observe that the
threshold of the optimal heuristic policy always coincides with the last quality level that returns 1 as the
optimal decision for every system state in the optimal policy. Moreover, the mean profit rates of the two
policies differ by less than 1%.
Thus, for the data sets used in this study, the proposed policy seems to be a very good approximation of
the optimal policy. Also in contrast with the two-dimensional value iteration algorithm of Section 2, the
heuristic policy requires a simple line search with just I+1 points (0, …, I).

6

Conclusions

In this paper we have used dynamic programming and queueing theory for modelling the dynamics of
quality in production and the way it affects customer satisfaction, market share and profitability. By using
dynamic programming we have investigated numerically the structure of the optimal quality control policy.
For situations in which this approach is not that easy to implement, a simple threshold-type control policy
is proposed, which has reasonable computational requirements and appears to be a good aproximation of
the optimal policy.

References
Albrecht, K., R. Zemke. 1985. Service America! Warner Books, New York, NY
Anderson, E. W., M. Sullivan. 1993. The antecedents and consequences of customer satisfaction for firms.
Marketing Science 12(2) 125-43.
Anderson, E. W., C. Fornell, D. R. Lehmann. 1994. Customer satisfaction, market share and profitability.
Journal of Marketing 58(2) 53-66.
Bertsekas, D. P. 1995 Dynamic Programming and Optimal Control - Vol 2. Athena Scientific, Belmont,
MA.
Buzacott, J. A., J. G. Shanthikumar. 1993. Stochastic Models of Manufacturing Systems. Prentice Hall,
Englewood Cliffs, NJ.
Buzen, J. P. 1973. Computational algorithms for closed queueing networks with exponential servers.
Communications of the ACM 16 527-531.
Fornell, C., B. Wernerfelt. 1987. Defensive marketing strategy by customer complaint management: a
theoritical analysis. Journal of Marketing Reasearch 24 337-46.
Fornell, C., B. Wernerfelt. 1988. A model for customer complaint mangement. Marketing Science 7 27186.
Gershwin, S., I. Schick, I. 2007. A taxonomy of quality/quantity issues in manufacturing systems. Proc. 6th
Conference on the Analysis of Manufacturing Systems. Lunteren, The Netherlands.
Ioannidis, S., V. S. Kouikoglou, Y. A., Phillis. 2004. Coordinating quality, production and sales in
manufacturing systems. International Journal of Production Research 42(8) 3947-3956.
Ittner, C. D., D. F. Larcker. 1998. Are non-financial measures leading indicators of financial performance?
An analysis of customer satisfaction. Working Paper, University of Pennsylvania.
Kostami, V., S. Rajagopalan. 2014. Speed-quality trade-offs in a dynamic model. Manufacturing and
Service Operations Management 16(1) 104-118.
Kouikoglou, V.S., Y. A. Phillis. 2002. Design of product specifications and control policies in a singlestage production system. IIE Transactions 34 590-600.
Oliver, R. 1997. Satisfaction: A Behavioral Perspective on the Customer. McGraw-Hill, New York, NY.
Puterman, M.L. 1994. Markov Decision Processes: Discrete Stochastic Dynamic Programming. Wiley,
New York, NY.
Rust, R. T., A. J. Zahorik. 1993. Customer satisfaction, customer retention, and market share. Journal of
Retailing 57(3) 25-48.
Sennott, L. I. 1999. Stochastic Dynamic Programming and the Control of Queueing Systems. Wiley, New
York, NY.

102

10th Conference on Stochastic Models of Manufacturing and Service Operations (SMMSO 2015)

Evaluation of case-pack sizes in grocery retailing
using a Markov Chain approach
Heinrich Kuhn
Catholic University of Eichstaett-Ingolstadt, heinrich.kuhn@ku.de

Thomas Wensing
Catholic University of Eichstaett-Ingolstadt, thomas.wensing@ku.de

Michael G. Sternbeck
Catholic University of Eichstaett-Ingolstadt, michael.sternbeck@ku.de

The paper focuses on the impact of case-pack (CP) sizes on the instore operations of grocery retailers. The
CP corresponds to the smallest possible order size and determines the possible granularity of order sizes
with a high impact on instore operational costs. A precise discrete Markov Chain (MC) model is developed
quantifying the relevant instore logistics processes. It is assumed that the stores replenish their inventories
by a periodic review reorder inventory policy, i.e. (r, s, nq) policy. We apply the MC model on a real case
study of a retail chain that operates almost 3,000 stores in Europe and determine cost-optimal CP sizes
for several distinctive product-store combinations. In the vast majority of cases the model suggests that
substantial cost improvements can be achieved by changing current CP sizes.
Key words : Retailing; Case-pack size; Store operations; Inventory management; Discrete Markov Chain

1.

Introduction

The paper focuses on the impact of case-pack (CP) sizes on the instore operations of grocery
retailers. The CP size defines the number of consumer units that are bundled into one order and
distribution unit for supplying the individual stores of a retail chain from its regional or central
distribution centers (DCs). The CP, therefore, corresponds to the smallest possible order size and
determines the possible granularity of order sizes with a high impact on instore operational costs.
Dimensioning CP sizes is one of the midterm planning problems in grocery retailing (see Hübner
et al. 2013) which is considered to be so important that the standardization organization in retail
and consumer goods industries, GS1, recently founded its own working group on CP dimensioning
(GS1 Germany GmbH 2011). Moreover, its importance is reflected in both more intensive negotiations between retailers and manufacturers about CP sizes and the establishment of unpacking lines
in retail DCs to create retail-designed order packaging quantities to supply the stores (Sternbeck
2014).
The aim of the paper is to formulate an evaluation model quantifying the relevant instore logistics
costs related to the chosen CP sizes. The contribution is organized as follows. In Section 2 we explain
the considered instore operational processes and the underlying inventory policy. In addition, we
motivate our study with the help of a simulation-based example. In Section 3 we present literature
that relates to our problem. The analytical model is presented in Section 4. We show how to solve
the analytical problem in Section 5 and discuss a case study in Section 6.

2.

Instore Process and Inventory Policy

The considered instore activities affected by the chosen CP sizes are illustrated in Figure 1.
The first activity in the store is filling the shelf with the products delivered from retail DCs.
Each CP on the loading carrier results in efforts related to identifying, searching for and handling
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Figure 1

Instore activities

products. Store employees grab the case from a pallet or a roll cage and identify the stock keeping
unit (SKU). After that, the right slot on the shelf has to be found and the slot is filled either until
space is exhausted or all units of the CP are stocked (Sternbeck (2014)).
When the new deliveries do not fit onto the shelves, so called “overflow inventory” (Eroglu et al.
2013, Atan and Erkip 2015) has to be brought into the store’s backroom and stored temporarily
until more shelf space becomes available due to consumer purchases. This event is considered
the source of several problems. First, there are costs for the handling processes that have to be
carried out, mainly internal instore transportation, sorting and searching, backroom management,
and refilling activities (Eroglu et al. 2013). Second, backroom inventory and handling increase the
operational complexity, which may result in inventory inaccuracy leading to a decreasing quality
of store orders (DeHoratius and Raman 2008). That is why, third, backroom usage may also lead
to higher out-of-shelf rates (Ehrenthal and Stölzle 2013, Gruen et al. 2002).
For our analysis, we will consider the case that time and dimensioning of replenishments is
decided on by an automated system applying a replenishment policy on forecasts or other principles
that are based on the analysis of a certain data history. Typically, the underlying policy used by
such systems can be considered a special version of the (r, s, nq) policy (see Kuhn and Sternbeck
2013), which can be found in textbooks like Hadley and Whitin (1963), Axsäter (2006) and more
recently Tempelmeier (2011).
The retail version of the (r, s, nq) policy works as follows. The replenishment system may place
orders to the DC on a subset of weekdays or even on all of them if it is a large store. Each reorder
period, the system checks whether the relevant inventory has dropped below the reorder point s,
which can differ from subperiod to subperiod in our setting. If so, the system will order n CPs of
size q so as to raise the relevant inventory above s. Note, that retail stores may be replenished in
unequal distances of time but on a certain subset of days of the week, e.g., Monday and Friday.
This results from a predefined delivery pattern (see Sternbeck and Kuhn 2014).
Applying this replenishment policy means that the inventory position is reviewed according
to the order and delivery pattern applied for the specific product-store combination. Only if the
inventory position at the time of ordering is below the reorder level, an order is created to raise the
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inventory position back to or just above the reorder level. This implies that the minimal number of
CPs is ordered that brings the inventory position just back to the reorder level. Of course, the mean
and maximum overshoot of the inventory position above the reorder level is dependent on the CP
size applied. This explains the dependency of backroom operations on CP sizes. As store inventory
levels are impacted, inventory holding costs are dependent on CP selection as well. Moreover, retail
stores frequently include so-called display stocks into their inventory calculus, so that they actually
try to configure their replenishment system as to always maintain a certain number of items per
SKU on the shelf so that the customers will most probably find a store well equipped with goods
and no empty shelves.
A simulation-based example illustrates the dependency of instore handling on the CP size
applied. For one food SKU in one store, we conducted an experiment with real sales and rolling
forecast data. The specific store is supplied three times per week (Monday, Wednesday, Friday).
The current CP applied contains 12 customer units (CUs) and corresponds to the shipping box
offered by the manufacturer. Total shelf space allocated to this SKU in the store analyzed amounts
to 14 CUs (i.e., two facings with a shelf capacity of 7 CU per facing). Figure 2 (q = 12) exhibits
the instore development of physical inventory realized in the year 2011 (sales floor and backroom).
Whenever the store was supplied with this SKU, free shelf space was not sufficient to accommodate
all products delivered.
In a simulation experiment, we cut the current CP in half and ran the experiment with an CP
size of 6. Figure 2 (q = 6) shows that in this case the number of units that have to be stored in
the backroom was reduced substantially by 79.5 % – of course accompanied by a higher productspecific delivery frequency, which does not imply more trucks arriving at the store in this case as
the delivery cycle from DC remains unchanged. In this experiment and with cost data provided
from the retailer, total instore logistics costs for this specific SKU were reduced by almost 48 %.
This introductory example illustrates that dimensioning the CP size can be one way to tackle the
problem of costly backroom handling.
q = 12

Figure 2

3.

q=6

Physical inventory development of one SKU-store combination

Literature

Optimum CP sizes from the perspective of the entire internal retail supply network – consisting of
DCs, transportation and stores — have been studied by Wen et al. (2012). The authors develop a
cost-minimization model for the discrete selection of packaging units within the packaging hierarchy
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offered by suppliers, i.e., the selection between cases (supplier shipping box), inners (sub-packaging,
when applicable) or customer units (CU). Seven cost components are included in the model derived:
fixed store order costs, DC costs of replenishing the picking area, DC picking costs, store receiving
costs, store extra handling costs of overflow inventory, and store and DC inventory costs. With
regard to our approach, instore operations are only reflected in very general terms.
Considering the instore perspective, Sternbeck (2014) develops a model to determine appropriate
CP sizes based on a cost model that integrates fixed and variable initial stacking costs, refilling
costs from the backroom and inventory holding costs. The approach is based on classical approaches
to analysis of the (r, s, nq) inventory policy without taking into account the subperiod structure
of the problem that we examine. In its context, the paper generates relevant insights into how CP
sizes affect instore operations and how retailers could set CP sizes appropriately.
Regarding the literature on general inventory theory, the periodic review reorder point (r, s, nq)
policy was first studied by Hadley and Whitin (1963), who also connect it to the more elementary
doctrines of the periodic-review order-up-to and continuous review reorder point policy. While
many works since then have considered the latter two policies, less attention has been paid to the
(r, s, nq) policy in spite of its wide application in retail replenishment systems. Customer waiting
times as an important performance indicator are analyzed by Kiesmüller and de Kok (2006) and
also Tempelmeier and Fischer (2010) for (r, s, nq) systems with different specific assumptions.
Regarding costs, Larsen and Kiesmüller (2007) determine optimal s levels when r and q are given,
and Shang and Zhou (2010) suggest heuristical and optimal procedures to configure all three policy
parameters.
No theoretical study so far has considered our version of the replenishment policy that distinguishes subperiods within a planning cycle. Instead of adapting classical approaches of inventory
theory to obtain approximate results, we substantially fill this gap by introducing an exact Markov
Chain approach.

4.

Analytical Model

4.1. Inventory System Outline
The physical outline of the store inventory system examined is as follows. Products are presented
to the customers on a shelf with limited shelf space SP . Supply that does not fit onto the shelf
is taken to the backroom. We assume that backroom’s storage capacity is not limited, and that
the staff will frequently transfer backroom stock to the shelf during opening hours avoiding that
a product is in store but not on the shelf. The service goal is to fulfill a certain shelf availability
of a product. Shelf availability α is quantified as the probability that the inventory level I of a
product is equal to or above a certain display stock, DS, on the shelf at the end of an order cycle,
α = Pr(I ≥ DS). The display stock is regularly set for presentation purposes, but it also has an
effect as (additional) safety stock, since it is of course also used to satisfy customer demand. Thus,
the product availability is even higher than the defined service level may suggest. However, even
the display stock may be exhausted. In such cases we assume that customer demand will be lost
(lost-sales assumption).
4.2. Replenishment Policy
The replenishment process underlying the case study can be modeled as a generalized (r, s, nq)
policy. In the original version, an order may be issued every r periods, where the basic order
quantity q is ordered n times to increase the inventory position IP to s or above it, where n =
min{n∗ |IP + n∗ · q ≥ s} holds. Explaining this in words rather than mathematical symbols, the
smallest available amount is ordered in each order issue period that will raise IP to at least the
order level s, where IP in our case is defined by the sum of the physical inventory I plus the
amount of outstanding orders O.
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While r and s are integer or real numbers in the original version, we replace them by an
order issue period indication vector R = (r1 , r2 , ..., r|P | ), rp ∈ {0, 1} and a reorder point vector
S = (s1 , s2 , ..., s|P | ), sp ∈ Z+ to allow for specific order patterns during the planning cycle. For
example, if the store can issue replenishments on Monday, Wednesday and Saturday, this leads to
R = (1, 0, 1, 0, 0, 1) in a six-day week and accordingly configured order levels S. (Note: Monday is
assumed to be the first day of a week.) Parameter q corresponds to the CP size and lead times
also take on the form of a vector L = (l1 , l2 , ..., l|P | ). Without loss of generality, we assume that
only one order may be outstanding at the same time. This assumption is naturally not suggested
by the modeling or solution approach, but it leads to a much clearer presentation. Finally, we also
track the demand D = (D1 , D2 , ..., D|P | ) down to a pattern level, where we assume that the demand
distribution of each period, Dp , p ∈ P is independent of the others.
This type of policy is implemented in the system behind the emprical study that we discuss in
Section 6, and as to our experience, it is widely applied for managing inventories in retail stores.
4.3. Cost Drivers
We consider five cost drivers reflecting the store’s logistics efforts and, if necessary, the consequences
of unsatisfied demand.
• Physical inventory (I) at the end of a period
• Undershooting of display stock (U ) at the end of a period
• Backroom inventory (B) at the end of a period
• Backroom activity (A) at the beginning of a period
• Case-pack (CP) handling (H) at the beginning of a period
The amount of physical inventory (I) is the basis for calculating inventory holding costs, i.e., the
cost of capital that is tied up in products. Undershooting of display stock (U ) indicates violation of
the service desired that is expressed by display stock on the shelf to ensure an attractive appearance
in the salesroom to generate a favorable shopping atmosphere (see Abbott and Palekar 2008).
Backroom inventory (B) represents the basis for variable backroom handling efforts per single
consumer unit, especially positioning and sorting of items, and taking them to the sales room when
needed. Thus, the amount of backroom inventory accounts for repeatedly removing of products
from the backroom to refill the shelves as soon as demand has created new space. Backroom
activity (A) is the basis for event-based costs of intermediately storing products in the backroom.
It comprises efforts of once bringing excess supply to the backroom. CP handling (H) accounts for
the effort for searching for, picking and putting a CP on the shelf, either as a whole or a fraction
of it.
4.4. State of the Inventory System
To evaluate the cost drivers for a particular situation and apply the repenishment policy, we
need to know the current period of the planning cycle, the physical inventory, and the number of
outstanding orders. The physical inventory and the number of outstanding orders are respectively
related to the end of a period. These variables completely describe the state of the inventory system
for our purposes. We therefore derive the cost drivers as stated below:
• Physical inventory I is one of the three variables for describing a system state.
• Amount of undershooting display stock is designated by U := max{0, DS − I }.
• The backroom inventory is designated by B := max{0, I − SP }.
• Backroom activity A is 1 (i.e., occurring) in an order arrival period if I + O > SP in the
previous period, and 0 otherwise. For simplicity reasons we identify the backroom activity in the
period right before it takes place, since the event is predetermined at the end of the previous period.
• Case-pack (CP) handling H in an order arrival period is quantified by Oq , and 0 otherwise.
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4.5. Cost Function
Once we can quantify the five influencing cost drivers for each period, we can calculate the resulting
total expected instore logistics costs per period of a product:
E{C } = ci · E{I } + cu · E{U } + cb · E{B } + ca · E{A} + ch · E{H }

(1)

The relevance of the five influencing cost drivers is derived from common projects with retailers
and a preceding empirical study (see Kuhn and Sternbeck 2013). Quantification of the parameters applied in the subsequent case study (see Section 6) was recently conducted together with
operations managers of the case company.

5.

Markov Chain Model

5.1. States
The model considers each product-store combination independently. The following states of a
discrete Markov Chain can then be defined: (p, i, o), with p being the current period of the planning
cycle, i symbolizing the latest physical inventory level, and o representing the amount of outstanding
orders. Knowing the probability distribution of the state space, the cost drivers defined above can
be quantified.
Since lead times are assumed to be deterministic and we only allow one order to be outstanding
at the same time, we know that an outstanding order will always arrive in the next order arrival
period.
5.2. Transitions
As time shifts from one period to the next, three types of event change the state of our system.
• A. A replenishment order arrives.
• B. Customer demand occurs; this is the only probabilistic event.
• C. A replenishment order is issued.
While demand may occur in every period, the other two events only occur in specific periods,
depending on the predefined replenishment periods, R, and the given lead time vector L. Four
types of transition therefore result, where p2 denotes the next period after p1 either in the same or
the next cycle:
• Only demand can occur [-,B,-]: State (p1 , i, o) will change to (p2 , max{0, i − d}, o) with
probability Pr(D2 = d); o equals 0 if no order is outstanding
• A replenishment order arrives and demand can occur [A,B,-]: State (p1 , i, o) will
change to (p2 , max{0, i + o − d}, 0) with probability Pr(D2 = d).
• An order is issued and demand can occur [-,B,C]: State (p1 , i, o) will change to
(p2 , max{0, i − d}, o∗ ) with probability Pr(D2 = d), where o∗ = n · q, n = min{n∗ |i2 + n∗ · q ≥ sp2 }
with i2 = max{0, i − d} according to the replenishment doctrine.
• An order is issued, an order arrives and demand can occur [A,B,C]: State (p1 , i, o) will
change to (p2 , max{0, i + o − d}, o∗ ) with probability Pr(D2 = d), where o∗ = n · q, n = min{n∗ |i2 +
n∗ · q ≥ sp2 } with i2 = max{0, i + o − d} according to the replenishment doctrine.
A more detail description of the Markov Chain model can be found in Wensing et al. (2015).

6.

Case Study

To illustrate the use of our approach, we apply it to a real-world test set involving six products at
eight grocery stores of a retail chain that operates around 3,000 stores in Europe. We compare the
currently used CP sizes with optimized ones.
For each product and store we consider the complete 2013 sales data and interpret the relative
frequencies as discrete distributions to use in our analytical approach. Delivery patterns, display
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stock, shelf space and also the present CP size are contained in the data. Finally, the reorder points
sp , p ∈ P are set such as to ensure that the display stock will not be undershot in α = 70 % of order
cycles.
Table 1 depicts in the first row the CP sizes of all products (1,2,..,6) that are currently valid for
all stores. In addition Table 1 shows the CP sizes that would be optimal for each store (A,B,...,H).
We observe here that the optimum CP sizes differ between stores for the same product in most
cases. For some products the difference between the stores’ preferences is marginal, whereas, for
product 6, for example, store B would be best operated with a CP that is 6.5 times the size of
what would be optimal for store C.
Product
Current size
Optimized size
Store A
Store B
Store C
Store D
Store E
Store F
Store G
Store H
Table 1

1
32

2
12

3
32

4
6

5
16

6
12

21
34
26
23
30
16
29
11

13
15
18
21
16
10
18
21

13
18
26
19
23
18
25
24

3
4
4
4
2
4
5
4

39
49
45
37
43
45
46
31

5
13
2
6
4
5
4
6

Current and optimized case-pack (CP) size for each product-store combination

Table 1 shows also that the changes between the optimal CP sizes and those that are currently
in use point in the same direction in most cases. It appears to be beneficial for all stores to either
increase or decrease the CP currently in use. For the first product, we find the most ambiguous
situation: there is little need to adjust the CP size at three stores, while it may be beneficial for
the other five stores to reduce it by 6 to 21 units, i.e., by 19 % to 66 %.
Table 2 shows the cost savings potential when operating with the corresponding optimal CP
size. The CP size seems relatively appropriate for all stores considered only for product 2, whereas
we note significant cost savings potentials for the other products, especially for 3 and 5, and also
for the ambiguous case of product 1. Assuming that half of a retailer’s overall logistics costs occur
in the store as implied by the recent studies (Kuhn and Sternbeck 2013, van Zelst et al. 2009), the
figure underlines the value of properly dimensioned CPs.
Product
Store A
Store B
Store C
Store D
Store E
Store F
Store G
Store H
Table 2

1
55.7
1.5
30.9
56.4
14.1
58.3
9.5
84.7

2
0.3
1.2
5.4
12.9
2.3
1.5
4.6
12.4

3
63.0
47.6
23.8
57.9
60.1
42.5
25.4
19.8

4
47.1
5.6
43.9
29.4
19.6
32.6
25.2
26.9

5
41.4
35.0
35.0
38.0
40.0
44.2
42.9
30.0

Cost improvement of the optimal case-pack (CP) size compared to the current status in %
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6
14.0
1.7
20.0
40.0
19.8
6.2
15.1
22.1
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This paper presents a method to determine the exact inter-departure, inter-start and cycle time distribution
of closed queueing networks that can be modeled as Continuous-Time Markov Chains with finite state space.
The method is based on extending the state space to determine the transitions that lead to a departure or to
an arrival of a part on a station. Once these transitions are identified and represented in an indicator matrix,
a first passage time analysis is utilized to determine the exact distributions of the inter-departure, interstart, and cycle time. In order to demonstrate the methodology, we consider closed-loop production lines
with phase-type service time distributions and finite buffers. We discuss the methodology to automatically
generate the state space and to obtain the transition rate matrices for the considered distributions. We use
the proposed method to analyze the effects of the system parameters on the inter-departure, inter-start
time, and cycle time distributions numerically for various cases. The proposed methodology allows the exact
analysis of the inter-departure, inter-start, and cycle time distributions of a wide range of production systems
with phase-type servers that can be modeled as Continuous-Time Markov Chains in a unified way.
Key words : Inter-departure Time, Cycle Time, Inter-start Time, Markov Chains, First Passage Time
Analysis

1.

Introduction

In this paper, we present a method to determine the exact inter-departure, inter-start, and cycle time distributions of closed queueing networks subject to blocking that can be modeled as
Continuous-Time Markov Chains (CTMC) with a finite state space. Queueing networks are commonly used for modeling production and telecommunication systems. The inter-departure time
distribution gives valuable information about the variability of the output from a production system. Similarly, the flow variability in a queueing network can be analyzed by studying the inter-start
time distributions. The cycle time distribution reveals information about the variability of the
time a customer spends in the queueing network. Although there are numerous studies on the
performance analysis of production systems to determine their average performance measures, the
number of studies that consider the variability of the output, the variability of the cycle time, and
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the variability of flow is limited. Although the importance of studying these variabilities is noted
in the literature, analytical tractability is limited mainly due to the fact that the processes (e. g.
departure process) are not renewal in general queueing networks, see Wu and McGinnis (2013) for
a discussion on non-renewal departure processes. The special structure of the class of the queueing
systems analyzed in this study, namely Closed Queueing Networks (CQN) with phase-type servers,
allows us to analyze the inter-start, cycle time, and output variability analytically.
Furthermore, many approximation methods that are based on decomposition use simplified interdeparture time distributions of the flows in two-station subsystems that capture the inflow and
outflow dynamics in the station parameters. The method presented in this study allows us to determine the exact distribution, and therefore, can be used to evaluate the accuracy of approximations
used for cycle, inter-start, and inter-departure time distributions.
The method presented in this paper is based on expressing the inter-departure, inter-start, and
cycle time as the first passage time in a process that is generated from the original CTMC. In the
new process, the entry and exit states corresponding to the flow of a part between two specific
points in time are identified depending on the inter-event time of interest. After determining the
state of the system when a part completes its operation on a given station, the first passage time
to one of the states corresponding to the next part completion on the same station gives the interdeparture time distribution. Similarly, identifying the state of the system in which a part starts
its operation on a given station, the first passage time to one of the states corresponding to the
next processing start on the same station gives the inter-start time distribution. The cycle time
is also represented as a first passage time from the initial states where an arriving part starts its
operation to the final states where the same part finishes its operation at the last station. This
is done by extending the state space to track the position of each part on each station until the
work-in-process an arriving part sees in the system is depleted and the same part is processed at
the final station.
This general approach allows us to develop a two-stage method. In the first stage, we generate
the state space model of a given queueing network automatically. In the second stage, we use this
state space model to obtain the extended state space models for the inter-departure, inter-start,
and cycle-time distribution, and determine the exact distributions by using the first-passage time
analysis. The first stage is described in Lagershausen (2012). This paper focuses on the description
of the second stage.
Since the method is a state-space-based method, it is affected by rapid increase of states with
the number of stations and the buffer capacities as all the other state-space-based methods. Still,
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its ability to determine the exact inter-departure, inter-start, and cycle time distributions of closed
queueing models that can be modeled as CTMCs is its advantage compared to other methods
found in the literature.

2.

Methodology

We consider a closed queueing network subject to blocking that can be modeled as a ContinuousTime Markov Chain. There are K stations. Each station has a finite input buffer. The processing
time on each station has a phase-type distribution.
Based on the data collected on the service times from manufacturing systems, Inman (1999)
shows that service times have a variability lower than one. In order to model distributions with a
coefficient of variation unequal to one and additionally to carry out an exact analysis, we use phasetype distributions. These distributions can be used to approximate a wide range of distributions
(Neuts 1995).
The state of the system at time t is X(t) ∈ S. X(t) is a K-tuple where each element shows the
number of parts on a given station including its input buffer, its phase, and whether it is blocked
or not. Since the processing times have phase-type distributions, the process {X(t), t ≥ 0} is a
Continuous-Time Markov Chain. The corresponding infinitesimal generator or the rate matrix of
the process {X(t), t ≥ 0} is denoted with Q = {qi,j } . For i 6= j, qi,j is the transition rate from state
i to state j. Since a given number of parts circulate in the system, all states constitute a single
communicating class and, therefore, steady-state exists.
We consider the distributions of three different times between events: the departure of a part from
a station (inter-departure time), the start of the processing at a station (inter-start time), and the
departure of a part from the same station (cycle time). We determine the distributions of the time
between events from the first passage time distribution. In the next section, we present a general
methodology that is used for the inter-departure, inter-start, and the cycle time distribution.
2.1.

First Passage Time Analysis for the Distributions of the Inter-event Times

In our methodology we define a new process based on {X(t), t ≥ 0} to identify transitions that lead
to a departure from a station, to a processing start at a station or to the completion of the process
at the last station. In order to identify these transitions, the original state space S is duplicated.
That is the same state i in S appears twice for inter-departure and inter-start time distributions;
and it appears exactly the same number of times as the number of parts in front of an arriving part
for the cycle-time distributions. We then analyze the new process defined on an extended state
space that includes the states after a departure, a processing start, or completion of a part.
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The new process is denoted by {Xe0 (t), t ≥ 0} where e ∈ {d, s, c}; and d is used for inter-departure
time Td , s is used for inter-start time Ts , and c is used for cycle time Tc .
The process {Xe0 (t), t ≥ 0} includes entry states that are transient and exit states that are absorbing states. The process starts at one of the entry states where the inter-event time starts and
ends at one of the exit states where the current event of interest that is departure, arrival, or completion of a cycle time ends. The next event will start from this state that will be the entry state
for the analysis of the next cycle. In this representation, the inter-event time is the first-passage
time from an initial state to one of the exit states.
The rate matrix of the process {Xe0 (t), t ≥ 0} is denoted by Q0e , e ∈ {d, s, c}. When the states of
the process {Xe0 (t), t ≥ 0} are ordered as the transient states are followed by the absorbing states
depending on the type of the event, the rate matrix Q0e can be put in the form

Q0e =



Qe Re
0 0


(1)

where Qe is the infinitesimal generator submatrix for the transitions from the transient states to
other transient states, Re is the submatrix with elements that are the transition rates from the
transient states to the absorbing states, and 0s are zero matrices of appropriate sizes.
In our approach, the transitions that lead to the event of interest (e.g. a departure, processing
start, or cycle completion) are identified and represented in an indicator matrix Ge . The matrices
Qe and Re in Equation (1) are determined directly from the state transition matrix of the original
process Q and the indicator matrix Ge . In the next sections, we discuss how the indicator matrices
are determined for the inter-departure, inter-start, and cycle time distributions.
By using the steady-state probabilities of entering the entry states as the initial probabilities,
the inter-event time distribution can be determined from the steady-state first passage time distribution.
The initial probability vector with its ith element being the probability that the process starts
at state i at time τ is denoted with πeentry (τ ), e ∈ {d, s, c} . Similarly, the probability vector with
its ith element being the probability that the process is at state i at time t + τ is denoted with
πeexit (t + τ ), e ∈ {d, s, c}.
The probability vectors πeentry (τ ) and πeexit (t + τ ) satisfy the following differential equation:
d exit
π (t + τ ) = πeentry (τ )eQe t Re ,
dt e
114

e ∈ {d, s, c}.

(2)

Let πeentry = lim πeentry (τ ) and πeexit = lim πeexit (τ ) be the steady state probabilities. In the steadyτ →∞

τ →∞

state, the steady-state probabilities πeentry and πeexit satisfy
πeexit = −πeentry Q−1
e Re ,

e ∈ {d, s, c}.

(3)

The transition from one of the entry states to one of the exit states represents a new inter-event
cycle. In other words, we consider events that take place one after the other in a recurring way from
an entry state to an exit state, and then from this state that becomes an entry state to another
exit state and so on. However, we break this event cycle into inter-event cycles. This implies that
these exit states in the new event cycle are in fact the same as the entry states in the current cycle.
Consequently, the steady-state probabilities of entering the entry states are equal to the steadystate probabilities of absorption in one of the exit states. Then setting πeentry = πeexit in Equation
(3) yields

πeentry I + Q−1
e Re = 0,

e ∈ {d, s, c}.

(4)

Since the process enters in one of the states,
πeentry u = 1,

e ∈ {d, s, c}

(5)

where u is a column vector of ones. Then, πeentry is obtained by solving Equations (4) and (5).
The steady-state inter-event time probability distribution FTe (t) is given as
FTe (t) = 1 − πeentry eQe t u,

e ∈ {d, s, c};

(6)

and the steady-state probability density function of the inter-event time is given as
fTe (t) =

d
FT (t) = −πeentry Qe eQe t u,
dt e

e ∈ {d, s, c}.

(7)

The mean and the variance of the inter-event time, E[Te ] and V ar[Te ], e ∈ {d, s, c} are also
obtained directly from the matrices Qe and Re :
E[Te ] = −πeentry Q−1
e u,

e ∈ {d, s, c}

2
entry −1
V ar[Te ] = 2πeentry Q−2
Qe u ,
e u − πe

e ∈ {d, s, c}.

(8)
(9)

In the next section, we will define the indicator matrices Gd , Gs , and Gc for inter-departure,
inter-start, and cycle time distributions, respectively. Once the indicator matrices are determined,
the methodology presented in this section yields the exact distribution of the inter-departure,
inter-start and cycle time.
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2.2.

Inter-departure Time Distribution

The first passage time of the inter-departure time distribution is the time from the instant a part
departs from a station to the instant the next part departs from the same station. Note that
the inter-departure time distribution depends on the station where the output is observed. So, in
order to compute the inter-departure time distribution, we use Station k as the designated station
without loss of generality.
In order to define the inter departure time formally, we define a counting process for station
k, {Ndk (t), t ≥ 0}, Ndk (t) = 0, 1, 2, ..., associated with {X(t), t ≥ 0}. Ndk (t) is the number of parts
produced by Station k in the time period [0, t). The time instance Ndk (t) increases from n to n + 1
is denoted with tdk,n+1 . Considering the counting process, the inter-departure time of Station k is
the first-passage time from the state at time tdk,n to the state at time tdk,n+1 . The steady-state
distribution of the inter-departure time is the distribution of lim {tdk,n+1 − tdk,n }.
n→∞

In order to use the first passage time analysis, we duplicate all the states in S in the state space
of the new process {Xd0 (t), t ≥ 0}. In order to differentiate the duplicated states, we refer to them
as states in S ∗ . As a result, the state space of {Xd0 (t), t ≥ 0} is S ∪ S ∗ .
In the process {Xd0 (t), t ≥ 0}, the inter-departure time starts in one of the states in S where the
process enters upon the completion of a part on station k; and it is absorbed in one of the states in
S ∗ where the process enters after the completion of a part on station k. As a result, no transition
takes place from a state in S ∗ to a state in S.
In order to identify a departure event, let Gd = {gi,j } be an indicator matrix where gi,j is 1 if
a transition from state i to state j increases Ndk (t) by one and it is 0 otherwise. The elements
of Gd = {gi,j } are determined by checking certain conditions based on the states i and j of the
original state space. Namely, for each tuple (i, j) with a positive qi,j ,
• if a part completes its operation on station k in state i and it is not blocked in state j, or
• if station k is blocked in state i and it is not blocked in state j

then gi,j is 1. Therefore, the matrix Gd is completely specified by the rate matrix Q and the state
space S.
Once Gd is available, the matrices are determined by using Gd and the original generator matrix
of the queueing network Q as given below:
Rd = Q ◦ Gd

(10)

where (Q ◦ Gd )i,j = qi,j gdi,j is the element-wise product (Schur product) of matrices Q and Gd and
Qd = Q − Rd .
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(11)

The probability vector for entering the states, πdentry , is obtained by solving Equations (4) and (5)
after plugging Qd and Rd into these equations. With these expressions, the distribution function and
probability density function of Td , its expected value and variance are obtained from Equations (6)
to (9).
2.3.

Inter-start Time Distribution

The methodology described above for the inter-departure time distribution can be extended directly
to the distribution of the inter-start time distribution by determining the appropriate indicator
matrix Gs that shows which transitions in the process {X(t), t ≥ 0} correspond to the processing
start of a new part on Station k.
We first define the inter-start time formally. Associated with {X(t), t ≥ 0}, we also define another
counting process for Station k, {Nsk (t), t ≥ 0}, Nsk (t) = 0, 1, 2, ... where Nsk (t) is the number of
parts that started its process on Station k in the time period [0, t). The time instance Nsk (t)
increases from n to n + 1 on Station k is denoted with tsk,n+1 . The steady-state distribution of the
inter-start time is the distribution of lim {tsk,n+1 − tsk,n }.
n→∞

Similar to the previous case, our methodology for the inter-start time distribution is based on
extending the original state space by identifying the transitions that lead to the start of processing
at Station k. We define the indicator matrix for the inter-start time Gs = {gsi,j } as gsi,j is 1 if a
transition from state i to state j increases Nsk (t) by one and it is 0 otherwise.
The elements of Gs = {gsi,j } are set to 1 or 0 according to whether the states i and j satisfy
certain conditions. For each tuple (i, j) with a positive qi,j ,
• if the number of parts at Station k in state i is greater than one and a part departs from

Station k with a transition to state j, or
• if the preceding station is blocked in state i and the blocking is removed with a transition to

state j, or
• if Station k is starved in state i and a part departs from the preceding station in state j

then gsi,j is 1. Therefore, the matrix Gs is completely specified by the rate matrix Q and the state
space S.
The matrices Qs and Rs that yield the inter-start time distribution following Equation (6) are
determined by using Gs and the original generator matrix of the queueing network Q:
Rs = Q ◦ Gs

(12)

where (Q ◦ Gs )i,j = qi,j gsi,j is the element-wise product of matrices Q and R and
Qs = Q − Rs .
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(13)

As in the case of the inter-departure time, by plugging Qs and Rs into Equations (4) and (5)
and by solving those, the probability vector for entering the states, πsentry , is obtained. With these
expressions, the distribution and probability density function of Ts , its expected value and variance
are found as shown in Equations (6) to (9).

3.

Conclusion

In this paper, we present a unified method to determine the inter-departure, inter-start, and cycle
time distributions of closed queueing networks with phase-type servers subject to blocking. The
two-stage method separates the model building and the analysis parts. Once the CTMC model of a
production system is generated automatically in the first stage, the state space and the transitionrate matrix are used as the only inputs of the second stage.
The method extends the original state space and identifies the transitions that lead to a departure, to an arrival or to a completion of a workpiece. A first passage time analysis is used to
determine the inter-event time distributions from the states where a part initiates an event until
the next occurrence of the same event. For closed queueing networks with phase-type servers, the
method yields the exact inter-departure, inter-start, and cycle time distributions and also their
mean and variance by using only the transition-rate matrix and the indicator matrices that identify
the transitions that lead to a departure, to an arrival, or to a completion of the process.
We use this methodology to model and analyze closed queueing networks subject to blocking
that can be modeled as CTMC. We present an automated way to generate the state space. With
this approach, we analyze queueing networks with servers that have exponential, Coxian-2, general
Coxian, or other phase-type distributions. These distributions allow us to capture the first two
moments of a given processing time distribution. Lagershausen and Tan (2015)
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1

Introduction

Recently, Schruben (2000) and Chan and Schruben (2008) proposed a methodology for modeling and
simulating Discrete Event Dynamic Systems (DEDS) based on representing the dynamics of a DEDS by an
Event Relationship Graph (ERG), converting the ERG into a Mathematical Programming (MP) problem,
and solving the MP problem. This methodology was applied, among others, to multistage production
systems, and in particular pull production control systems (Alfieri and Matta, 2012b).
Modeling the sample path of a DEDS as the solution to an MP problem allows the use the well-developed
MP algorithms for performance evaluation purposes. It also paves the way for exploiting MP theory, such as
duality, for the detection of system properties (e.g., Chan and Schruben, 2003), and using MP techniques,
such as sensitivity analysis, for design and optimization purposes. Chan and Schruben (2008) proposed using
the dual variables of the MP problem to compute sample path derivatives with respect to continuous system
parameters. Chan and Schruben (2006) and Chan and Closser (2013) further demonstrated the use of dual
variables for computing gradient estimators of system performance with respect to continuous parameters
(for which Infinitesimal Perturbation Analysis (IPA) generates consistent gradient estimators), such as
service times, for G/G/1 and G/G/𝑚𝑚 queues, respectively.
Matta (2008) and Alfieri and Matta (2012a) modeled the dynamics of a multi-stage tandem queuing
system as a Mixed Integer Linear Programming (MILP) problem which can be used to simultaneously
simulate the system and optimize its integer parameters (buffer capacities). They also proposed a procedure
for relaxing the MILP problem into a computationally more tractable Linear Programming (LP) problem.
Matta et al. (2014) further pursued the idea of simultaneously simulating and optimizing DEDSs by
proposing a methodology based on representing both the dynamics of a DEDS and as well as the constraints
and decision variables of the underlying optimization problem by a special class of ERGs called “ERG Lite”
(ERGL), converting the resulting ERGL into an MILP problem, and solving the MILP problem. They
demonstrated the methodology on a kanban control system.
In this paper, we experiment with the simple idea of using the shadow prices (dual variable values) of an
LP representation of the dynamics of a serial kanban control system to obtain indicative sample path
derivative estimates of system throughput with respect to the (integer) number of kanbans per stage, and
drive a rudimentary gradient-based procedure to optimally allocate a fixed number of kanbans among
different stages for maximum throughput. Chan and Schruben (2006) and Chan and Closser (2013) used dual
variables to compute gradient estimators with respect to continuous parameters that appear as constants in
the MP formulation. Here, we use them to compute gradient estimators with respect to integer parameters
that appear as indexes of continuous decision variables.
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Using shadow prices in an LP representation of kanban system dynamics

The remainder of this paper is organized as follows. In Section 2, we present the LP model of the kanban
system and the gradient-based procedure, and in Section 3, we report on numerical experimentation with this
procedure for kanban systems with 3, 5, 6, and 10 stages. We conclude in Section 4.

2

LP representation of kanban control system

We consider an 𝐼𝐼-stage serial kanban system, where each stage contains a single-machine workstation. Figure
1 shows a queueing network representation of such a system, for 𝐼𝐼 = 4. The notation used in this figure is
given in Table 1. The detailed description of the operation of the system can be found in Liberopoulos (2013).
kanbans

raw
parts

DA1
P0

WS1

DA2

PA1

WS2

DA3

WS3

PA2

DA4
PA3

WS4

finished
parts
PA4

D5

customer
demands

Figure 1. 4-stage kanban system driven by the arrival of customer demands and raw parts.
Table 1. Notation for an 𝐼𝐼-stage kanban system.

Indices
Stage index: 𝑖𝑖 = 1, … , 𝐼𝐼
𝑖𝑖
Event index: 𝑛𝑛 = 1, … , 𝑁𝑁
𝑛𝑛
System components
WS𝑖𝑖 : Workstation of stage 𝑖𝑖 modelled as a single-server queue containing stage-𝑖𝑖 in-process parts
(WIP) with stage-𝑖𝑖 kanbans attached to them, 𝑖𝑖 = 1, … , 𝐼𝐼
PA𝑖𝑖 : Queue containing stage-𝑖𝑖 finished parts with stage-𝑖𝑖 kanbans attached to them, 𝑖𝑖 = 1, … , 𝐼𝐼
DA𝑖𝑖 : Queue containing demands for stage-𝑖𝑖 parts with stage-𝑖𝑖 kanbans attached to them, 𝑖𝑖 = 1, … , 𝐼𝐼
Queue containing raw parts
P0:
D𝐼𝐼+1 : Queue containing backordered customer demands
Parameters
𝑘𝑘𝑖𝑖 :
Total number of stage-𝑖𝑖 kanbans, 𝑖𝑖 = 1, … , 𝐼𝐼
Initial number of raw parts in the system
𝑘𝑘0 :
Event times
𝑎𝑎𝑛𝑛 :
Arrival time of 𝑛𝑛th raw part to the system, 𝑛𝑛 = 1, … , 𝑁𝑁
𝑑𝑑𝑛𝑛 :
Arrival time of 𝑛𝑛th customer demand to the system, 𝑛𝑛 = 1, … , 𝑁𝑁
Processing time of 𝑛𝑛th part in station 𝑖𝑖, 𝑖𝑖 = 1, … , 𝐼𝐼, 𝑛𝑛 = 1, … , 𝑁𝑁
𝑡𝑡𝑖𝑖,𝑛𝑛 :
Completion time of nth part in station 𝑖𝑖, 𝑖𝑖 = 1, … , 𝐼𝐼, 𝑛𝑛 = 1, … , 𝑁𝑁
𝑦𝑦𝑖𝑖,𝑛𝑛 :
Departure time of 𝑛𝑛th part from stage 𝑖𝑖, 𝑖𝑖 = 1, … , 𝐼𝐼, 𝑛𝑛 = 1, … , 𝑁𝑁
𝑧𝑧𝑖𝑖,𝑛𝑛 :
𝑧𝑧0,𝑛𝑛 : Release time of 𝑛𝑛th part into stage 1, 𝑛𝑛 = 1, … , 𝑁𝑁
𝑧𝑧𝐼𝐼+1,𝑛𝑛 : Arrival time of 𝑛𝑛th customer demand to the system (= 𝑑𝑑𝑛𝑛 ), 𝑛𝑛 = 1, … , 𝑁𝑁

Assuming that initially queue P0 contains 𝑘𝑘0 raw parts and queue PAi contains 𝑘𝑘𝑖𝑖 stage-𝑖𝑖 finished parts,
each with a stage-𝑖𝑖 kanban attached to it, 𝑖𝑖 = 1, … , 𝐼𝐼, the event times of the kanban system are related by the
following “max +” equations:
𝑦𝑦𝑖𝑖,𝑛𝑛 = 𝑡𝑡𝑖𝑖,𝑛𝑛 + max�𝑦𝑦𝑖𝑖,𝑛𝑛−1 , 𝑧𝑧𝑖𝑖−1,𝑛𝑛 �,
𝑦𝑦0,𝑛𝑛 = 𝑎𝑎𝑛𝑛 ,
𝑦𝑦𝑖𝑖,𝑛𝑛−𝑘𝑘𝑖𝑖 = 0,
𝑧𝑧𝑖𝑖,𝑛𝑛 = max�𝑦𝑦𝑖𝑖,𝑛𝑛−𝑘𝑘𝑖𝑖 , 𝑧𝑧𝑖𝑖+1,𝑛𝑛 �,
𝑧𝑧𝐼𝐼+1,𝑛𝑛 = 𝑑𝑑𝑛𝑛 ,

𝑖𝑖 = 1, … , 𝐼𝐼, 𝑛𝑛 = 1, … , 𝑁𝑁
𝑛𝑛 = 1, … , 𝑁𝑁
𝑖𝑖 = 0, … , 𝐼𝐼, 𝑛𝑛 = 0, … , 𝑘𝑘𝑖𝑖
𝑖𝑖 = 0, … , 𝐼𝐼, 𝑛𝑛 = 1, … , 𝑁𝑁
𝑛𝑛 = 1, … , 𝑁𝑁
120

(1)
(2)
(3)
(4)
(5)

SMMSO 2015

The above equations can be used to generate a sample path of the kanban system for 𝑁𝑁 events (arrivals
of raw parts, arrival of customer demands, and processing of parts) in a traditional DEDS simulation
approach. Alternatively, the sample path can be generated by solving the following LP problem (see Alfieri
and Matta, 2012):
𝐼𝐼
𝐼𝐼
min ∑𝑁𝑁
𝑛𝑛=1�∑𝑖𝑖=1 𝑦𝑦𝑖𝑖,𝑛𝑛 + ∑𝑖𝑖=0 𝑧𝑧𝑖𝑖,𝑛𝑛 �
subject to 𝑦𝑦𝑖𝑖,𝑛𝑛 ≥ 𝑡𝑡𝑖𝑖,𝑛𝑛 + 𝑦𝑦𝑖𝑖,𝑛𝑛−1,
𝑦𝑦𝑖𝑖,𝑛𝑛 ≥ 𝑡𝑡𝑖𝑖,𝑛𝑛 + 𝑧𝑧𝑖𝑖−1,𝑛𝑛,
𝑦𝑦0,𝑛𝑛 = 𝑎𝑎𝑛𝑛 ,
𝑦𝑦𝑖𝑖,𝑛𝑛−𝑘𝑘𝑖𝑖 = 0,
𝑧𝑧𝑖𝑖,𝑛𝑛 ≥ 𝑦𝑦𝑖𝑖,𝑛𝑛−𝑘𝑘𝑖𝑖 ,
𝑧𝑧𝑖𝑖,𝑛𝑛 ≥ 𝑧𝑧𝑖𝑖+1,𝑛𝑛,
𝑧𝑧𝐼𝐼+1,𝑛𝑛 = 𝑑𝑑𝑛𝑛 ,
𝑦𝑦𝑖𝑖,𝑛𝑛 ≥ 0,
𝑧𝑧𝑖𝑖,𝑛𝑛 ≥ 0,

𝑖𝑖 = 1, … , 𝐼𝐼, 𝑛𝑛 = 1, … , 𝑁𝑁
𝑖𝑖 = 1, … , 𝐼𝐼, 𝑛𝑛 = 1, … , 𝑁𝑁
𝑛𝑛 = 1, … , 𝑁𝑁
𝑖𝑖 = 0, … , 𝐼𝐼, 𝑛𝑛 = 0, … , 𝑘𝑘𝑖𝑖
𝑖𝑖 = 0, … , 𝐼𝐼, 𝑛𝑛 = 1, … , 𝑁𝑁
𝑖𝑖 = 0, … , 𝐼𝐼, 𝑛𝑛 = 1, … , 𝑁𝑁
𝑛𝑛 = 1, … , 𝑁𝑁
𝑖𝑖 = 0, … , 𝐼𝐼, 𝑛𝑛 = 1, … , 𝑁𝑁
𝑖𝑖 = 0, … , 𝐼𝐼 + 1, 𝑛𝑛 = 1, … , 𝑁𝑁

(6)
(7)
(8)
(9)
(10)
(11)
(12)
(13)
(14)
(15)

LP (6)-(15) aims to minimize the completion times in all stations and the departures times from all stages
over all parts, thus eliminating any unnecessary idle times. Once LP (6)-(15) is solved, various performance
measures can be computed from the solution. For example, the average flow time of a part in the system,
denoted by 𝐹𝐹𝐹𝐹𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 , is computed as:
𝑁𝑁−∑𝐼𝐼

𝑘𝑘

𝐹𝐹𝐹𝐹𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 = �∑𝑛𝑛=1 𝑖𝑖=1 𝑖𝑖 �𝑧𝑧𝐼𝐼,𝑛𝑛+∑𝐼𝐼

𝑖𝑖=1 𝑘𝑘𝑖𝑖

− 𝑦𝑦𝑜𝑜,𝑛𝑛 ����𝑁𝑁 − ∑𝐼𝐼𝑖𝑖=1 𝑘𝑘𝑖𝑖 �

(16)

The average throughput of the system, denoted by 𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎, is computed as:
𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 = �𝑁𝑁 − ∑𝐼𝐼𝑖𝑖=1 𝑘𝑘𝑖𝑖 ���𝑧𝑧𝐼𝐼,𝑁𝑁 − 𝑧𝑧𝐼𝐼,∑𝐼𝐼

𝑖𝑖=1 𝑘𝑘𝑖𝑖

(17)

�

Finally, the average work in process, denoted by 𝑊𝑊𝑊𝑊𝑊𝑊𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 , is computed from Little’s formula as:

𝑊𝑊𝑊𝑊𝑊𝑊𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 = 𝐹𝐹𝐹𝐹𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 ∙ 𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
(18)
The kanban system shown in Figure 1 is driven by the arrival of customer demands and raw parts which
in turn trigger the processing of parts in the workstations. Figure 2 shows the same system assuming it has
been “flooded” with an infinite number of customer demands and raw parts. We call the resulting system
“saturated” kanban system. Studying the saturated system is important, because its throughput defines the
upper limit of the average customer demand rate that the regular kanban system can satisfy.
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Figure 2. 4-stage saturated kanban system.
Α sample path of the saturated kanban system for 𝑁𝑁 events (processing of parts) can be generated by
solving the following LP problem:
𝐼𝐼
𝐼𝐼
min ∑𝑁𝑁
𝑛𝑛=1�∑𝑖𝑖=1 𝑦𝑦𝑖𝑖,𝑛𝑛 + ∑𝑖𝑖=0 𝑧𝑧𝑖𝑖,𝑛𝑛 �
subject to 𝑦𝑦𝑖𝑖,𝑛𝑛 ≥ 𝑡𝑡𝑖𝑖,𝑛𝑛 + 𝑦𝑦𝑖𝑖,𝑛𝑛−1,
𝑦𝑦𝑖𝑖,𝑛𝑛 ≥ 𝑡𝑡𝑖𝑖,𝑛𝑛 + 𝑧𝑧𝑖𝑖−1,𝑛𝑛,
𝑦𝑦𝑖𝑖,𝑛𝑛−𝑘𝑘𝑖𝑖 = 0,
𝑧𝑧𝑖𝑖,𝑛𝑛 ≥ 𝑦𝑦𝑖𝑖,𝑛𝑛−𝑘𝑘𝑖𝑖 ,

(shadow price)

�𝛿𝛿𝑖𝑖,𝑛𝑛 �
121

𝑖𝑖
𝑖𝑖
𝑖𝑖
𝑖𝑖

= 1, … , 𝐼𝐼,
= 1, … , 𝐼𝐼,
= 1, … , 𝐼𝐼,
= 1, … , 𝐼𝐼,

𝑛𝑛 = 1, … , 𝑁𝑁
𝑛𝑛 = 1, … , 𝑁𝑁
𝑛𝑛 = 0, … , 𝑘𝑘𝑖𝑖
𝑛𝑛 = 1, … , 𝑁𝑁

(19)
(20)
(21)
(22)
(23)

Using shadow prices in an LP representation of kanban system dynamics

𝑧𝑧𝑖𝑖,𝑛𝑛 ≥ 𝑧𝑧𝑖𝑖+1,𝑛𝑛,
𝑦𝑦𝑖𝑖,𝑛𝑛 ≥ 0,
𝑧𝑧𝑖𝑖,𝑛𝑛 ≥ 0,

𝑖𝑖 = 0, … , 𝐼𝐼 − 1, 𝑛𝑛 = 1, … , 𝑁𝑁
𝑖𝑖 = 1, … , 𝐼𝐼, 𝑛𝑛 = 1, … , 𝑁𝑁
𝑖𝑖 = 0, … , 𝐼𝐼, 𝑛𝑛 = 1, … , 𝑁𝑁

(24)
(25)
(26)

LP (19)-(26) is obtained from LP (6)-(15) after setting 𝑎𝑎𝑛𝑛 = 𝑑𝑑𝑛𝑛 = 0, 𝑛𝑛 = 1, … , 𝑁𝑁. The objective of LP
(19)-(26) is the same as that of LP (6)-(15), namely, to minimize the completion times in all stations and the
departures times from all stages over all parts, thus eliminating any unnecessary idle times. Minimizing these
times results in minimizing the departure time of the last part from the last station, 𝑧𝑧𝐼𝐼,𝑁𝑁, and therefore
maximizes the average throughput of the system, which is given by (17).
The shadow price 𝛿𝛿𝑖𝑖,𝑛𝑛 of constraint (23) gives the marginal improvement (decrease) in objective function
(19) if the rhs of this constraint is (slightly) decreased. Note that the rhs of (23) can be decreased if 𝑘𝑘𝑖𝑖 is
increased, since 𝑦𝑦𝑖𝑖,𝑛𝑛−𝑘𝑘𝑖𝑖 is a non-increasing function of 𝑘𝑘𝑖𝑖 ; therefore, 𝛿𝛿𝑖𝑖,𝑛𝑛 indirectly signals the decrease in
the objective function caused by an increase in 𝑘𝑘𝑖𝑖 , assuming that this increase affects only 𝑦𝑦𝑖𝑖,𝑛𝑛−𝑘𝑘𝑖𝑖 . With this
in mind, the sum of 𝛿𝛿𝑖𝑖,𝑛𝑛 over all parts 𝑛𝑛, denoted by 𝛥𝛥𝑖𝑖 , i.e., 𝛥𝛥𝑖𝑖 = ∑𝑁𝑁
𝑛𝑛=1 𝛿𝛿𝑖𝑖,𝑛𝑛 , signals the overall decrease in
the objective function, and hence the increase in system throughput, caused by an increase in 𝑘𝑘𝑖𝑖 ; therefore,
it can be used as an indicator of the “derivative estimate” of the system throughput with respect to 𝑘𝑘𝑖𝑖 , where
we use the word “derivative” in a loose sense, since 𝑘𝑘𝑖𝑖 can only take integer values.
Now, consider the problem of optimally allocating a fixed number of kanbans, say 𝐾𝐾, among different
stages to maximize throughput. To solve this problem, we propose using the following rudimentary gradientbased iterative procedure: Start with some initial allocation, e.g., uniform allocation of kanbans among stages.
In each iteration, increase by one the number of kanbans of the stage with the highest value of 𝛥𝛥𝑖𝑖 and
respectively decrease by one the number of kanbans of the stage with the lowest value of 𝛥𝛥𝑖𝑖 (stages with only
one kanban are skipped). The procedure stops if it yields a kanban allocation where all but one stages have a
single kanban, or an allocation that has been found in a previous iteration. The allocation that yields the
maximum throughput is chosen as the solution. The pseudo-code of the iterative procedure follows. We use
index 𝑗𝑗 as a superscript to denote the iteration number.

Pseudo-code of iterative procedure to optimally allocate 𝑲𝑲 kanbans among 𝑰𝑰 stages in a serial kanban
control system
1. Set 𝑗𝑗 = 0.
2. Choose initial number of kanbans 𝑘𝑘𝑖𝑖0 , 𝑖𝑖 = 1, … , 𝐼𝐼, such that ∑𝐼𝐼𝑖𝑖=1 𝑘𝑘𝑖𝑖0 = 𝐾𝐾.
𝑗𝑗
𝑗𝑗
𝑗𝑗
3. Solve LP (19)-(26) with 𝑘𝑘𝑖𝑖 = 𝑘𝑘𝑖𝑖 , 𝑖𝑖 = 1, … , 𝐼𝐼, and extract 𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 and 𝛿𝛿𝑖𝑖,𝑛𝑛 , 𝑖𝑖 = 1, … , 𝐼𝐼 , 𝑛𝑛 = 1, … , 𝑁𝑁.
4.

5.
6.

7.
8.
9.
10.

𝑗𝑗

𝑗𝑗

𝑗𝑗

𝑗𝑗

𝑗𝑗

𝑗𝑗

Compute 𝛥𝛥𝑖𝑖 = ∑𝑁𝑁
𝑛𝑛=1 𝛿𝛿𝑖𝑖,𝑛𝑛 ; 𝑖𝑖𝑚𝑚𝑚𝑚𝑚𝑚 = arg max 𝛥𝛥𝑖𝑖 ; 𝑖𝑖𝑚𝑚𝑚𝑚𝑚𝑚 = arg min𝑖𝑖: 𝑘𝑘 𝑗𝑗>1 𝛥𝛥𝑖𝑖 .
𝑗𝑗

𝑗𝑗

If 𝑖𝑖𝑚𝑚𝑚𝑚𝑚𝑚 = 𝑖𝑖𝑚𝑚𝑚𝑚𝑚𝑚, GOTO step 10.
𝑗𝑗+1
𝑗𝑗
𝑗𝑗+1
𝑗𝑗
Set 𝑘𝑘𝑖𝑖𝑚𝑚𝑚𝑚𝑚𝑚 = 𝑘𝑘𝑖𝑖𝑚𝑚𝑚𝑚𝑚𝑚 + 1; 𝑘𝑘𝑖𝑖𝑚𝑚𝑚𝑚𝑚𝑚 = 𝑘𝑘𝑖𝑖𝑚𝑚𝑚𝑚𝑚𝑚 − 1.
𝑗𝑗+1

𝑖𝑖

𝑗𝑗 ′

If �𝑘𝑘𝑖𝑖 , 𝑖𝑖 = 1, … , 𝐼𝐼� = �𝑘𝑘𝑖𝑖 , 𝑖𝑖 = 1, … , 𝐼𝐼� for some 𝑗𝑗 ′ = 0, … , 𝑗𝑗, GOTO step 10.
Set 𝑗𝑗 = 𝑗𝑗 + 1.
GOTO step 3.
END.

The above procedure is very crude and does not guarantee finding the optimal allocation, because the
shadow price-based gradient estimates that it uses are only indicative, the throughput value produced by the
LP is itself an estimate, and the decision variables are integers. Once the procedure comes to completion and
yields a solution, we may further search locally around that solution to find a better one.

3

Numerical Results

In this section, we report on numerical experimentation with the iterative procedure outlined in the previous
section, for kanban systems with 𝐼𝐼 = 3, 5, 6, and 10 stages. In all instances examined, we assumed that the
processing times in the workstation of stage 𝑖𝑖 are independent, exponentially distributed random variables
with mean 1⁄𝜇𝜇𝑖𝑖 , 𝑖𝑖 = 1, … , 𝐼𝐼. We modelled LP (19)-(26) using GAMS 24.1.3 and solved it using CPLEX
12.5.1 on an Intel Core i5 at 2.67GHz, with 6GB RAM. The results are shown in Tables 2-5. The first 𝐼𝐼
columns show the processing rates 𝜇𝜇𝑖𝑖 ; the next column shows the total number of kanbans 𝐾𝐾; the next 𝐼𝐼 + 1
0
columns show the initial number of kanbans 𝑘𝑘𝑖𝑖0 and the respective average throughput 𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
; the next 𝐼𝐼 +
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1 columns show the optimal number of kanbans 𝑘𝑘𝑖𝑖∗ and the respective maximum average throughput 𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
;
∗
0
0
)
⁄
𝑇𝑇𝑇𝑇
.
Figures
3-6
the last column shows the percent increase in throughput, 100 ∙ (𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
− 𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
show plots of the processing rates 𝜇𝜇𝑖𝑖 and the optimal number of kanbans 𝑘𝑘𝑖𝑖∗ vs. stage 𝑖𝑖, 𝑖𝑖 = 1, … , 𝐼𝐼.

Table 2. Results for the 3-stage kanban system (𝑁𝑁 = 60,000).
𝑘𝑘2∗ 𝑘𝑘3∗
8 1
13 1
4 1
5 2
6 3
3 6
4 1
6 1
8 1
12 2
4 1
6 1
7 2
5 9
3 1
3 1
7 1
10 1

0
𝜇𝜇1 𝜇𝜇2 𝜇𝜇3 𝐾𝐾 𝑘𝑘10 𝑘𝑘20 𝑘𝑘30 𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
𝑘𝑘1∗
1 1 1 10 3 4 3 0.8215 1
15 5 5 5 0.8705 1
1 2 1 6 2 2 2 0.8336 1
8 3 2 3 0.8764 1
10 3 4 3 0.9045 1
15 5 5 5 0.9380 6
2 1 2 6 2 2 2 0.9440 1
8 3 2 3 0.9703 1
10 3 4 3 0.9905 1
15 5 5 5 0.9971 1
3 2 1 6 2 2 2 0.9718 1
8 3 2 3 0.9899 1
10 3 4 3 1.0019 1
15 5 5 5 1.0065 1
1 2 3 6 2 2 2 0.9684 2
8 3 2 3 0.9869 4
10 2 2 2 0.9998 2
15 5 5 5 1.0033 4
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Figure 3. Plots of 𝜇𝜇𝑖𝑖 and 𝑘𝑘𝑖𝑖∗ vs. 𝑖𝑖 for the 3-stage kanban system (𝑁𝑁 = 60,000).
Table 3. Results for the 5-stage kanban system (𝑁𝑁 = 50,000).

0
𝜇𝜇1 𝜇𝜇2 𝜇𝜇3 𝜇𝜇4 𝜇𝜇5 𝐾𝐾 𝑘𝑘10 𝑘𝑘20 𝑘𝑘30 𝑘𝑘40 𝑘𝑘50 𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
𝑘𝑘1∗ 𝑘𝑘2∗ 𝑘𝑘3∗ 𝑘𝑘4∗ 𝑘𝑘5∗
1 1 1 1 1 6 1 2 1 1 1 0.5280 1 1 2 1 1
7 1 2 2 1 1 0.5767 1 2 1 2 1
8 1 2 2 2 1 0.6258 1 2 2 2 1
10 2 2 2 2 2 0.6653 1 3 2 3 1
15 3 3 3 3 3 0.7512 1 5 3 5 1
1 1 4 1 1 6 1 2 1 1 1 0.6005 1 2 1 1 1
7 1 2 2 1 1 0.6214 1 2 1 2 1
8 1 2 2 2 1 0.6740 1 3 1 2 1
10 2 2 2 2 2 0.7228 1 4 1 3 1
15 3 3 3 3 3 0.8009 1 6 1 6 1
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% incr
𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
0.5397
2.22
0.5844
1.34
0.6258
0.00
0.6815
2.43
0.7655
1.90
0.6005
0.00
0.6559
5.55
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1.84
0.7414
2.57
0.8196
2.33
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Figure 4. Plots of 𝜇𝜇𝑖𝑖 and 𝑘𝑘𝑖𝑖∗ vs. 𝑖𝑖 for the 5-stage kanban system (𝑁𝑁 = 50,000).
Table 4. Results for the 6-stage kanban system (𝑁𝑁 = 30,000).

0
𝜇𝜇1 𝜇𝜇2 𝜇𝜇3 𝜇𝜇4 𝜇𝜇5 𝜇𝜇6 𝐾𝐾 𝑘𝑘10 𝑘𝑘20 𝑘𝑘30 𝑘𝑘40 𝑘𝑘50 𝑘𝑘60 𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
𝑘𝑘1∗ 𝑘𝑘2∗ 𝑘𝑘3∗ 𝑘𝑘4∗ 𝑘𝑘5∗ 𝑘𝑘6∗
1 2 3 3 2 1 18 3 3 3 3 3 3 0.9446 3 5 2 2 4 2
1 1 1 1 1 1 7 1 1 2 1 1 1 0.5076 1 1 1 2 1 1
8 1 1 2 2 1 1 0.5459 1 1 2 1 2 1
12 2 2 2 2 2 2 0.6482 1 3 2 2 3 1
18 3 3 3 3 3 3 0.7374 1 5 3 3 5 1
3 2 1 1 2 3 18 3 3 3 3 3 3 0.8542 1 1 7 7 1 1
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Figure 5. Plots of 𝜇𝜇𝑖𝑖 and 𝑘𝑘𝑖𝑖∗ vs. 𝑖𝑖 for the 6-stage kanban system (𝑁𝑁 = 30,000).
Table 5. Results for the 10-stage kanban system (𝑁𝑁 = 10,000).

∗
∗
0
0
% incr
𝜇𝜇1 𝜇𝜇2 𝜇𝜇3 𝜇𝜇4 𝜇𝜇5 𝜇𝜇6 𝜇𝜇7 𝜇𝜇8 𝜇𝜇9 𝜇𝜇10 𝐾𝐾 𝑘𝑘10 𝑘𝑘20 𝑘𝑘30 𝑘𝑘40 𝑘𝑘50 𝑘𝑘60 𝑘𝑘70 𝑘𝑘80 𝑘𝑘90 𝑘𝑘10
𝑘𝑘1∗ 𝑘𝑘2∗ 𝑘𝑘3∗ 𝑘𝑘4∗ 𝑘𝑘5∗ 𝑘𝑘6∗ 𝑘𝑘7∗ 𝑘𝑘8∗ 𝑘𝑘9∗ 𝑘𝑘10
𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
1 1 1 1 1 1 1 1 1 1 12 1 1 1 1 2 2 1 1 1 1 0.4692 1 1 1 2 1 1 2 1 1 1 0.4765 1.56
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Figure 6. Plots of 𝜇𝜇𝑖𝑖 and 𝑘𝑘𝑖𝑖∗ vs. 𝑖𝑖 for the 10-stage kanban system (𝑁𝑁 = 10,000).

The results indicate that for the 3-stage kanban system, it is optimal to allocate the majority of kanbans
at the middle stage and only one or a few kanbans at the end stages. This is expected, because the middle
stage has a smaller system efficiency that the end stages, as it is subject to both blockage and starvation,
whereas the end stages may only be blocked (first stage) or starved (last stage). For large values of 𝐾𝐾, the
average throughput is insensitive to the kanban allocation; hence, many different allocations yield similar
average throughput estimates. It is for this reason that in some instances the “optimal” kanban allocation
shown in Table 2 deviates from the “inverse bowl” shape which is characteristic of kanban systems with
more restricted values of 𝐾𝐾. If the production system is unbalanced (i.e., the processing rates at different
stages are unequal), then stages with lower processing rates tend to need more kanbans than in the balanced
system. Finally, the average throughput improvement seems to be modest.
For the 5-, 6-, and 10-stage kanban systems, the results indicate that the optimal kanban allocation has a
“Λ” or “M” or more generally a “Panama hat” shape, where the crease in the middle is more pronounced for
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larger values of 𝐾𝐾. More specifically, for small values of 𝐾𝐾, it is optimal to allocate the kanbans evenly at
the interior stages, starting with the middle stage. As 𝐾𝐾 becomes larger, then it is optimal to allocate slightly
more kanbans at the stages that are adjacent to the middle stage than in the middle stage itself. As in the 3stage system, if the production system is unbalanced, then stages with lower processing rates tend to need
more kanbans than in the balanced system.
𝑗𝑗
𝑗𝑗
Figure 7 shows plots of the kanban levels 𝑘𝑘𝑖𝑖 , shadow price-based gradient estimates 𝛥𝛥𝑖𝑖 , and average
𝑗𝑗
throughput estimates 𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 vs. the iteration number 𝑗𝑗 and stage 𝑖𝑖, 𝑖𝑖 = 1, … ,6, for the 6-stage kanban system
with 𝐾𝐾 = 18 and (𝜇𝜇1 , … , 𝜇𝜇6 ) = (3,2,1,1,2,3), listed in the last row of Table 4. Initially, the kanbans are
uniformly allocated among the 6 stages. For this allocation, the shadow price-based gradient estimates
yielded by LP (19)-(26) are an order of magnitude higher for the middle stages than for the other stages.
Thus, in the first iteration, the kanban levels of the middle stages are augmented by one, while those of the
end stages are diminished by one. For this new allocation, the gradient estimates yielded by the LP are still
one order of magnitude higher for the middle stages than for the other stages. Thus, in the second iteration,
the kanban levels of the middle stages are once again augmented by one, while those of the end stages are
diminished by one. When the kanban levels at the end stages reaches the value of one, it is the turn of the
kanban levels of the stages next to the end stages to start diminishing, while the kanban levels of the middle
stages keep augmenting. This process is repeated until all but the middle stages end up with one kanban. As
is shown in the bottom row of Table 4 and the bottom plot of Figure 7, the average throughput increases by
8.46% from 0.8542 to 0.9265. This is the largest increase recorded among all the problem instances
evaluated. For all other problem instances presented in Tables 2-5, the detailed results of the iterations of the
optimization procedure leading to the optimal kanban allocation can be found in Takoumis (2014).
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Figure 7. Plots of 𝑘𝑘𝑖𝑖 , 𝛥𝛥𝑖𝑖 , and 𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 vs. stage 𝑖𝑖 and iteration 𝑗𝑗, for the 6-stage kanban system with
(𝜇𝜇1 , … , 𝜇𝜇6 ) = (3,2,1,1,2,3).

Conclusions

Our numerical results indicate that the shadow prices of constraint (23) of the LP representation of kanban
system dynamics LP (19)-(26) point to the right direction for improving system throughput. The optimization
procedure proposed at the end of Section 2 is very crude and may not always lead to the optimal solution,
especially if the objective function is insensitive to the design parameters (kanban levels), as is the case when
the total number of kanbans 𝐾𝐾 is large. However, it seems to be sufficient for finding good enough solutions
for practical purposes or for use as initial solutions for more sophisticated algorithms.
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Abstract: In this work a self-regulating control scheme for industrial operations with the energy efficiency
objective and throughput constraints is introduced. Case of a tandem production line with three stages is
used for demonstration. In such system, the focus is controlling the middle stage’s process rate to achieve
energy saving while maintaining throughput constraints. The first and third stages represent the upstream
and downstream in the tandem system under study for which process rates are random disturbance. It is
shown that such systems with solely a single control variable, is essentially uncontrollable. Hence,
heuristic rule-based control schemes are suggested to achieve energy efficiency. Proposed rule-based
controls are illustrated using a case study of a production line with induction motor-driven machines.
Introduction
Manufacturing systems are complex network of industrial operations that are extremely sensitive to
their productivity and throughput measures. Energy efficient manufacturing has also received increasing
attention from academic community and practitioners. However, any energy efficiency solution that
undermines baseline productivity requirements will be rejected by the industry. Optimal performance and
energy consumption of such complex networks can be targeted simultaneously, using process control
strategies that derive manufacturing operations. We propose a control strategy in which individual
processes self-regulate their process rate (e.g. production rate) smoothly and according to the current and
predicted states of their upstream and downstream sub-networks as well as the residual capacity of
“buffers” (e.g., holding work pieces, lead time or time delays) around them. Some preliminary aspects of
this concept are already under road test by smart vehicle manufacturers. In the absence of system
controllability, a heuristic rule-based control scheme is suggested. This scheme is designed to reduce
energy usage while ensuring that system throughput requirements are not jeopardized.
Problem Statement and Proposed Methods
A serial three-stage tandem system is considered where the middle node (M2) consists of a single
process, but the upstream and downstream nodes (M1 and M3) can each be a sub-network with several
process units. Each node is subject to noise and random disturbances. Buffer storages (L1 and L2) are
installed between stages to dampen the effect of these fluctuations and to minimize the possibility of
starvation and blockage. The system is currently operated according to a Two-Mode control strategy in
which M2’s process rate (P2) can take two modes namely phigh and plow. The following three states are
defined: (1) State 1: L1 is near empty (i.e., less than α% of its capacity) or L2 is near its maximum capacity
(i.e., above β% of its capacity). (2) State 2: L2 level is less than α% of capacity or L1 level is above β% of
capacity. (3)State 3: L1 and L2 are in their “safe range” (L1 and L2 are between α% and β% of their
corresponding buffer capacity). The change in P2 is controlled according to L1 and L2. When both buffers
are in state 1, P2 = plow. If L1 and L2 are in state 2, P2 = phigh. Being in state 3 doesn’t change P2 since when
L1 and L2 are in their safe range the possibility of starvation (for M3) or blockage (for M1) is low. Assuming
that M2’s energy consumption under the aforementioned Two-Mode control strategy is denoted by ĘTwoMode
(Um). We assume that only P2 can be controlled. The control objective is twofold: (1) To keep the
system throughput greater than or equal to the baseline level (throughput under Two-Mode control
strategy) by avoiding buffer 2’s starvation. (2) To avoid unnecessary changes in P2 by smoothly regulating
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it according to the state of L1 and L2 and reducing ĘTwo-Mode(Um). Note that Um is the manipulated control
variable and will be discussed in the following sections. For such dynamical system let C* be the optimal
control strategy that regulates M2 under production throughput constraints, our conjecture is that by
smoothly regulating P2 according to the state of L1 and L2, we will reduce M2’s energy consumption.
∗
Formally speaking: Ę𝐶 (𝑈𝑚 ) ≤ Ę𝑇𝑤𝑜−𝑀𝑜𝑑𝑒 (𝑈𝑚 ). However, since there are 2 independent sources of
random disturbance (derivative of upstream and downstream process rates) and only one control variable
(changes in acceleration of M2), it can be proved that the system introduced above is not controllable.
Therefore, we suggest a heuristic rule-based scheme in which P2 can take multiple modes and is regulated
based on L1 and L2. P2 can change linearly with different slopes (unit/minute at a given time step).
According to this rule-based whenever buffers enter state 1, P2 is decreased by ω units/minute. In the next
time step if the buffers still remain in state 1, the decrement in P2 will continue. This is repeated until L1
and L2, enter their safe range (state 3). If buffers enter state 2, P2 is increased by ω unit/minute and the
increment repeats until buffers move to their safe ranges. In state 3 since the possibility of starvation for
M1 or blockage for M3 is low, P2 will be kept constant. The application of such heuristic rule-based control
scheme is analyzed using a case of a tandem production system of three industrial with induction motor
drives. “MATLAB SIMULINK” is used to implement and evaluate the rule-based control method and
induction motors’ energy consumption. M2’s energy consumption is calculated and results for the system
under Two-Mode control scheme and compared to that of the rule-based Multiple-Mode scheme. Clearly
the process rate of M2 changes more smoothly under Multiple-Mode control scheme, which leads to lower
energy consumption as shown in “Fig. 1” below. Given that both control schemes meet the system
throughput requirements constraint, we are able to achieve 12% energy reduction using the variable speed
scheme.

Figure 1- Induction motor power – Multiple-Mode vs. Two-Mode control scheme

Conclusion and Future Work

In this work we demonstrate a self-regulating control strategy for industrial operations. To design a full
controllable network, each process node should regulate its process rate based on the downstream node
process rate and buffer level. In this case, each self-regulating control faces one source of random
disturbance and one manipulated variable. The methodology is expandable to longer lines and more
complex topologies. A natural extension of the proposed linear control is Model Predictive Control
(MPC), where the process rate of each node can change even smoother by predicting the future states of
state variables, such as buffer level and other nodes process rate. The objective is to maximize “energyvalue” defined on the basis of energy consumption and the value generated from the production.
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Abstract: In many transportation systems the administrator is able to obtain information about the expected delays due to congestion and transmit it to customers. Different levels of delay information have
different effects on the customer behavior and the overall system. We explore these effects considering a
transportation system under two levels of delay information: unobservable (no information is provided) and
observable (the exact waiting time is announced). We assume that customers arrive according to a Poisson
process. A transportation facility with unlimited capacity visits the station according to another Poisson
process and at each visit it serves all present customers. Arriving customers decide whether to join or balk
based on a cost-reward structure, which reflects their desire for service and their unwillingness to wait. For
each level of information, we obtain the equilibrium behavior of the customers and measure the satisfaction
of the customers and the administrator by computing appropriate performance measures. Then, we compare
the two levels of information and show that although the observable system is preferable for customers, the
administrator may prefer to hide the information or reveal it depending on the service rate. There are also
cases where the unobservable system is socially preferable.
Keywords: queueing, strategic customers, Nash equilibrium strategies, delay information, observable queue,
unobservable queue

1

Introduction

In many service systems arriving customers are provided with some information about the state of the
system. Developments in technology make the information flow between the administrator of the system and
the customers cheaper and easier. In subway stations and in some bus stops there are electronic boards that
inform the customers about the arriving time of the next transportation facility. Also, at the entrances of
some highways there are electronic boards that announce the expected travel times for several destinations.
Customers react strategically to the provided information, deciding whether to join or balk so as to maximize
their individual benefit. Information can take many forms. Different levels of information lead to different
behaviors of customers and affect the overall system.
The study of queueing systems with strategic customers was initiated by Naor (1969). He studied the
M/M/1 queue assuming that every arriving customer observes the number of present customers in the
system and based on this information, he estimated his sojourn time and decided whether joining or balking
is preferable for him. Then, Edelson and Hildenbrand (1975) considered the same queueing system but
assumed that customers make their decisions without being informed about the state of the system. Also,
Gavish and Schweitzer (1973) studied a full information system under assumptions similar to Naor. The
monographs of Hassin and Haviv (2003) and Stidham (2009) summarize the main approaches and several
results in this area.
Guo and Zipkin (2007) explored the effect of the information in the M/M/1 queue with strategic customers
under three levels of delay information (no information, partial information and full information). They
showed that there are cases where more information can hurt the customers or the administrator. Guo and
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Zipkin (2008) explored the effect of delay information in a queueing system with phase-type service times
and Guo and Zipkin (2009) analyzed and compared the same queueing system with two more general types
of information (partition information and phase information).
Since the delay factor is very important in transportation systems, in this paper, we wish to explore
the effect of delay information in a transportation station with strategic customers. Specifically, we want
to find out if the administrator benefits from providing more information to customers, if information benefits customers and which level of information is socially preferable. To the best of our knowledge, there
are two papers that study the strategic behavior of customers in transportation systems. Economou and
Manou (2013) studied a Markovian transportation station in random environment under four different levels
of information and Manou, Economou and Karaesmen (2014) determined the behavior of customers in a
transportation station with generally distributed service times.
The rest of the paper is organized in the following manner. In section 2 we describe the model, the
reward-cost structure, and the information-decision framework. In sections 3 and 4, we obtain the equilibrium
behavior of customers and the main performance measures in the unobservable and the observable model,
respectively. In section 5, we compare the two levels of information and, in section 6, we summarize our
results and we propose some possible extensions.

2

The model

We consider a transportation station with infinite waiting space, where customers arrive according to a
Poisson process at rate λ. A transportation facility visits the station according to a Poisson process at rate
µ. At the visit epochs of the transportation facility all customers are served instantaneously and removed
from the station. So, we have a clearing system.
Denoting by N (t) the number of customers at the station at time t, the stochastic process {N (t), t ≥ 0}
is a continuous-time Markov chain with state space S = {n : n ≥ 0} and transition rates as shown on the
following diagram.

λ

0 \ `]

µ

λ

λ

1

...

2

n−1

!

n

...

µ

µ
µ

A cost-reward structure is imposed on this system. Specifically, we assume that a customer receives a reward
of R utility units for completing his service and accumulates cost at a rate of C utility units per time unit he
remains in the system. Moreover, a customer pays a fee of τ utility units for using the transportation facility.
Customers decide whether to join or balk at their arrival instant. Every customer makes the decision that
maximizes his individual expected net benefit and we assume that customers that are indifferent between
joining and balking, join the system. This situation leads to a symmetric game among customers.
We consider two different cases depending on the information that a customer receives at his arrival
instant. Denoting by R(t) the remaining time until the visit of the next transportation facility, we have the
following cases depending on the available information
• The unobservable case: Customers do not observe anything.
• The observable case: Customers observe R(t).
Note that, in this model, the partially observable case, where arriving customers observe the number of
present customers, coincides with the unobservable case.
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Our purpose is to obtain the equilibrium behavior of the customers in the unobservable and the observable
case. We also wish to conclude which level of information is preferable for the administrator, which is
preferable for the customers and which is socially preferable.

3

Unobservable model

In this section, we assume that the administrator does not reveal any information to arriving customers. Thus,
they must make their decision based on their expectation. A strategy in this case is a joining probability q.
We assume that all customers follow strategy q and we consider a tagged customer at his arrival instant.
His expected net utility, if he decides to join, is
B u (q) = R − τ −

C
.
µ

Note that B u (q) doesn’t depend on the strategy of other customers because of the mechanism of the total
removals of customers at the visits of the facility and the memoryless property of the exponential distribution.
This leads to the existence of dominant strategies.
Since a customer who is indifferent between joining and balking, joins the queue, the tagged customer prefers
to join if B u (q) ≥ 0 and prefers to balk otherwise. So, if R − τ − C
µ ≥ 0, the unique equilibrium strategy is
e
q e = 1 and if R − τ − C
strategy
is
q
= 0. So, we have Theorem 3.1.
<
0,
the
unique
equilibrium
µ
Theorem 3.1 In the unobservable model of the transportation station, the unique equilibrium and dominant
strategy is
(
1 if R − τ − C
e
µ ≥ 0,
q =
(3.1)
0 if R − τ − C
µ < 0.
In this case, the expected utility of customers per time unit is
(
λ(R − τ − C
u
µ ) if R − τ −
B
=
0
if R − τ −
the expected profit of the administrator per time unit is
(
λτ if R − τ −
Πu =
0
if R − τ −
and the expected social utility per time unit is
(
λ(R −
Su =
0

4

C
µ)

C
µ
C
µ

C
µ
C
µ

≥ 0,
< 0,

(3.2)

≥ 0,
< 0,

(3.3)

C
µ
C
µ

(3.4)

if R − τ −
if R − τ −

≥ 0,
< 0.

Observable model

In this section we assume that there is a board in the station that informs the customers about the remaining
time until the next visit of the facility. So, every arriving customer knows his exact utility if he decides to
join. Since the remaining service time is announced, a strategy should describe the action of customers for
every possible value of the remaining service time. So, a strategy in this case is a function q : [0, ∞) → [0, 1],
where q(r) is the joining probability of an arriving customer who finds remaining service time equal to r.
In order to determine the equilibrium strategies of the game among customers, we must compute the
utility of a tagged customer who decides to join, given that his remaining service time is r and all other
customers follow strategy q. This utility is
B o (r, q) = R − τ − Cr.
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Since B o (r, q) is independent of q and the tagged customer prefers to join if B o (r, q) ≥ 0 and to balk
otherwise, we have that the unique equilibrium strategy is

1 if r ∈ [0, R−τ
C ],
qe (r) =
(4.1)
0 if r ∈ ( R−τ
C , ∞).
We summarize our results in the following Theorem.
Theorem 4.1 In the observable model of the transportation station, there exists a unique equilibrium and
dominant strategy that prescribes to join if the remaining service time is less than or equal to R−τ
and balk
C
otherwise.
So, in the observable case, only customers that find remaining service time less than or equal to R−τ
join.
C
Moreover, because of the memoryless property of the exponential distribution, the remaining service time
at the arrival instants of customers is exponentially distributed at rate µ. Thus, the expected utility of
customers per time unit is
Bo

Z
= λ

R−τ
C

(R − τ − Cr)µe−µr dr

0

= λ(R − τ −

R−τ
C
C
) + λ e−µ C .
µ
µ

(4.2)

The expected profit of the administrator per time unit is
Πo

Z

R−τ
C

µe−µr dr
0

R−τ
= λτ 1 − e−µ C

= λτ

(4.3)

and the expected social benefit per time unit is
So

5

= Bo + P o


R−τ
C
C
− τ e−µ C .
= λ(R − ) + λ
µ
µ

(4.4)

Comparisons

In this subsection we want to examine how the service rate and the fee affect the expected utility of customers
per time unit, the expected utility of the administrator per time unit and the expected social utility per time
unit in the unobservable and the observable case. Moreover, we want to conclude which level of information
the customers, the administrator and the society prefer.
All expected utilities in both cases are increasing in µ. This means that higher service rates benefit both
the customers and the administrator. Of course, higher service rates induce cost to the administrator, which
we have not included. On the other hand, a higher fee may benefit only the administrator. Specifically,
B u , B o , S u , B o are decreasing in τ . For the administrator’s expected utilities we have that Πu is increasing
C
o
in τ , for τ ∈ [0, R − C
µ ], and equal to 0, for τ ∈ (R − µ , R], and Π is concave in τ . This can be seen in
Figure 1.
Now, comparing the two levels of information, we have that for the customers the observable case is
preferable. This makes sense, as in the observable case every customer has the full information about the
state of the system and knows exactly his utility, whereas in the unobservable case the decision is based on
his expectation.
C
Regarding the administrator, he prefers the observable case if R−τ − C
µ < 0, he is indifferent if R−τ − µ =
C
0 and he prefers the unobservable case if R − τ − µ > 0. Administrator’s preference has the following
interpretation: In the unobservable case either all customers join, and the administrator receives the maximum
utility λτ by collecting the fees from all possible customers, or no customer joins, and he receives 0. On the
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Figure 1: Expected utility of administrator per time unit

other hand, in the observable case only a portion of customers join. So, the administrator prefers the
unobservable case if the values of τ and µ are such that all customers join. Otherwise, he prefers the
observable case so as to receive the fee from at least a portion of customers.
Finally, we compare the expected social utilities per time unit in order to find the socially optimal level
of information. We have the following cases:
Case I.

1
µ

<

R
2C .

If τ ∈ [0, C
µ ) ∪ (R −
If τ =

C
µ,

1
µ

=

we have that S u < S o .

we have that S u = S o .

If τ ∈ ( C
µ,R −
Case II.

C
µ , R],

C
µ ],

we have that S u > S o .

R
2C .

C
u
o
If τ ∈ [0, C
µ ) ∪ ( µ , R], we have that S < S .

If τ =
Case III.

1
µ

C
µ,

>

we have that S u = S o .
R
2C .

If S u < S o for every τ ∈ [0, R].
In figures 2,3 and 4 we give examples from cases I, II and III, respectively.
R
C
So, the observable case is always socially preferable except for the case where µ1 < 2C
and τ ∈ ( C
µ , R − µ ].
The social utility is the sum of the utilities of the customers and the administrator. So, it is straightforward
that whenever the observable case is preferable for the customers and the administrator, the same level of
information is also socially preferred. In cases where more information benefits the customers but harms the
administrator, the socially preferable level of information depends on the trade-off of these effects. So, if
1
R
C
C
µ < 2C and τ ∈ ( µ , R − µ ] the absence of information causes an increase in the administrator’s expected
utility that exceeds the decrease in the customers expected utility.
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Figure 2: Expected social utility per time unit (Case I)

Figure 3: Expected social utility per time unit (Case II)
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Figure 4: Expected social utility per time unit (Case III)

6

Conclusions-Extensions

We considered a transportation system with strategic customers and two levels of delay information. We
determined the strategic behavior of customers in both cases. Comparing these cases, we found that more
information is preferable for the customers but in some cases can harm the administrator. Moreover, we
identified some cases where less information is socially preferable.
In our model, the fee and the service rate are fixed. A more general model, where the administrator
could set the fee and/or the service rate would be worth investigating. In this model the objective of the
administrator would be to maximize his expected net benefit. So, the situation could be considered as a
two-step sequential game among the administrator and the customers. Of course, in each one of these cases,
the expected utility of customers in the unobservable model will be zero as the administrator will select the
price of the fee and/or the service rate so that the expected utility of customers will be zero. So, customers
will prefer the observable model. For the administrator and the society the situation is not so clear.
Another possible extension would be to assume that the successive service times are generally distributed.
Under this assumption, we will be able to examine how the variance of the service times affects the strategic
behavior of customers. Moreover, in this case, another level of information arises. This is the partially
observable level, where every arriving customer observes the number of present customers in the station. In
our model, the partially observable level coincides with the unobservable level because of the memoryless
property of the exponential distribution.
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This paper deals with the problem of evaluating the system performance of general manufacturing systems
for which an analytical method is available to estimate the main performance indicators such as throughput,
buffer levels, lead times, etc. The main assumptions are that the analytical method is approximate (i.e., it
is biased in estimating the system performance) and rapid (or cheap) in execution. A further assumption is
that a higher accuracy method is available, such as an exact Markov chain or a discrete event simulation
model, to correctly predict the system performance. Respect to approximate analytical model this model is
exact, except for the biasness introduced by the finite sample size in simulation runs, but slow or expensive.
The paper proposes a method to combine experiments made using both analytical and simulation models. The results from few simulation experiments are used to adjust the estimate of analytical method by
using a kernel based regression predictor. Numerical results show the proposed approach decreases the bias
committed by analytical methods and also provide some insights about their improvement.
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1.

Introduction

Analytical methods are frequently used to estimate the perfomance of production systems with
stochastic behaviour. Queueing theory and Markov chains are the most utilized frameworks under
which analytical methods are developed. Approximations can be introduced to make analytical
methods solvable for practical applications. Either in the system assumptions or in the mathematical derivation of the solution equations, such approximations are often made for analyzing complex
systems such as transfer lines, assembly systems, flexible manufacturing systems, supply chains,
etc. In general, the larger the system complexity the larger the approximation introduced in the
analytical method. This paper deals with approximate analytical methods and how to improve their
estimates. For sake of readability, we will use in the remainder of the paper the general expression
analytical methods to refer to approximate analytical methods.
In the literature a variety of analytical methods is available for studying a specific system.
Several textbooks map manufacturing systems with existing analytical methods (Askin and Standridge 1993, Buzacott and Shantikumar 1993, Gershwin 1994, Papadopoulos et al. 2009, Li and
Meerkov 2009). Thanks to their approximations, analytical methods are fast in providing system
performance estimates. Nevertheless, this advantage is counterbalanced by the bias of the provided
estimates. A large attention is usually given to evaluate the expected bias of the analytical method
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under a set of numerical experiments, however little efforts are put on understanding the regularity
of the bias. We will show in this paper that the bias regularity is as important as its expectation.
Simulation is a technique complementing analytical methods, as it is used when an accurate
estimate of the system performance is needed. Simulation is also used to quantitatively assess
the bias of newly developed analytical methods. In these cases, a design of experiments (DOE) is
executed by running simulation and analytical methods on a set of points selected according to
some criteria. Then, deviations of analytical methods from simulation are calculated by considering
the simulation output as the benchmark. This experimental effort is not exploited further, because
the simulation estimates are not used anymore after the accuracy of the analytical method has
been assessed. On the contrary, the simulation output could be used to improve the estimate of
the analytical methods by properly adjusting their output. How to combine the outputs from
simulation and analytical methods is a subject of this study.
The problem investigated in this paper is simple and practical. Given a system we want to study,
we assume that a simulation model and an analytical model that evaluate the system performance
with different fidelities are available. The objective is to develop a meta–model (or surrogate model)
that uses both the simulation and the analytical model output for estimating the system performance. This problem is known in literature as multi-fidelity regression modeling. High-fidelity
models (mainly simulation models) generate accurate measurements of the manufacturing system
performance, whereas low-fidelity models (low accurate simulation models or analytical methods)
capture some basic features of the complex system. Obviously, high-fidelity models are time consuming to run compared with low-fidelity models.
This paper proposes a learning method to model any complex function representing manufacturing system performance. The method makes use of the estimates provided by an analytical method
and of a limited number of simulation experiments. Kernel regression, a non-parametric method, is
used in the proposed approach. This allows us to avoid making any assumption on the shape of the
functions we want to fit. The proposed method is applied to estimate the performance measures of
discrete-time discrete-material transfer lines with unreliable machines and finite buffer capacities.
Numerical results show that the proposed kernel regression extended with the analytical method
is more accurate than using only analytical estimates or only simulation based estimates.
Other research works have appeared in the literature on multi-fidelity regression modeling.
Among the others, is a technique known as Co-Kriging merges data from different fidelity sources
(Cressie 1993, Forrester and Keane 2009) by extending Kriging estimator. Goh et al. (2013) uses
a Bayesian approach to combine results from different simulators. These research contributions
extend a parametric model to consider also the output from different sources, which are mainly
simulation models with different detail levels. Differently from these works, our approach is nonparametric, so we let the data show the structure. Thus, no assumptions on the fitted functions
must be done, this is the main advantage counterbalanced by a decrease in efficiency compare to
parametric approaches. Looking from a different perspective, the proposed approach can be seen
as a parametric regression method in which analytical method provides the shape of the function,
whereas the remainder is locally fitted by kernel functions. Thus, analytical method gives structure
to kernel regression. To our knowledge, a parallel research is being developed by Chen et al. (2015)
who use locally weighted regression and smoothing method (LOESS) to combine simulation results
with those provided by a Jackson queuing network.
The paper is organized as follows. Section 2 describes the problem and introduces to the notation
used throughout the paper. Section 3 describes the proposed method with its related algorithm.
Numerical results are discussed in section 4. Finally, conclusions and guidelines for future developments are drawn in section 5.
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2.

Problem Description

We are interested to evaluate the system performance Y as a function of the system description
x, where Y is a univariate random variable, x ∈ R ⊂ Rd is a 1 × d vector and R is the set containing
all the admissible system configurations. Production rate, system time, service level or buffer levels
are examples of system performance, whereas machine rates, buffer capacities, arrival rates are
examples of system variables.
We assume someone else has already defined a DOE and executed experiments for us. Two kinds
of output are available from the experiments: simulation estimates (high-fidelity) and analytical
method estimates (low-fidelity). The DOE consists of n design points, each point is denoted by
index i ∈ N = {1 . . . n} and represents the system configuration x0i ∈ R. Specifically, a system
configuration is a vector x0i = [x0i1 . . . x0id ], where x0ik represents the value of the system variable k
(with k ∈ K = {1 . . . d}) at the design point i. The index 0 in the notation stays to indicate that
the variable belongs to the initial design. Let us denote with yi0j the output of experiment j on the
design point i. As convention we use j = s for simulation experiments and j = a for experiments
with analytical method.
A more compact notation uses matrices. The n × 2 matrix y 0 = {yi0j } contains the experimental
outputs for each design point i and method j. The n × d matrix x0 = {x0ik } contains the experimental
inputs for each design point i and variable k, or equivalently it contains the vector x0i for each
design point i.
We assume that simulation experiments are infinitely accurate and not affected by noise, i.e.
they provide oracle outputs. This assumption may be valid in several cases. For instance, when
the accuracy of newly developed analytical methods is evaluated, long simulations are generally
executed to obtain strict confidence intervals on the sample means. Alternatively, exact analytical
methods can also be used, when available, instead of simulation. Obviously, to make sense in
the proposed approach, such exact methods should be time-consuming compared to approximate
analytical methods. Numerical solution of Markov chains is a typical example because the required
computational time is generally very high for systems with large number of states. Analytical
methods are not exact in all the space x ∈ R, thus deviations from simulation oracles may exist.
Finally, no assumption is made on the stochastic behaviour of the system under investigation.
The only assumption we introduce is that the system under investigation is ergodic, thus both
simulation and analytical method provide bounded performance.
The problem is stated as follows. We want to estimate the system performance at unobserved
points (i.e., in x 6= x0i , ∀i) using the observations collected from the inital experiment and the
performance estimates in x provided by analytical method. More formally, we want to estimate:
y(x) = E(Y |y 0 (x0 ), y a (x)),
where y a (x) is the response of analytical method at point x.

3.

Extended Kernel Regression

This section presents the methodology developed to solve the estimation problem of the unknown
system performance Y (x). The main idea is to use the analytical model to help a Kernel Regression
(KR) to estimate the unknown function in the unobserved points, i.e. in the points that we never
simulated.
Standard KR uses a spatial correlation function (generally a radial basis function) to build a
predictor in the unobserved domain space. Estimation is built by averaging the contribution of all
the observations in the initial design. The weight of each design point is defined on the basis of the
distance between the point we want to estimate (i.e., x) and the observation itself (i.e., x0i ). This
means that each design point has an importance relatively to point x, the closer the points the
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larger the importance. KR can be classified as a local (the estimation is locally constructed) non
parametric (no shape assumptions on the fitted function is done). A pure Kernel estimator can be
calculated using the Nadaraya-Watson estimator (Wand and Jones 1995):

K x0i − x yi0s (x0i )

P
,
0
i∈N K xi − x

P
ybK (x) =

i∈N

(1)

where K(.) is a d–dimensional kernel function and yi0s is the simulation output at point x0i . The
kernel function, K(zi ), is chosen as the widely applied Gaussian Kernel, here presented in its
general form:
Y
2
e−(1/2θk )zik ,
(2)
K(zi ) =
k∈K

where θk represents a correlation coefficient and zik = (x0ik − xk ). Notice that this kernel function
can assume values only between 0 and 1. The selection of the correlation coefficient value is relevant,
as it affects the predictor smoothness.
The knowledge about some structural properties of the function embedded in the analytical
method can help to build the estimator, particularly when the point we want to evaluate is far
from unobserved points and spatial correlation is not likely to hold. Predictions of high-fidelity
observations are extended with analytical method estimates by combining them through the use
of kernel function K2 :



ŷi (x) = K2 x0i − x yi0s + 1 − K2 x0i − x ỹia (x) ∀i,

(3)

where ỹia (x) is the response of analytical method at point x adjusted with the bias evaluated at
x0i :
ỹia (x) = y a (x) + yi0s (x0i ) − yi0a (x0i ), ∀i.

(4)

In the above equation, the first term in the right-hand side is the output of the analytical method
at new point x (low-fidelity data) whereas the remainder is the bias. The kernel in equation (3) is
built to give more importance to the simulation oracle when x0i is close to x. On the contrary, at
points far from observation x0i more importance is given to the analytical method.
The Nadaraya–Watson estimator is then used to weight the extended contributions from the
sample points in the initial design:
P
ybEK (x) =


K1 x0i − x ŷi (x)
 ,
0
i∈N K1 xi − x

i∈N

P

(5)

where K1 (.) is a d–dimensional kernel function.
Algorithm 1 describes in detail how to implement the proposed method. To estimate the function
value at a new point x, the algorithm requires running n simulations and executing n + 1 times
the analytical method.

4.

Application of the method

In this section we show the application of the proposed method to specific types of transfer lines
for which analytical methods are very biased.
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Algorithm 1
Step 1 Initialization:
d ← number of system configuration variables
n ← number of samples in the initial design
x0 ← DOE
x ← System configuration to evaluate
θ1k , θ2k for k ∈ K ← Assigned values
Step 2 Execute DOE:
for i = 1, . . . , n do
<Execute simulation at x0i and collect yi0s >
<Execute analytical model at x0i and collect yi0a >
Step 3 Estimation:
for i = 1, . . . , n do
<Execute analytical model at x and collect y a >
<Calculate ỹia (x) with equation (4)>
2
 Q
0
<Calculate K2 x0i − x = k∈K e−(1/2θ2k )(xik −xk ) >
<Calculate ŷi (x) using equation (3)>
2
 Q
0
<Calculate K1 x0i − x = k∈K e−(1/2θ1k )(xik −xk ) using equation (2)>
<Calculate ybEK (x) using equation (5)>
4.1. Systems description
The proposed method is applied to estimate the production rate of discrete-time discrete-material
transfer lines. The system is characterized by a linear flow of material through a series of M unreliable machines and M − 1 inter-operational buffers with limited capacity. Ni (with i = 1, . . . , M − 1)
is the capacity of the buffer between machine i and i + 1. It is assumed that the first machine is
never starved and the last machine is never blocked. Processing time are equal and deterministic,
thus they are scaled to the time unit. Machine failures are operation dependent, i.e. machines
cannot fail when they are neither starved nor blocked.
For sake of simplicity, each machine can fail in one mode and we denote with pi and ri the probability of failure and repair of machine i (with i = 1, . . . , M ), respectively. When failures and repairs
of machines are geometrically distributed, several analytical methods can be used to estimate the
mean performance measures of this type of systems (Dallery and Gershwin 1992, Gershwin 1994,
Papadopoulos et al. 2009, Li et al. 2009, Tolio and Matta 1998).
We will analyze two different cases. In the first case, the repair probabilities of machines are not
memoryless. Specifically, if machine i does not get repaired in a time unit the probability of repair
is increased of a fixed quantity according to the following assignment:
(1 − ri )
,
(6)
a
where ri0 is the original repair probability of machine i, age is the actual duration of the failure
and a is a parameter. A transfer line with such age-dependent failure rates cannot be evaluated
with available analytical methods.
The second case considers correlated failure probabilities in addition to age-dependent repair
probabilities. The machine failure probabilities are dynamically updated on the basis of the number
of machines that are failed at that moment:
(1 − pi0 )
pi = pi0 + b
,
(7)
M
where b is the number of failed machines at a certain time.
ri = ri0 + age
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4.2. Experimental setting
For the two systems described in the previous section we want to estimate their expected production rates and expected number of parts in the buffers.
The proposed Extended Kernel Regression (EKR) method is applied to the described two
systems with M = 8 machines. The system configuration is represented by the vector x =
[p1 . . . p8 , r1 . . . r8 , N1 . . . N7 ]. We are interested in the systems with high efficiency (production rate
larger than 0.6), so the domain of interest is pi ∈ [0, 0.06], ri ∈ [0.05, 0.2] and Ni ∈ [4, 20] (Gershwin
2011). In all the experiments, parameter a in equation (6) is equal to 1, whereas parameters age
and b (in equation (7)) are dynamically calculated during simulation.
Lating hypercube sampling (LHS) was used to generate the points. We selected a space filling
design to explore all the space of our interest. The analytical model used to build the estimator is
the DDX (Dallery et al. 1988). Simulation experiments were executed in single replications with
100, 000 time units of warm-up period and simulation length equal to 1, 000, 000 time units.
To simplify experiments, parameters θ have the same value along all the dimensions k. A first
experiment to estimate the unknown parameters θ1k = θ1 and θ2k = θ2 for k ∈ K was done, with
n = 10 points and n = 100 points in the DOE for model building and 1000 checkpoints for model
validation. We selected to normalize all the dimensions of the input to [0, 1]. A complete factorial
design with two factors (θ1 and θ2 ) and four levels (0.1, 1, 10, 20) was developed. As far as the first
system (machines with age dependent repair rates), we selected θ1 = 1 and θ2 = 20 for production
rate estimation and θ1 = 1 and θ2 = 0.1 for buffer levels. For the second case, the values θ1 = 1 and
θ2 = 10 for production rate and θ1 = 1 and θ2 = 0.1 for buffer levels were selected. These values
minimized the MARE defined in expression (8).
After the setting of parameters, a new DOE with n = 10 was generated (with LHS) to build the
EKR model. This was repeated 10 times (we developed an EKR model for each of the 10 repetitions). The accuracy of the predictor was then evaluated on 1000 different checkpoints sampled
with LHS. To evaluate the dependence from the computational effort in the initial experiment, a
larger DOE with n = 100 was used to build the EKR model.
The prediction performances were assessed with different synthetic indicators. The mean absolute
relative error (MARE) is widely used to quantify the accuracy of newly developed analytical
methods:
R
1 X |yb(xi ) − y s (xi )|
(8)
M ARE =
R i=1
y s (xi )
where yb(xi ) and y s (xi ) are the results of the checkpoints got by a fixed method and simulation,
respectively. R is the number of the checkpoints. Another measure of the prediction accuracy is
the estimated root mean squared relative error:
v
u
2
R 
u1 X
yb(xi ) − y s (xi )
t
ERM SRE =
R i=1
y s (xi )
The correlation coefficient (Rho) between the proposed predictor and the simulation was also used
in the analysis.
4.3. Numerical results
Tables 1 and 2 show the estimators of the EKR, pure Kernel and DDX in the first and second
case, respectively. Notice that the results reported for n = 10 points are average of 10 repetitions,
whereas those for n = 100 refer to only one repetition.
We can see that the result of the two cases are quite similar. For production rates, the performance of the EKR improved a lot compared to the analytical method even when few points (n = 10)
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Table 1
Output
PR
WIP1
WIP2
WIP3
WIP4
WIP5
WIP6
WIP7

Table 2
Output
PR
WIP1
WIP2
WIP3
WIP4
WIP5
WIP6
WIP7

Case 1: age dependent repair probabilities.
EKR
pure Kernel
n
MARE ERMSRE Rho
MARE ERMSRE Rho
0.0134
0.28
10
0.0084
0.0111
0.60
0.0101
100
0.0081
0.0107
0.63
0.0097
0.0130
0.65
10
0.1962
0.4645
0.93
0.7246
1.1627
0.48
100
0.1828
0.4558
0.93
0.7099
1.1412
0.84
1.4353
0.46
10
0.3328
0.8066
0.88
0.8945
100
0.3015
0.7724
0.88
0.8556
1.3538
0.80
1.4121
0.45
10
0.4145
0.8856
0.80
0.9188
100
0.3867
0.8641
0.80
0.9395
1.4537
0.73
10
0.4155
0.6891
0.81
0.8742
1.2947
0.35
100
0.3657
0.6511
0.81
0.9790
1.4676
0.72
1.2688
0.33
10
0.4292
0.7035
0.76
0.8946
100
0.3902
0.6833
0.76
0.9446
1.3499
0.69
1.2478
0.40
10
0.4120
0.6126
0.77
0.9173
100
0.4045
0.6420
0.77
0.9496
1.2941
0.70
10
0.3272
0.4454
0.80
0.7650
0.9977
0.41
100
0.2770
0.4049
0.80
0.7106
0.9172
0.76

Case 2: correlated failures and age dependent repair probabilities.
EKR
pure Kernel
n
MARE ERMSRE Rho
MARE ERMSRE Rho
10
0.0244
0.0309
0.64
0.0288
0.0366
0.50
100
0.0237
0.0298
0.69
0.0280
0.0354
0.95
0.9258
0.51
10
0.1139
0.1691
0.97
0.6175
100
0.1035
0.1554
0.97
0.6090
0.9116
0.89
10
0.1891
0.2927
0.92
0.6618
0.9404
0.52
100
0.1818
0.2837
0.92
0.6390
0.8964
0.85
10
0.2391
0.3579
0.87
0.6393
0.8882
0.46
100
0.2317
0.3462
0.87
0.6508
0.9085
0.76
0.7612
0.37
10
0.2714
0.3841
0.86
0.5864
100
0.2610
0.3695
0.86
0.6489
0.8544
0.77
10
0.2906
0.4165
0.84
0.5418
0.6965
0.32
100
0.2683
0.3957
0.84
0.5779
0.7503
0.75
10
0.2677
0.3799
0.82
0.5249
0.6533
0.42
100
0.2441
0.3591
0.82
0.5038
0.6239
0.72
0.4594
0.43
10
0.2337
0.3027
0.87
0.3709
100
0.2068
0.2722
0.88
0.3399
0.4188
0.75

DDX
MARE ERMSRE Rho
0.4119

0.4192

0.59

0.2166

0.5273

0.93

0.3311

0.8469

0.88

0.4056

0.9038

0.79

0.3904

0.6984

0.80

0.4073

0.7111

0.75

0.3806

0.5868

0.76

0.3125

0.4041

0.79

DDX
MARE ERMSRE Rho
0.2693

0.2835

0.56

0.1584

0.2016

0.97

0.2022

0.3050

0.92

0.2414

0.3581

0.87

0.2718

0.3814

0.85

0.2944

0.4138

0.83

0.3012

0.3984

0.82

0.3442

0.4043

0.87

are used to learn. Also pure Kernel performs quite well in general except for the correlation coefficient, this is probably due to the smoothness of the production rate function. When we increase
the number of points in the DOE (n = 100), EKR and pure Kernel perform similarly. However, the
same performance can be obtained by EKR with only one-tenth of the effort. Obviously, both are
better than DDX that was not developed for these kinds of systems.
As far as buffer levels, none of the three methods’ performance is good. In particular, the pure
Kernel’s error is very large according to the MARE and ERMSRE. This is probably due to the
difficulty of predicting buffer level function. Prediction of the EKR is much better than pure
Kernel and slightly better than DDX. This slight improvement of DDX is probably caused by
the non regular behaviour of the analytical method, which has a highly variable bias compared
to simulation oracles. This clearly points out the need of analytical methods with regular bias.
Indeed, on production rate the bias is large but regular, thus the proposed EKR is able to model
the bias with few experiments. On the contrary, when the bias is variable it becomes difficult to
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learn it with a limited number of experiments, even if the average bias is not large. This is the case
observed on buffer levels.

5.

Conclusion

This paper has proposed a method to combine results from simulation and analytical method
to fit meta-models for manufacturing system performance. The method is not based on specific
assumptions, thus it can used whenever a simulation model and an analytical model are available to
represent a manufacturing system. From the preliminary results reported in this paper, the method
largely improves pure regression models when the fitted function is not smooth and regular. On
the other hand, when the fitted function is regular the method largely improves analytical method.
In general, in our numerical experiments, the proposed estimates were always better compared to
either pure regression model or analytical methods
Future research will be devoted into different directions. First, more efforts will be expended to
well understand the application areas of the proposed method compared to pure regression models
and analytical models. Second, theoretical properties of the proposed estimator will be studied.
Finally, the proposed method will be extended to consider more than one analytical methods with
different fidelities.

References
Askin, R.G., C.R. Standridge. 1993. Modeling and Analysis of Manufacturing Systems. Wiley.
Buzacott, J.A., J.G. Shantikumar. 1993. Stochastic Models of Manufacturing Systems. Prentice Hall.
Chen, R., J. Xu, C.H. Chen, L.H. Lee. 2015. An effective learning procedure for multi-fidelity simulation optimization with ordinal transformation. Submitted to 2015 IEEE International Conference on
Automation Science and Engineering, Goteborg, Sweden.
Cressie, N. 1993. Statistics for Spatial Data. Wiley.
Dallery, Y., R. David, X.L. Xie. 1988. An efficient algorithm for analysis of transfer lines with unreliable
machines and finite buffers. IIE Transactions 20(3) 280–283.
Dallery, Y., S.B. Gershwin. 1992. Manufacturing flow line systems: A review of models and analytical results.
Queueing Systems Theory and Applications, Special Issue on Queueing Models of Manufacturing Systems 12(1–2) 3–94.
Forrester, A.I.J., A.J. Keane. 2009. Recent advances in surrogate-based optimization. Progress in Aerospace
Sciences 45(13) 50 – 79.
Gershwin, S.B. 1994. Manufacturing Systems Engineering. Prentice Hall.
Gershwin, S.B. 2011. Case generation for algorithm testing. Eigth Conference on Stochastic Models of
Manufacturing and Service Operations, Kusadasi, Turkey.
Goh, J., D. Bingham, J. Paul Holloway, M.J. Grosskopf, C.C. Kuranz, E. Rutter. 2013. Prediction and
computer model calibration using outputs from multifidelity simulators. Technometrics 55(4) 501–512.
Li, J., D. E. Blumenfeld, H. Ningjian, J. M. Alden. 2009. Throughput analysis of production systems: recent
advances and future topics. International Journal of Production Research 47(14) 3823–3851.
Li, J., S.M. Meerkov. 2009. Production Systems Engineering. Springer.
Papadopoulos, C.T., M.E. J. O’Kelly, M. J. Vidalis, D. Spinellis. 2009. Analysis and Design of Discrete Part
Production Lines. Springer–Verlag.
Tolio, T., A. Matta. 1998. A method for performance evaluation of automated flow lines. CIRP Annals Manufacturing Technology 47(1) 373 – 376.
Wand, M.P., M.C. Jones. 1995. Kernel smoothing. Monographs on statistics and applied probability, Chapman & Hall/CRC, Boca Raton (Fla.), London, New York.

144

10th Conference on Stochastic Models of Manufacturing and Service Operations (SMMSO 2015)

Production Lead Time in Serial and Re-entrant Lines:
Analysis and Control
Semyon M. Meerkov
Department of Electrical Engineering and Computer Science,
University of Michigan, Ann Arbor, MI, USA, smm@umich.edu

Chao-Bo Yan
State Key Laboratory for Manufacturing Systems Engineering,
Xi’an Jiaotong University, Xi’an, Shaanxi, China, chaoboyan@mail.xjtu.edu.cn

Production Lead Time (LT ) is the average time a part spends in the system, being processed or waiting for processing.
In production systems with hardware-unlimited buffers, LT may be arbitrarily long, which is detrimental for economic
and quality reasons. Therefore, limiting LT or, more generally, controlling it, is an important industrial problem. This
paper is intended to provide methods for LT analysis and control for two classes of production systems – serial lines
and re-entrant systems. Specifically, we develop an analytical technique for analysis of LT in serial lines and then extend
it to re-entrant systems (using an empirical/analytical approach). Based on these analysis techniques, we provide openand closed-loop control policies, which ensure the desired LT . In practical terms, the results of this work enable a new
paradigm for production systems management: operate production systems so that the desired lead time is ensured, while
the throughput is maximized.
Key words: Production systems; Lead time; Serial lines; Re-entrant lines; Open- and closed-loop raw material release
control

1. Introduction
Production lines are typically managed to maximize their throughput. In some cases, this leads to excessively long production lead time (LT ), i.e., the average time a part spends in the system, being processed
and waiting for processing. Long lead time may be unacceptable for economic and quality reasons. These
considerations call for a different management paradigm: operate production systems so that the desired
lead time is ensured, while the throughput is maximized.
This constrained optimization problem, which we referred to as the lead time control (LTC) problem, is
addressed in this paper. Operationally, the approach to solve this problem is based on “throttling” the raw
material release rate so that the desired performance is attained. Mathematically, the approach is based on
an extension of the recursive aggregation procedure described in Li and Meerkov (2009). Structurally, both
serial and re-entrant lines are considered.
As far as the literature review is concerned, publications on production lead time can be classified into
three groups. The first one considers lead time as a function of the dispatch rule, rather than raw material
release rule (see, for instance, Waikar et al. (1995), Pinedo (2012)). Dispatch rules indicate which job
must be selected for processing at a given workcenter. The main result here is that, under a wide range
of conditions, jobs with the shortest processing time should be selected first in order to minimize the lead
time. The second group addresses the issue of feedback control of raw material release. The main control
strategies considered are kanban (see, for instance, Mitra and Mitrani (1990), Matzka et al. (2012)) and
CONWIP (see, for instance, Spearman et al. (1990), Khojasteh-Ghamari (2009)). However, this literature
does not provide methods for selecting parameters of these control strategies (i.e., the number of kanbans
or the limit of CONWIP), which would lead to the desired lead time. The third group consists of our papers
Biller et al. (2013) and Meerkov and Yan (2015a) mentioned above, which provide formulas for the lead
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time for serial and cellular lines with Bernoulli machines. The current paper is intended to advance this
research for serial and re-entrant lines with machines obeying continuous reliability models.
The outline of this paper is as follows: Section 2 introduces the model addressed. Sections 3 and 4 provide
solutions of the LTC problem for serial and re-entrant lines, respectively. The conclusions and topics for
future research are given in Section 5. Due to space limitations, all proofs are omitted and can be found
in Meerkov and Yan (2015b,c). Also, only the case of identical exponential machines is described here;
extensions to non-identical and non-exponential machines can be found in Meerkov and Yan (2015c).

2.

Model

Consider serial and re-entrant lines shown in Figure 1, where the re-entrant line is represented by the bottleneck workcenter-based model introduced in Rose (1998) and further explored in Yan et al. (2012). In
this figure, circles represent the machines and the open rectangles are the buffers. While m1 , m2 , . . . , mM
and b1 , b2 , . . . , bM −1 (or b1 , b2 , . . . , bN −1 ) are the usual producing machines and buffers, respectively, m0 ’s
represent the raw material release machines and b0 ’s are raw material buffers (to indicate this, m0 ’s and b0 ’s
are shown in gray). Controlling the efficiency of the release machines, m0 , one can control the availability
of raw material and, thus, the lead time.

(a)Serial line
Figure 1

(b)Bottleneck workcenter-based model of reentrant line

Production systems with a release machine

Introduce the following assumptions:
(i) The system consists of M producing machines, m1 , m2 , . . . , mM , a release machine, m0 , M − 1
work-in-process buffers, b1 , b2 , . . . , bM −1 (in the serial line) or N − 1 buffers, b1 , b2 , . . . , bN −1 (in the reentrant line), and a raw material buffer, b0 .
(ii) All machines (including the release machine) have the same cycle time, τ (in min).
(iii) All machines are exponential, characterized by the breakdown and repair rates λ and µ for producing
machines and λ0 and µ0 for the release machine.
(iv) Each buffer is of infinite capacity.
(v) The flow model is assumed and machine failures are time-dependent.
Assumption (iv) is introduced to reflect the fact that the LTC problem is of particular importance for
systems with no hardware-constrained buffers. Assumption (v) is introduced for technical reasons: it permits
a precise formulation of the equations describing the systems at hand.
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3. Serial Lines
3.1. Analysis
3.1.1. General properties
P ROPOSITION 1. Consider a serial line defined by assumptions (i)-(v) with e0 < e. Then, an estimate of
the lead time (in min) is given by
¸³
·
1−e ´
c = M τ + e0 + (2M − 1) e
.
(1)
LT
µ0
µ e − e0
Expression (1) leads to the following conclusions:
c.
• For fixed e, shorter up- and downtimes of the producing machines lead to smaller LT
c.
• Similarly, for fixed e0 , shorter up- and downtimes of the release machine lead to smaller LT
c is monotonically increasing in M , hyperbolically increasing as e0 → e.
• LT
c tends to its minimum value, M τ .
• As e → 1, LT
c , introduce the following parametrization:
To further characterize the behavior of LT
ρ :=

c
LT
e0 b
, lt :=
.
e
Mτ

(2)

b > 1 as the relative (or
We refer to 0 < ρ < 1 as the relative workload imposed on the system and to lt
dimensionless) lead time, i.e., the lead time in units of the smallest possible lead time. In terms of these
parameters, (1) can be re-written as follows:
µ
¶
ρ
2M − 1 ³ 1 − e ´
b =1+ 1
+
.
(3)
lt
τ M µ0
Mµ
1−ρ
b depends on the release machine efficiency, e0
Clearly, in addition to M , e, and τ , the relative lead time, lt,
(through ρ) and on its downtime (through µ0 ). However, in the limit as M tends to infinity, the dependency
on µ0 disappears:
³
´
b ∞ := lim lt
b =1+ 2 1−e .
(4)
lt
M →∞
µτ 1 − ρ

This is convenient for the LTC problem, since for long lines, only e0 would have to be selected, rather than
µ0 as well. Based on this, below we consider only the case of M = ∞, while the results for M < ∞ can be
found in Meerkov and Yan (2015c).
Expressions (3) and (4) can be rewritten in the form
b=
lt

a
+ b,
1−ρ

(5)

where a and b are system-dependent. We hypothesize that, with an appropriate definition of ρ, expression
(5) can be used for systems other than serial lines. This hypothesis is verified in Section 4 for re-entrant
lines.
b given by (4) as a function of ρ for τ = 1
3.1.2. Knee-type behavior Figure 2 illustrates the behavior of lt
b grows
min and several values of e, µ, and µ0 . All curves in this figure have a “knee” beyond which lt
extremely fast. It is of interest to characterize “safe” release rates, i.e., release rates below the knee. To
b ∈ (0, lt
b max ], where
accomplish this, introduce the scaling ratio, α, as follows: assume ρ ∈ [ρmin , 1) and lt
b max is the largest acceptable relative lead time.
ρmin is the smallest relative load factor of interest and lt
Then
1 − ρmin
α :=
.
(6)
b max
lt
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(Note that in Figure 2, α = 1/4000.) Recall that the curvature, κ, of a twice differentiable function, f (x),
is given by
00
¡
¢
|fxx
|
(7)
κ f (x) =
3 .
02
(1 + fx ) 2
Using these expressions, introduce:

µ0 = 1, µ = 0.1
µ0 = 0.1, µ = 0.01

b
lt

800

400

1200
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µ0 = 0.1, µ = 1
b knee )
(ρ̂knee , lt
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0
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b
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1
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b knee )
(ρ̂knee , lt

40
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0.99

1
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ρ
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1

(a)e = 0.7
(b)e = 0.9
b
Relative lead time, lt∞ , as a function of relative workload, ρ, and machine parameters (for τ = 1
min)

b on the (ρ, lt)-plane
b
D EFINITION 1. The knee, ρ̂knee , of lt
with the scaling ratio α is the point on [0, 1) at
b
which the curvature of αlt(ρ)
reaches its maximum.
b
Based on the above definition, it is shown in Meerkov and Yan (2015c) that the knee of lt(ρ)
satisfies the
relationship:
¯
b ¯¯
d(lt)
α
=1
(8)
¯
dρ ¯
ρ=ρknee

or, taking into account (5),

√
ρknee = 1 − αa.

(9)

Expression (9) shows that the position of the knee depends on the regime of system operation (i.e., α) and
the parameter a of (5), while it is independent of b.
b ∞ (ρ) is quantified by:
P ROPOSITION 2. Under the assumptions of Proposition 1, the knee of the curve lt
r
2α
(1 − e).
(10)
ρ̂knee,∞ = 1 −
µτ

To simplify notations, the symbol ∞ in the subscript is omitted in the sequel.
b knee )) are indicated in Figure 2 by black dots. Thus, releasing raw material with the
The pairs (ρ̂knee , lt(ρ̂
rate
r
¶
µ
2α
(1 − e) ,
(11)
e0 < e 1 −
µτ
b below the knee.
results in lt
Note that in practice, the position of the knee is referred to as the “sweet point”. Thus, (11) provides an
analytical tool for selecting raw material release rates that ensure system operation at the sweet point.
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3.2. Open-loop control
3.2.1. Random release
P ROPOSITION 3. Under the assumptions of Proposition 1, the sets of feasible lead times, Fltb , is given
by
b > 1 + 2(1 − e) Tdown .
lt
τ

(12)

b is a decreasing function of the producing
From this expression, we observe that the lower bound on lt
machine efficiency and, for fixed e, an increasing function of the producing machine downtime in units of
b > 5, no matter how low the release rate is.
= 10, then lt
the cycle time. For instance, if e = 0.8 and Tdown
τ

P ROPOSITION 4. Under the assumptions of Proposition 1, for any feasible desired lead time, ltd ∈ Fltb ,
the release rate is given by
¸
·
2(1 − e) Tdown
.
(13)
ê∗0 = e 1 −
ltd − 1 τ
For this release rate, the throughput and work-in-process in each buffer are:
´³ 1 − e ´
´
∗³ ∗
∗ ³
∗
∗
∗
∗
c = ê0 , WIP
[ 0 = ê0 ê0 + e
[ i = 2ê0 e 1 − e , i = 1, 2, . . . , M − 1.
, WIP
TP
∗
∗
τ
τ µ0 µ e − ê0
µτ e − ê0

(14)

This proposition leads to a solution of the open-loop LTC problem, i.e., releasing raw material continuously with the rate (13). In practice, this can be accomplished by releasing a part at the beginning of each
cycle with probability ê∗0 . This implies that the release machine can be viewed as obeying the Bernoulli
reliability model with the probability of success ê∗0 . We refer to this type of release as once-per-cycle.
, with
The behavior of ê∗0 as a function of ltd is illustrated in Figure 3 for various values of e and Tdown
τ
∗ b
b
black dots indicating (ltknee , ê0 (ltknee )). From this figure, we conclude:
b knee , the optimal release rate ê∗ (and, therefore, TP
c ) is a rapidly increasing function of ltd .
• For ltd < lt
0
b knee , ê∗ is practically constant.
• For ltd > lt
0
• Thus, operating beyond the knee is not only unnecessary, but detrimental.
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Optimal release rate, ê∗0 , as a function of the desired relative lead time, ltd , and machine parameters
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3.2.2. Deterministic release In practice, random, once-per-cycle, raw material release may be inconvenient. In such situations, the results of Subsection 3.2.1 can be used to define strategies for deterministic,
e.g., hourly, release. This is carried out as follows:
∗
Let ê∗0 (ltd ) be the release rate calculated using (13). Denote ÊRI
as the deterministic number of parts
released during the release interval, RI (in min), quantified as
¹
∗
ÊRI
=

º
RI ∗
ê0 (ltd ) ,
τ

(15)

where bxc is the “floor” operator, which denotes the largest integer not greater than x. It is shown in Meerkov
and Yan (2015c) that if RI is selected as RI > 50τ , the resulting system performance is similar to that with
once-per-cycle release.
3.3. Closed-loop control
The previous subsection provided methods for calculating raw material release rates that ensure the desired
lead time, given that the parameters of the machines are known precisely. In practice, however, this is seldom
the case – the real values of machine parameters are often unknown; only their nominal values are available.
In this situation, the above methods may result in lead times dramatically different from the expected ones.
Indeed, if, for example, the real machine efficiency, ereal , is lower than the nominal one, enom , and the
desired lead time, ltd , is sufficiently large, it may happen that
ê∗0 (ltd ) > min ereal,i ,
16i6M

(16)

which would lead to an arbitrarily long lead time.
To prevent this situation, feedback control can be used to throttle raw material release as a function of
work-in-process. A number of such control strategies can be proposed. Here, we consider the one based on
the total work-in-process, WIPtotal , as the “sensor measurement”. This is carried out as follows:
Consider the serial line defined by the nominal breakdown and repair rates λ and µ, respectively. Let LTd
be the desired lead time. Based on this information, calculate:
• Once-per-cycle release rate, ê∗0 , using (13).
∗
• Once-per-RI release rate, ÊRI
, using (15).
[ total , which, as it follows from (1), can be
• The nominal total work-in-process in the system, WIP
calculated as
∗
[ total = ê0 (LTd − M τ ).
(17)
WIP
τ
Using these data, introduce the following control law:
(
∗
ÊRI
,
E(s + 1) =
0,

[ total ,
if WIPtotal (s) 6 WIP
otherwise,

(18)

where s = 0, 1, . . . , is the index of release interval, E(s + 1) is the amount of raw material released at the
∗
beginning of the release interval s + 1, ÊRI
is the amount of release defined in (15), and WIPtotal (s) is the
real-time total work-in-process in the system at the end of the release interval s.
The performance of feedback law (18) has been evaluated by simulations. The results can be found in
Meerkov and Yan (2015c). These results show that, in all cases considered, closed-loop raw material release
maintains the lead time of the real system close to the desired value, whereas the open-loop release results
in a substantially longer lead time, tending to infinity for large ltd .

150

SMMSO 2015

4. Re-entrant Lines
In this section, we extend the results in Section 3 to re-entrant lines. Due to space limitations, only the
analysis part is presented and results for the LTC problem can be found in Meerkov and Yan (2015b).
Unfortunately, expression (5) for re-entrant lines is all but impossible to derive analytically. Therefore,
we resort to an empirical/analytical approach, whereby the constants a and b are determined empirically
and the validity of (5) is justified by simulations, while the position of the knee as well as the open- and
closed-loop release control policies are quantified analytically.
More specifically, consider the system of Figure 1(b) and assume that M < N , i.e., the number of
machines in the bottleneck workcenter is less than the number of processing stages. Then, the approach
developed here consists of the following:
(a) Introduce the relative lead time and the relative workload for re-entrant lines:
ltr =

LT
N e0
, ρr =
.
Nτ
M e

(19)

To ensure stability, assume ρr < 1, i.e.,

Me
.
(20)
N
(b) Identify empirically the two constants involved in expression (5). This is accomplished by evaluating
LT by either simulations or operating the system under two workload factors, say, ρr1 and ρr2 . Using (5),
this leads to two equations with two unknowns. Solving these equations, we obtain:
e0 <

ar =

ltr (ρr2 )(1 − ρr2 ) − ltr (ρr1 )(1 − ρr1 )
ltr (ρr1 ) − ltr (ρr2 )
(1 − ρr1 )(1 − ρr2 ), br =
,
ρr1 − ρr2
ρr1 − ρr2

(21)

where ltr (ρri ), is the empirically determined relative lead time under the relative load factor, ρri , i = 1, 2.
(c) Next, we justify that expression (5) with constants (21) holds for any ρr ∈ [ρr,min , 1). This is accomplished by simulations. Thus, the characteristic curve for re-entrant lines is established empirically as
b r (ρr ) =
lt

ar
+ br .
1 − ρr

(22)

(d) The analytical part of the approach is based on (22). Specifically, we quantify the position of the knee
by (9) and develop open- and closed-loop job release policies that ensure the operation at the sweet point or
at any other desired point of the characteristic curve.
b r (ρr ) specified by (22) has been investigated for two dispatch policies: first buffer first
The accuracy of lt
served (FBFS) and last buffer first served (LBFS). Detailed results reported in Meerkov and Yan (2015b)
show that this approach results in an acceptable precision of lead time evaluation for both FBFS and LBFS
dispatch policies. Thus, (22) can be used for the knee position quantification using expression (9).

5. Conclusions and Future Work
This paper provided methods for analysis and control of lead time (LT ) in serial and re-entrant lines with
exponential machines. From the analysis point of view, we have provided an analytical expression for LT
as a function of the raw material release rate and investigated structural properties of LT (specifically, its
knee-type behavior). From the point of view of open-loop control, we have derived a formula for the raw
material release rates that result in the desired LT (LTd ), while maximizing the throughput; in addition,
we showed that releasing raw material with the rates beyond the knee is not only unnecessary (since the
throughput remains constant), but detrimental as well (since the work-in-process grows linearly in LTd ).
As far as the closed-loop control, we proposed a simple feedback system for a once-per-hour or once-pershift raw material release that maintains LTd even if the machine parameters differ from those nominally
assumed.
Many problems in this area are still open. Two of them are as follows:
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• Extension of the results obtained to assembly systems.
• Imbedding the results obtained into Manufacturing Resource Planning Systems (see Sheikh (2003)),
the performance of which often suffers due to the assumption that LT is deterministic.
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Abstract
We examine the operation of a quality control unit that uses a Continuous Sampling Plan (CSP) policy, placing particular emphasis on the delay aspects of the inspection station and on the effects of the inspection process
on flow times. In particular, we examine markovian models of the inspection station and analyze the delay and
queueing aspects of the CSP policy assuming exponential inspection times using matrix analytic techniques. We
also examine the indirect effects on the inspection process on flow times due to the modulation of the downstream
arrival process by the inspection process and the corresponding increase in variability.
K EYWORDS : QUALITY CONTROL ; CONTINUOUS SAMPLING PLAN ; QUEUEING ; FLOW TIME ANALYSIS .

1

Introduction

Traditionally, quality aspects and operational performance characteristics of manufacturing systems such as Work-in-Process
(WIP), lead times, and throughput were perceived as different issues and the corresponding literatures were virtually disjoint. In
recent years however there has been a growing realization that the “quality” and “quantity” aspects of a manufacturing operation
are often interrelated (see Gershwin, 2006) and that there are advantages in considering them in conjunction. Inspection often
has a dual role, namely both to detect defective parts produced by upstream machines and to monitor indirectly the quality status
of upstream machines. Thus the number and position of inspection stations, in conjunction with the size of the buffers between
the machines plays an important role in the yield and throughput of the line (see Gershwin, 2006, and Kim and Gershwin,
2006). Related issues are also studied in Colledani and Tolio (2011) and Cao and Subramaniam (2013).
Earlier Tapiero and Hsu (1987) presented a model integrating an off-line inspection procedure into a job shop manufacturing process described by an M/M/1 queue. An extension where examining a Continuous Sampling Plan in the context of a
manufacturing process described by an M/G/1 queue was given by Hsu and Tapiero (1989). Hsu and Tapiero (1990) analyzed
a production processes modeled as an M/G/1 queue in which the manufacturing process is either in-control or out-of-control.
A Bayesian approach for the quality control of an unreliable production process is presented in Hsu and Tapiero (1988). An
off-line inspection in unreliable production system, modulated as M/G/1 queue with limited buffer was studied by Tsiotras and
Tapiero (1992). Finally, Cassandras and Han (1992) consider a related Markov Decision Problem.
In this paper we present detail models in order to analyze some of the queueing aspects associated with the Continuous
Sampling Plan (CSP-1). In section 3 we assume that the inspection process itself requires a non-negligible time and thus
introduces a queueing delay while in section 4 we suppose that the inspection is virtually instantaneous and consider the
queuing effect produced downstream by the fact that the post-inspector arrival process necessarily has greater variability. The
models presented are markovian and their analysis can be carried out using standard matrix analytic techniques.
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2

Matrix geometric tools

Continuous Sampling Plans (CSP) where introduced by Dodge (1943). In the CSP-1 every item is inspected until a desirable
level of production quality is reached at which point the manufacturer switches to partial inspection, examining only a fraction of
the items produced. The desirable level of quality is reached upon observing a prespecified number of consecutive nondefective
item, which is called the clearance number. On the other hand if a defective item is detected while the inspector is in partial
inspection mode then the inspector reverts to the full inspection mode. So the sampling plan is characterized by the switching
between full and partial inspection of the items with a prescribed switching rule. When the inspector is in the partial inspection
mode, only a fraction, say 1/r, of the items produced is inspected.
Next, we mention briefly some standard results of matrix analytic techniques that will be need in the sequel. We refer the
reader to Latouche and Ramaswami (1999) for background, proofs, and further details. Consider the following continuous time
Markov process (known as a Quasi Birth and Death, or QBD, Process) with state space S := {(i, j) : i = 0, 1, 2, . . . ; j =
0, 1, . . . , k}. The first coordinate i is the level of the process while the second coordinate, j, is the phase. The generator has
the form


B0 A0

 A2 A1 A0


.
A2 A1 A0
(1)
Q=




A2 A1 A0
A0 , A1 , A2 , B0 , are (k + 1) × (k + 1) matrices which satisfy the necessary and sufficient conditions in order for Q to be a
generator. Thus all the entries of A0 and A2 and all non–diagonal entries of A1 and B0 must be non–negative. In addition, if e
is a column vector in Rk+1 with all entries equal to 1 we should have (A0 + B0 )e = 0 and (A0 + A1 + A2 )e = 0. We will
further assume that the matrices Am , m = 0, 1, 2, and B0 are such that the generator Q is irreducible.
Theorem 1. The process with infinitesimal generator Q is positive recurrent if and only if the minimal nonnegative solution R
to the matrix equation
A0 + RA1 + R2 A2 = 0
(2)
has all its eigenvalues inside the unit disc and the finite system of equations
p0 (B0 + RA2 )

=

0

p0 (I − R)−1 e

=

1

(3)

has a unique positive solution p0 . Then the stationary probability corresponding to Q is given in partitioned form by p =
[p0 , p1 , p2 , . . .] where pi , i = 1, 2, . . ., are row vectors with k + 1 components, pi = (pi,0 , pi,1 , . . . , pi,k ), corresponding to
the k + 1 different states for the arrival process. They are given by
pi = p0 R i ,

n = 0, 1, 2, . . . .

(4)

Equation (4) shows that the stationary distribution of such a process has a matrix-geometric form. The next theorem gives
a simple criterion that allows one to determine whether Q is positive recurrent. (sp(R) denotes the spectral radius of the matrix
R.)
Theorem 2. If the matrix A : = A0 + A1 + A2 is irreducible, then sp(R) < 1 if and only if
πA0 e < πA2 e

(5)

where π is the stationary probability vector of A, i.e. the probability vector that satisfies πA = 0.
The matrix-geometric form leads to simple expressions for various marginal distributions and moments associated with the
stationary distribution. The marginal probability distribution of the phase given by the vector
X
pn = p0 (I − R)−1
n≥0

while the marginal distribution of the level is given by
πn = pn e = p0 Rn e,
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n = 0, 1, 2, . . . .

In the models we shall examine the phase correspond to the state of the inspector, i.e. whether the inspection is in sampling
or in full inspection mode, and, in the latter case, it indicates the size of the last run of consecutive good parts it has detected.
The level, on the other hand, corresponds to the number of parts in the queue, before or after the inspector, according to the
model examined.
Once the matrix R defined in Theorem 1 has been determined, one can compute various performance criteria of interest.
In particular, the expected number of parts in the system is given by
!
∞
∞
X
X
i
L :=
ipi e = p0
iR e.
i=1

i=1

(In
above expression
thePinfinite sum of matrices converges by virtue of the fact that sp(R) < 1.) In view of the identity

Pthe
∞
i−1
i
−1
(I − R) = ∞
we have
i=1 iR
i=0 R = (I − R)
L = p0 (I − R)−2 R e.
Using similar considerations we obtain the variance for the queue length as
V :=

∞
X


i2 pi e − L2 = p0 2(I − R)−3 R2 + (I − R)−2 R e − L2 .

i=1

3

Inspection models

We consider two instances of the interplay of quality control with flow–time considerations in manufacturing systems. The first
instance is the inspector itself. If the time to inspect an item is not negligible compared to the other processing times in the
system then it also becomes a consideration in flow–time analysis. We thus consider the inspection station as a single server
queue with infinite buffer space. We assume items arrive at this station according to a Poisson process with rate λ. The decision
to inspect or not to inspect an item has thus implications not only on the quality of the output but on the flow–time through the
production line as well and the interplay between these two aspects is captured in the model we examine. Inspection times are
assumed to be i.i.d. exponential with rate µ. We will analyze two models that can be considered as variations of the situation
just described.
In the first model, which we will term the diverted stream model, we suppose that the quality process is Bernoulli and
assume that when the inspector is in the full inspection mode all items join the inspector queue. However, when the inspector
switches to the sampling inspection mode then each arriving item independently joins the queue with probability 1/r or moves
downstream without being inspected with probability 1 − 1/r. This model fully describes the situation and captures the gains
in flow–time (at the peril of lower quality) when an item is not inspected.
The second model, which we will term the accelerated inspection model, is considered in order to facilitate the analysis of
a Markovian quality process which is more realistic since it can be used to model a process going out of control and producing
with increased frequency defective parts. In this model all items join the inspector queue, even when the inspector operates in
its sampling mode. When the inspector operates in the full inspection phase inspection times are exponential random variables
with rate µ. However, when the inspector switches to the sampling phase, the inspection rate becomes rµ while at the same
time a defective item which is inspected is detected as such with probability 1/r. Clearly, the second model is intended as
an approximation to the first which describes more accurately the operation of the system. The reasons that may render this
approximation desirable when the quality process has markovian dependence will become apparent in the sequel.
The above two models deal with the queueing aspects of the inspection station. However, one has to realize that, even in the
case where inspection times are negligible, the presence of the inspector may affect the flow time of the production process by
virtue of the fact that it modulates the input process to the downstream stations. It is well known that queueing effects become
more severe when the interarrival times become more variable and the action of the inspector upstream is in fact a source of
interarrival time variability. The models presented can be used to investigate these effects.
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3.1

Diverted stream model

Suppose that items arrive according to a Poisson process with rate λ and the quality process is Bernoulli, i.e. each arriving
part is good with probability p or defective with probability q = 1 − p. Once an item has joined the inspector queue it is
inspected in a FIFO fashion by the inspector. This model can be described by a continuous time Markov chain with state space
S := {(i, j) : i = 0, 1, 2, . . . , j = 0, 1, . . . , k} where the first coordinate i, designates the level i.e. the number of customers
in the system while the second, j, the phase in the markovian description of the inspector as described in the previous section.
The generator, Q, is given by (1) where Ai , for i = 0, 1, 2, and B0 are (k + 1) × (k + 1) matrices given by


λ


λ




..
B0 = −A0 , A0 = 
,
.




λ
λr−1

A1

=






−(λ + µ)


−(λ + µ)
..



,


.
−(λr−1 + µ)



µq
µq


A2 = 

µq
µq



µp
µp
..

.






µp
µp

For the stability condition for this model matrix A is given by A = A0 + A1 + A2 or:


−p
p
 q

−1
p




..
..
A = µ
.
.
.


 q
−1
p
−q

q

The solution of the system πA = 0 where π together with the normalization condition
i

πi

=

p q,

πk

=

pk .

Pk

i=0

πi = 1 gives

i = 0, 1, . . . , k − 1,

Condition (5) gives the stability condition for this system.
λ/µ <

3.2

1
.
1 − pk (1 − r−1 )

Accelerated inspection model

Here we assume that the underlying quality process is not Bernoulli but, instead, follows a Markov chain with transition
probability matrix


q0 p0
P =
.
(6)
q
p
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This assumption is necessary in order to capture the effect of a process going out of control, as opposed to occasionally producing defective parts in the course of its normal operation. The Markovian correlation creates a modeling problem since a
Markovian description of the queueing process would require states that keep track of the quality of all items in the queue,
as well as their order, leading to a computationally intractable situation. We circumvent this problem by using the following
approximation which we call the accelerated inspection model. All items are inspected with inspection (service) times assumed
to be independent, exponentially distributed with inspection rate depending on the inspector phase: When the inspector is in
phases 0, . . . , k − 1 (corresponding to the full inspection mode) the inspection station is working with normal rate µ and inspections are considered perfect i.e. without errors. When the inspector is in phase k (corresponding to the sampling inspection
mode) then the inspection station works at an accelerated rate rµ (where r > 1) and errors of type II, corresponding to defective items erroneously identified as nondefective can occur. The probability of occurrence of a type II error is 1 − r1 . This
model requires the introduction of an additional state, k0 , corresponding to the situation where a defective item is inspected
with rate rµ and is erroneously accepted as nondefective. Thisstate can be reached in one step only from state k with probability q 1 − r−1 or from itself with probability q0 1 − r−1 . From k0 the inspector can make a transition to state k with
probability p0 or to state 0 with probability q0 r−1 .
The system is thus described by a continuous time Markov chain with generator Q of the form (1) where Ai , i = 0, 1, 2,
and B0 are (k + 2) × (k + 2) matrices given by
B0

A1

=

=

−λI, A0 = λI

−(λ + µ)

−(λ + µ)









..





,




.
−(λ + µ)
−(λ + rµ)

−(λ + rµ)

A2

=


µq0
 µq

 ..
 .

 µq

 µq
µq0

µp0


µp
..

.
µp
µrp
µrp0









µrq 1 − r−1 
−1
µrq0 1 − r

The stability condition is πA0 e < πA2 e where π is the vector of stationary probability of the matrix A = A0 + A1 + A2


−µp0 µp0
 µq

−µ µp


 ..

..
..
 .

.
.
A=

 µq

−µ
µp



 µq
−µrq µrq 1 − r−1 
µq0

µrp0
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−µ (q0 + rp0 )

The solution of the system πA = 0 is
π0

=

q
q + p0 − q (q0 − q) (r − 1) p0 pk−1

πi

=

qp0 pi−1
,
q + p0 − q (q0 − q) (r − 1)p0 pk−1

i = 1, . . . , k − 1

k−1

πk

=

p0 p
(1 + p0 (r − 1))
r (q + p0 − q (q0 − q) (r − 1)p0 pk−1 )

πk0

=

qp0 pk−1 (r − 1)
r (q + p0 − q (q0 − q) (r − 1)p0 pk−1 )

The condition πA0 e < πA2 e yields the stability condition


p0 pk−1 (1 + (p0 + q) (r − 1))
λ < µ 1 + (r − 1)
r (q + p0 − q (q0 − q) (r − 1)p0 pk−1 )

(7)

Remark 3. One can easily see that, when we adopt the Bernoulli arrivals for both models (diverted and accelerated) then for
k
1
0 < p < 1, 1−pk (1−r
−1 ) < 1 + p (r − 1) for all k and r > 0. Hence the stability region for the diverted steam model is
smaller than that for the accelerated inspection model.

4

Post inspection process

In this section we examine the modulating effect of the CSP inspector under the assumption that the inspection occurs at the
final stage of a production process. The post–inspection stream replenishes a make–to–stock system which satisfies a Poisson
demand with rate λ. This demand could arise from an intermediate stage of the production process. In such a situation one of
the effects of the inspection process is that it increases the variability of the arrival process. Here the generator Q of the process
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has the QBD form given by (1) where Ai , i = 0, 1, 2, and B0 are (k + 2) × (k + 2) matrices given by




−λp0
0 λp0
 λq



−λ
0
λp




 ..



..
..
..
 .



.
.
.
B0 = 
 , A0 = 

 λq



−λ
0
λp





 λqr−1


−λ
λp
λq 1 − r−1 
−1
−1
λq0 r
−λ
λp0 λq0 1 − r


− (λp0 + µ)


λq
− (λ + µ)




.
.
.
.


.
.
A1 = 
,


λq
− (λ + µ)



 λqr−1
− (λ + µ)
−1
λq0 r
− (λ + µ)
A2 = µI(k+2)×(k+2)
The stability condition for this system can once again be obtained from (5). The unique solution of πA = 0 is the one which
also satisfies the normalization condition is


−λp0
λp0

 λq
−λ λp


 ..

..
..
 .

.
.
A=
(8)


 λq
−λ
λp



 λqr−1

−λq
λq 1 − r−1

λq0 r−1
λp0 −λ + λq0 1 − r−1
The solution of the system πA = 0 is
π0

=

q
,
q + p0 + p0 pk−1 (r − 1) (1 + q − q0 )

πi

=

qp0 pi−1
,
q + p0 + p0 pk−1 (r − 1) (1 + q − q0 )

πk

=

(r − q0 (r − 1)) p0 pk−1
,
q + p0 + p0 pk−1 (r − 1) (1 + q − q0 )

πk0

=

q (r − 1) p0 pk−1
.
q + p0 + p0 pk−1 (r − 1) (1 + q − q0 )

i = 1, . . . , k − 1,

Thus (5) in this case gives the stability condition
p0 + p0 pk−1 (r − 1) (1 + q − q0 )
µ
< .
q + p0 + p0 pk−1 (r − 1) (1 + q − q0 )
λ
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Strategic customers make their own decisions on whether to join service or production systems or not and many react to
the system to maximize their individual utilities. We consider strategic customers in a production/inventory system
modeled by a make-to-stock queue to explore the interaction between producer’s inventory decisions and the customers’
equilibrium joining behavior. The system manager then sets the production/inventory policy by taking into account the
reactions of the customers and their impact on total demand. In particular, we observe that the producer sets his target
inventory level higher than the target level of the corresponding centralized system to capture more of the customers
when the customers are less willing to join the system.
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1

Introduction

Many systems in our daily life involve interactions between a service provider and its customers. Typical
models of these systems simplify the reality and capture only the characteristics of the supply side
assuming the customers are exogenous to the system. Although this simplification may be necessary to
develop tractable models, it raises issues concerning the validity of the model. Production/inventory
systems are not an exception where most models in the literature assume that the demand rate or the
customer arrival rate is exogenous and is not influenced by the decisions on the supply side. In this paper,
we aim to capture both sides of a production/inventory system to create a better representation of the real
world. The customer arrival process is assumed to depend on the producer’s decisions and a congested
system, i.e. a very crowded coffee shop, might lose customers. To develop such a model we employ the
framework of strategic customers who are themselves rational decision makers and may choose whether or
not to join systems depending on their perceptions of waiting and reward from a purchase.
We model the production/inventory system as a single server queue with exponential processing times. The
processed items are placed in a finished goods inventory if there are no backordered customers or are used
to satisfy waiting demand whenever there are backordered customers. This is a well-established model
referred to as the make-to-stock queue (Buzacott and Shantikumar 1993, Veatch and Wein 1994, Jemai and
Karaesmen 2005 and 2007, Gayon et al. 2009, Caldentey and Wein 2006). We assume that a base-stock
policy is used to control the production system. Under this policy, the server produces to add items to the
inventory until a target level is reached. The production stops when this level is reached and restarts at the
next instance the inventory level falls below the target.
While the production control side of our model is standard, the demand side differs from the literature on
the standard make-to-stock queue. In particular, we assume that the potential demand arrives as a Poisson
process with rate 𝜆𝜆̅ but upon arrival individual customers make their decisions to join the system or not by
balancing their reward from acquiring the item minus the disutility of a potential wait that may delay the
acquisition. We therefore assume that the customer utility involves a fixed reward upon receiving the item
minus a waiting cost in case of backorders. We further assume that the inventory level is not observable to
the customers. Therefore, customers make their joining or balking decisions based on their knowledge of
the processing time distribution, the potential arrival rate and the steady state behavior of the resulting
inventory system.
The model that we investigate combines the make-to-stock queue with strategic customer decisions
analyzed through an equilibrium analysis. There are many pure queueing models that explore such
equilibrium behavior and its impacts. The book by Hassin and Haviv (2003) provides a detailed overview
of this literature. For make-to-order production systems, some of the models in Hassin and Haviv may be
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readily adopted. In particular, Edelman and Hildebrand (1975) are the first to study the equilibrium
behavior under the assumption of an unobservable queue and Chen and Frank (2004) consider a pricing
problem for such a system. However, to our knowledge, this is the first paper to combine a make-to-stock
queue and the impact of inventory policies with strategic customers.
In the second section we give a detailed description of our model and the notation. Section 3 focuses first
on the customer’s problem, and later utilizes the results obtained from the customer’s problem to solve the
producer’s problem. The centralized system is analyzed in the fourth section, which is followed by a
numerical study in Section 5. Future research directions are proposed in Section 6.

2

Model and Notation

The production/inventory system under consideration consists of single server with exponentially
distributed service times with rate 𝜇𝜇. Processed items are used to satisfy backordered customer demand if
any or are placed in a finished goods inventory. Customer demand arrives in single units and is
instantaneously satisfied when inventory is available and is backordered otherwise. The producer employs
a base stock policy and keeps on producing items as long as the inventory level is below a target level and
stops production when target level is reached. We denote by 𝑆𝑆 the target level of the producer, i.e. if the
current inventory is less than 𝑆𝑆, production will take place and else, production is stopped. The producer
can set 𝑆𝑆 taking into account that customers are rational decision makers and join the system if their
expected utility of joining, which is the difference of a fixed reward and expected waiting cost, is greater
than zero. Since 𝑆𝑆 has an effect on the waiting time of customers, the producer can indirectly manipulate
the joining probability of customers. The customers observe neither their position in the backorder queue
nor the inventory level of the system. The producer charges 𝑝𝑝 units to each joining customer and incurs a
holding cost ℎ per item per unit time. Since the customers decide whether or not to join the system
themselves, the producer does not incur a backorder cost for customers in the queue. The potential
customer arrival process is based on a Poisson process with rate 𝜆𝜆̅ per unit time. Joining customers pay 𝑝𝑝 to
the producer and are also subject to a waiting cost of 𝑐𝑐 per unit time. They are assumed to receive a reward
𝑅𝑅 when they obtain the item (𝑅𝑅 > 𝑝𝑝). We assume that a joining decision is a probability 𝑞𝑞 (0 < 𝑞𝑞 < 1).
Upon arrival a customer joins the system with probability 𝑞𝑞 and balks otherwise.
Let 𝐼𝐼(𝑡𝑡) denote the inventory level of the system at time 𝑡𝑡. Whenever 𝐼𝐼(𝑡𝑡) > 0, it denotes the current
number of items in the finished goods inventory. Whenever it is negative, −𝐼𝐼(𝑡𝑡) denotes the current
number of backordered demands. There is a strong relationship between inventory level 𝐼𝐼(𝑡𝑡) in make-tostock inventory systems under base stock production policies and queue lengths in single server queues as
shown in Buzacott and Shantikumar (1993). Instead of investigating the inventory level of the system, one
can analyze the shortfall process, which is the difference between target inventory level 𝑆𝑆 and the current
inventory 𝐼𝐼(𝑡𝑡), using queueing techniques. For our system, the shortfall process is an M/M/1 queue length
process with arrival rate equal to demand rate of the inventory system and service rate equal to the
production rate of the inventory system.

3

Decentralized Model

In this section we analyze the decentralized system in which customers and the producer try to maximize
their own utility. The producer is the leader and acts knowing the response function of the customers.
Therefore we start with solving the customer’s problem.

3.1 Customer’s Problem
Strategic customers are utility maximizing decision makers and their utility function consists of a fix
reward from acquisition of the item and a potential waiting cost if the system is out-of-inventory. Let 𝑈𝑈(𝑞𝑞)
denote the expected utility function of a tagged customer when all other customers join with probability 𝑞𝑞.
Then the utility function of a customer can be defined as (Buzacott and Shantikumar 1993):
𝑆𝑆
�𝜆𝜆̅𝑞𝑞�
𝑈𝑈(𝑞𝑞) = 𝑅𝑅 − 𝑝𝑝 − 𝑐𝑐 𝑆𝑆
𝜇𝜇 (𝜇𝜇 − 𝜆𝜆̅𝑞𝑞)
Depending on the system parameters none of the customers may enter the system, some fraction of the
customers may enter or all of the customers may enter. Since all the customers have the same fixed reward
and waiting time cost, they play a symmetric game and their resulting joining probability, 𝑞𝑞, will be equal
for all of them. Customers know the target inventory level before joining the queue so their joining
probability will depend on the target inventory level 𝑆𝑆. We find the customer’s joining probability as a
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function of the target inventory level and then use this function on determining the optimal target inventory
level.
As mentioned before there are three cases for customer’s joining probability 𝑞𝑞.
Case 1:
In the queuing version of this problem, customers will not join the system if their reward 𝑅𝑅 − 𝑝𝑝 is less than
their minimum expected waiting cost, 𝑐𝑐 ⁄𝜇𝜇, when there is no queue and the customer starts receiving
service upon arrival. Since our system is a production system customers may join even if 𝑅𝑅 − 𝑝𝑝 < 𝑐𝑐 ⁄𝜇𝜇.
This happens when 𝑆𝑆 > 0 since some of the customers will receive the on hand inventory without waiting.
Therefore not joining at all only happens when 𝑆𝑆 = 0 and 𝑅𝑅 − 𝑝𝑝 < 𝑐𝑐 ⁄𝜇𝜇.
Case 2:
A customer will definitely join the system if his/her expected gain when everybody else joins is positive.
Otherwise a customer will join with probability 𝑞𝑞 which is the overall joining probability. The waiting time
of a customer when target inventory level is 𝑆𝑆 and arrival rate is 𝜆𝜆 is given by the expression below
(Buzacott and Shantikumar 1993).
𝜆𝜆𝑆𝑆
𝐸𝐸[𝑊𝑊(𝜆𝜆, 𝑆𝑆)] = 𝑆𝑆
𝜇𝜇 (𝜇𝜇 − 𝜆𝜆)
Then all of the customers will join the system if
𝑅𝑅 − 𝑝𝑝 > 𝑐𝑐 𝐸𝐸�𝑊𝑊(𝜆𝜆̅, 𝑆𝑆)� (I)
Case 3:
For 𝑅𝑅, 𝑝𝑝, and 𝑆𝑆 values not satisfying Case 1 and Case 2, customers will join the system with probability 𝑞𝑞.
Since the customers who don’t join the system receive zero utility, the equilibrium 𝑞𝑞 ∗ sets 𝑈𝑈(𝑞𝑞) to zero.
Assume this is not the case and 𝑈𝑈(𝑞𝑞 ∗ ) > 0, then more customers will join the system until 𝑈𝑈(𝑞𝑞 ∗ ) = 0. If
𝑈𝑈(𝑞𝑞 ∗ ) < 0 then some of the customers will leave the system until 𝑈𝑈(𝑞𝑞 ∗ ) = 0. Proposition 1 shows the
uniqueness and the existence of such an equilibrium 𝑞𝑞 ∗ .
Proposition 1:
For 𝑆𝑆, 𝑝𝑝 and 𝑅𝑅 values not satisfying Case 1 and Case 2, there exists a unique 𝑞𝑞∗ such that 𝑈𝑈(𝑞𝑞 ∗ ) = 0.
Proof:
Case 1: 𝑆𝑆 = 0, 𝑐𝑐�𝜇𝜇 < 𝑅𝑅 − 𝑝𝑝 < 𝑐𝑐�
(𝜇𝜇 − 𝜆𝜆̅)
1
𝑈𝑈(𝑞𝑞) = 𝑅𝑅 − 𝑝𝑝 − 𝑐𝑐
𝜇𝜇 − 𝜆𝜆̅𝑞𝑞
1
<0
𝑈𝑈(0) = 𝑅𝑅 − 𝑝𝑝 > 0,
𝑈𝑈(1) = 𝑅𝑅 − 𝑝𝑝 − 𝑐𝑐
𝜇𝜇 − 𝜆𝜆̅
𝑑𝑑𝑑𝑑
𝑐𝑐
=−
2 <0
𝑑𝑑𝑑𝑑
�𝜇𝜇 − 𝜆𝜆̅𝑞𝑞�
𝑑𝑑2 𝑈𝑈
2𝑐𝑐𝜆𝜆̅
=−
<0
2
𝑑𝑑𝑞𝑞
(𝜇𝜇 − 𝜆𝜆̅𝑞𝑞)3
Since 𝑈𝑈(𝑞𝑞) is a decreasing concave function and it is positive at one boundary and negative at the other,
there exists a unique solution 𝑞𝑞∗ such that 𝑈𝑈(𝑞𝑞 ∗ ) = 0.
Case 2: 𝑆𝑆 > 0, 𝑅𝑅 − 𝑝𝑝 <

�
𝑐𝑐
𝜆𝜆
� �𝜇𝜇�
𝜇𝜇−𝜆𝜆

𝑆𝑆

𝑆𝑆
𝑐𝑐
𝜆𝜆̅𝑞𝑞
� �
𝜇𝜇 − 𝜆𝜆̅𝑞𝑞 𝜇𝜇
𝑆𝑆
𝜆𝜆̅
𝑐𝑐
� � <0
𝑈𝑈(1) = 𝑅𝑅 − 𝑝𝑝 −
𝜇𝜇 − 𝜆𝜆̅ 𝜇𝜇

𝑈𝑈(𝑞𝑞) = 𝑅𝑅 − 𝑝𝑝 −

𝑈𝑈(0) = 𝑅𝑅 − 𝑝𝑝 > 0,

𝑆𝑆
𝑆𝑆
𝑞𝑞 𝑆𝑆−1 �𝜇𝜇𝜇𝜇 − 𝜆𝜆̅𝑞𝑞(𝑆𝑆 − 1)�
(𝑆𝑆 − 1)𝑞𝑞 𝑆𝑆−1
𝑑𝑑𝑑𝑑
𝜆𝜆̅
𝜆𝜆̅
𝜇𝜇𝑞𝑞 𝑆𝑆−1
= −𝑐𝑐 � � �
�
=
−𝑐𝑐
�
�
�
+
2
2� < 0
𝑑𝑑𝑑𝑑
𝜇𝜇
𝜇𝜇
�𝜇𝜇 − 𝜆𝜆̅𝑞𝑞�
�𝜇𝜇 − 𝜆𝜆̅𝑞𝑞�
�𝜇𝜇 − 𝜆𝜆̅𝑞𝑞�

𝑆𝑆
(𝑆𝑆 − 1)(𝑆𝑆 − 2)𝑞𝑞 𝑆𝑆−2 (𝑆𝑆 − 1)𝜇𝜇𝑞𝑞 𝑆𝑆−2 (𝑆𝑆 − 1)𝜇𝜇𝑞𝑞 𝑆𝑆−2
𝜆𝜆̅
2𝜆𝜆̅𝜇𝜇𝑞𝑞 𝑆𝑆−1
𝑑𝑑2 𝑈𝑈
=
−𝑐𝑐
�
�
�
+
+
+
2
3
3� < 0
2
𝜇𝜇
𝑑𝑑𝑞𝑞
𝜇𝜇 − 𝜆𝜆̅𝑞𝑞
�𝜇𝜇 − 𝜆𝜆̅𝑞𝑞�
�𝜇𝜇 − 𝜆𝜆̅𝑞𝑞�
�𝜇𝜇 − 𝜆𝜆̅𝑞𝑞�
Similar to the previous case 𝑈𝑈(𝑞𝑞) is a decreasing concave function and there exists a solution 𝑞𝑞∗ such that
𝑈𝑈(𝑞𝑞 ∗ ) = 0. ∎
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Using Proposition 1 and combining the three cases we can formulate customers’ equilibrium joining
probability 𝑞𝑞𝑆𝑆 as follows:
0 𝑖𝑖𝑖𝑖 𝑆𝑆 = 0, 𝑅𝑅 − 𝑝𝑝 < 𝑐𝑐�𝜇𝜇
⎧
⎪
̅ 𝑆𝑆
𝑞𝑞𝑆𝑆 = 1 𝑖𝑖𝑖𝑖 𝑅𝑅 − 𝑝𝑝 > 𝑐𝑐 �𝜆𝜆 �
(𝐼𝐼𝐼𝐼)
⎨
𝜇𝜇 − 𝜆𝜆̅ 𝜇𝜇
⎪ ∗
⎩ 𝑞𝑞 𝑜𝑜. 𝑤𝑤. 𝑤𝑤ℎ𝑒𝑒𝑒𝑒𝑒𝑒 𝑈𝑈(𝑞𝑞 ∗ ) = 0

Since 𝑈𝑈(𝑞𝑞) = 0 is an 𝑆𝑆 𝑡𝑡ℎ degree polynomial equation we could not find a closed form solution for 𝑞𝑞∗ . We
numerically solve for 𝑞𝑞 ∗ and use some helpful properties of 𝑈𝑈(𝑞𝑞).
Proposition 2:
The equilibrium joining probability is a non-decreasing function of the target inventory level 𝑆𝑆.
Proof:
Let 𝑞𝑞 be the equilibrium probability for 𝑆𝑆 = 𝑠𝑠 and 𝑣𝑣 be the equilibrium probability for 𝑆𝑆 = 𝑠𝑠 + 1. Then
𝑞𝑞 ≤ 𝑣𝑣.
Case 1: 𝑞𝑞 = 1
𝑠𝑠
𝑠𝑠+1
𝜆𝜆̅
𝑐𝑐
𝜆𝜆̅
𝑐𝑐
� � >
� �
𝑅𝑅 − 𝑝𝑝 >
𝜇𝜇 − 𝜆𝜆̅ 𝜇𝜇
𝜇𝜇 − 𝜆𝜆̅ 𝜇𝜇
𝑠𝑠+1
𝜆𝜆̅
𝑐𝑐
� �
→ 𝑣𝑣 = 1
𝑅𝑅 − 𝑝𝑝 >
𝜇𝜇 − 𝜆𝜆̅ 𝜇𝜇
Case 2: 0 < 𝑞𝑞 < 1
𝑠𝑠
𝑐𝑐
𝜆𝜆̅𝑞𝑞
𝑅𝑅 − 𝑝𝑝 −
� � =0
𝜇𝜇 − 𝜆𝜆̅𝑞𝑞 𝜇𝜇
𝑠𝑠
𝑐𝑐
𝜆𝜆̅𝑞𝑞
𝑅𝑅 − 𝑝𝑝 =
� �
𝜇𝜇 − 𝜆𝜆̅𝑞𝑞 𝜇𝜇
Let 𝑈𝑈𝑠𝑠 (𝑞𝑞) be the utility function of the customer when target inventory level is 𝑠𝑠 and joining probability is
𝑞𝑞.
𝑠𝑠+1
𝑠𝑠
𝑠𝑠+1
𝑐𝑐
𝜆𝜆̅𝑞𝑞
𝑐𝑐
𝜆𝜆̅𝑞𝑞
𝑐𝑐
𝜆𝜆̅𝑞𝑞
𝜆𝜆̅𝑞𝑞
𝑈𝑈𝑠𝑠 (𝑞𝑞) = 0, 𝑈𝑈𝑠𝑠+1 (𝑞𝑞) = 𝑅𝑅 − 𝑝𝑝 −
� �
=
� � −
� �
> 0 𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠
<1
𝜇𝜇
𝜇𝜇 − 𝜆𝜆̅𝑞𝑞 𝜇𝜇
𝜇𝜇 − 𝜆𝜆̅𝑞𝑞 𝜇𝜇
𝜇𝜇 − 𝜆𝜆̅𝑞𝑞 𝜇𝜇
Since 𝑈𝑈𝑠𝑠+1 is a decreasing function and 𝑈𝑈𝑠𝑠+1 (𝑞𝑞) > 0, 𝑈𝑈𝑠𝑠+1 (1) > 0 or 𝑈𝑈𝑠𝑠+1 (1) < 0. If 𝑈𝑈𝑠𝑠+1 (1) > 0, 𝑣𝑣 =
1 else 𝑞𝑞 < 𝑣𝑣 < 1.
Therefore 𝑞𝑞 ≤ 𝑣𝑣 for every case. ∎
We analyzed the customers’ joining decisions in this section and obtained a solution for 𝑞𝑞𝑆𝑆 given the
producer’s decision 𝑆𝑆.

3.2 Producer’s Decision

Using the results from the previous section we can formulate the producer’s problem and look for the
optimal target inventory level 𝑆𝑆𝐷𝐷 to maximize the producer’s profit. Let 𝑞𝑞𝑆𝑆 denote customers’ joining
probability defined by (𝐼𝐼𝐼𝐼). Then, the producer’s profit function for a specific target level 𝑆𝑆, Π(𝑆𝑆), is as
follows:

Π(𝑆𝑆) = 𝑝𝑝𝜆𝜆̅𝑞𝑞𝑠𝑠 − ℎ𝐼𝐼(𝑆𝑆)
where 𝐼𝐼(𝑆𝑆) is the expected inventory for a fixed target inventory level. It is known that 𝐼𝐼(𝑆𝑆) and Π(𝑆𝑆) are
given by (Buzacott and Shantikumar 1993):
𝑆𝑆
𝜆𝜆̅𝑞𝑞𝑆𝑆
𝜆𝜆̅𝑞𝑞𝑆𝑆
𝐼𝐼(𝑆𝑆) = 𝑆𝑆 −
�1 − �
� �
𝜇𝜇
𝜇𝜇 − 𝜆𝜆̅𝑞𝑞𝑆𝑆
and
Π(𝑆𝑆) = 𝑝𝑝𝜆𝜆̅𝑞𝑞𝑠𝑠 − ℎ �𝑆𝑆 −

𝑆𝑆
𝑆𝑆
𝜆𝜆̅𝑞𝑞𝑆𝑆
𝜆𝜆̅𝑞𝑞𝑆𝑆
𝜆𝜆̅𝑞𝑞𝑆𝑆
𝜆𝜆̅𝑞𝑞𝑆𝑆
𝜆𝜆̅𝑞𝑞𝑆𝑆
�1 − �
� �� = 𝑝𝑝𝜆𝜆̅𝑞𝑞𝑠𝑠 − ℎ𝑆𝑆 + ℎ
−ℎ
�
�
𝜇𝜇
𝜇𝜇 − 𝜆𝜆̅𝑞𝑞𝑆𝑆
𝜇𝜇 − 𝜆𝜆̅𝑞𝑞𝑆𝑆
𝜇𝜇 − 𝜆𝜆̅𝑞𝑞𝑆𝑆 𝜇𝜇

Proposition 3:
There is a target inventory level 𝑆𝑆̅ such that 𝑞𝑞𝑠𝑠 = 1 𝑎𝑎𝑎𝑎𝑎𝑎 Π(𝑠𝑠) ≤ Π(𝑆𝑆̅) ∀𝑠𝑠 ≥ 𝑆𝑆̅
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Proof:
Let 𝑈𝑈𝑠𝑠 (1) denote the utility of a tagged customer when the target inventory level is 𝑠𝑠 and all other
customers join the system.
𝑠𝑠
𝑐𝑐
𝜆𝜆̅
𝑈𝑈𝑠𝑠 (1) = 𝑅𝑅 − 𝑝𝑝 −
� �
𝜇𝜇 − 𝜆𝜆̅ 𝜇𝜇
Clearly 𝑈𝑈𝑠𝑠 (1) is an increasing function of 𝑠𝑠. If 𝑈𝑈0 (1) > 0 then 𝑞𝑞0 = 1 and 𝑆𝑆̅ = 0. Else there is 𝑠𝑠 ∗ =
𝑚𝑚𝑚𝑚𝑚𝑚 �𝑠𝑠|𝑅𝑅 − 𝑝𝑝 >

�
𝑐𝑐
𝜆𝜆
� �𝜇𝜇�
𝜇𝜇−𝜆𝜆

𝑠𝑠

� and 𝑆𝑆̅ = 𝑠𝑠 ∗. Also 𝑞𝑞𝑠𝑠 = 1 ∀𝑠𝑠 ≥ 𝑆𝑆̅. Π(𝑠𝑠) is composed of two parts. The first part

is the expected revenue from joining customers and the second part is the inventory holding cost. For s, 𝑠𝑠 ≥
𝑆𝑆̅, 𝑞𝑞𝑠𝑠 = 1 and the first part is constant. Expected inventory is an increasing function of 𝑠𝑠 so Π(𝑠𝑠), for 𝑠𝑠 ≥
𝑆𝑆̅, is a decreasing function. ∎
Proposition 3 gives us an upper bound on the optimal target inventory level. Since zero is a natural lower
bound for 𝑆𝑆, we focus our search on [0, 𝑆𝑆̅] to find 𝑆𝑆𝐷𝐷 . The algorithm we use can be summarized as follows:

Step 1: 𝑘𝑘 = 0, Calculate 𝑞𝑞0 and Π(0)
Step 2: Check if (𝑞𝑞𝑘𝑘 == 1), go to Step 3 if true
Else 𝑘𝑘 = 𝑘𝑘 + 1, search for 𝑞𝑞𝑘𝑘 𝑖𝑖𝑖𝑖 (𝑞𝑞𝑘𝑘−1 , 1] and calculate Π(𝑘𝑘), go to Step 2
Step 3: 𝑆𝑆𝐷𝐷 = 𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎{Π(𝑠𝑠), 0 ≤ 𝑠𝑠 ≤ 𝑘𝑘} and 𝜆𝜆𝐷𝐷 = 𝜆𝜆𝑞𝑞𝑆𝑆𝐷𝐷

This algorithm utilizes the properties we derived about the customer joining probability and the target
inventory level boundary to find the optimal decentralized system variables (𝜆𝜆𝐷𝐷 , 𝑆𝑆𝐷𝐷 ). The search in Step 2
starts from the results of the previous iteration and decreases the search space of customer’s decision due to
Proposition 2. The stopping condition in Step 2 is a result of Proposition 3 and decreases the search space
for the producer’s decision. Our numerical results also show that the profit function is neither convex nor
concave so we cannot improve our search algorithm.

4

Centralized System

In this section we try to find the socially optimal solution which aims to maximize the total utility of all
parties. Therefore, the transfer payments between the parties are neglected and only the customer’s reward,
customer’s waiting cost and producer’s inventory holding cost are incorporated in this model. The social
optimizer can use two controls, the target inventory level (𝑆𝑆) and the customer joining rate (𝜆𝜆). The
objective function of the social optimizer is as follows:
𝑇𝑇(𝜆𝜆, 𝑆𝑆) = 𝜆𝜆𝜆𝜆 − ℎ𝐸𝐸[𝐼𝐼(𝜆𝜆, 𝑆𝑆)] − 𝑐𝑐𝑐𝑐𝑐𝑐[𝑊𝑊(𝜆𝜆, 𝑆𝑆)].
𝑇𝑇(𝜆𝜆, 𝑆𝑆) = 𝜆𝜆𝜆𝜆 − ℎ �𝑆𝑆 −

𝜆𝜆
𝜆𝜆 𝑆𝑆
𝜆𝜆𝑆𝑆+1
�1 − � � �� − 𝑐𝑐 �
�
(𝜇𝜇 − 𝜆𝜆)𝜇𝜇 𝑆𝑆
𝜇𝜇 − 𝜆𝜆
𝜇𝜇

To find the optimal decisions of social optimizer we use a sequential approach. First, we find the optimal
target inventory level for given customer joining rate. Secondly, we look for the optimal customer joining
rate by comparing the performance of different joining rates and their respective optimal target inventory
levels. The problem in the first step is the following.
max 𝑇𝑇(𝜆𝜆, 𝑆𝑆) = 𝜆𝜆𝜆𝜆 − min 𝐶𝐶(𝑆𝑆)
𝑆𝑆

𝑆𝑆

𝜆𝜆
𝜆𝜆 𝑆𝑆
𝜆𝜆𝑆𝑆+1
𝜆𝜆
𝜆𝜆
𝜆𝜆 𝑆𝑆
𝜆𝜆𝑆𝑆+1
𝐶𝐶(𝑆𝑆) = ℎ �𝑆𝑆 −
�1 − � � �� + 𝑐𝑐 �
�
=
ℎ𝑆𝑆
−
ℎ
+
ℎ
�
�
+
𝑐𝑐
(𝜇𝜇 − 𝜆𝜆)𝜇𝜇 𝑆𝑆
(𝜇𝜇 − 𝜆𝜆)𝜇𝜇 𝑆𝑆
𝜇𝜇 − 𝜆𝜆
𝜇𝜇
µ−λ
µ − λ 𝜇𝜇

The optimal target inventory level for a given λ, 𝑆𝑆∗𝜆𝜆 is characterized in Veatch and Wein 1994.
ℎ
𝑙𝑙𝑙𝑙 �
�
ℎ
+
𝑐𝑐
𝑆𝑆∗𝜆𝜆 = �
�
𝜆𝜆
ln � �
𝜇𝜇
Where ⌊𝑦𝑦⌋ denotes the largest integer that is less than or equal to 𝑦𝑦. Then we can use this result in a global
search algorithm to find the best customer joining probability 𝜆𝜆∗ .
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𝜆𝜆∗ = argmax 𝑇𝑇(𝜆𝜆, 𝑆𝑆∗𝜆𝜆 ) = argmax 𝜆𝜆𝜆𝜆 − ℎ𝑆𝑆∗𝜆𝜆 − ℎ

𝜆𝜆

+ (ℎ + 𝑐𝑐)

∗

𝜆𝜆𝑆𝑆𝜆𝜆 +1

∗

(𝜇𝜇 − 𝜆𝜆)𝜇𝜇𝑆𝑆𝜆𝜆
µ−λ
Over the region [0,𝜆𝜆̅] we look for 𝜆𝜆𝐶𝐶 = 𝜆𝜆 . The best centralized target inventory level 𝑆𝑆𝐶𝐶 is 𝑆𝑆∗𝜆𝜆𝐶𝐶 Comparing
λ

∗

λ

the profit values we find the optimal values of the centralized system parameters (𝜆𝜆𝐶𝐶 , 𝑆𝑆𝐶𝐶 ).

5

Computational Study

In this section we evaluate the performance of centralized and decentralized production/inventory systems
using randomly generated instances. We aim to compare the joining rates and the target inventory levels set
by different systems as well as expected profit performances of both systems. The percentage of centralized
system profit that can be achieved by the corresponding decentralized system is an important metric. We
also compare the absolute ratio and the respective ratio of producer’s profit to the total system profit.
Throughout this section we assume, w.l.o.g., 𝜇𝜇 = 1. The other parameter values are uniformly created over
specific ranges depending on the problem setting. We want to see the effect of 𝑅𝑅 ⁄𝑐𝑐 and 𝑝𝑝⁄ℎ and also their
relation. In all settings 𝜆𝜆̅ is uniformly distributed between 0 and 0.97 (CU[0,0.97]) and 𝑝𝑝 is discrete
uniform between 1 and 20 (DU[1,20]). Other parameter ranges are summarized in Table 1.
Low 𝑅𝑅/𝑐𝑐, 𝑝𝑝/ℎ
𝑝𝑝CU[0,1]
𝑝𝑝+DU[0,20]
𝑅𝑅CU[0,1]

Setting
ℎ
𝑅𝑅
𝑐𝑐

High 𝑅𝑅/𝑐𝑐, 𝑝𝑝/ℎ
𝑅𝑅/𝑐𝑐 < 𝑝𝑝/ℎ
𝑝𝑝CU[0,1]/5
𝑝𝑝CU[0,1]/5
𝑝𝑝+DU[0,20]
𝑝𝑝+DU[0,10]
𝑅𝑅CU[0,1]/5
𝑅𝑅CU[0,1]/5
Table 1. Parameter Definitions

𝑅𝑅/𝑐𝑐 = 𝑝𝑝/ℎ
𝑝𝑝CU[0,1]/5
𝑝𝑝+DU[0,20]
𝑅𝑅CU[0,1]/5

𝑅𝑅/𝑐𝑐 > 𝑝𝑝/ℎ
𝑝𝑝CU[0,1]/5
𝑝𝑝+DU[0,40]
𝑅𝑅CU[0,1]/5

We generate 10000 random instances for each setting and calculate the total system profit 𝑇𝑇(𝜆𝜆, 𝑆𝑆), the
producer’s profit Π(𝜆𝜆, 𝑆𝑆), optimal centralized decisions (𝜆𝜆𝐶𝐶 , 𝑆𝑆𝐶𝐶 ) and optimal decentralized decisions
(𝜆𝜆𝐷𝐷 , 𝑆𝑆𝐷𝐷 ).
Π(𝜆𝜆, 𝑆𝑆) = 𝑝𝑝𝑝𝑝 − ℎ �𝑆𝑆 −

𝜆𝜆
𝜆𝜆 𝑆𝑆
𝜆𝜆
𝜆𝜆
𝜆𝜆 𝑆𝑆
�1 − � � �� = 𝑝𝑝𝑝𝑝 − ℎ𝑆𝑆 + ℎ
−ℎ
� �
𝜇𝜇 − 𝜆𝜆
𝜇𝜇
𝜇𝜇 − 𝜆𝜆
𝜇𝜇 − 𝜆𝜆 𝜇𝜇
𝜃𝜃(𝜆𝜆, 𝑆𝑆) = Π(𝜆𝜆, 𝑆𝑆)�𝑇𝑇(𝜆𝜆, 𝑆𝑆)

fraction of instances

Π(𝜆𝜆, 𝑆𝑆) is producer’s profit function for any 𝜆𝜆 and 𝑆𝑆 and 𝜃𝜃(𝜆𝜆, 𝑆𝑆) is the proportion of producer’s profit in the
total system profit.
0,9
0,8
0,7
0,6
0,5
0,4
0,3
0,2
0,1
0

R/c < p/h
R/c = p/h
R/c > p/h

λD<λC

λD=λC

λD>λC

Figure 1. Effect of 𝑅𝑅/𝑐𝑐 and 𝑝𝑝/ℎ on joining rate
Figure 1 shows the fraction of instances where decentralized joining rate is less than centralized joining
rate, where they are equal and where decentralized joining rate is bigger for different settings. As can be
seen in Figure 1, as 𝑅𝑅⁄𝑐𝑐 increases, number of instances where decentralized joining rate is less than
centralized joining rate, i.e. 𝜆𝜆𝐷𝐷 < 𝜆𝜆𝐶𝐶 , decrease. These instances shift to the case where joining rates are
equal.
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0,7

fraction of instances

0,6
0,5
R/c < p/h

0,4

R/c = p/h

0,3

R/c > p/h

0,2
0,1
0

SD < SC

SD = SC

SD > SC

Figure 2. Effect of 𝑅𝑅/𝑐𝑐 and 𝑝𝑝/ℎ on production limit
Figure 2 illustrates the effects of different cost parameters on the comparison of the optimal centralized
target level and optimal decentralized target level. The centralized system’s target level is more likely to be
higher than the decentralized one when 𝑅𝑅 ⁄𝑐𝑐 is greater than 𝑝𝑝⁄ℎ. Different from the previous figure, the
percentage of instances where the decentralized system has a higher target level is decreasing. In other
words the producer is setting higher target levels than the centralized case to capture more of the customers
when customers are less willing to wait, i.e. 𝑅𝑅/𝑐𝑐 is low.
1,8

fraction of return

1,6

T(λD,SD)/T(λC,SC)

1,4
1,2
1

Π(λD,SD)/Π(λC,SC)

0,8
0,6

θ(λD,SD)/θ(λC,SC)

0,4
0,2
0

R/c < p/h

R/c = p/h

R/c > p/h

Figure 3. Expected Profit Comparison
Expected profit comparison results are plotted in Figure 3. The proportion of decentralized total system
profit over centralized total system profit is decreasing as well as the absolute ratio of producer’s profit.
But the relative ratio of producer’s profit, i.e.𝜃𝜃(𝜆𝜆𝐷𝐷 , 𝑆𝑆𝐷𝐷 )⁄𝜃𝜃(𝜆𝜆𝐶𝐶 , 𝑆𝑆𝐶𝐶 ), is increasing, meaning that the producer
is taking a bigger piece from a smaller cake as 𝑅𝑅 ⁄𝑐𝑐 increases.
Metric
𝑅𝑅/𝑐𝑐, 𝑝𝑝/ℎ low
𝑅𝑅/𝑐𝑐 < 𝑝𝑝/ℎ 𝑅𝑅/𝑐𝑐 = 𝑝𝑝/ℎ 𝑅𝑅/𝑐𝑐 > 𝑝𝑝/ℎ
𝑇𝑇(𝜆𝜆𝐷𝐷 , 𝑆𝑆𝐷𝐷 )⁄𝑇𝑇(𝜆𝜆𝐶𝐶 , 𝑆𝑆𝐶𝐶 )

0.72

0.91

0.85

0.79

1.10

0.97

0.9

0.83

𝜃𝜃(𝜆𝜆𝐷𝐷 , 𝑆𝑆𝐷𝐷 )/𝜃𝜃(𝜆𝜆𝐶𝐶 , 𝑆𝑆𝐶𝐶 )

1.23

1.14

1.3

1.54

Π(𝜆𝜆𝐷𝐷 , 𝑆𝑆𝐷𝐷 )⁄Π(𝜆𝜆𝐶𝐶 , 𝑆𝑆𝐶𝐶 )

Table 2. Expected Profit Values
Table 2 shows the effect of magnitude of 𝑅𝑅⁄𝑐𝑐 and 𝑝𝑝⁄ℎ. When these ratios are low, the decentralized
system captures less of the total system profit but the producer in decentralized system captures more.
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In our numerical studies we also observe cases where the customers are losing money in the centralized
system so that the total system profit increases. These cases occur when the centralized system sets a lower
target inventory level than the decentralized system and also when the target levels are equal but the arrival
rate of the centralized system is higher. When 𝑅𝑅 ⁄𝑐𝑐 is low, 39% of instances are of this type. And when 𝑅𝑅 ⁄𝑐𝑐
is high, the percentages are 12%, 5% and 3% for 𝑅𝑅/𝑐𝑐 < 𝑝𝑝/ℎ, 𝑅𝑅/𝑐𝑐 = 𝑝𝑝/ℎ and 𝑅𝑅 ⁄𝑐𝑐 > 𝑝𝑝⁄ℎ, respectively.
We see a decreasing trend in the occurrence of these instances as 𝑅𝑅 ⁄𝑐𝑐 increases.

6

Conclusion and Future Research

We investigated the effect of strategic customers on make-to-stock systems. Due to lack of inventory
information, the customer’s decision is modeled as a symmetric game and the equilibrium joining
probability is characterized. Knowing how the customers would react, the producer sets the target
inventory level. Then the centralized system is analyzed and the performance comparison is carried out.
Effects of different parameters on centralized and decentralized system solutions are reported.
A direct future research case is the observable problem where customers can see the inventory level and the
backordered queue length. A more interesting idea might be developing a combined information sharing
scheme where the producer only announces his inventory level if he has any available units. A real life
example might be the online shopping sites with out-of-stock information sharing. Customers may still
order in that case but do not know their exact place in the backorder queue.
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The paper proposes an analytical approach to evaluate and optimize the performance of lean production
systems having a control policy based on inventory levels. The system is modeled with two machines and
one buffer; a number of buffer levels is defined and a different behavior can be modeled for each buffer range
and for each machine. Each machine behavior is characterized in terms of continuous time Markov-chains
with multiple states. The proposed approach can potentially solve a vast range of manufacturing problems
where the purpose is to design a robust production system. The control policy is based on the comparison of
the inventory level with buffer thresholds; threshold crossings trigger system reconfigurations with stochastic
delays. The reaction policy takes also into account impending risks, which are common in turbulent scenarios.
The paper presents the application of the model to a real manufacturing problem of Bosch GmbH, where the
upstream machine models the behavior the production plant, the buffer the warehouse of finished products
and the downstream machine the customers demand. In this industrial case, the aim is to understand how
the reaction levels must be reconfigured as soon as the competitive context changes. In order to do that, the
minimization of a cost function, which includes backlog, inventory and manpower costs, is considered.
Key words : Analytical model; Continuous model; Multiple up/down states; Thresholds; Robust
manufacturing system; Lean production; Performance evaluation; Production control policy; Stock-based
control policy
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1.

Introduction

In this paper an analytical model for the performance evaluation of a system which can be modeled
with a buffer, an upstream machine and a downstream machine is presented. The methodology
is based on the multi-threshold model presented in Tolio and Ratti (2013); the peculiarity of this
model is that a number of buffer ranges separated by thresholds are defined and the machines, in
each buffer range, can have a different production behavior, which is modeled with a continuoustime Markov chain.
The aim of this work is to show how the proposed analytical tool can model a manufacturing
system whose control can be configured/reconfigured to limit the impact of uncertainties regarding
the future demand or to respond to an impending risk situation. In other words, the lean production
system must react in advance by changing some characteristics to maintain satisfying performances
in the long run. This paper focuses on how the described behavior can be modeled in terms of
Markov chains, how the backlog quantity and the mean inventory can be computed from the
outputs and how cost-optimization can be performed.
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The risk management along the whole supply chain of a company has become in the last decades
a central issue. It happened mainly because competitive context has been getting more and more
turbulent and complex. For example, the global competition, the customer requirements, the product customization and the supply networks complexity have been increasing and, on the other
hand, the product life has shortened. As shown in Lee (2004) a successful supply chain must not
only be cost-efficient but also flexible. For that reasons, research in the last years has focused on
the impact mitigation of uncertainties and risks by proposing robust policies for the supply chain
(Li (2013)).
Risk management is one of the central topic when lean production systems are studied. After
the positive experience in the company Toyota (Monden (1983) ; Ohno (1988)), the topic was
further investigated in Groenevelt (1993) with the Just-in-time philosophy derived from the TPS
and whose success triggered the development and the improvement of the lean techniques. Some of
them are ”Kanban-based policies”, while others are ”Stock-based policies”, which are derived from
the traditional inventory control models (Clark and Scarf (1960) ; Kimball (1988)), which require
that the inventory level at the final stage is monitored and kept within a specific range as much as
possible. Starting from those two kinds of control policies, other control methodologies have been
developed. For example, in order to increase the response time Spearman et al. (1990) proposed a
CONWIP (Constant work in progess) model, which considers the whole system as a unique stage
with a unique Kanban cycle.
Later on, other works quantified the advantages of dynamically reconfiguring the system during
the operations when a risk situation occurs (for instance, activating more upstream servers if there
is a risk of stock-out) instead of keeping the configuration stable (Takahashi and Nakamura (1999),
Takahashi (2003), Tardif and Maaseidvaag (2001)).
Lean production systems incorporating a reaction policy have attracted the attention of many
researchers and companies in the recent years because they can adapt themselves to tackle the
scenario uncertainties and limit the impact of the risk. Nevertheless, their design is much more
complex than what required for the traditional ones, where just one configuration must be optimized
for a given environment.
One recent example of robust Kanban system design is presented in Li (2013). In particular, the
work considers many sources of variability at the same time and some indexes, which are related to
the demand rate and to the inventory level of finished products, are defined and monitored. When
they reach dangerous values (e.g. when the inventory level becomes too low) it is estimated if it is
economical to reconfigure the upstream production.
This model achieved important results but it has also some limits. Firstly, in the design of
the reaction policy a reasonable solution instead of the optimal one is computed. The reason is
mainly that, since a simulation approach is implemented and many reaction thresholds and input
parameters should be optimized at the same time, the computational effort would be too high
for any practical use. Secondly, the model inputs require a huge amount of information which is
generally not available. Lastly, only one deterministic reconfiguration delay, called ”review time”,
can be chosen.
The design of a robust lean production system requires the user to define when and how it is
economical to reconfigure the system. For stock-based control policies the issue is generally tackled
by defining buffer thresholds which means that some reconfiguration activities are carried out, when
a threshold is crossed. In order to optimize the threshold levels, analytical performance evaluation
techniques seem to be promising given their speed and their easy integration into optimization
tools.
In the literature there are some examples where the threshold concept was used in analytical
techniques. For instance, this approach was used in the modeling of hedging point policies (Gershwin (2000)), energy saving policies or restart policies (Gebennini et al. (2009) ; Gebennini et al.
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(2013)). The first analytical model which implements explicitly the concept of thresholds in a two
machine line was presented in Tolio and Ratti (2013). The original concept of a two machine line
with multiple state machines were proposed for the first time by Gershwin and Fallah-Fini (2007)
for the discrete-time case and, later on, for the continuous-time model with continuous material
flow in several works (Tan et al. (2007), Tan and Gershwin (2009), Tan and Gershwin (2011), Tolio
(2011)).
In the current literature there is no model based on the inventory level of finished products which
includes all the following characteristics:
1. Optimized reaction policies for uncertain scenarios.
2. Reaction based on activities with different costs and different stochastic reaction delays
3. Objective function based on backlog costs, inventory costs and production costs.
As already mentioned, the problem is tackled using the Multi-threshold model presented in Tolio
and Ratti (2013) as shown in the next section.

2.

The Multi-threshold model

In Tolio and Ratti (2013) the multi-threshold model for the performance evaluation of a building
block with general thresholds is presented. The basic assumptions of the model are:
• two-stage production line separated by a finite capacity buffer (Figure 1)
• the upstream stage is never starved and the downstream stage is never blocked
• The flow of processed material resembles a continuous fluid, which flows at a given rate for
each machine state
• The behavior of each machine can be different for each buffer range and can be described by
any number of up and down states.

Figure 1

System modeled by Tolio and Ratti (2013)

The states of the systems are represented by the state vector (x, M u , M d ) which defines the
amount of material in the buffer x and the state of the upstream machine M u and of the downstream
machine M d .
Depending on the buffer level, it is possible to distinguish the system states into several ranges
which are delimited by thresholds. The states that are contained within those ranges are named
internal states and they are solved with an approach similar to the one proposed in Tolio (2011). In
addition, for each buffer level that divides two ranges it is possible to define a set of on-threshold
states, that are the ones lying at the corresponding thresholds. A set of threshold boundary equations allow to connect the internal states above or below each threshold with themselves and with
the on-threshold states as explained in Tolio and Ratti (2013).
The model returns the steady-state probability distributions of all the states and they can be
used to compute the system performances.
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3.

Modeling of the considered system

3.1. Markov chain structure
In this work the studied system is composed by two pseudo-machines which respectively store
and withdraw parts from an intermediate buffer and can be reconfigured based on the current
inventory level. The starvation and blocking due to not modeled stages of the whole supply chain
can be indirectly modeled with pseudo-failures of the considered pseudo-machines. Such a situation
can be studied with the building block with generalized thresholds presented in Tolio and Ratti
(2013). In particular, it is assumed that the upstream and downstream pseudo-machines can be
reconfigured in Cu and Cd configurations respectively. As a result, considering the whole system,
it is possible to have Ctot = Cu · Cd possible configurations which are represented as rectangles in
2; each configuration entails a production behavior which is modeled by various systems states.
The buffer capacity is divided in Cn ranges and for each of them a different configuration must be
assigned as ”preferable configuration”. If in a given buffer range the current system configuration
is not the preferable one, then the system tries to switch to the preferable configuration with a
defined transition rate dri,j different from 0 and dependent on the starting configuration i and the
arrival configuration j.
Considering the model proposed in Tolio and Ratti (2013) the described behavior has two consequences. Firstly, an exponentially distributed reaction delay with expected value dr1i,j is modeled
since the transition does not occur instantaneously. Secondly, on the thresholds which divide two
buffer ranges there are no threshold states since when a internal threshold is hit, it means that the
system is in a configurations where the rates of the two machines are different (µu 6= µd ) and, since
the transitions between the configuration is not immediate the buffer level continues to change and
does not remain on the threshold.
An additional buffer range must be added below the Cn already existing ones. Its width must be
large enough to have a negligible probability that the lower threshold is reached. As a result, when
the buffer becomes empty, the downstream machine is allowed to keep withdrawing parts from
the buffer, whose level becomes negative, instead of being starved or slowed down. In this way, it
is possible to keep track of the instantaneous backlog quantity and to model that the demand is
never lost.
For example, if 4 configurations are chosen and assigned to each inventory range, the Markov
chain structure becomes the one depicted in figure 2.

Figure 2

Representation of the Markov chain for Cn =4
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When the buffer level is in a certain range and the current configuration is not the preferable one,
two events can happen. Firstly, the buffer level can increase or decrease and enter an adjacent range
(green transition arrows in figure 2). Secondly, the system can reconfigure in the current preferable
configuration (red transition arrows in figure 2). As a result, each range must contain all the possible
configurations because, if one configuration is present in one range, the reconfiguration actions may
take sufficiently long time that the system enters the adjacent ranges without a reconfiguration
occurring.
3.2. Model outputs
After the computation, the model returns the probability distributions for the internal states and
the mass probability for each threshold state and starting from them the following performance
measures can be computed:
1. Probability of each internal state Pi,l,t correspondent to the tth range (i.e. between the thresholds xt−1 and xt ), the ith state for the upstream machine and the lth state for the downstream
u
d
machine. In order to compute it, the continuous distribution, which is represented by f (x, αi,t
, αl,t
),
must be integrated as in 1.
Z xt
u
d
Pi,l,t =
f (x, αi,t
, αl,t
)dx
(1)
xt−1

Once all the Pi,l,t are computed, the probability of each system configuration Pc can be easily
computed as well. Precisely, for each configuration, the probability of its combined states (i, l) in
all ranges (set Ωc,t ) and on the lower (set Ω∗c,lt ) and upper threshold (set Ω∗c,ut ) must be identified
and summed together.
Pc =

Nt
X
X

Pi,l,t +

X
i,l∈Ω∗
c,lt

t=1 i,l∈Ωc,t

X

∗
Pi,l,lt
+

∗
Pi,l,ut

(2)

i,l∈Ω∗
c,ut

parts
2. The throughput T H, i.e. ( timeU
). Since demand is never lost, the throughput represents
nit
both the rate at which parts are produced or sold. Since the downstream machine is never affected
by the slowdown phenomenon, the throughput can be obtained by summing all the products of
the state probability and the corresponding downstream production rate for all the internal states
in all the ranges (defined by the set Ωt ), upper threshold states (defined by the set Ω∗ut ) and lower
threshold states (defined by the set Ω∗lt ).

TH =

Nt
X
X
t=1 i,l∈Ωt

Pi,l,t µl +

X

∗
Pi,l,lt
µl +

i,l∈Ω∗
lt

X

∗
Pi,l,ut
µl

(3)

i,l∈Ω∗
ut

3. The mean inventory level x̄, which represents the steady-state average quantity of material in
the buffer and, as a consequence, it is expressed in parts. It can be computed by summing all the
state probabilities weighted by their real related buffer level. As a result, only the states related to
a positive inventory level are considered:
x̄ =

Nt
X
X Z
t=2 i,l∈Ωt

xt
u
d
f (x, αi,t
, αl,t
)(x − x1 )dx +

xt−1

X

∗
Pi,l,ut
(xut − x1 )

(4)

i,l∈Ω∗
ut

4. The mean backlog quantity Qbacklog , which represents the steady-state average parts in backlog
in a steady state condition and, as a consequence, its unit of measurement is parts. It can be
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computed by summing all the state probabilities of the negative layer weighted by their real related
buffer level.
I1 L1 Z x1
X
X
X
u
d
∗
f (x, αi,1
, αl,1
)(x1 − x)dx +
Pi,l,lt
x1
(5)
Qbacklog =
i=1 l=1

x0

i,l∈Ωlt

The performance computation is useful for two main reasons. First of all, it provides some
important pieces of information about the behavior of the system in a steady state condition.
Secondly, the performances can be included in an objective function, which allows to compare
different design solutions or to find the optimal reaction levels.

4.

Bosch case

4.1. Case modeling
This model has been used to study a real case of a Bosch production plant, where the Bosch
production policy (BPS) is implemented. The plant produces products which are stored in the
final warehouse where the business costumers come and take the parts they need. At the end of
each week, the number of shifts at which the plant will be operated for the following week must
be defined during a meeting by considering the current inventory level of the final warehouse. Of
course, a too low inventory level implies the schedule of a high number of shifts, which means high
weekly production volumes for the next week, to avoid the backlog costs. On the contrary, a too
high warehouse level implies the choice a low number of shifts for the next week to decrease the
inventory costs. At the same time, it is important to consider that different weekly number of shifts
imply different weekly costs which are not proportional to the correspondent expected volumes,
since manpower flexibility has its price.
Given the goal of optimizing the overall costs, there is the need of a method to define how many
shifts must be planned for the next week depending on the current inventory level.
A number of buffer ranges equal to the number of possible configurations, which are identified by
the number of weekly shifts, are defined and the idea is to model the production and withdrawal
behavior of the next week and to compute the optimal thresholds in a steady-state conditions.
Once the optimal thresholds are computed, at the end of each week the range of the inventory level
is observed and the number of shifts is decided.
Since a threshold crossing can happen in any day of the week but the reconfiguration of the
number of shifts can be decided only during the meeting at the end of the week, the mean reaction
delay to be modeled is equal to half a week. Moreover, the preferable number of shifts is assigned
to each range in such a way that the bigger the inventory, the less shifts are planned. The upstream
ts
machine (i.e. the production plant) can be ”configured” in 4 different ways (12, 14, 15, 16 shif
).
week
Each of the 4 upstream configurations is represented by an expected value and a variance of the
weekly production derived from the historical data of the considered plant.
2
1
1
] µ [ parts
Conf iguration Mean value [ parts
] Variance [ parts
] p [ week
] r [ week
]
week
week
week2
1 (12 shifts)
10914
94395
12266
34.4796 278.2495
2 (14 shifts)
12749
110266
14329
40.2768 325.0324
3 (15 shifts)
13666
118201
15360
43.1753 348.4239
4 (16 shifts)
14584
126137
16391
46.0739 371.8153
The downstream machine represents the customer behavior of the next week, namely how the
finished goods are withdrawn from the final buffer and, since it is reasonable to assume that the
withdrawal behavior is independent from the current buffer level, there is just one withdrawal
”‘configuration”’ (Cd =1), which is modeled with 3 demand states with different rates and the
corresponding transitions among them. Historical data are used to model this behaviour.
As a result, Ctot =Cn =Cu · Cd =4, namely 4 ranges + one negative range are modeled as in figure
2.
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4.2. Cost optimization
Once the modeling of the real system is done, the computation can be run and the outputs which
are required for the cost evaluation, i.e the mean inventory level, the mean backlogged quantity
and the probability associated to each production configuration, are obtained and they can be used
in the objective function (6).
OF = x̄ · Cf inishedP roduct · tstock + Qbacklog · Cbacklog + P1 · C1 + P2 · C2 + P3 · C3 + P4 · C4

(6)

In order to use equation 6 it is necessary to determine the cost coefficient which convert a
steady-state index into a weekly cost.
• Cf inishedP roduct represents the production cost of a product which is stocked in the final warehouse, its measurement unit is euro
. Therefore Cf inishedP roduct · x̄, represents the mean value of the
part
total inventory. In The Bosch case, each final product has an industrial cost of 110 euro
part
euro

and represents the weekly stocking cost for an inventory value of 1
• tstock is expressed in week
euro
euro. For the Bosch case it iseuro
assumed tstock = 0.0016.
• Cbacklog is expressed in week
and it represents the weekly cost for one unit of backlog. This
part
coefficient is difficult to be determined precisely but a reasonable value, which takes into euro
account
not only the costs of fines defined in the contract but also the image loss is Cbacklog = 500 week
part
euro
and computed considering that the configuration with
• C1 , C2 , C3 and C4 are expressed in week
15 shifts (C3 ) is the standard one, i.e. the one where neither shifts in overtime nor shift removals
are needed. If 16 shifts are needed, a shift in overtime, which costs 50% more than a normal shift,
must be added. On the other hand, if less than 15 shifts are needed, only the 88% of manpower
cost related to the deleted shifts can be avoided. In addition, it is considered that the manpower
working between 6 p.m. and 6 a.m. costs 50% more than in the rest of the day. As a result, if the
weekly configuration costs are divided by the weekly production, figure 3 is obtained.

Figure 3

Unitary costs of the plans

euro
euro
Configuration ∆Cost[ week
] Ci [ week
] P roducedQuantities[ parts
]
week
1 (12 shifts)
-135168
632832 10914
2 (14 shifts)
-54067
713933 12749
3 (15 shifts)
0
768000 13666
4 (16 shifts)
+61440
829440 14584
The thresholds currently used by the company are:


N1 = 9000



N2 = 15000
N3 = 18000



N4 = 24000
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]
part
57.98
56.00
56.20
56.87

(7)
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If the OF for the current not-optimized thresholds is computed, the total cost is: 734688 week
Since in a given competitive scenario (fixed customer behavior, characteristics of the production
configurations, etc.) the value of the OF is dependent only on the thresholds position, it is possible
to find the optimal position of the thresholds. Indeed the cost evaluation of the OF can be used
within an optimization algorithm to find the optimal threshold configuration (N1 , N2 , N3 and N4 ).
While doing that, the following constraints must be taken into account :


N1 > 0




 N2 > N1
N3 > N2


N4 > N3



N4 ≤ xmax

5.

(8)

Bosch case results

Some interesting results can be obtained by understanding how the optimal reaction levels change
when one or more parameters change. For example, in the Bosch case the change in the following
parameters have been considered: inventory costs, backlog costs, manpower costs, overtime costs,
manpower flexibility, expected value and variance of both demand and production volumes, daily
demand regularity, maximum inventory level, number of used configurations and reaction delays.
Below, three of the most relevant graphs are shown. The graphs are obtained by varying one at
a time the parameters of the problem. The ”x” axis of the graphs report the parameter variation
percentage according to the value assumed in the real case.
5.1. Manpower costs
The first graph of figure 4 shows how the optimal reaction levels change depending on the manpower costs. Each line represents the level of a specified threshold while varying the parameter.
In particular, if the manpower is cheaper, it becomes more and more important to minimize the
inventory and the backlog costs and pay less attention to the the manpower costs. As a result,
the 12 shifts policy and the 16 shift policies are used more easily even if they are relatively more
expensive. The second graph of figure 4 shows the extra-costs that the company incurs if the
reaction levels optimized for the reference case are kept fixed for the other scenarios, instead of
re-optimizing each time.

Figure 4

Optimal reaction thresholds and extra-costs depending on the manpower costs
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5.2. Demand expected value
Similarly, it is possible to appreciate how the optimal reaction thresholds and the extra-costs change
as a function of the expected value of the demand (see figure 5). As it can be expected the higher
the demand, the wider the area of application of high number of shifts. The second graph shows
how the extra-costs increase, if the optimization is carried out assuming the demand value equal
to the reference case while the real value is different. It is important to notice that the extra costs
increase sharply when the real demand is higher than the value used in the optimization.

Figure 5

Optimal reaction thresholds and extra-costs depending on the demand expected value

5.3. Number of configurations
Figure 6 shows the optimal thresholds varying the number of available plans for the shifts. On the
graph to the right it is possible to appreciate the advantage of having more alternative plans. As
it can be seen, most of the benefits are already obtained by using 4 plans. Therefore adding more
plans would provide little advantages while it would complicate the management of the personnel.

Figure 6

6.

Optimal reaction thresholds and operational costs depending on the number of available configurations

Conclusions and further developments

The paper has presented a quantitative tool to evaluate and optimize the performances of a
threshold-based reaction policy. The model, based on different system configurations that can be
changed with a certain delay, provides a logical guideline to address real cases. Also, the method,
being based on analytical tools, is by far quicker than simulation; as a consequence, analyses that,
due to the high computational effort required, are normally not carried out, become feasible with
the proposed approach.
The application of the developed tool on a real case proved the advantages of using the method
for the modeling of simple system control policies. Its usage can lead to improve cost efficiency
with little management efforts.
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We consider a single server Markovian queueing system with geometric abandonment under multiple vacation policy. Upon arrivals customers took decisions for themselves whether to enter or balk the system,
based on the observation of the system-length and state of the server. In this paper, we analyze the equilibrium threshold balking strategies of customers under fully observable and almost observable cases. Using
linear reward-cost structure, we find the equilibrium balking strategies in all the cases. Also, a variety of
performance measures are studied under the corresponding strategies. Finally, we portray several numerical
results that demonstrate the effect of the system parameters on the performance measures. Cloud computing
systems with impatient users have significant potential applications in the client-server paradigm running on
the user’s machine such as, impatient task mapping, balancing electricity, pricing model, etc. To maintain
quality of service (QoS), a server is confronted with the task of serving impatient customers. After experiencing intolerable latency, some impatient users may abandon the service instantly. The performance levels
should be negotiated according to user’s expectations and system’s resources in advance to decrease levels of
impatience. However, the phenomenon of customer abandonment cannot be neglected. This type of situation
may be thought as a pricing game among the cloud providers like Amazon, Microsoft and Google that offer
services.
Key words : M/M/1 queue; abandonment; multiple vacation; balking; equilibrium analysis.

1.

Introduction

Cloud Computing (CC) has gained a lot of popularity due to the growing usage of Internet among
the public. It is an innovative computing paradigm which helps in providing computation, storage,
and communications resources as services in a scalable and virtualized manner. It provides some
advantages by allowing users to use platforms (e.g., operating systems and middleware services
), infrastructure (e.g., servers, networks, and storages), and softwares (e.g., application programs)
offered by cloud providers (e.g., Amazon, Google, and Salesforce) at low cost. Furthermore, cloud
computing enables users to flexibly utilize resources in an on-demand manner. As the cloud computing horizon is expanding day by day with a variety of public, private, community and hybrid
cloud-based systems and infrastructure, it is facing challenges in privacy, sustainability, security,
robustness, throughput, data migration, and many more. So the need of the hour in cloud management for flexible and scalable cloud computing is essential (Wang et al. (2011)). Cloud management
means the software and technologies designed for operating and monitoring applications, data and
services resting in the cloud. A cloud management system (CMS) manages a pool of heterogeneous
compute-resources, provide access to end users, allocate resources, monitor security, and manage
tracking. Thus, CMS helps to ensure cloud computing-based resources are working optimally and
properly interacting with users and other services.
Cloud computing systems with impatient users have significant potential applications in the
client-server paradigm running on the users’ machine such as, impatient task mapping, balancing
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electricity, pricing model, etc (see Chiang et al. (2014)). To maintain quality of service (QoS), a
server is confronted with the task of serving impatient customers. After experiencing intolerable
latency, some impatient users may abandon the service instantly. The performance levels should
be negotiated according to users expectations and systems resources in advance to decrease levels
of impatience. However, the phenomenon of customer abandonment cannot be neglected as it will
result in revenue loss for the cloud service provider (CSP). In cases where service level is measured
only for the customers who reach service, the abandonment leads to less delay for the customers
further back in line, as well as for the future arrivals. Since no system is accompanied by infinite
buffer capacity, an analytic queuing model with finite buffer is suitable for the study of various
server configuration settings. Before a service starts, there is a formal contract, called service level
agreement (SLA) that needs to be agreed and signed by users and CSP in advance (see Chiang
and Ouyang (2014)). For QoS the CSP has to take care of the important performance indicators
like mean waiting time, mean system-length, blocking probability etc.
A cloud service request will first arrive at the CMS which manages a request queue of finite
capacity. If the queue is not full, the request will enter the queue; otherwise it will be dropped
and the service fails. We are interested in finding a particular threshold value for which joining or
balking of users will benefit the CSP. If it joins, then it will reach a scheduler for getting served
at processing nodes. After service completion, the results are returned and integrated into a final
output, which is sent to the user. If there are no requests in the system then the scheduler is
either assigned to some other work in the cloud or is turned off, which will reduce the cost of
power consumption. When it again arrives and finds requests it starts serving otherwise it goes
off again. During these off period the present requests become impatient after a certain delay and
simultaneously abandon the system.
We consider a Markovian queue with balking and geometric abandonments to model the above
situation, see Adan et al. (2009), Economou and Kapodistria (2010), Dimou et al. (2011), Dimou
and Economou (2013) for abandonments in different queueing models. We assume that the service
requests arrive at the CMS according to a Poisson process and the service times of the requests
are independent and exponentially distributed random variables. We consider exponential vacation
times for the server. During the off times (server vacation) the present customers become impatient

Request queue SLA algorithm
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Scheduler queue

Job Scheduler

S

S
Buffer capacity
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S

S
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Figure 1

Server (ON)

Abandonment
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and all abandons the system with probability p or remains in the system with probability q(= 1 − p).
1 represents the above discussions in terms of a queueing model. Using linear reward-cost structure,
we obtain the equilibrium (Nash) abandonment strategies for individual requests for observable
cases (Zhang et al. (2013)). Both analytical and numerical solution methods are used. We obtained
some performance measures like balking probability, system-length, mean waiting-time in terms
of the queueing parameters that will help the cloud providers for making optimal use of their
resources and at the same time catering to the needs of the customer’s request.
In this paper, the proposed queuing model will help the CMS to improve the QoS and minimize
the resource cost. Moreover, we theoretically analyze the equilibrium abandonment strategies for
individual customers. Based on the queuing model, we study the net benefit of customers in the
fully as well as in the almost observable case. The rest of the paper is organized as follows. In
Section 2, we explain the queueing model and its parameters. In Section 3, we analyze the model
for observable cases and obtain the transition probability matrix of the embedded Markov chain.
All the steady-state distributions mentioned above are derived. Finally, Section 4 concludes the
paper with some numerical results.

2.

Description of the model

We consider a single-server queueing systems with a finite buffer in which the distribution of the
inter-arrival times of customers is exponential with rate λ and service times are exponentially
distributed with rate µ. The server can be either in regular service (active) mode or in vacation
(inactive) mode. Customers are served singly with first-come first-served (FCFS) service discipline
in the active mode and no service is provided in vacation mode. Whenever the system becomes
empty, the server begins a vacation. If the server finds the system empty after completion of a
vacation, the server goes on another vacation otherwise the server starts serving the customers
present in the system. We consider exponentially distributed vacation times with rate γ. During the
server vacations there is a possibility that the present customers become impatient and abandon
the system synchronously. The abandonment epochs occur according to a Poisson process at rate φ,
whenever the system is nonempty. At the abandonment epochs, every present customer remains in
the system with probability q or abandons the system with probability p = 1 − q, independently of
the others. The system-length is reduced according to a binomial distribution at every abandonment
epoch. We assume that the arrival process, the abandonment opportunity process, the service
and vacation times are mutually independent. For the existence of stationary distributions of the
queueing system, we assume ρ = λ/µ < 1.
The state of the system at time t is described by the following random variables:
• Ns (t) =
 number of customers present in the system,
0, if the server is on vacation (inactive),
• ζ(t) =
1, if the server is busy (active).
The process {(Ns (t), ζ(t)) : t ≥ 0} is a continuous time Markov chain (CTMC) with state space Ω =
{(n, i) : i = 0, 1, n ≥ i}. Let us define the non zero transition rates between two states as
q(n,i),(n+1,i) = λ, n ≥ i, i = 0, 1,
q(1,1),(0,0) = µ,
q(n+k,0),(n,0) = φpk q, 0 ≤ k ≤ n − 1, n ≥ 1,

q(n+1,1),(n,1) = µ, n ≥ 1,
q(n,0),(n,1) = γ, n ≥ 1,
q(n,0),(0,0) = φpn , n ≥ 1.

Using these transition rates, the steady state balance equations for the model are given by
(λ + φ)π0,0 = µπ1,1 + φ

∞
X

pj πj,0

(1a)

j=0

(λ + γ + φ)πn,0 = λπn−1,0 + φ

∞
X
j=n
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qpj−n πj,0 ,

n ≥ 1,

(1b)

(λ + µ)π1,1 = γπ1,0 + µπ2,1 ,
(λ + µ)πn,1 = γπn,0 + µπn+1,1 + λπn−1,1 ,

n ≥ 2,

(1c)
(1d)

where {πn,i : i = 0, 1 and n ≥ i}is the steady state distribution of the CTMC {(Ns (t), ζ(t))}. The
normalization equation for solving the above set of balance equations is
∞
X
n=0

πn,0 +

∞
X

πn,1 = 1.

(2)

n=1

We are interested in the behavior of arriving customers when they can decide whether to join or
balk. This decision making process can be effectively modeled by assuming that every customer
receives a reward of R units for completing her/his service and bears a waiting cost of C units
per time unit that is continuously accumulated from the time of her/his arrival at the system
till the time she/he leaves after being served. A linear cost-reward function is used to study a
customer’s expected net benefit (∆) after service completion, defined as ∆ = R − C T (n, i), where
T (n, i) represents the mean sojourn time of an arriving customer. All the arriving customers try to
maximize their expected net benefit by making decisions only at their arrival instants. We assume
that their decisions are irrevocable, i.e., retrials of balking customers and reneging of entering
customers are not allowed.

3.

Analysis of the observable queues

In this section, we consider the observable queues in which customers are informed about the
system-length upon their arrival. Again observable case can be studied under two levels: (1) fully
observable case- the customers can observe the system-length and the state of the server upon
arrival; (2) almost observable case- the customers can observe only the system-length and the state
of the server is unobservable. Based on the available information, customers decide whether to join
or balk the system. We will first analyze the fully observable case and then the similar analysis
follows for almost observable case in the next section.
3.1. Fully observable queue
In this section, we shall find that there exist equilibrium strategies of threshold type in two cases
mentioned above, i.e., an arriving customer enters the system if the number of customers present
upon arrival doesn’t exceed the specified threshold. In the fully observable case where customers
are informed both the state of the server ζ(t) and the number of the present customer Ns (t) at
arrival time t, a pure threshold strategy is specified by a pair (Le (0), Le (1)) and the balking strategy
has the form ‘While arriving at time t, observe (Ns (t), ζ(t)); enter if Ns (t) ≤ Le (ζ(t)) and balk
otherwise’, where the Le (0) is the threshold value when an arriving customer discovers the server
on vacation mode and Le (1) is the threshold when it finds the server busy. As the queue builds
faster in case of vacation than in case of regular service, so the relation between the thresholds will
be Le (0) < Le (1).
Let the state of the system at the arrival of the nth customer is {Nn , ζn }, where Nn denotes the
number of customers in the system observed by the nth arriving customer, ζn = 0 indicates the server
is on vacation, ζn = 1 indicates the server on service mode. Then {(Nn , ζn ); n ≥ 0} forms a bivariate
Markov chain with finite state space Ωf o = {(k, 0); 0 ≤ k ≤ Le (0) + 1} ∪ {(k, 1); 1 ≤ k ≤ Le (1) + 1}.
The transition rate diagram is depicted in figure 2.
At stationary state, let πk,0 , 0 ≤ k ≤ Le (0) + 1 be the probability that there are k customers in the
system when the server is in vacation and πk,1 , 1 ≤ k ≤ Le (1) + 1 be the probability that there are k
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customers in the system when the server is in normal service period. These stationary probability
distributions can be obtained by solving the system of balance equations given below.
Le (0)+1

(λ + φ)π0,0 = µπ1,1 + φ

X

pj πj,0

(3a)

j=0
Le (0)+1

(λ + γ + φ)πn,0 = λπn−1,0 + φ

X

qpj−n πj,0 ,

1 ≤ n ≤ Le (0),

(3b)

j=n

(γ + φ)πLe (0)+1,0 = λπLe (0),0 + φqπLe (0)+1,0 ,
(λ + µ)π1,1 = γπ1,0 + µπ2,1 ,
(λ + µ)πn,1 = γπn,0 + µπn+1,1 + λπn−1,1 , 2 ≤ n ≤ Le (0) + 1,
(λ + µ)πn,1 = λπn−1,1 + µπn+1,1 , Le (0) + 2 ≤ n ≤ Le (1),
λπLe (1),1 = µπLe (1)+1,1 .

(3c)
(3d)
(3e)
(3f)
(3g)

From (3c) and (3b), we have a backward substitution scheme
πn,0 = hn πLe (0)+1,0 ,
(4)

L (0)+1

 λ+γ+φp h − φq eP pj−n h n = 1, 2, . . . , L (0),
n
j
e
λ
λ
where hn−1 =
with initial value hLe (0)+1 = 1.
j=n+1
 γ+φp

n
=
L
(0)
+
1,
e
λ
Similarly, using (3a) and (3d)-(3g), we get
πn,1 = kn πLe (0)+1,0 ,

L (0)+1
n−1

 1−ρn γ eP h − γ P 1−ρn−j h n = 1, 2, 3, 4, . . . , L (0) + 1,
e
j
j
1−ρ µ
µ
1−ρ
where kn =
j=1
j=1

(1 + ρ)k
n = Le (0) + 2, . . . , Le (1) + 1.
n−1 − ρkn−2
Now, using the normalization condition, we get
!−1
Le (0)+1
Le (1)+1
X
X
hj +
kj
.
πLe (0)+1,0 =
j=0

(5)

(6)

j=1

3.1.1. Balking strategy for fully observable queue The fully observable queues acts as
a finite buffer M/M/1 queueing system where the buffer capacity is Le (0) (Le (1)) during vacation
(normal service). There is a finite service charge (waiting cost) C that has to be paid by every
customer after completing service. The expected net benefit (∆), if a tagged customer who observes
n customers ahead of him upon arrival and decides to join the system, is
∆f o (n, i) = R − CT (n, i),
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where T (n, i) = E(S |N = n, ζ = i) denotes the expected mean sojourn time S given that the tagged
customer finds the system at state (n, i) upon his arrival. From the transition probability diagram,
we have the following system:
γ 1
1
+
γ +φ γ +φ µ
n
1
γ
φ X j n−j
T (n, 0) =
+
T (n, 1) +
p q T (n − j, 0),
γ +φ γ +φ
γ + φ j=1
n+1
, n ≥ 1.
T (n, 1) =
µ

(7)

T (0, 0) =

n ≥ 1,

(8)
(9)

On further iteration of T (n, 0) using T (0, 0) and T (n, 1) will give
 n−1

n
n−1
Y
X
Y
a
(1 + cq i )p +
(a + b + ibq)
(1 + cq j )p,
T (n, 0) = (1 + cp) + (2 + cp)b
q
i=1
i=2
j=i

n ≥ 1,

(10)

q
φ
1
where a = γ+φ
, b = µ(γ+φ)
and c = γ+φ
. As the sequence T (n, 0) is strictly increasing for n, so an
arriving customer strictly favours to enter in to the system if the reward for service surpasses
the waiting cost, i.e., ∆f o (n, i) > 0 and the arriving customer is indifferent between joining and
balking if the reward is equal to the cost, i.e., ∆f o (n, i) = 0 and does not enter the system if it costs
more than the reward, i.e., ∆f o (n, i) < 0. The basic assumption about reward cost structure is that
the customer is attracted to participate in the system even if the system is empty at the arrival
instant of any customer. In other words, the reward for service is bigger than the service charge
cost of an arriving
customer
 who finds the system empty. That’s why we assume R − CT (0, 0) > 0,

γ 1
1
i.e., R > C γ+φ + γ+φ µ . Now solving ∆f o (n, 0) = 0 and ∆f o (n, 1) = 0, we obtain the threshold
(Le (0), Le (1)) values that helps the arriving customers in making their decision, where Le (0) is the
unique root of the equation


 n−1
n
n−1
Y
X
Y
R
a
(1 + cq i )p +
(a + b + ibq)
(1 + cq j )p,
= (1 + cp) + (2 + cp)b
C
q
i=1
i=2
j=i
and Le (1) = b µR
c − 1. So the customer arriving at time t decides to enter if and only if Ns (t) ≤
C
Le (j), j = 0, 1. Because of the PASTA property, the balking probability is given by Pbalk =
πLe (0)+1,0 + πLe (1)+1,1 .
3.2. Almost observable queue
In this section, we discuss the equilibrium threshold strategy for almost observable queues in
vacations where an arriving customer can’t distinguish whether the server is on normal service
period or on vacation, i.e., arriving customers only know the system length Nn (the state of the
server is unknown) before making decisions. A pure threshold strategy is specified by Le (all arriving
customers use the same threshold for joining Le ) considering Le (0) = Le (1) = Le . The balking
strategy has the form ‘Observe the Ns (t) at arrival instant t; enter if Ns (t) ≤ Le and balk otherwise’.
The state space of the corresponding Markov chain is Ωao = {(k, 0); 0 ≤ k ≤ Le + 1} ∪ {(k, 1); 1 ≤ k ≤
Le + 1}.The system-length distribution can be obtained by solving the balance equations, obtained
from (2) by substituting Le (0) = Le (1) = Le ;
(λ + φ)π0,0 = µπ1,1 + φ

L
e +1
X
j=0
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pj πj,0

(11a)

(λ + γ + φ)πn,0 = λπn−1,0 + φ

L
e +1
X

qpj−n πj,0 ,

1 ≤ n ≤ Le ,

(11b)

j=n

(γ + φ)πLe +1,0 = λπLe ,0 + φqπLe +1,0 ,
(λ + µ)π1,1 = γπ1,0 + µπ2,1 ,
(λ + µ)πn,1 = γπn,0 + µπn+1,1 + λπn−1,1 ,
µπLe +1,1 = γπLe +1,0 + λπLe ,1 .

2 ≤ n ≤ Le ,

(11c)
(11d)
(11e)
(11f)

Following the similar analysis as applied in section 3.1 to the system of equations (11) and using
eqs. (4) to (6), we get the steady state probabilities πn,0 and πn+1,1 , n = 0, 1, 2, . . . , Le .
3.2.1. Balking strategy for almost observable queue In the almost observable case, the
expected net benefit of an arriving customer who observes n customers ahead and decides to enter
is ∆ao (n) = R − C T (n), where T (n) is the mean sojourn time of an arriving customer who observes
n customers in the system just before his arrival. Conditioning on the state of the server confronted
by the arriving customer, we get T (n) = T (n, 0)P (ζ = 0|N = n) + T (n, 1)P (ζ = 1|N = n). Using the
PASTA property, we obtain
πn,0
hn
=
, 0 ≤ n ≤ Le + 1,
πn,0 + πn,1 hn + kn
πn,1
kn
P (ζ = 1|N = n) =
=
, 1 ≤ n ≤ Le + 1.
πn,0 + πn,1 hn + kn
P (ζ = 0|N = n) =

kn
n
+ n+1
So T (n) = T (n, 0) hnh+k
n
 µ hn +kn

kn
n
+ n+1
.
C T (n, 0) hnh+k
µ hn +kn
n

4.

0 ≤ n ≤ Le + 1 and ∆ao (n) = R − C T (n) = R −

Numerical experiments

In this section we demonstrate some numerical experiments to display the effect of the system
parameters on the behaviour of the customers in the observable case. Using maple 17 software, the
data is obtained for various system parameters. We consider a single server Markovian queue, where
arrival and service times are exponentially distributed with rate λ = 2.4 and µ = 4.7, respectively.
The probability of abandonment, p = 0.3 with rate φ = 2.0 and vacation times are exponentially
distributed with rate γ = 1.5. The traffic intensity of the queueing system is ρ = 0.510638. The
system-length distributions are presented in table 1 for the fully observable case with the buffer
capacities Le (0) = 30 and Le (1) = 40. In the fully observable systems, we explore the sensibility of
the threshold policies with respect to R and µ. Similar numerical procedure is followed in the almost
observable case with the following queueing parameters: λ = 4.5; µ = 10.5; φ = 1.0; γ = 3.7; p =
0.3, ρ = 0.428571 and threshold value Le = 30. In Fig. 3 the expected net benefit monotonically
decreases for increase in thresholds. This is due to the increased waiting-time of customers that
leads to increase in their waiting cost, which in turn reduces their expected net benefit. Similar
situation happens in case of fully observable system as shown in Fig. 4 and Fig. 5. These two
plots confirms that to increase the buffer capacity, i.e., to attract more customers the CSP has to
increase the reward for their service completion. From Fig 3 and Fig 4, one can conclude that the
customers’ willingness to join the system is more when they have the complete information about
the system, i.e., more desire to join in the fully observable case in compare to the almost observable
case. Fig. 6 depicts positive relation of the equilibrium thresholds against service rates. This is
because an arriving customer is more likely to join when the server can serve more customers per
time unit. So the customer who finds the busy server is more likely to enter the system.
This study will help the CSP in making decisions for more profit gaining and significant QoS
improvement. As the parameters like the buffer capacity determines the QoS provided and the
vacation times reduces the cost of power consumption and management.
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Table 1: Steady state system-length distribution
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Simulation–Optimization has acquired an important role in the optimal configuration of stochastic manufacturing systems, where the different alternatives can be evaluated by means of a discrete event simulation.
In order to improve the computational efficiency of this family of techniques in presence of finite budget,
methods for simulation budget allocation have also been thoroughly investigated. Optimal Computing Budget Allocation (OCBA), with a number of its variants, has played a fundamental role as one of the most
successful of these techniques. However, in traditional simulation–optimization methods the simulator is
treated as a black box and no information can be accessed while the simulation is running. On the contrary, Time Dilation (TD) is a technique that allows dynamic allocation of computational effort to a set of
system configurations while the related simulation model is running. This allows to access a fairly larger
amount of information, benefiting of the efficiency characterizing single–run optimization procedures. This
work proposes a new procedure, TD–OCBA, which integrates TD and OCBA. In order to apply OCBA to
single run optimization, we rely on the concept of standardized time–series. Numerical results are presented
to show that TD–OCBA is a consistent and robust algorithm. An example over a job–shop system shows
the improved performance over the traditional TD.
Key words : simulation; optimization; discrete event systems

1.

Introduction

In this work, we refer to simulation–optimization applied to stochastic Discrete Event Systems
(DESs). DES simulation has been extensively applied for performance evaluation into several industrial fields and particularly in the manufacturing domain. The success of simulation when combined
to optimization procedures is due to its efficiency and generality. In particular, we can distinguish
among single–run simulation optimization methods, and procedures based on multiple–replications.
These two different families of algorithms will interpret the simulation output in two different
ways, namely: (1) a time series of realization of the performance of interest is provided from a
single simulation run, (2) the performance of a single system is given as a series of independent
values (realizations) each coming from a different simulation replication. As extensively studied
in (Goldsman and Nelson 2006) and the cited literature, the techniques for output analysis in
these two cases are remarkably different (Schruben 1983). Output analysis has received renewed
attention with the growth and success of simulation–optimization techniques since the simulation
output constitutes the key element and input to the optimization procedure.
In this paper, we refer to the family of sequential stochastic selection methods (S3 M) that
maximize the Probability of Correct Selection for single–run simulation–optimization (Chen et al.
2010). In such a setting, we assume a finite number of candidate solutions is available and we want
to identify the configuration associated with the best expected performance.
In general, S3 M procedures have been successfully applied to a multitude of cases with different level of complexity and the largest majority of the applications refer to situations in which,

187

Pedrielli, Zhu, Lee: Single–Run Sim–Opt TD–OCBA
SMMSO 2015

possibly complex, discrete event simulators are used to evaluate the system performance. Sequential stochastic selection procedures typically assume to receive subsequent performance estimates
from independent replications of a specific configuration (i.e., case (2) in the above classification).
Thanks to Optimal Computing Budget Allocation (Chen et al. 2010), S3 Ms have been remarkably
improved, by allocating the number of replications to the different candidate solutions in order to
maximize the asymptotic probability of correct selection.
However, OCBA does not take any particular advantage from the fact that the performance estimates come from a discrete event simulation model. In fact, as most of S3 Ms, OCBA treats the
simulator as a black box not to be accessed while the simulation is running (Goldsman and Nelson
2006). This leads to two potential drawbacks (Hyden and Schruben 2000): (1) difficulty in the
control of the computational effort, (2) possibility of slower convergence rates.
In this regard, the Time Dilation algorithm, proposed in Hyden and Schruben (2000), can be
seen as a particular S3 M which uses correlated output from a single simulation run and updates
the time between events in each candidate solution while the simulation is running under the idea
to distribute computational effort proportionally to the estimated system performance. Despite the
improved efficiency due to the access to far more information than the traditional case (Schruben
2013), and due to the control of the simulator, no formal procedure has been proposed to tune
the simulation parameters while the algorithm is running. As a result, Time Dilation is harder to
apply as it is strongly case specific.
In this paper, we propose TD–OCBA, which integrates TD and OCBA. Specifically, our integrated approach is enabled by the standardized time series concept, which allows us to have consistent estimates that we can use in the scope of OCBA eventually obtaining a formal procedure
to update the simulation parameters, independently from the specific optimization problem being
solved. This makes the procedure more robust than the traditional TD while still exploiting the
availability of a DESs system by controlling the simulation parameters as the original procedure.
Moreover, the new algorithm was empirically proven to perform better over an optimal manufacturing system configuration problem example proposed in Hyden and Schruben (2000).
The remainder of the paper is organized as follows: section 2 summarizes the main background
and contribution of the paper. Section 3 details the proposed approach, whose performances are
studied in section 4 for both a theoretical case with known output distribution and a job–shop
system. Section 5 closes the paper.

2.

Literature review

Time Dilation grounds in the idea of redefining simulation experiments to include both the models
and the systems being simulated. As a result of this, the simulation experimental unit of effort is
rethought as real time, rather than discrete runs, batches, regenerative cycles, etc. (Chick et al.
2003, Swisher et al. 2000). This has far–reaching implications. In an integrated simulation experiment, each point in the experiment does not need to use the same units to measure the simulated
time (say, hours or minutes), nor do the time scales need to be constant (Schruben 2010, 2013).
Hence, systems that are performing better can have their simulated time scales contracted. The
result is that less simulation work is spent simulating the poorer performing systems; the better
performing systems are simulated longer during the same interval of real time. This general idea
has been called time dilation (Schruben 1997, Hyden et al. 2001, Hyden and Schruben 2000).
The clocks for design points that are performing relatively poorly can have their time scales dilated
(increased), decreasing the relative numbers of events that are executed for that design point. More
effort is spent simulating the winners than losers.
1/λ [GT U ] ← 1/λ [LT U ] ·
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Equation (1), formalizes the time–scale update. If 1/λ represents the inter–arrival time and the
global time unit (i.e., GTU) is [hours], we might want to move the time unit of a good system
U]
to minutes by multiplying the inter–arrival by the conversion factor α[GT
, i.e., the time scale,
[LT U ]
with α = 1/60 in this example. Mapping time–dilated performance back to global simulated time
is done simply by dividing each inter–event interval by the time–scale used simulating each point
during that interval.
Sequential techniques that change the probability for choosing randomly where to run the next
simulation appear to be well–suited for adaptation to the experimental unit of run time. It seems
reasonable to choose the different time scales proportional to this probability. Optimal Computing
Budget Allocation is undoubtedly one of the most successful of these techniques (Chen et al. 2010).
Indeed, OCBA aims at improving the efficiency of selecting the best performing system design
under noisy measurements and limited computing budget Chen et al. (2000). In order to do so,
OCBA formulates the budget allocation decision as the constrained maximization of the Probability
of Correct Selection (PCS) subject to the total budget limitation. This optimization problem can
be formulated as follows:
max P CS
N1 ,...,Nk
(2)
s.t. N1 + N2 + ... + Nk = T.
Ni ∈ N, i = 1, ..., k.
Here, P CS is the probability of correct selection, i.e., the probability that the observed best system
in the simulation is also the true best performing system; k is the number of systems of interest and
Ni , i = 1, ..., k is the computing budget allocated to each system, finally T is the total computing
budget.
The asymptotic allocation rule is derived in Chen et al. (2000) and reported below:

2
Ni
σi /δb,i
=
, i, j ∈ 1, 2, ..., k, and i 6= j 6= b,
Nj
σv
j /δb,j
u k
(3)
u X Ni2
t
Nb = σb
σi2
i=1,i6=b
where b corresponds to the best observed performer; δb,i = Ȳb − Ȳi ; Ȳi is the sample average performance of system i.
Two aspects differentiate our proposal with respect to the literature on both time dilation as
well as OCBA: (1) the time dilation parameters are updated according to a formal procedure
which is not problem dependent (Hyden and Schruben 2000); (2) the OCBA is applied to time
series observations generated while the simulation is running instead of sample averages obtained
from independent simulation runs and it is adopted to update time–scales and not the number of
replications.

3.

TD–OCBA Procedure

Before presenting in details TD–OCBA algorithm, we highlight two key factors that differentiate
it from both the original time dilation as well as the the OCBA presented in section 2, namely: (1)
the approach adopted to update the time scales, (2) the estimation of output variance.
Concerning the first point, at each realization of the output statistics returned by the simulator,
Hyden and Schruben (2000) updates the time scales based on a function f defined for the specific
optimization problem, whereas TD–OCBA updates the time scale based on a procedure which
is independent from the specific optimization problem. We highlight that, despite Hyden and
Schruben (2000) compares TD with OCBA, OCBA in not adopted in a dilated experiment, i.e.,
the two techniques are not integrated.
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Concerning the second aspect, in the traditional OCBA, the estimated σi , for each candidate
solution, in equation (3) are sample variances. It is important to highlight that OCBA is much
sensible to the assumption of normal and independent measurements, which generally holds in
the case of independent simulation outputs (i.e., multiple replications case). Nevertheless, in TD,
outputs are not i.i.d., and the sample variance is a biased estimation of σi , i = 1, . . . , k. Several
approaches have been proposed for obtaining consistent estimates of the variance out of time series
observations. In particular, Schruben (1983) proposes the concept of standardized time series. For
each system, the standardization involves converting the time series Yi,1 , ..., Yi,n into B batches with
m outputs (Yi,1 , ..., Yi,m ),(Yi,m+1 , ..., Yi,2m ),...,(Yi,(B−1)m+1 , ..., Yi,Bm ) and performing the following
transformation:
bmtc(Ȳi,j,bmtc − Ȳi,j,m )
√
Ti,j (t) ≡
(4)
σ m
for 0 ≤ t ≤ 1 and j = 1, 2, ..., B, where
l

Ȳi,j,l ≡

1X
Yi,(j−1)m+g
l g=1

Grounding in this concept, the following consistent estimator for the variance was proposed for
system j = 1, . . . , k(Goldsman and Nelson 2006):
"
#
B
m
g 2
1 X 1 X g
f
σTi,j
Ai (f ; B, m) ≡
B j=1 m g=1
m
m

(5)

TD–OCBA uses (5) for estimating the terms in equation (3), thus solving the issue√of non–i.i.d. simulation outputs. In particular, for a sequence of outputs Yi,1 , ..., Yi,mb , when f ≡ 12 (as proposed
in Schruben (1983)), equation (5) becomes:
(m
r
B
12
1 X X
Ai =
g
B j=1 g=1
m

g

m

1X
1 X
Yi,(j−1)m+l −
Yi,(j−1)m+l
g l=1
m l=1

!!)2
,

(6)

where m is the batch size and B is the total number of observed batches.
TD–OCBA receives as input the total budget T and the batch size m. The time scales for
the candidate solutions, and the number of observed batches are initialized as vi = 1, di = 0, i =
1, 2 . . . , k, respectively.
At this point, the simulation can start. In particular, the initial event is scheduled at the same
time for all the candidate solutions. Note that each system has its own clock, whereas, a shared
common clock is used to synchronize the different candidates hence controlling the computational
effort (section 2).
Subsequent events are scheduled according to the common clock time–stamp, which is the own
clock time–stamp multiplied by the specific time scale vi of the candidate (section 2). As a result
of the synchronization, the event with earliest global clock time stamp is executed. After each of
the candidate systems has generated 1 batch of outputs, the time scales will be updated for the
first time calling the OCBA procedure.
From this point on, the time scales are updated as soon as a system generates m new simulation
√
outputs. Indeed, once m observations are available OCBA is called and σi is estimated by Ai
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using (6), and δb,i = Ȳb − Ȳi , where Ȳb = mini=1,...,k Ȳi . The time scales are updated by vi = αb /αi ∀i,
where αi is the solution to the following set of equations:
2
σi /δb,i
, i, j ∈ 1, 2, ..., k, and i 6= j 6= b,
σv
j /δb,j
u k
u X αi2
,
αb = σb t
σ2
i=1,i6=b i

αi
=
αj

k
X



(7)

αg = 1.

g=1

The procedure stops when the number of outputs generated by the competing candidates reaches
the total simulation budget T , the steps are in Algorithm 1.
Algorithm 1: Time Dilated Optimization with OCBA (TD-OCBA)
Setup: Select the total budget T (in terms of number of observations) and the initial time
scale equal vi = v0 , initial number of batches observed di = 0 for all the system configurations.
Select batch size m.
Pk
while i=1 Ni ≤ T , do,
for all designs i = 1, ..., k (parallel loop),
observe {Yi,di m+1 , Yi,di m+2 , ..., Yi,di m+m },
Pdi m+m Yj
,
update the mean outputs Ȳi = j=1
di m+m
choose b s.t. √
Ȳb = mini=1,...,k Ȳi ,
update σi = Ai using (6), δb,i = Ȳb − Ȳi ,
update the time scale, vi = αb /αi , i = 1, ..., k, by solving equation set (7),
update number of observations on system i, Ni = Ni + m,
update number of batches observed, di = di + 1,
end

4.

Empirical Results

In this section, two groups of experiments are presented to showcase the performance of TD–
OCBA. The first group evaluates TD–OCBA when a time series generator is used in place of a
discrete event simulator. This group shows the convergence and impact of the input parameters of
the procedure, namely the batch size m and the total budget T for TD–OCBA. The second group
is a job–shop problem. Original TD and TD–OCBA are applied to second group experiments.
Results with generic time series Consider 5 candidate solutions whose performance are made
available as auto–correlated realizations generated from the time series Yi,t+1 = ci + 0.5Yi,t + i ,
where ci = i, i = 1, ..., 5.
Similarly to Chen et al. (2000), each candidate system i has a different√noise√i and we also
performed tests with two noise distributions: 1) i ∼ N (0, 6i), 2) i ∼ U (−6 3i, 6 3i), i = 1, ..., 5.
Under this characterization, the best performing system is configuration 1 with related performance
Y1 = 2. We apply TD–OCBA with batch size m = 20, 50, 100, 200, 400 to solve the selection problem.
The total simulation budget ranges from 100 to 5000 observations and the P CS is computed over
1000 replications.
The results are shown in Figures 1–2.
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(a) Impact of the batch size m over the PCS
Figure 1

(b) Final allocated computing effort and time scales

Results from normally distributed input

(a) Impact of the batch size m over the PCS
Figure 2

(b) Final allocated computing effort and time scales

Results from uniformly distributed input

Remark 1 The PCS increases as the simulation budget increases (x–axis), i.e., as more simulation
budget is available, the performance of TD–OCBA also improves.
Remark 2 Increasing the batch size m, the PCS improves as the assumption of independent observations becomes more and more accurate. The results show that in this set–up, PCS converges to
1 for m ≥ 200. More generally, the batch size plays a central role in the consistency of the iterates
of TD–OCBA. This observation leads to the need to develop a dynamic batch size allocation based
on the performance estimates available from the simulation as the algorithm progresses. Indeed,
a too large batch will result in consistent, but inefficient iterates, whereas a low batch size may
threaten consistency, eventually causing iterates not to converge (Hashemi et al. 2014).
Remark 3 Results in figure2 indicate that TD–OCBA also converges in the case of output uniformly
distributed. Note that, in the original OCBA, it is assumed that the output has normal distribution.
This shows the TD–OCBA is robust and it is applicable to sequential outputs with noise that is
not normally distributed.
Remark 4 Figure 1b and 2b shows time scale and computing resource allocation at the end of a
replication with T = 5000. It is observed that the best performing system has the largest number
of events executed and the computing resource allocation is negatively correlated to the time scale
assigned to each system.
Application: job–shop system A job shop system similar to the one in Hyden and Schruben
(2000) was studied. In the job–shop, 5 types of machines, numbered, 1, 2, . . . , 5 are present. Originally there are 6, 5, 7, 6, 4 machines of each type. Three job types come into system with probability 0.3, 0.5, and 0.2 with routings {3, 1, 2, 5}, {4, 1, 3} and {2, 5, 1, 4, 3}. Process time at each
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machine follows Erlang-2 distribution with means {0.50, 0.60, 0.85, 0.50}, {1.10, 0.80, 0.75} and
{1.20, 0.25, 0.70, 0.90, 1.00} hours. The jobs arrive at the system according to an exponential distribution with mean 0.25 hours. All servers are assumed to have input buffers with infinite capacity.
Starting from the aforementioned configuration, we want to find out for which type of machine we

Figure 3

Graphical presentation of production sequences in job shop

have to increase the number of resources in order to minimize the average system time for each job.
This problem can be formulated as a stochastic selection, where 5 candidate solutions are obtained
from the system in Figure 3 each having one additional machine of one single type. Then, model
i corresponds to the job–shop with an extra machine of type i. The steady state average system
times of the 5 configurations are ϑ = {13.1709, 15.56004, 15.98378, 11.28556, 15.79936}, respectively.
Configuration 4 corresponds to the best system, which is indeed the station characterized by the
largest arrival rate and it has a long average processing time. The case is interesting since the
correlation structure characterizing the output observation is complex due to the different job
types.
In this experiment we compare the performance of TD and TD–OCBA. In particular, for TD, we
update the time scales using the function Vi /Di2 (being Di = Ȳi − Ȳb , i 6= b and Db = mini6=b Ȳi − Ȳb
and Vi the sample variance). Despite this measure is similar to the one adopting OCBA, the
allocation results different due to how the best observed candidate is treated. A clear example
of this is that, in case all systems are characterized by the same signal to noise ratio, in Hyden
and
√ Schruben (2000) we have αb = αi , i = 1, ..., k, i 6= b, whereas, according to TD–OCBA, αb =
kαi , i = 1, ..., k, i 6= b. For both original TD and TD–OCBA, we set m = 100, and a warm–up
period of 2000 observations was considered. Table 1 shows the outcomes from 10000 replications,
suggesting TD-OCBA performs slightly, however, consistently better than TD. We can identify two
50000 100000 200000 500000
Total budget T
P CS(TD)
0.6609 0.7701 0.8704 0.9585
P CS(TD–OCBA) 0.6710 0.7821 0.8795 0.9660
Table 1

Table of PCS using TD and TD–OCBA

main reasons for the observed performance: (1) the allocation rule, (2) use of standardized time
series estimators leading to more consistent output statistics. Concerning the specific case, system
1 is the system with second lowest (true) mean. However, the related variance is much larger than
that of system 4 (the true best). When only system 1 and 4 are competing, D1 = D4 , and, as a
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result of the highlighted condition, TD allocates to system 1 almost three times the budget with
respect to system 4; differently, TD-OCBA focuses on system 4 since it is the observed best, leading
to a slightly better performance.

5.

Conclusions and future work

In this study, we consider the class of single run simulation–optimization methods. In this regard,
we propose an enhancement to the Time Dilation procedure by integrating it with the Optimal
Computing Budget Allocation. Specifically, OCBA is adopted to stochastically and dynamically
set the simulation parameters while the candidate solutions are being simulated in order to spend
increasing effort on the best performing systems. Two groups of experiments are conducted to
illustrate the performance of TD–OCBA and compare it with the original TD showing the good
performance of the proposed procedure. From the experiments, we observed the importance of the
batch size and we are currently investigating an efficient procedure to stochastically and dynamically modify the batch without requiring to the user to select it. Also, we are testing a new OCBA
rule for time series observations which should improve the performance of TD–OCBA when the
available total budget T is particularly small.
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This paper is motivated by the performance evaluation of a 4-way-crossing under the dispatching policy round robin.
Our analysis refers especially to conveying systems. We model the 4-way-crossing as a polling system, in which a single
server serves two queues cyclically, and propose an iterative algorithm to approximate the steady-states probabilities of
the queues. We apply a discrete-time method with finite queue length and nonexhaustive service, based on the method of
Tran-Gia (1992). To evaluate the accuracy of the approximation and its dependency on system parameters, numerical
results are given. Finally, a comparison of the strategies round robin and first-in first-out is conducted.
Keywords: discrete-time; crossing; round robin; polling systems; conveying systems

1

Introduction

4-way-crossings are common in any kind of transportation, such as road and rail traffic. Our analysis of 4way-crossings refers especially to conveying systems. In this context, 4-way-crossings are characterized by
two sources and two drains. Such crossing elements can be realized by turntables (aka rotary table, see
figure 1) as well as corner transfers. They divert the conveying units from the sources to the drains. To
serve all sources, a dispatching policy is necessary.
Dispatching policies are always required if conveying units from different sources have to use the same
material flow element. There are several dispatching policies, such as the `first-in-first-out' and the `round
robin' strategy. In this paper the 4-way-crossing is investigated under the round robin strategy (also known
as 1-limited service discipline). According to this strategy, each source is served in alternately order. After
conveying one conveying unit from one source, it is examined whether there is a conveying unit waiting at
the other queue. If so, the turntable switches and the waiting conveying unit will be served. Otherwise,
another conveying unit from the same source will be served until a conveying unit arrives at the other
queue.
The presented method is based on queueing models in discrete time. These discrete time models
compute not only the averages of performance figures, but also their probability distribution. Moreover,
network analysis can be conducted in discrete time domain easily as the interdeparture time at the previous
element corresponds to the interarrival time at the successive element. Using the presented model as a
building block in large networks, the computation of cycle time distributions in large-scale conveyer
systems that contain 4-way-crossings under the dispatching policy round robin is possible.
Due to the advantages offered by a discrete time approach, numerous models for the basic elements
branching, merging (Furmans 2004), service stations with batch processes (Schleyer 2007), and parallel
processing stations (Matzka 2011) were developed. In addition, collecting processes and handling of
batches were extensively analyzed (Özden 2011, Schleyer 2007, Schleyer and Furmans 2007). The past
research effort has resulted in a wide range of discrete-time calculation methods.
A crossing element can be modeled as a polling system. Polling systems are used for performance
evaluation of various computer and communication systems and have been the subject of numerous studies
in the literature. A survey on the analysis of polling systems can be found in Takagi (1986). Various
polling mechanisms, like cyclic (Boxma 1984) or priority order (Manfield 1983), and many service
disciplines, e.g., exhaustive, nonexhaustive or gating, have been considered in the literature (Kuehn 1979
and Tran-Gia and Raith 1985).
To model the 4-way-crossing as a polling system we use the approach presented by Tran-Gia (1992).
However, in our approach, a single server serves two queues cyclically and the service time distribution has
to be calculated according to a shifting time distribution. We propose an iterative algorithm to approximate
the steady-states probabilities of the queues. This method considers general renewal input traffic and
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drain 2

source 1

drain 1

source 2

Figure 1. Schematic illustration of a turntable with two sources and two drains.
depends on the use of efficient discrete convolution operations. Additionally, the presented approach yields
the waiting time distribution and the interdeparture time distribution.
The paper is organized as follows. In section 2, the model and its parameters will be described.
Afterwards, section 3 gives an outline of the analysis and calculation of performance measures. Numerical
results are shown in section 4 to evaluate the accuracy of the approximation of the presented model.

2

System description

We consider a cyclic queueing system with two finite capacity queues in discrete-time domain. The system
is observed at equally spaced time epochs 𝑡 = 1,2, …. Each discretization interval has a length 𝑡𝑖𝑛𝑐 . We
assume that customers arrive immediately prior the epochs and the start of a service takes place
immediately after the epochs. The interarrival time between two consecutive arrivals at queue 𝑖 = 1,2 is
distributed according to 𝐴𝑖 . The residual interarrival time of queue 𝑖 is related to the arrival stream and is
distributed according to 𝑅𝑖 . The queue capacity is finite and limited to 𝑍𝑖 customers. Customers that
encounter a full queue on arrival cannot enter the queue. The customers in the queue 𝑖 are served cyclically
according to 𝑆𝑖 . Thereby a customer will be served from source 𝑖 to drain 𝑗 with the transition probability
𝑝𝑖,𝑗 .
We initially observe only epochs right before starting the service at queue 𝑖. The time interval between
two services at queue 𝑖 is called cycle time. Similar to the approach provided by Tran-Gia (1992), two
types of conditional cycle times (𝑚 = 0,1) at queue 𝑖 can be distinguished, denoted by the random variable
𝐶𝑖,𝑚 . In the case of 𝑚 = 0, the cycle time is conditioned on an empty queue 𝑖, whereas in the case of
𝑚 = 1 queue 𝑖 is non-empty. The number of customers in queue 𝑖 describes the state of the queue at the
beginning of a new service interval and is distributed according to 𝑋𝑖 .
A set of key performance measures is of interest. This includes the distribution of the number of customers
in the queue 𝑄𝑖 at random epochs, the waiting time 𝑊𝑖 and the interdeparture time 𝐷𝑗 .
The notation used in the following is summarized in table 1. In general, 𝑎𝑖,𝑘 denotes the probability
𝑃(𝐴𝑖 = 𝑘) that random variable 𝐴𝑖 assumes value 𝑘. Moreover, the random variables have finite upper
supports and their largest possible values are denoted by 𝑎𝑖,𝑚𝑎𝑥 , 𝑟𝑖,𝑚𝑎𝑥 and 𝑠𝑖,𝑚𝑎𝑥 , respectively.
Table 1. Notation for the discrete-time model.
Interarrival time of queue 𝑖 = 1, 2
Residual interarrival time of queue 𝑖 = 1, 2
Service time of queue 𝑖 = 1, 2
Cycle time of queue 𝑖 = 1, 2 and case 𝑚 = 0, 1
Steady-states probabilities of queue 𝑖 = 1, 2
Waiting time of queue 𝑖 = 1, 2
No. of customers of queue 𝑖 = 1, 2
Interdeparture time of drain 𝑗 = 1,2

random variable
𝐴𝑖
𝑅𝑖
𝑆𝑖
𝐶𝑖,𝑚
𝑋𝑖
𝑊𝑖
𝑄𝑖
𝐷𝑗
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lower and upper support
1, … , 𝑎𝑖,𝑚𝑎𝑥
0, … , 𝑟𝑖,𝑚𝑎𝑥
1, … , 𝑠𝑖,𝑚𝑎𝑥
1, … , 𝑐𝑖,𝑚,𝑚𝑎𝑥
0, … , 𝑍𝑖
0, … , 𝑤𝑖,𝑚𝑎𝑥
0, … , 𝑍𝑖
1, … , 𝑑𝑖,𝑚𝑎𝑥
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3

Discrete-time analysis

3.1 Iterative algorithm
Similar to the approach presented from Tran-Gia (1992), we propose a numerical calculation algorithm
based on an alternating evaluation of the cycle time distribution and the state probability vector based on a
discrete-time Markov chain. Additionally, we expand this iterative algorithm to calculate the service time
distribution, which depends on the steady-state probability 𝑥𝑖,0 . Starting with an initial service time
distribution the algorithm computes the cycle time distribution and the state probability vector iteratively
until a convergence criterion for the steady-state is fulfilled. After that, a new service time distribution is
calculated and the iterative calculation of 𝑐𝑖,𝑚 and 𝑥𝑖 starts again. This process is repeated until the service
time distribution converges. Subsequently, the waiting time distribution, the distribution of the number of
customers of a queue and the interdeparture time distribution are computed as performance measures.
The main steps of the algorithm are as follows:
1. Initialize 𝑠𝑖 , 𝑐𝑖,𝑚 and 𝑥𝑖 for 𝑖 = 1, 2 and 𝑚 = 0, 1
2. Calculate 𝑐𝑖,𝑚 for 𝑖 = 1, 2 and 𝑚 = 0, 1 according to section 3.3
3. Calculate 𝑥𝑖 for 𝑖 = 1, 2 according to section 3.4
4. Repeat steps 2-3 until a convergence criterion for 𝑥𝑖 , ∀𝑖 = 1, 2 is fulfilled
5. Calculate 𝑠𝑖 for 𝑖 = 1, 2 according to section 3.2
6. Repeat steps 1-4 until convergence criterion for 𝑠𝑖 , ∀𝑖 = 1, 2 is fulfilled
7. Calculate 𝑤𝑖 , 𝑞𝑖 for 𝑖 = 1, 2 and 𝑑𝑗 for 𝑗 = 1,2

3.2 Service time distribution
The service time of queue 𝑖 is defined as the time span to serve a customer from queue 𝑖 including the
potentially necessary shifting time to switch the server in the right direction to serve the customer. In order
to determine the service time 𝑠𝑖𝑛 in iteration 𝑛 for queue 𝑖, the probability of shifting 𝜎𝑖 has to be computed.
Therefore, we calculate the probability that two conveying units from the same source 𝑖 are conveyed
consecutively. This corresponds to the probability that the queue 𝑖̃ ≠ 𝑖 is empty and no unit arrives at queue
𝑖̃ during the service of a unit from queue 𝑖, which means that the service time from source 𝑖 is less than the
residual interarrival time from source 𝑖̃. This probability 𝜀𝑖,𝑖̃ can be calculated by the computed state
probability 𝑥𝑖̃𝑛,0 in iteration 𝑛, the service time distribution 𝑠𝑖𝑛−1 from the last iteration (𝑛 − 1) and the
residual interarrival time distribution 𝑟𝑖̃ :
si ,max ri ,max

 i ,i  x n  
i ,0

s

k  0 l  k 1

n 1
i,k

 ri ,l

i  i  1,2

(1)

Subsequently, the probabilities of shifting 𝜎𝑖 for the two sources can be calculated using the transition
probability 𝑝𝑖,𝑗 from source 𝑖 to drain 𝑗:

1  1,2  p1,2  1  1,2   p2,2

(2)

 2   2,1  p2,1  1   2,1   p1,1

(3)

A shifting for an incoming unit from direction 1 is necessary if the last served unit was conveyed to
drain 2. The last served unit arrived with a probability 𝜀1,2 from source 1 and with a probability (1 − 𝜀1,2 )
from source 2. The probability that this unit was conveyed from source 1 to drain 2 corresponds to the
transition probability 𝑝1,2 . Analogously, the probability that it was conveyed from source 2 to drain 2
corresponds to the transition probability 𝑝2,2 .
Based on the probability of shifting 𝜎𝑖 and the given shifting time 𝑡𝑠 , the shifting time distribution 𝑒𝑖
can be calculated for both directions. The conveying time distribution 𝑏𝑖 is composed of the transition
probability 𝑝𝑖,𝑗 and the given times 𝑡𝑐 and 𝑡𝑑 to convey the units in continuous and discontinuous direction,
respectively. Thereby, the service time distribution 𝑠𝑖 is computed as the convolution of 𝑏𝑖 and 𝑒𝑖 :
(4)
sin  bi  ei
i  1,2

3.3 Cycle time distribution
To calculate the cycle time distribution we distinguish two types of conditional cycle times (𝑚 = 0,1).
Conditioned on an empty queue 𝑖 (𝑚 = 0) a distinction can be made between two different states of the
other queue 𝑖̃. With a probability of 𝑥𝑖̃,0 queue 𝑖̃ is also empty and no customer will be served during a

197

Rimmele et. al.: Discrete-time analysis of a 4-way-crossing in conveying systems under the dispatching policy round robin

cycle. Therefore the cycle time probability 𝑐𝑖,0,1 is defined with a probability of 1. On the other hand with a
probability of (1 − 𝑥𝑖̃,0 ) the queue 𝑖̃ is nonempty and the customer of queue 𝑖̃ will be served. In this case
the cycle time distribution corresponds to the service time distribution 𝑠𝑖̃ of queue 𝑖̃. Hence, the cycle time
distribution 𝑐𝑖,0 for queue 𝑖 can be calculated as followed:





cin,0, k  xi ,0   k  1  xi ,0  si , k

i  1,2 k  1,..., cin,0,max

i i

(5)

where
k 1
1
0 otherwise

(6)

k  

Similarly, in case 𝑚 = 1 (queue 𝑖 is nonempty) a distinction regarding queue 𝑖̃ is made. In the case of
an empty queue 𝑖̃ only the customer in queue 𝑖 will be served in a cycle. Accordingly, the service time
corresponds to the service time distribution 𝑠𝑖 of queue 𝑖. If both queues are nonempty, each queue will be
served alternately in a cycle. Thereby the service time distribution can be calculated by the convolution of
both service time distributions. On this basis the distribution 𝑐𝑖,1 for queue 𝑖 can be obtained by the
following calculations:
(7)
cin,1, k  xi ,0  si , k  1  xi ,0    si , k  si , k 
i  1,2 k  1,..., cin,1,max i  i
By weighting this cycle time distributions by the steady-state distribution 𝑥𝑖 of queue 𝑖, the total cycle
time distribution 𝑐𝑖 of queue 𝑖 can be derived as follows:
(8)
cin, k  xi ,0  cin,0, k  1  xi ,0   cin,1, k
i  1,2 k  1,..., cin,1,max

3.4 State probabilities
To evaluate the steady-state probabilities, we first determine the group size distribution 𝑔𝑖,𝑚 . We observe
at queue 𝑖 a cycle of type 𝑚 and the arrival group 𝐺𝑖,𝑚 of customers arriving in this cycle. The time 𝐹𝑖ℎ
between the start of an epoch and the arrival epoch oft he ℎth customer in this group is distributed
according to 𝑓𝑖,ℎ,𝑘 :
h0 k 0
1

f i , h , k   ri , k
h 1
r  a ( h  2) 1  h  c n
i
i ,1,max
i

i  1, 2

(9)

(𝑙)

The notation 𝑎𝑖
represents the 𝑙-fold convolution of the distribution 𝑎𝑖 with itself. In the case of
ℎ = 1 (observing the first arriving customer) the distribution 𝑓𝑖,0 is equivalent to the residual interarrival
time 𝑟𝑖 . Otherwise the (ℎ − 2)-fold convolution of the interarrival time distribution is added. By applying
the law of total probability, the distribution of an arrival group 𝐺𝑖,𝑚 in queue 𝑖 during a cycle 𝐶𝑖,𝑚 can be
obtained:
gi , m, k 

cin,m ,max

c
y 1

y 1

i , m, y

   fi , k , z  fi , k 1, z 

i  1, 2 m  0,1

(10)

z 0

Finally, the transition behavior between two consecutive epochs can be derived. Under the stationary
conditions the steady state equations of the Markov chain can be derived as follows:
k 1

xi , k  xi ,0  gi ,0, k  xi , y  gi ,1, k  y 1
y 1

Zi 1

xi , Zi  1   xi , y

i  1,2 k  0,..., Zi  1

(11)

i  1, 2

(12)

y 0

3.5 Queue length
The queue length equals the number of waiting customers at a given epoch. We derive the queue length at
epochs 𝑙 immediately before the start of a service as well as the queue length at random epochs 𝑡 ∗ . The
queue length at random epochs needs some additional considerations. Similar to the approach presented by
Tran-Gia (1992), the probability that the observation instant 𝑡 ∗ lies in a conditional cycle of type 𝐶𝑖,𝑚 can
be evaluated with the probability 𝑥𝑖,0 and the mean of the cycle time distributions 𝐸(𝑐𝑖,0 ), 𝐸(𝑐𝑖,1 ) and
𝐸(𝑐𝑖 ).Thereby a residual cycle time distribution can be calculated. With this distribution the state
probabilities at an arbitrary time can be determined using (9), (10), (11), and (12).
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3.6 Waiting time
The waiting time of a customer is defined as the time span from the arrival of a customer to the beginning
of the service. The length of the time span is influenced by the number of customers in front 𝑥̂, the length
of the cycle time 𝑐̂ in which the customer arrives and the position 𝑙 of the customer within the arriving
customers in this cycle. We first obtain the conditional waiting time distribution of the first customer (𝑙 =
1) during a cycle interval of length 𝑐̂ and 𝑥̂ customers in front of him at the beginning of the cycle. In the
case of 𝑥̂ ≤ 1 the queue 𝑖 is empty at the time of arrival of the observed customer. So the customer only
has to wait until the cycle is finished. Otherwise (𝑥̂ > 1) the customer has to wait additional (𝑥̂ − 1) cycles
that are needed to serve the already waiting customers. An illustration of the two waiting time cases for the
first arrival in a cycle is provided in figure 2.

Figure 2. Correlation between waiting time, residual time and cycle time for the first arrival in a cycle.
In the left case, the probability of a waiting time 𝑤
̂ is equal to the probability of a residual interarrival
time 𝑐̂ − 𝑤
̂. For 𝑥̂ > 1, the probability of a waiting time 𝑤
̂ is depending on the probabilities of a residual
interarrival time of 𝑦 and a duration of 𝑤
̂ − 𝑐̂ + 𝑦 for (𝑥̂ − 1) cycles. This leads to the following
conditional probability:
ri , cˆ  wˆ


ˆ Ci  cˆ  0, X i  xˆ   cˆ
P Wi ,1  w
 ( xˆ  2)
ri , y  ci ,1, wˆ  cˆ  y
y

1






ˆ  cˆ
xˆ  1 w

xˆ  1

(13)

i  1, 2

We can now further generalize the findings to the case of the 𝑙th arriving customer during the observed
cycle interval. In comparison to the cases of the first arrival we now consider also the (𝑙 − 1) customers
that arrive before the customer. In case of 𝑥̂ = 0,1, the customer has to wait additional (𝑙 − 1) cycles that
are needed to serve the waiting customers that arrived before. Consequently, for 𝑥̂ > 1 the 𝑙th arriving
customer is waiting 𝑥̂ + 𝑙 − 2 cycles. The two cases of 𝑥̂ = 0,1 and 𝑥̂ > 1 for the 𝑙th arrival in a cycle is
provided in figure 3.
2

Figure 3. Correlation between waiting time, residual time and cycle time for the 𝒍th arrival in a cycle.
In addition the probability of a waiting time 𝑤
̂ is depending on the probability of an interarrival time 𝑧
between the first and the (𝑙 − 1)th arriving customers in the cycle. An upper limit of the number of arrivals
during a cycle originates from the maximum queue length 𝑍𝑖 and the 𝑥̂ > 1 customers in front at the
beginning of the cycle such that 𝑙𝑚𝑎𝑥 = 𝑍𝑖 − 𝑥̂ + 1. For 𝑥̂ ≤ 1 the upper bound is 𝑍𝑖 . Hence, the
probability for the occurrence of the 𝑙th customer is given as followed:
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Next, we apply the Bayes’ theorem and the law of total probability to Equation (15) and (16) and obtain
the following waiting time probability of queue 𝑖:
Zi
 ci ,max
P(Wi*  wˆ )     P Wi ,l  wˆ Ci  cˆ  0, X i  0  ci ,0, cˆ  xi ,0
l 1  cˆ 1
(15)
Zi  l 1

  P Wi ,l  wˆ Ci  cˆ  0, X i  xˆ  ci ,1, cˆ  xi , xˆ  i  1, 2 wˆ  0,..., Z i  ci ,1,max
xˆ 1

Due to the finite queue capacity the position 𝑙 of the customer is limited to 𝑍𝑖 − 𝑥̂ + 1 for 𝑥̂ > 1 and to 𝑍𝑖
for 𝑥̂ ≤ 1. Hence, the resulting distribution (15) is a defective distribution. Therefore, the probability 𝑤𝑖.𝑘
of a waiting time 𝑘 can be found by normalization:
P(W *  k )
(16)
wi , k  Zi *cmax i
 P(Wi*  k )
cˆ

 









k 0

3.7 Interdeparture time
To calculate the interdeparture time we combine several existing models. First the total interdeparture time
distribution has to be computed according to Grassmann and Jain (1988, 1989). The total interdeparture
time distribution depends on the utilization of the system. If the system is highly utilized and customers are
waiting in the queue, the interdeparture time intervals are equal to the service time. If the utilization is
lower and a server has idle time periods, the time interval between two departures increases by this idle
time. The idle time distribution can be calculate as followed:



yk   x1,0  x2,0   x1,0  1  x2,0   1  x1,0   x2,0  1  x1,0   1  x2,0 
k



(17)

The probability of an idle time 𝑘 is equivalent to the probability that both queues are exactly 𝑘 epochs
empty. In accordance with Grassmann and Jain (1988), the interdeparture time distribution can be
calculated with to the idle time distribution, the service time distribution and the waiting time distribution.
Finally, the method of Furmans (2004) to split stochastically is used to calculate the interdeparture time
distributions for both drains.

4

Numerical results

To evaluate the accuracy of the approximation and its dependency on system parameters, a numerical study
is carried out that compares the results of the analytical model with those obtained by a discrete event
simulation. The approximation quality is measured by the deviation of the analytical model to the
simulation for the mean and 95 % quantile of the waiting time of source 1 and the interdeparture time
distributions of drain 1. Table 2 depicts the tested parameter configurations. The used interarrival times are
distributed according to discretized exponential, uniform and gamma distributions. The queue capacity 𝑍𝑖
of both queues is limited to 20 customers. The respective expected values are adjusted to the utilization rate
𝜌 and the share of units 𝑑1 from source 1.
Table 2. Parameter settings for the evaluation of the discrete-time approximation.
Parameter type
𝐴1
𝐴2
𝜌
𝑑1
(𝑡𝑐 , 𝑡𝑑 , 𝑡𝑠 )
𝑝1,3
𝑝2,3

Cases
3
3
3
5
2
5
5

Value
Exponential, Uniform, Gamma
Exponential, Uniform, Gamma
0.5, 0.75, 0.95
0.1, 0.25, 0.5, 0.75, 0.9
(1,2,1), (2,4,2)
0.1, 0.25, 0.5, 0.75, 0.9
0.1, 0.25, 0.5, 0.75, 0.9

200

1,0

1,0

0,9

0,9

0,8
0,7

0,8

cumulated probability

cumulated probability

SMMSO 2015

0,6
0,5

0,4
0,3
0,2
0,1

exp. value
95 % quan.

0,7
0,6
0,5

0,4
0,3

exp. value

0,2

95 % quan.

0,1

0,0
0

20

40

60

80

0,0

100

0

1

2

3

relative error [%]

4 5 6 7 8 9 10 11 12 13 14 15
absolute error [time increments]

1,0
0,9
0,8
0,7
0,6
0,5
0,4
0,3
0,2
0,1
0,0

1,0

0,9
cumulated probability

cumulated probability

Figure 4. Distribution of the relative and absolute errors for the waiting time 𝑊1 of source 1.
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Figure 5. Distribution of the relative and absolute errors for the interdeparture time 𝐷1 of drain 1.
Figure 4 and 5 show the plots for the cumulated distributions of the relative and absolute errors of the
discrete-time approximation for the waiting time of source 1 and the interdeparture time of drain 1. The
largest relative deviations occur for the waiting time. The deviations of the queue length show the same
behavior. The average relative errors for the expected value and the 95% quantile of the waiting time are
47.9 % and 30.5 %, respectively. Generally, for a low utilization rate the waiting times are very short. As a
result, small absolute errors result in high relative errors. 85% of the results with deviations over 5%
correspond to absolute errors which are smaller than 2 time increments. For a high utilization rate the
relative error is significantly less. For the interdeparture time, the developed method delivers a higher
approximation quality. The average relative errors for the expected value and the 95% quantile of the
interdeparture time are 9.2 % and 12.6 %, respectively.
Table 3. Comparison of the dispatching policies round robin and first-in first-out
𝜌
0.5

0.75

0.95

𝑑1
0.1
0.25
0.5
0.75
0.9
0.1
0.25
0.5
0.75
0.9
0.1
0.25
0.5
0,75
0,9

round robin
𝑊1,0.95
𝐸(𝑊1 )

0.6224
0.6566
0.8069
0.8880
0.9369
0.9902
1.2660
1.7205
2.4645
3.5367
1.2927
2.1033
5.6607
15.7522
19.7308

2.8289
3.0556
3.6133
3.8800
4.0400
3.2778
4.4578
6.1733
8.7089
11.6267
3.9489
6.6689
17.8644
35.6689
36.5911
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first-in-first-out
𝑊1,0.95
𝐸(𝑊1 )

0.6295
0.8243
0.9580
0.8243
0.6295
2.0934
2.5568
2.8596
2.5568
2.0934
12.9688
16.0774
18.3352
16.0774
12.9688

3.3756
4.2133
4.6778
4.2133
3.3756
8.0444
9.6222
10.6200
9.6222
8.0444
40.9267
50.3556
57.1756
50.3556
40.9267
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To evaluate the dispatching policy round robin a comparison of the strategies round robin and first-in
first-out is conducted. Therefore, the waiting time distribution of source 1 is measured under different
parameter settings. Table 3 lists the expected value and 95% quantiles for the waiting time of source 1.
Due to the dispatching policy round robin the server serves the queue that has a smaller throughput
more frequently than under the dispatching policy FIFO. So the waiting time of queue 1 for 𝑑1 < 0.5 is
smaller compared to the dispatching policy first-in first-out. However, also for 𝑑1 = 0.5 round robin
provides better results. This can be explained by the constant service of both queues by round robin.
Assessing the complete waiting time of both queues, also the mean and the 95% quantile of the total
waiting time for round robin is smaller than for first-in-first out. For 𝑑1 = 0.1/0.9 and a low utilization rate
the total waiting time is smaller for the policy first-in first-out. In the case of a high utilization it should be
noted that the capacity 𝑍𝑖 of both queues is limited to 20 customers for the policy round robin whereas the
capacity for the first-in-first-out is unlimited. This causes a considerable smaller waiting time for 𝜌 = 0.95
using the dispatching policy round robin.

5

Conclusion

We developed a model of a 4-way-crossing based on a polling system, in which a single server serves two
queues cyclically, and propose an iterative algorithm to approximate the steady-state probabilities of the
queues. Therefore, the algorithm provided by Tran-Gia (1992) was adjusted to the application of a 4-waycrossing and complemented by the iterative calculation of the service time distribution. Additionally, the
waiting time distribution was derived and several existing models were used to calculate the interdeparture
time distribution. In a numerical study we evaluated the accuracy of the approximation under various
parameter configurations. A comparison of the dispatching policies round robin and first-in first-out by the
mean and the 95 % quantile of the waiting time distribution demonstrated the advantages of the policy
round robin. Future work will be dedicated to model further dispatching policies (e.g. exhaustive) based on
this approach. Furthermore, a comparison of different dispatching policies should be considered in more
detail.
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Although simulation is not an optimization technique in itself, there is a growing interest towards its use in scenario
analysis and optimization. This paper proposes a dual architecture, where simulation uses optimization within its run, in
order to decide how it should progress in simulation time, but also an external algorithm uses the model to evaluate
different designs. We test this architecture using an open source simulation engine called ManPy. A case study of a
manufacturing line is presented, in which a linear programming method is used inside the simulation run to decide how
operators should be allocated to machines and an external ant colony optimization algorithm uses the simulation to
optimize the weights that are given to the different linear programming objectives.
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1

Introduction

Discrete Event Simulation (DES) is arguably one of the most widely accepted and used Operations
Research (OR) methodologies (Shannon 1998; Karabuk & Grant 2007; Jahangirian et al. 2010). Due to its
ability to model a wide variety of systems it is often preferred to mathematical methods (Seila 1995; Tako
& Robinson 2012). However, DES is traditionally computational expensive (Fujimoto 1990; Can et al.
2008) and this deters from its usage within optimization methodologies.
This paper proposes an architecture in order to incorporate an Open Source (OS) simulation engine into
optimization methodologies. The proposed architecture is hybrid, utilizing simulation to evaluate different
scenarios that an optimization pattern produces additionally with optimization algorithms that are used
inside the simulation model in order to address decisions. The DES engine used is called ManPy
(https://github.com/nexedi/dream) and is part of a wider DES platform called “simulation based application
Decision support in Real-time for Efficient Agile Manufacturing” (DREAM). The DREAM project
(http://dream-simulation.eu) started in October of 2012 and its objective is to address the multi-faceted
problems that deter manufacturing enterprises from more widely adopting simulation based decision
support applications.
The rest of the paper is outlined as follows: In the following section we conduct a literature review to
identify the state of the art regarding the combination of optimization and simulation. Section 3 describes
the dual optimization architecture and in Section 4 we elaborate on how this was applied to a case study.
We conclude our paper summing up our work and future research.

2

Literature Review

The main strength of DES is its ability to be adapted to a wide variety of systems where mathematical
methods fail to provide a solution (Banks 2000). As Law and Kelton (2000) state, modelers are often
quickly led to use simulation, due to the complexity of the studied systems and the models that are needed
to represent them validly. For this reason DES has become one of the most popular OR techniques
(Jahangirian et al. 2010). On the other hand, its traditional use has been in evaluation of systems, whereas
researchers have been reluctant to use it in optimization. DES is a traditionally complex technique (Kuljis
& Paul 2001) and it is not frequent that users of simulation tools are also experts in optimization algorithms
(Lacksonen 2001). Another burden is the computational overhead of DES that makes it expensive to
incorporate into optimization. Moreover, the fact that stochastic DES does not produce definitive results,
but estimates, makes it harder to be used by optimization algorithms that try to find improving directions in
a solution space (Banks, J., Carson, J. S., & Nelson 2000).
Nonetheless, in the last decades there has been increasing interest towards integrating simulation with
optimization. It is indicative that most Commercial-Off-The-Shelf (COTS) software provide modules for
optimization (April & Glover 2003). Lacksonen (2001) compares four simulation optimization algorithms
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in 25 pilot problems. Even though he found generic differences between algorithms, he claims that the
answer to which is the most robust methodology may depend on the size and the application domain of the
problem. COTS simulation packages are typically linked to a small number of optimizers used, which may
cause limitations in their use.
Academic literature has also actively turned its attention towards the combination of simulation with
optimization. Many researchers have used DES with popular optimization methodologies, such as Genetic
Algorithms (GA) (Hegazy 1999; Azzaro-Pantel et al. 1998) or Ant Colony Optimization (ACO) (Brailsford
et al. 2007). To overcome the computational burden, researchers try also to develop efficient techniques by
creating a metamodel of systems, which provide an approximation of the system reducing the
computational requirements (Can & Heavey 2012). The most typical use of simulation within optimization
involves the usage of simulation as the evaluator of different designs. Azzaro-Pantel et al (1998) describe
this as a “two-stage methodology”, where first a simulation model is developed to describe the system and
then an algorithm uses the model to evaluate the different scenarios it produces. Figuerua and AlmadaLobo (2014) taxonomize several additional categories of interaction between simulation and optimization.
The purpose of this research is to propose a hybrid integration of simulation with optimization, where a
DES model can interface with an optimizer within its run, but also an external algorithm uses the model to
evaluate different designs. This architecture combines the use of simulation as both a means to evaluate
alternative scenarios in a metaheurstic optimization context and a means of anticipating the system status in
order to enable optimization in an iterative optimization-based simulation context (Figueira & AlmadaLobo 2014). We use an OS simulation library called ManPy, which is written in Python and makes use of
the SimPy software (http://simpy.readthedocs.org/) in order to implement the process-based simulation
world view. Having an OS tool the interface with optimization is not limited by the specific attributes of a
COTS package. Moreover, we use a tool written in the Python programming language that provides a
natural environment for development of scripts related to computational science problems (Langtangen
2004).

3

Optimisation Architecture

The dual optimization architecture illustrated in this paper exploits ManPy’s capability of being easily
embedded into a comprehensive platform and interfacing different modules. The core element of the
optimisation architecture consists of the hybridization of scenario-based optimization and optimisation
within a scenario. As a result, the simulation module is used as a means to both evaluate alternative
solutions and generate information required for optimal decision making at multiple decision points during
simulated time. A schematic representation of this hybrid optimization architecture is given in Figure 1.

Figure 1. Hybrid optimisation architecture
The scenario-based optimization module is external to the simulation model and is responsible for
generating potential scenarios and selecting the best solution among those explored. Scenario-based
optimization approaches necessarily require the availability of prediction models or tools that are able to
anticipate the effects that systems’ settings have on systems’ performances; for this reason, simulation
proves a suitable scenario-based optimizer enabling the tool to capture the complex and dynamic
relationships between input and output variables. In its most straightforward implementation, this outer
optimisation module can consist of a full enumeration approach (i.e. all possible scenarios are investigated
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and the best solution is selected) or design of experiments approaches whereby scenarios are developed
based on the experimental plan most appropriate for the analysis’s purposes. Alternatively, for scenariobased optimization evolutionary optimisation algorithms, founded on population-based search logics, can
be implemented by introducing a feedback loop that uses the simulation results intelligently to guide the
search through the solution space.
Although scenario-based optimization provides initial settings that univocally define the scenarios to be
investigated, it may happen that these settings are not sufficient to solve decision problems encountered
during a simulation run. In this case, the dual optimization architecture illustrated in Figure 1 above
provides a solution in that it combines the functionality of the outer optimization module for setting
scenarios to be investigated and the capability of internal optimization algorithms to solve decision
problems that arise during a simulation run. These problems are generally specific to the system being
simulated and require problem-specific optimisation routines that use information on the system’s status in
order to generate solutions that are optimal in relation to the contingent conditions of the system. In order
to solve the decision problem and proceed, the simulation run will wait for the solution suggested by the
optimization routine and run this in the model. In other words, the optimisation routine is invoked by the
simulation model every time a decision has to be made on specific issues and generates solutions based on
both information regarding optimisation settings provided by the scenario-based optimisation approach and
information on the current system status that is available through simulation-updated system’s variables. A
wide range of optimisation approaches, including mathematical programming and heuristic rules, can be
used as optimisation routines; as for standard optimization problems, the choice of the optimization
algorithm and the solution approach depend on the problem to be investigated in terms of its nature,
complexity and size.
In the following section, a case study that exemplifies the implementation of the architecture and its
deployment for solving a case study problem is presented. As the focus of this paper concerns the
optimization architecture itself and not the particular optimization approaches used, the presentation of the
use case will be made to prove that such an architecture can be effectively used to solve practical
optimization problems and that ManPy’s flexibility allows for its implementation in an open-source
simulation platform.

4

Case Study

The case study presented here is inspired by a problem statement experienced at various manual assembly
lines operating in a medical device fabrication company. These lines can be classified as dual-resource
constrained systems as the lines’ productivity is constrained by the availability of both workstations and
operators (Xu et al. 2011). Indeed, it may happen that due to staffing decisions at strategical level and/or
operators’ absenteeism the number of operators assigned to a line during a production shift is less than the
number of workstations to be operated; moreover, based on capacity planning decisions, workstations can
be shut down during a shift. The staffing policy at the company involved in this study is based on a “3 tasks
to 3 operators” concept whereby an operator is trained on up to 3 tasks and training for a task is imparted to
up to 3 operators; the line is balanced so that one task corresponds to a workstation. At the beginning of
each shift, the production supervisor assigns operators to workstations based on the number of operators
and machines available and on the Work In Progress (WIP) across the line; a rule of thumb generally
adopted at the company is that in case of operators’ shortage, the supervisor assigns operators to the first
workstations in the line so that WIP is built at the intermediate workstations; towards the end of the shift or
during the following shift, operators are moved to the last workstations so as to rebalance the line’s WIP.
The implementation of this rule and its effect on production are also dependent on the supervisors’
experience and his/her promptness in making reallocation decisions based on the line status. The objective
here is to develop a decision support tool able to generate optimal operators assignment schedules to
maximize throughput for a shift.
Figure 2 reports the schematic layout of a pilot assembly line as modelled in ManPy. The parallel
machines (or sub-lines) that operate in the system are considered equivalent from both a performance and
training requirement perspective so that an operator trained on a particular task can perform that task at any
machine available in the workstation; workstation is intended here as the set of machines where the same
operational task is performed.
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Figure 2. Layout of a pilot assembly line

4.1 Optimisation
The simulation model of the assembly line can be used to efficiently solve the operator assignment problem
and assist the line supervisor in making re-assignment decisions that can minimize the impact of operators
or machines unavailability to maximize throughput. The optimization logic suggested here is based on the
dual architecture presented in the previous section.
The first optimization aspect concerns the operators’ assignment decision at a specific point in time;
this problem has been formulated as a multi-objective binary linear programming (LP) problem where the
binary optimisation variables consists of the assignment variables xij (i.e. operator i is assigned to machine j
if xij is 1) and different objectives are taken into account. Following a multi attribute utility approach
(Morrice et al. 1998), the objectives are firstly normalised and then grouped in a combined metric
calculated as a weighted sum so that the objective function can be formulated as:
𝑀𝑀𝑀𝑀𝑀𝑀 𝑓𝑓�𝑥𝑥𝑖𝑖𝑖𝑖 � = � 𝑤𝑤𝑘𝑘 ∗ 𝑜𝑜𝑜𝑜𝑗𝑗𝑘𝑘 �𝑥𝑥𝑖𝑖𝑖𝑖 �
𝑘𝑘 𝑡𝑡ℎ

𝑘𝑘

(1)

objective (𝑜𝑜𝑜𝑜𝑗𝑗𝑘𝑘 �𝑥𝑥𝑖𝑖𝑖𝑖 �) and each objective is a function of the
where 𝑤𝑤𝑘𝑘 represents the weight of the
assignment variables. The objectives considered in this formulation include:
•
Obj1 - Maximize number of assigned operators: this is to avoid that operators are left idle;
•
Obj2 - Prioritise assignment of operators to machines with highest WIP: this is inspired by both the
current assignment practice adopted at the company and heuristic approaches suggested in the dualresource constrained system’s literature (Xu et al. 2011);
•
Obj3 - Minimise unnecessary operators’ transfers: this is to avoid operators that are re-assigned to
different machines when there is no variation of the operator/line availability configuration;
•
Obj4 - Support uniform distribution of operators across workstations: if possible, operators should be
assigned in order to guarantee that at least one machine per workstation is operational;
•
Obj5 - Prioritise assignment to machines that have been idle for long: this is to avoid situations
whereby an operator is repeatedly assigned to the same machine if he/she can operate machines that
have been idle for a long time.
Relevant constraints applied to the problem impose that an operator can be assigned to one machine at
most, and vice versa, that is a machine can be operated by at most one operator. Training constraints are
implicitly applied during the definition of decision variables as an assignment variable xij is initialized only
if operator i is trained on the task performed at machine j.
Information required to solve the assignment problem in this LP formulation include the list of
machines and operators available at the current time, WIP level at all machines, operators’ skills and
information on the previous assignment plan, if available. Although the LP method can work independent
of the simulation model as long as relevant input information is provided, its integration within the
simulation module enables the generation of good assignment schedule for an entire production shift by
using the simulation model capability of predicting data on both operator’s and machine’s availability (if
random unavailability is modelled) and WIP level at the time when assignment decisions have to be made.
The LP problem has been coded using PuLP, a Python library that offers pre-defined methods to model
a LP problem and generates LP or MPS files that are consecutively solved by linear programming solvers,
such as GLPK, COIN CLP/CBC and CPLEX. The ManPy model was formulated in order to use the LP
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code as a black box. A generic ManPy object called EventGenerator is activated at given intervals and
invokes a method. In this specific model an instance of EventGenerator was added in order to invoke a
custom ManPy object built for the needs of the case called SkilledOperatorRouter. This checks the state of
the system and if re-allocation of operators is required invokes the LP method sending all the information it
needs about the state (e.g. the lists of operators and machines on-shift). The LP method returns a Python
dictionary that describes the decided allocation. This has the form of {“Operator_Id”: “Machine_Id”}.
Then, the SkilledOperator imposes the allocation in the model. This may not happen instantaneously, since
some operators may need to end their operation in process before they get moved to the next station.
The second optimization aspect of the assignment problem concerns the definition of optimal weights
for the LP objective function. The LP solution quality is obviously dependent on the weights assigned to
the various objectives; this is also because the objectives considered are conflicting in terms of their impact
on productivity. For instance, Obj3 and Obj5 are introduced to generate assignment schedules easily
implementable but their impact on productivity is generally unpredictable. As the assignment plan should
promote a right balance between productivity and implementation performance and considering the
experimental evidence that objective weights’ performance is closely related to the system’s status, an
approach that optimizes the weights for given system’s conditions has been developed. Optimisation is
performed by means of an algorithm inspired by the Min-Max Ant System optimization logic (Stützle,
Thomas & Hoos 2000). During each ant cycle, ants select a weight for each objective so that the LP
problem is correctly defined. The ants are then simulated and the corresponding results are ranked based on
productivity performance; the shift throughput is used as a performance metric. The generation of the new
population of ants entails a pheromone update mechanism based on an elitist logic whereby the best two
ants from the current cycle are used to update the weight selection probability for each objective. The
pheromone values are updated so that the probability of selecting weights carried by the best ants is
reinforced; an evaporation rate is applied to regulate the relevance of a previous weights’ probability during
the pheromone updating mechanism. A best-so-far elitist logic is used so that the ants that perform best
since the first cycle are kept in the solution pool. Upon verification of termination criteria (i.e. simulation
of a pre-defined number of cycles or solution convergence), the procedure is concluded by selecting the
best solution, that is the combination of LP weights that generate assignment schedules characterized by
the highest throughput.
This ant colony optimization (ACO) approach is used as the outer optimization module in the hybrid
optimisation architecture in Figure 1 as it enables the generation of scenarios that define optimization
parameters’ settings and their consecutive selection. The ACO approach was implemented in Python and
set to call the ManPy model each time it needs to evaluate a design. In this case ACO sends to ManPy the
same simulation model changing only the weights that SkilledRouter will use when calling the LP method.

4.2 Results
In order to validate the optimization architecture illustrated in the previous section, experiments have been
run using a SimPy model of the pilot assembly line in Figure 1. Using a consolidated practice in DREAM,
proof of concept of simulation and optimization methodologies is performed using COTS simulation
packages or SimPy so that valid approaches are consequently implemented in ManPy.
In the experiment shown in this section, range values for each objective weight have been inputted to
the ACO algorithm in order to provide a clear initial indication of the objectives that are considered more
relevant to the generation of good assignment solutions from an end-user / domain expert perspective
(Table 1). A sixth objective (“Fill sub-line”) has been added to accommodate for a requirement that is
specific to the assembly line modelled (i.e. either of the sub-lines in the first segment of the assembly line
should be “filled” with operators before the other sub-line is considered). The input weight ranges provided
to the ACO algorithm is reported in Table 1; these input values have been established based on domain
experts’ consideration. Industrial engineers working at the real plant have suggested that the assignment of
operators to machines with highest WIP (Obj2) and full assignment to either sub-lines (Obj6) are
considered critical to guarantee production continuity; on the contrary, although not practical, the scenario
of frequently moving operators to different machines (Obj3) is considered acceptable, hence, a lower
average weight has been set for Obj3. The increment used is 0.1.
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Table 1. User-defined objectives' weights

Min weight value
Max weight value

Obj1: Max
number of
assigned PB
0.5
1.5

Obj2: Assignment
to machines
with higher WIP
1.5
2.5

Obj3: Min
assignment
variations
0
1

Obj4: Uniform
assignment
across stations
0.5
1.5

Obj5: Machines
with furthest last
assignment time
0.5
1.5

Obj6: Fill
sub-line
1
2

Production is organized in two daily shifts of 8 hours each and, for both shifts, 12 operators have been
randomly selected; this implies that after each assignment, at least three machines in the line are forced to
stay idle due to lack of available operators. Deterministic time related parameters have been used for the
experiment. Standard operators’ break times have been modelled (i.e. lunch and coffee breaks); machines
have been considered failure-free. The ACO population size and number of generations have been set to
five and forty, respectively. The system has been simulated for 3000 minutes, which corresponds to a
production time of almost five shifts. The solution converged after 194 runs; the computational time was of
circa 20 minutes on a 2.6 GHz Intel Core i7 processor.
The results obtained show significant dispersion in terms of number of units produced as this varies
from 800 to 1840 based on the objectives’ weights set by ACO (Table 2). Moreover, the lowest output
value (800 units) is observed with relatively high frequency, that means that the risk of setting ineffective
objectives’ weights is considerably high. A more detailed analysis of the optimization results has shown
that the risk of a poor weight selection is even more significant as differences between optimal weights and
ineffective weights can be minimal. For instance, the following combinations of weights, [1.3, 2.1, 0.7, 1.5,
1.1, 1.5] and [1.3, 2.1, 0.1, 1.5, 1.5, 1.6], generate 800 and 1840 units, respectively; it is interesting to note
that in both combinations, the factors that have been initially considered most relevant are practically the
same, whereas small weight differences for both Obj3 and Obj5 cause dramatic changes in the operators’
assignment solution. Finally, it is worth noting that the discrete nature of the output results is mainly due to
the fact that batch production is performed in the line (e.g. one batch consists of 80 units). Moreover, poor
objectives’ weights can cause deadlock situations whereby operators are repeatedly assigned to the same
machine so that starvation or blockage can be frequently observed in the line; in this regard, it is interesting
noting that among the two combination of weights reported above, the one with the lowest weight for Obj3
(i.e. minimization of operators transfers) generates poorer production results.
Table 2. ACO results - Number of units produced
Number of units produced

800

1120

1520

1840

Relative Frequency

0.39

0.14

0.01

0.46

Although the results obtained demonstrate the importance of effectively selecting objectives’ weights
for the LP objective function, the use of deterministic input variables can compromise the practical validity
or credibility of the optimization results. The assumption of deterministic processing times and operator
breaks in a manual manufacturing environment is generally not realistic and, for this reason, approaches
capable of discerning good and robust solutions from unstable assignment solutions would be a desirable
addition to the dual optimization architecture. To this regard, ten “optimal” weight combinations have been
randomly selected and the robustness of the operators’ assignment solution to input parameters
stochasticity has been investigated. This has been achieved by using the operators’ assignment schedule
associated with a weight combination as an input information; in this context, the LP method is logically
replaced by the input schedule. Figure 3 reports the results obtained, the minimum and maximum value for
the number of units produced across ten stochastic replications delimits the blue rectangles, the average
number of units produced across the ten replications is reported in red; the dashed cyan line corresponds to
the number of units obtained in the deterministic run (1840). It is evident that when stochastic input
variables are considered, the output results reflect this stochasticity and distinctions between good and
robust solutions emerge. Among the ten weight combinations considered, only two (i.e. solution 1 and 3)
prove robust to stochastic variations of the input variables as the line throughput is consistently equal to
1840 units. On the contrary, four solutions prove significantly instable as the maximum number of units
produced in the stochastic runs is significantly lower than the nominal deterministic optimum. This
suggests that the integration of approaches able to investigate the robustness of the optimal solutions (i.e.
Markowitz approach (Fu et al. 2005). or stochastic dominance tests (Kleijnen & Gaury 2003)), could
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considerably improve the quality of the ACO search directions and, as a consequence, the validity of the
optimization results.

Figure 3. Stochastic evaluation of optimal results

Conclusions
A dual simulation-based optimization architecture and its implementation in an open-source simulation
environment has been illustrated in this paper. The optimization architecture combines the use of
simulation as both a means to evaluate alternative scenarios in a metaheurstic optimization context and a
means of anticipating the system status in order to enable optimization in an iterative optimization-based
simulation context (Figueira & Almada-Lobo 2014). A case study concerning workforce allocation in a
dual resource constrained assembly line operating in a medical device fabrication company has been
discussed in order to demonstrate the validity of the optimization architecture and highlight potential
improvements. In this regard, it has been noted that the architecture could be further enhanced by
exploiting the capacibility of simulation by conducting stochastic analyses and, hence, by incorporating
approaches able to evaluate the robustness of optimal solutions. With respect to the use case illustrated,
partitioning the simulated time in several time intervals would also improve the solution quality as
optimization of objectives’ weights could be performed at a greater detail level (i.e. optimal weights should
be found for each time interval). In the near future, the architecture will be embedded in a simulation
platform based on ManPy, which is an open-source Python library that avails of a COTS-like graphical
user interface and experiements carried out using cloud simulation.

Acknowledgements
The research leading to these results has received funding from the European Union Seventh Framework
Programme (FP7-2012-NMP-ICT-FoF) under grant agreement n° 314364.

References
April, J., F. Glover. 2003. Practical introduction to simulation optimization. Proceedings of the 2003
Winter Simulation Conference, vol. 1, 71–78.
Azzaro-Pantel, C., L. Bernal-Haro, P. Baudet, S. Domenech, L. Pibouleau. 1998. A two-stage methodology
for short-term batch plant scheduling: discrete-event simulation and genetic algorithm. Computers
and Chemical Engineering 22(10) 1461–1481.
Banks, J., 2000. Introduction to simulation. Proceedings of the 2000 Winter Simulation Conference, vol 1,
9–16.
Banks, J., J. S. Carson, B. L. Nelson. 2000. DM Nicol, Discrete-Event System Simulation. Prentice hall.
Englewood Cliffs, NJ, USA.
Brailsford, S. C., W. J. Gutjahr, M. S. Rauner, W. Zeppelzauer. 2007. Combined discrete-event simulation
and ant colony optimisation approach for selecting optimal screening policies for diabetic
retinopathy. Computational Management Science 4(1) 59–83.
Can, B., A. Beham, C. Heavey. 2008. A comparative study of genetic algorithm components in simulationbased optimisation. Proceedings of the 40th Winter Simulation Conference.

209

Can, B., C. Heavey. 2012. A comparison of genetic programming and artificial neural networks in
metamodeling of discrete-event simulation models. Computers & Operations Research 39(2) 424–
436.
Figueira, G., B. Almada-Lobo. 2014. Hybrid simulation-optimization methods: A taxonomy and
discussion. Simulation Modelling Practice and Theory 46 118–134.
Fu, M.C., F.W. Glover, J. April. 2005. Simulation optimization: a review, new developments, and
applications. Proceedings of the Winter Simulation Conference, vol 1, 83–95.
Fujimoto, R. 1990. Parallel discrete event simulation. Communications of the ACM 33(10) 30–53.
Hegazy, T. 1999. Optimization of resource allocation and levelling using genetic algorithms. Journal of
construction engineering and management 125(3) 167–175.
Jahangirian, M., T. Eldabi, A. Naseer, L. K. Stergioulas, T.Young. 2010. Simulation in manufacturing and
business: A review. European Journal of Operational Research 203(1) 1–13.
Karabuk, S., G. Grant. 2007. A common medium for programming operations-research models. Software,
IEEE 24(5) 39–47.
Kelton, W., Α. Law. 2000. Simulation modeling and analysis. McGraw-Hill. New York.
Kleijnen, J.P.C., E. Gaury. 2003. Short-term robustness of production management systems: A case study.
European Journal of Operational Research 148(2) 452–465.
Kuljis, J., R.J. Paul. 2001. An appraisal of web-based simulation: whither we wander? Simulation Practice
and Theory 9(1-2) 37–54.
Lacksonen, T. 2001. Empirical comparison of search algorithms for discrete event simulation. Computers
& Industrial Engineering 40(1)133–148.
Langtangen, H.P. 2006. Python Scripting for Computational Science. Springer. Berlin, Heidelberg.
Morrice, D.J., J. Butler, P.W. Mullarkey. 1998. An approach to ranking and selection for multiple
performance measures. Proceedings of the 30th Winter Simulation Conference 719–725.
Seila, A. F., 1995. Introduction to simulation. Proceedings of the 27th conference on Winter simulation 7–
15.
Shannon, R.E. 1998. Introduction to the art and science of simulation. Proceedings of the 30th Winter
simulatio conference.7–14.
Stützle, T., H. H. Hoos. 2000. MAX-MIN Ant System. Future generation computer systems 16(8) 889–
914.
Tako, A. A., S. Robinson. 2012. The application of discrete event simulation and system dynamics in the
logistics and supply chain context. Decision Support Systems 52(4) 802–815.
Xu, J., X. Xu, S.Q. Xie. 2011. Recent developments in Dual Resource Constrained (DRC) system research.
European Journal of Operational Research 215(2) 309–318.

210

10th Conference on Stochastic Models of Manufacturing and Service Operations (SMMSO 2015)

Lead Time Distribution of Three-Machine Two-Buffer Lines
with Unreliable Machines and Finite Buffers
Chuan Shi
Oracle America, Inc., mitcshi@gmail.com

Stanley B. Gershwin
Massachusetts Institute of Technology, gershwin@mit.edu

The lead time of a manufacturing system is the amount of time a part spends in it. The probability
distribution of lead time is important because customers need reliable delivery dates. We describe an analytic method for determining the steady-state probability distribution of the lead time of a three-machine,
two-buffer Buzacott-type transfer line. The method is an extension of recent work by the authors on the
probability distribution of the sojourn time of a two-machine, one-buffer transfer line.
We consider the movement of a reference part from its arrival until its departure. We develop a Reference
Part Movement System (RPMS) and compute the conditional probability that T = τ , given the state of the
line when the part arrives. This is done by solving a set of recurrence equations which are developed from
a detailed analysis of the reference part’s movement. The conditioning is removed using the steady-state
probability distribution of the three-machine line.
Key words : lead time; transfer line; unreliable machines; finite buffers

1.
1.1.

Introduction
Problem and Motivation

The lead time of a manufacturing system is the amount of time a part spends in it. This quantity is important
because customers demand short lead times. It is uncertain because of the random events that occur during
the production process, including machine failures, varying processing times, quality problems, and other
events. The probability distribution of lead time is important because customers require reliable delivery
dates. Vendors usually cannot predict lead times with certainty, but customers often require them to make
firm delivery promises. They therefore attempt to design and operate their production system so that no
more than a small fraction of their deliveries are late. Lead time limitation is important for other reasons
including food deterioration and loss of value due to obsolescence of semiconductors or change of fashions
for clothes.
Due to space limitations, we can only summarize our approach and results here. Details can be found in
Shi and Gershwin (2015).

1.2.

Literature

Some prior literature on lead time analysis is based on classical queueing theory. In such models, machines
are reliable with random service times. In most such models, buffers are assumed to be infinite. Chow (1980)
determines the lead time distribution of a cyclic queue with two exponential servers and infinite buffers.
Leemans (2001) analyzes a Markovian two-class two-server queue with non-preemptive heterogeneous priority
structures. In Wu and McGinnis (2012), the authors model manufacturing systems as general queueing
networks and analyze their mean queue time. Lagershausen and Tan (2014) focus on closed queueing networks
where machines have phase-type service time distributions and buffers are finite. They model such a network
as a continuous time Markov chain with finite a state space. By conducting first passage time analysis, the
authors find the distributions of inter-departure, inter-start and cycle time.
On the other hand, researchers have studied lead time using models with unreliable machines and, in most
cases, finite buffers. Tan (2003) proposes a performance evaluation methodology that can be applied to a wide
range of small discrete production systems with unreliable machines and finite buffers. Performance measures,
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including production rate, average inventory and a conditional distribution of lead time, are calculated. Shi
and Gershwin (2012) develop an analytical solution for the lead time distribution of two-machine one-buffer
production lines with unreliable machines and a finite buffer. Shi (2012) uses this method to study the
production line profit maximization problem subject to both a production rate constraint and a part sojourn
time constraint in a given buffer. Colledani et al. (2014) extend Shi and Gershwin (2012) to two-machine
one-buffer lines where machines follow a general Markovian model. The lead time distribution is derived.
Biller et al. (2013) study a model in which machines obey Bernoulli reliability and buffers are infinite. The
authors maximize the production rate of the line subject to an average lead time constraint. Meerkov and
Yan (2014) advance Biller et al. (2013) to production lines where machines have exponentially distributed
up and down times.

2.

Flow Line Model

The technique we present to determine the lead time of a production line requires the analysis of two dynamic
systems: the Material Flow System (MFS) (Section 2.1) and the Reference Part Movement System (RPMS)
(Section 2.2).

2.1.

Material Flow System Model

The MFS model is the Gershwin (1994) version of the Buzacott model of a three-machine, two-buffer transfer
line. Buffer Bi can hold Ni < ∞ parts. The probabilities of failure and repair of machine Mi during one time
unit are pi and ri . Details of the model can be found in Gershwin (1994). The notation used here is the same
as that in Gershwin (1994) except that ν1 (t), ν2 (t), α1 (t), α2 (t), α3 (t) are the random variables that represent
buffer levels and machine states and n1 , n2 , a1 , a2 , a3 are possible values of those random variables.
Figure 1 illustrates the sequence of events in this model. Both time instants and time units are plotted
on the horizontal line. A time instant (t − 1, t, or t + 1 in the figure) is the end of one time unit and the
beginning of the next. The interval between the time instants t and t + 1 is time unit t. The convention
is that the states of machines are determined at the beginning of a time unit while the buffer levels are
computed at the end of a time unit.

2.2. Reference Part Movement System Model
2.2.1. Description We assume that parts in the buffer follow a first-in first-out (FIFO) discipline.
The position of a part in a buffer is one more than the number of parts that will leave the buffer before it
(Shi and Gershwin 2012). If a part’s position is k, we also say that it is the kth part in the buffer.
Assume a reference part enters the system at the end of time unit t0 . Assume there are ν1 (t0 ) parts in
buffer B1 (including the reference part) and ν2 (t0 ) parts in buffer B2 when the reference part arrives. The
reference part experiences the following sequence of events:
1. It goes into buffer B1 at position ν1 (t0 ) after being processed by M1 . It cannot enter B2 without going
through B1 first.
2. It stays in B1 until the ν1 (t0 ) − 1 parts in front of it are processed by M2 . Then it is processed by M2
at some time s > t0 .
3. After it is processed by M2 , it is added to B2 at the end of time unit s. The level of B2 (which is now
the position of the reference part) at the end of s is ν2 (s).
4. It stays in B2 , waiting for M3 until the ν2 (s) − 1 parts in front of it are processed by M3 .

↵i (t

⌫i (t

t

1

↵i (t) determined

1) determined

t

1
Figure 1

1) determined

t

t

MFS model convention
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5. It is processed by M3 at some time u > s, and it leaves B2 and therefore the line at the end of time
unit u.
The reference part enters B1 at the end of time unit t0 and leaves B2 at the end of time unit u. Consequently,
its lead time is T = u − t0 .

2.2.2. Notation and Dynamics Define χi (t) to be the position of the reference part in buffer Bi
at time t. χi (t) is only meaningful when the reference part is in buffer Bi . We call the dynamic system which
describes the movement of the reference part the Reference Part Movement System (RPMS). The movement
of the part is determined only by events downstream of it. Therefore, when the reference part is in B1 , the
state of the RPMS consists of the random variables χ1 , ν2 , α2 and α3 . When the reference part is in B2 , the
state of this system consists of χ2 and α3 .
We refer to the period from t0 to s in which the reference part is in B1 as phase 1. Phase 2 is the period
from s to u during which the reference part is in B2 . Since the part is only in Bi during phase i, χ1 (t) is
only meaningful for t0 ≤ t < s and χ2 (t) is only meaningful for s ≤ t < u.
Upon the arrival of the part at B1 , phase 1 starts and χ1 (t0 ) = ν1 (t0 ). The RPMS at time t0 is shown in
Figure 2. At the end of time unit s, the reference part leaves B1 and enters B2 . Therefore, phase 1 ends and
phase 2 starts. At the end of s, χ2 (s) = ν2 (s) and the RPMS is shown in Figure 3.
1 (t

0

) = ⌫1 (t0 )

M1

⌫2 (t0 )
M3

M2
the reference part
Figure 2

Start of phase 1 (at the end of time unit t0 )

Phase 1 For t0 ≤ t < s, we model the dynamics of both χ1 (t) and ν2 (t) as M2 moves parts from B1 to B2
and M3 moves parts out of the system from B2 . The dynamics of χ1 (t) are
χ1 (t + 1) = χ1 (t) − I2 (t + 1)

(1)

where random variable I2 (t + 1) is the indicator of whether a part is moved from B1 to B2 by M2 . The
dynamics of ν2 (t) are
ν2 (t + 1) = ν2 (t) + I2 (t + 1) − I3 (t + 1)
(2)
Equation (1) shows that χ1 decreases whenever M2 moves parts out of B1 . It stays unchanged if M2 either
fails or is blocked by a full B2 . Note that
• If χ1 (t0 ) + ν2 (t0 ) > N2 (i.e., if the total number of parts in the two buffers when the reference part arrives
is greater than the size of B2 ), and M3 is down, ν2 will increase as M2 keeps transferring parts from B1 to
B2 . If M3 stays down long enough, B2 will become full (ν2 = N2 ) while the reference part is in B1 . A full B2
will in turn block M2 . As a result, I2 will be 0 and χ1 will remain unchanged until the blockage of M2 ends.
• If χ1 (t0 ) + ν2 (t0 ) ≤ N2 , B2 will not become full before the reference part is processed by M2 no matter
how long M3 is down.
The reference part can only leave B1 at the end of time unit t if χ1 (t − 1) is 1 and M2 is up and unblocked
during t. If both conditions are satisfied, the reference part leaves B1 at the end of t, and we refer to the
value of t as s.
⌫1 (s)
M1

2 (s)

= ⌫2 (s)
M3

M2

the reference part
Figure 3

Start of phase 2 (at the end of time unit s)

213

Shi, Gershwin: Lead Time Distribution for Three-Machine Lines
SMMSO 2015

Phase 2 The reference part enters B2 at the end of time unit s. Upon arrival, the position of the reference
part in B2 is χ2 (s) = ν2 (s). Its remaining time in the line depends on how χ2 (t) changes for t > s. The
dynamics of χ2 are
χ2 (t + 1) = χ2 (t) − α3 (t + 1)
(3)
The reference part can only leave B2 (and therefore the line) at the end of some time unit t if its position
χ2 (t − 1) is 1 and M3 is up during t. If both conditions are satisfied, the reference part leaves the system at
the end of t, and we refer to that value of t as u. The time that the reference part spends in B2 is u − s, and
u depends on χ2 (s) and the state of M3 for s < t ≤ u.
To summarize, once the reference part enters the three-machine two-buffer line at the end of time unit t0 ,
its lead time T = u − t0 depends only on χ1 (t0 ), ν2 (t0 ), and whether M2 and M3 are up, down, blocked, or
starved for each t ≥ t0 until it leaves the line.

3.
3.1.

Derivation of the Lead Time Distribution
Overview

Define A(t) to be the event that the reference part enters the system at the end of time unit t. To calculate
prob(T = τ ):
• We derive, in Section 3.2, a set of recurrence equations for prob(T = τ |χ1 (t) = x1 , ν2 (t) = n2 , α2 (t) =
a2 , α3 (t) = a3 , A(t)). This is the conditional probability that the reference part has lead time T = τ given that
χ1 (t) = x1 , ν2 (t) = n2 , α2 (t) = a2 , α3 (t) = a3 , and given that it arrived at time t (1 ≤ x1 ≤ N1 , 0 ≤ n2 ≤ N2 ,
a2 = 0, 1 and a3 = 0, 1);
• We find, in Section 3.3, the steady-state conditional probability prob(χ1 (t) = x1 , ν2 (t) = n2 , α2 (t) =
a2 , α3 (t) = a3 |A(t)). This is the probability that χ1 (t) = x1 , ν2 (t) = n2 , α2 (t) = a2 , α3 (t) = a3 , given that the
reference part arrived at time t (1 ≤ x1 ≤ N1 , 0 ≤ n2 ≤ N2 , a2 = 0, 1, a3 = 0, 1).
• Finally, in Section 3.4, we find the steady-state probability prob(T = τ |A(t)) by using the Total Probability Theorem (Bertsekas and Tsitsiklis 2008):
prob(T = τ |A(t)) =
N1
N2
1
1
X
X
X
X
x1 =1 n2 =0 a2 =0 a3 =0


prob(T
=
τ
|χ
(t)
=
x
,
ν
(t)
=
n
,
α
(t)
=
a
,
α
(t)
=
a
,
A(t))×
1
1 2
2
2
2
3
3
.

prob(χ1 (t) = x1 , ν2 (t) = n2 , α2 (t) = a2 , α3 (t) = a3 |A(t))


(4)

Note that prob(T = τ |A(t)) is exactly the lead time distribution we are looking for, i.e.,
prob(T = τ ) = prob(T = τ |A(t))

(5)

This is because the event {T = τ } is actually the event that a part arrives at the line at some time t and
it spends τ time units in it. Since A(t) is the event that a part arrives at some time t, {T = τ } is a subset
of A(t). This implies equation (5).
Shi and Gershwin (2015) show that T must satisfy T ≥ χ1 + max(ν2 , 1). Therefore T ≥ 2 and T = 2 when
χ1 = 1 and ν2 = 0 or 1.

3.2.

Derivation of prob(T = τ |χ1 (t) = x1 , ν2 (t) = n2 , α2 (t) = a2 , α3 (t) = a3 , A(t))

We track the movement of the reference part to determine the relationship between the lead time of the
reference part and the state of the RPMS, and therefore to find prob(T = τ |χ1 (t) = x1 , ν2 (t) = n2 , α2 (t) =
a2 , α3 (t) = a3 , A(t)). There are two important cases: when x1 ≥ 2 (Section 3.2.1) and when x1 = 1 (Section
3.2.2).

3.2.1. 2 ≤ x1 ≤ N1 When 2 ≤ x1 ≤ N1 , there are five sets of recurrence equations. The form of the
equations depends on whether n2 = 0, n2 = 1, n2 = N2 − 1, n2 = N2 , and 2 ≤ n2 ≤ N2 − 2. Consider an
example of the last set, in which χ1 (t) = x1 ≥ 2 and 2 ≤ ν2 (t) = n2 ≤ N2 − 2 and α2 (t) = α3 (t) = a2 = a3 = 1
when the reference part enters the line, at the end of time unit t. We discuss what may happen during time
unit t + 1. There are four possibilities depending on the new states of M2 and M3 . Note the reference part is
in B1 at the end of time unit t, and it remains in B1 at the end of t + 1 in all four cases. As a consequence,
χ1 (t) and χ1 (t + 1) are meaningful. Neither χ2 (t) nor χ2 (t + 1) are meaningful.
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• Both M2 and M3 fail, with probability p2 p3 . There is no change of the position of the reference part or
the level of B2 . The reference part will still be the x1 th part in B1 and the level of B2 is still n2 . Therefore,
χ1 (t + 1) = x1 , ν2 (t + 1) = n2 , α2 (t + 1) = 0 and α3 (t + 1) = 0.
• M2 fails while M3 stays up, with probability p2 (1 − p3 ). M2 does not change the level of B1 or B2 while
M3 removes a part from B2 . The reference part is still the x1 th part in B1 and the level of B2 is decreased
by 1. Therefore, χ1 (t + 1) = x1 , ν2 (t + 1) = n2 − 1, α2 (t + 1) = 0 and α3 (t + 1) = 1.
• M2 stays up while M3 fails, with probability (1 − p2 )p3 . M2 moves a part from B1 to B2 while M3 does
not remove anything from B2 . The reference part will then be the (x1 − 1)st part in B1 and the level of B2
is increased by 1. Therefore, χ1 (t + 1) = x1 − 1, ν2 (t + 1) = n2 + 1, α2 (t + 1) = 1 and α3 (t + 1) = 0.
• Both M2 and M3 stay up, with probability (1 − p2 )(1 − p3 ). M2 moves a part from B1 to B2 while M3
removes a part from B2 . The reference part will then be the (x1 − 1)st part in B1 , and the number of parts
in B2 is unchanged. Therefore, χ1 (t + 1) = x1 − 1, ν2 (t + 1) = n2 , α2 (t + 1) = 1 and α3 (t + 1) = 1.
No matter what happens to M2 and M3 during time unit t + 1, this time unit has passed. For the reference
part to have a lead time of τ time units counted from the end of time unit t (when it arrived), it must have
a lead time of τ − 1 time units counted from the end of time unit t + 1. As a consequence,


prob T = τ |χ1 (t) = x1 , ν2 (t) = n2 , α2 (t) = 1, α3 (t) = 1, A(t) =


p2 p3 prob T = τ |χ1 (t + 1) = x1 , ν2 (t + 1) = n2 , α2 (t + 1) = 0, α3 (t + 1) = 0, A(t + 1)


(6)
+p2 (1 − p3 )prob T = τ |χ1 (t + 1) = x1 , ν2 (t + 1) = n2 − 1, α2 (t + 1) = 0, α3 (t + 1) = 1, A(t + 1)


+(1 − p2 )p3 prob T = τ |χ1 (t + 1) = x1 − 1, ν2 (t + 1) = n2 + 1, α2 (t + 1) = 1, α3 (t + 1) = 0, A(t + 1)


+(1 − p2 )(1 − p3 )prob T = τ |χ1 (t + 1) = x1 − 1, ν2 (t + 1) = n2 , α2 (t + 1) = 1, α3 (t + 1) = 1, A(t + 1)
We disregard the t arguments in (6) because the conditional lead time probability distribution is in steady
state. For a2 = 0, 1; a3 = 0, 1; 1 ≤ x1 ≤ N1 , 0 ≤ n2 ≤ N2 , define, for convenience,
Πat 2 a3 (τ, x1 , n2 ) = prob(T = τ |χ1 (t) = x1 , ν2 (t) = n2 , α2 (t) = a2 , α3 (t) = a3 , A(t))
Then equation (6) becomes
Π11 (τ, x1 , n2 ) =

p2 p3 Π00 (τ − 1, x1 , n2 )

+

p2 (1 − p3 ) Π01 (τ − 1, x1 , n2 − 1)

+ (1 − p2 )p3 Π10 (τ − 1, x1 − 1, n2 + 1) + (1 − p2 )(1 − p3 ) Π11 (τ − 1, x1 − 1, n2 ).

(7)

With the same analysis, we derive recurrence equations for all combinations of τ , x1 , n2 , α2 and α3 for
2 ≤ x1 ≤ N1 , 0 ≤ n2 ≤ N2 , a2 = 0, 1 and a3 = 0, 1. We list them in Shi and Gershwin (2015).

3.2.2. x1 = 1 This is a special case because the reference part is the only part in buffer B1 . If M2 is
up and not blocked during the next time unit, the reference part will move from B1 to B2 . Otherwise, the
reference part will stay in B1 . As an example, suppose that both M2 and M3 are up (i.e., a2 = a3 = 1) and
2 ≤ n2 ≤ N2 − 1 when the reference part arrives. As we did in Section 3.2.1, we discuss what could happen
during time unit t + 1. Since the reference part is in B1 during time unit t, χ1 (t) is meaningful and χ2 (t) is
not. In the cases in which the reference part stays in B1 at the end of time unit t + 1, χ1 (t + 1) is meaningful
and χ2 (t + 1) is not. However, in the cases where the reference part moves to B2 , χ1 (t + 1) is not meaningful
and χ2 (t + 1) is.
To construct the transition equation, we must consider the same set of machine state changes as in Section
3.2.1. In addition, more new notation is required. Let B(s) be the event that the reference part enters B2 at
the end of some time unit s. For u ≥ 1 and 1 ≤ x2 ≤ N2 , let
π 1 (u, x2 ) = prob(the reference part spends u time units at B2 |χ2 (s) = x2 , α3 (s) = 1, B(s))
π 0 (u, x2 ) = prob(the reference part spends u time units at B2 |χ2 (s) = x2 , α3 (s) = 0, B(s))
Then the equation is
Π11 (τ, 1, n2 ) =

p2 p3 Π00 (τ − 1, 1, n2 ) + p2 (1 − p3 ) Π01 (τ − 1, 1, n2 − 1)

+ (1 − p2 )(1 − p3 ) π 1 (τ − 1, n2 )
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Equation (8) does not have the same form as (7) because of π 1 (u, x2 ) and π 0 (u, x2 ). To determine these
quantities, we observe that once the reference part enters B2 , the time it spends there is the same as the
time that a part spends in the buffer of a two-machine one-buffer line consisting of M2 , B2 , and B3 . This is
precisely the quantity studied in Shi and Gershwin (2012). See Shi and Gershwin (2015) for the equations
that π 1 (u, x2 ) and π 0 (u, x2 ) satisfy for all u ≥ 1 and 1 ≤ x2 ≤ N2 . The complete set of recurrence equations,
for all combinations of τ , x1 , n2 , a2 and a3 for x1 = 1, 0 ≤ n2 ≤ N2 , a2 = 0, 1 and a3 = 0, 1, and their initial
conditions can also be found in Shi and Gershwin (2015).

3.3.

Derivation of prob(χ1 (t) = x1 , ν2 (t) = n2 , α2 (t) = a2 , α3 (t) = a3 |A(t))

In this section, we find prob(χ1 (t) = x1 , ν2 (t) = n2 , α2 (t) = a2 , α3 (t) = a3 |A(t)), the second set of factors in
(4). Shi and Gershwin (2015) show that
prob(χ1 (t) = x1 , ν2 (t) = n2 , α2 (t) = a2 , α3 (t) = a3 |A(t))
=

1
prob(ν1 (t) = n1 , ν2 (t) = n2 , α1 (t) = 1, α2 (t) = a2 , α3 (t) = a3 , A(t))
P

(9)

where P is the production rate of the line, which is obtained from the steady-state probability distribution
of the MFS.
We show next how to express prob(ν1 (t) = n1 , ν2 (t) = n2 , α1 (t) = 1, α2 (t) = a2 , α3 (t) = a3 , A(t)) in terms
of p(n1 , n2 , a1 , a2 , a3 ), the steady-state probabilities of the MFS. To do so, we make use of the observation
that we can divide the set of non-transient states (ν1 (t), ν2 (t), α1 (t), α2 (t), α3 (t)) = (n1 , n2 , 1, a2 , a3 ), where
α1 (t) = 1, into two subsets: A, those that can be reached only when A(t) occurs (i.e., when a new part
arrives); and Ā, those that can be reached whether or not A(t) occurs.
Subset A: A is the set of (ν1 (t), ν2 (t), α1 (t), α2 (t), α3 (t))=(n1 , n2 , 1, a2 , a3 ) that satisfy one of the following
conditions:
• a1 = 1; a2 = 0, 1; a3 = 0, 1; 1 ≤ n1 ≤ N1 − 2; 0 ≤ n2 ≤ N2 , or
• a1 = 1; a2 = 0; a3 = 0, 1; n1 = N1 − 1; 0 ≤ n2 ≤ N2
Shi and Gershwin (2015) show that for states that are in A,
prob(ν1 (t) = n1 , ν2 (t) = n2 , α1 (t) = 1, α2 (t) = a2 , α3 (t) = a3 , A(t)) = p(n1 , n2 , 1, a2 , a3 )

(10)

.

Subset Ā: Ā is the set of (ν1 (t), ν2 (t), α1 (t), α2 (t), α3 (t))=(n1 , n2 , 1, a2 , a3 ) that satisfy one of the following
conditions:
• a1 = 1; a2 = 1; a3 = 0, 1; n1 = N1 − 1; 0 ≤ n2 ≤ N2
• a1 = 1; a2 = 0, 1; a3 = 0, 1; n1 = N1 ; 0 ≤ n2 ≤ N2
Shi and Gershwin (2015) show that for states that are in Ā,
prob(ν1 (t) = n1 , ν2 (t) = n2 , α1 (t) = 1, α2 (t) = a1 , α3 (t) = a3 , A(t)) ≤ p(n1 , n2 , 1, a2 , a3 )

(11)

and they show how to find prob(ν1 (t) = n1 , ν2 (t) = n2 , α1 (t) = 1, α2 (t) = a1 , α3 (t) = a3 , A(t)) explicitly in
those cases.

3.4.

Calculating prob(T = τ )

Once prob(T = τ |χ1 (t) = x1 , ν2 (t) = n2 , α2 (t) = a2 , α3 (t) = a3 , A(t)) and prob(χ1 (t) = x1 , ν2 (t) = n2 , α2 (t) =
a2 , α3 (t) = a3 |A(t)) are found, applying (4) and (5) gives prob(T = τ ). The readers are referred to Shi and
Gershwin (2015) for details.

4.
4.1.

Numerical Studies
Test with Little’s Law

Little’s law (Little 1961) can be written E[T ] = (n̄1 + n̄2 )/P . We used the software of Tan (2003) for a
handful of cases to evaluate n̄1 , n̄2 , and P and we used the lead time distribution to compute E[T ]. For each
of those cases, Little’s law was satisfied to the precision of the computer.
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4.2.

Comparison with Simulation

We verify the accuracy of the lead time distribution by comparing it with a discrete time simulation. The
length of each simulation is 21,000,000 time units with the first 1,000,000 time units being the warm up
period, and we ran the simulation 30 times and used the average as the simulation result.
The parameters of the line are in Table 1. Figure 4 shows that the analytical and simulation results
are very close. The first machine is the bottleneck. Whenever it fails for a long time, both buffers become
empty. After M1 is repaired, each buffer will contain one part until the next machine failure. During this
period, each part spends two time units in the system. This explains why prob(T = 2) is large. The values
of prob(T = 16) and prob(T = 37) can be explained similarly.

i pi
ri
ei Ni
1 .01 .07 .875 16
2 .008 .12 .938 23
3 .008 .12 .938
Table 1

Line parameters

prob(T = ⌧ )

0.20

analytic
simulation

0.15

0.10

0.05

0.00
1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40

⌧
Figure 4

4.3.

prob(T = τ ), analytical vs. simulation

A Line and Its Reverse

The production rates of the original line and its reverse are the same and the average buffer levels satisfy
(Gershwin 1994)
n̄oi + n̄r3−i = Nio = N3r−i , i = 1, 2
(12)
where n̄oi and n̄r3−i are the average inventory levels of buffers Bio and B3r−i in the original and the reversed
lines, respectively.
Consider the original line and its reverse in Table 2. M1o is the bottleneck machine of the original line.
When the line is reversed, it becomes M3r and it becomes the bottleneck of the reversed line. The two lines
have the same production rate, but the original line has much lower average inventory levels in both buffers
than the reversed line. The lead time distributions of the two lines are shown in Figure 5.
Table 2

A line and its reverse

r1 p1 r2 p2 r3 p3 N1 N2
original line .1 .1 .1 .01 .1 .01 12 14
reversed line .1 .01 .1 .01 .1 .1 14 12
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(b) Lead time distribution of the reversed line
Figure 5

Lead time distributions of a line and its reverse

Figure 5 reveals that the two lines exhibit completely different lead time distributions. In the original line,
since the bottleneck machine M1o is at the beginning of the line, its frequent breakdowns cause the system
to run with an inventory level of 1 at both buffers most of the time. As a result, most of the parts have a
lead time of 2 (Figure 5(a)). On the other hand, since the bottleneck machine M3r is the last machine of the
reversed line, its breakdowns cause the system to run with inventory levels of 13 and 11. Consequently, a
large number of parts have lead times of 24. Moreover, when M3r fails while there are 24 parts in the system,
the parts in the system will have even longer lead times. This is why there is a large tail in Figure 5(b) for
τ > 24. prob(T ≤ τ ) of the original and the reversed lines are shown in Figure 6.

4.4.

Variance and τ.95 vs. N2

Consider a three-machine line with parameters: r1 = .07, p1 = .01, r2 = .12, p2 = .008, r3 = .12, p3 = .008,
and N1 = 100. We vary N2 . The variance of the lead time and τ.95 , the minimum value of τ such that
prob(T ≤ τ ) ≥ .95, are illustrated in Figures 7 and 8.
These graphs show that there is a size of Buffer B2 that minimizes the variance of the lead time and an
optimal size of B2 to minimize τ.95 . This experiment illustrates the importance of modeling buffers as finite.
Such an observation could not be made if buffers were modeled as infinite.

5.

Conclusion and Future Work

In this paper, we describe an analytical approach to find the lead time distribution of a Buzacott model of
a three-machine two-buffer line with unreliable machines and finite buffers. Using this distribution, we can

218

Shi, Gershwin: Lead Time Distribution for Three-Machine Lines
SMMSO 2015

prob(T  ⌧ )

1.0

original line

0.8

reversed line

0.6
0.4
0.2
0.0

0

20

40

⌧

60

80

100

prob(T ≤ τ ) of the original and reversed lines

Figure 6

1400
1350

V ar(T )

1300
1250
1200
1150
1100
1050
1000

0

50

100

150

200

150

200

N2
Figure 7

variance and vs N2

114
112

⌧.95

110
108
106
104
102
100

0

50

100

N2
Figure 8

τ.95 and vs N2

find the mean, standard deviation, and any percentile of the lead time. The approach is based on tracking
the movement of a reference part in the model of the three-machine two-buffer line.
There are many future research directions that can follow from this work. The methodology can be
extended to longer lines, lines with machines whose repair/failure behavior is described by general Markov
chains, and more general system topologies. Some of this has been begun by Colledani et al. (2014). More
general still would be to consider continuous-time systems with discrete or continuous material.
It will be beneficial to study the shapes of the lead time distribution of three-machine two-buffer lines
qualitatively and systematically. The study of three-machine two-buffer lines of Shi and Gershwin (2013)

219

Shi, Gershwin: Lead Time Distribution for Three-Machine Lines
SMMSO 2015

classifies such production systems into five different types according to the machine repair and failure parameters. It demonstrates that the qualitative behavior of average inventory levels as a function of buffer sizes
is very distinct in different types. Each type demonstrates a different sensitivity of average inventories to
buffer sizes. Since the average lead time of such a line is closely related to the average inventory levels, the
study of the lead time distribution for lines of each type may provide deeper insights into the relationship
between system lead time, machine parameters, and buffer sizes.
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Closed Finite Queueing Network Models with
General Service Time Distributions
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Closed finite queueing networks with blocking and general service time distributions are examined. Using a
two-moment approximation for the general service times along with a corresponding two-moment approach
for estimating the blocking probabilities, a queue decomposition approach is used to estimate the performance
measures of throughput and cycle times of these finite closed systems. We examine single server, multi-class
queueing systems and their applications for material handling and transportation systems.
Key words: M/G/1/K M/G/c/c Closed Finite Queueing Networks

1.

Motivation

Most manufacturing and service systems harbor a finite population, a finite number of servers and
waiting room capacity, general service time distributions, and interrelated resources in a complex
network of protocols. Performance methodologies for tackling these complex network topologies
remain a challenging and interesting problem for a variety of applications. For this reason, most
methodological approaches tend to rely on simulation modeling. It is one of the main objectives
of this paper to provide analytical approaches that are both robust and computationally tractable
for these complex finite, general service time closed network systems.

B3 KB3

KA3 A3

B2 KB2

KA2 A2

B1 KB1

KA1 A1

θ

Load/Unload Station

Finite buffers make the problem of performance modeling challenging because of
the interruption of the flow processes and
non-renewal departure processes, yet most
real system applications have general service time distributions and finite capacity, so
it is important to develop tools and techniques to model these applications. Besides
this, the problem of general service probability distributions still vexes the modeler’s ability to achieve viable techniques for performance analysis and their optimization due to
the inherent dependencies and variability of
these systems.

Figure 1: Flexible Cellular Layout
Figure 1 illustrates the type of manufacturing system of interest in this paper. We have a constellation of machines within a material handling system which have a number of products circulating on pallets as they are processed at the workstations. The workstations may have generally
distributed service times and finite buffers and the pallets are moved between the machines via a
material handling device. We wish to maximize the throughput of the system.
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1.1. Outline of Paper
§2 of the paper discusses the past literature on the problem both for infinite and finite buffer
systems with general service time distributions. §3 illustrates the various mathematical concepts
needed for our approach, while §4 described the performance algorithms and their implementation. §5 concludes the work with a summary and open questions for future research.

2.

Problem Overview

For many years, researchers have been examining algorithms for infinite and finite closed queueing network models. Since the classic work by Gordan and Newell in 1967 on closed queueing
networks with exponential distributions and infinite and finite buffers (9, 10), many extensions
including exact algorithms and approximations have been developed. The problems with general
service and finite buffers remain a formidable challenge since no one has yet succeeded in providing an exact algorithm for the general case. It is not for lack of trying, but it appears that the
problem is inherently intractable because of the many inter-dependencies between the parameters
involved in these systems. One should not necessarily rely on just two-moments of the distribution, but should consider higher moments if at all possible. The focus in this paper is on a more
modest approximation algorithm for closed queueing networks (C QN ) with general service time
distributions and finite buffers.
2.1. Literature Review
Among one of the first works on generally distributed closed queueing network models with
infinite buffers is the work of Marie (16). Gaver and Shedler (7), Gelenbe (8), Kimura (12) and
Tijms (21) have contributed fundamental papers on this topic through their diffusion approximations and related techniques. Two moment approximations for infinite queueing systems also
are described in Buzacott and Shantikumar’s classic textbook on manufacturing (3) and the more
recent tome on manufacturing systems by Curry and Feldman (5).
When one has finite buffer queues, then
the problem becomes much more complex.
Marie’s method (16) is quite excellent but is
complicated to implement, however, Akyildiz
(1) and Dayar and Meri (6) have been successful with Marie’s Method.
The Linear Programming approaches of
Matta and Chefson (15) and Helber et. al.
(11) are interesting additions to the repertoire. Finally, open network approaches are
possible and a two-moment decomposition
approach based upon an open network model
was developed by Bouhchouch et. al. in 1996
(2) which is designed for larger lines of general service finite buffer networks. Recently
Lagershausen et. al. contributed a very successful open network approximation with
general service times (13).

3.

Gaver & Shdler, 1973
Diffusion
Approximation
Infinite Buffer
Queueing
Networks

Finite Buffer
Queueing
Networks

Gelenbe, 1975
Tijms, 1992
Kimura, 1996

Marie’s
Method

Marie, 1979

Two-moment
Approximations

Buzacott et.al., 1993

Marie’s
Method

Akyildiz, 1988

Linear
Programming

Matta & Chefson, 2005

Open Network
Approximation

Bouhchouch, 1996

Curry & Feldman, 2008

Dayar & Meri, 2008

Helber, et. al., 2011

Lagershausen, et.al., 2013

Mathematical Models

There are many concepts woven together to build the mathematical models used in the methodology and algorithms.
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3.1. Assumptions
We assume that the system is an un-paced, asynchronous, flexible manufacturing and assembly
system or equivalent system where production blocking or blocking after service occurs. Service
time distributions can be general and there are possibly finite and infinite buffers at each workstation or queue. Single-server workstations are also assumed and possibly multiple chains/classes.
If there are multiple servers, then they must have exponential service time distributions.
3.2. Queue Decomposition
θ1

µj

λ

M/G/1/K

⇓

⇓

λ

θ2

µj
M/G/1

M/G/K/K

θ(N )

µj
M/G/1/K
θ(N )

µj
M/G/K/K

M/G/1

Queue Decomposition Approach

They key methodology used to attack the
finite buffer problem in closed queueing networks is a queue decomposition approach.
Thus, for each general finite queue, it is
replaced by two queues, one an M/G/K/K
queue and the other an infinite server queue
with general service rate based on the original
finite queue. The M/G/K/K queue acts as a
holding node for the parts flowing through
the system so that when the buffer becomes
full the service rate of the workstation slows
down. For a more detailed explanation of the
queue decomposition approach, the reader is
referred to the recent paper by Smith (20). One
of the key advantages of the method is that
the M/G/K/K queue is reversible and is also
very robust when dealing with non-renewal
departure processes. In fact, we have the following upper bound on the throughput measure with this queue decomposition process.

Proposition 1: As µn → ∞, θ(N ) ≤ θ(∞) i.e. the throughput of the queue decomposition is
bounded above by the throughput of an infinite capacity system.
Proof: Each M/G/K/K queue is coupled with an M/G/1/K queue. If the service rate of the
M/G/K/K queue is allowed to increase from µn → ∞, the waiting time of each customer will
go to zero, so there will be no delays and minimal blocking at the Erlang service queue. For the
Erlang loss M/G/K/K queue, we have the blocking probability expression:
(θ(N )/µn)K /K!
p K = PK
,
j
j=0 (θ(N )/µn ) /j!

(1)

and pK → 0 as µn → ∞. Therefore, the throughput of the system will approach that of the
M/G/1/K queue
θ(N ) = θ(N ) ∗ (1 − pK )
(2)
Even if N >> K at each queue, there will be no delays and minimal blocking at the M/G/K/K
queue and all the population will be distributed among the M/G/1/K queues. 
Based upon empirical evidence, this upper bound can be relatively tight for small N as argued
for in Zhuang et. al. (23). See also the discussion in §5.6.2 of Buzacott and Shantikumar (3). In the
following, we describe the M/G/c/c queues.
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3.3. M/G/c/c Queues
For an M/G/c/c queue, the steady state probabilities are normally generated by the following
equations:
c
X
1
λ0 λ1 . . . λn−1
λ0 λ1 . . . λn−1
p0
such that
=1+
(3)
pn =
µ1 µ2 . . . µn
p0
µ1 µ2 . . . µn
n=1
In the context of our investigation, the arrival rates are not influenced by n, and thus, we define
λ, such that λ = λ0 = λ1 = · · · = λc which yields:
pn =
and

λn
Πni=1 µi

p0 , for n = 1, · · · c

(4)


c 
X
λn
1


=1+
p0
n=1
Πni=1 µi

(5)

In developing the M/G/c/c model we assume that, µn , the service rate of each of the n occupied servers, is dependent upon the number of parts or products on the transport device by an
exponential function. The explicit form of the exponential function is based on the speed density
curves relevant to the transport device.
The exponential state dependent delay curve we utilize to fit the material handling speed or
transport velocity is derived in the following way (19). If we assume an exponential decay relationship of the following form:
γ 
 
n−1
(6)
Vn = V1 exp −
β
where Vn is the velocity of the nth customer, V1 := free-flow speed of an occupant, and β and γ are
parameters. β and γ are determined algebraically by solving for the following equations where a
and b are abscissas of the ordinates Va , Vb fitted to the exponential curve, see (19)


a /V1 )
ln ln(V
ln(Vb /a)
b−1
a−1


(7)
β=
γ=
 γ1 = 
 γ1
a−1
ln b−1
ln(V /V )
ln(V /V )
1

a

1

b

With β, γ then the service rate which is used in the Mean Value Analysis algorithm is:
 
γ 
V1
(n − 1)
µn = n exp −
L
β

(8)

Then substituting µn into Equation 4 and 5 we obtain
pn =

and where

λn
 
γ  p0 , for n = 1, · · · c
(j−1)
V1
n
Πj=1 j L exp −
β

c 
X
1
=1+
p0
n=1

λn
 
γ 
(j−1)
V1
n
Πj=1 j L exp −
β



(9)

(10)

For the M/G/c/c process, there is an important property of state dependent M/G/c/c queues.
It is provided in the following property. The most important property of these state dependent
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queues is that they are quasi-reversible which implies that they act independent of one another as
shown in the following property.
Proposition 2: [Cheah and Smith, 1994] (4) In the M/G/c/c state dependent model, the departure process (including both customers completing service and those that are lost) is a Poisson
process at rate λ.
This latter property is important in the extended MVA algorithm for the queue decomposition
idea because of the inter-departure processes from the general service queues, and this latter
property becomes helpful here.
3.4. Blocking Probabilities
We need to estimate the blocking probabilities in the system and we will use a two-moment
approach to estimate these probabilities, since they will be used to help establish the service rate
in the M/G/c/c queues.
If one starts with the blocking probability of the M/M/1/K system and treats K continuously,
utilizing two-moment approximation equations (18) and its modifications, then one can generate
an expression for the continuous optimal buffer size as a function of pK and s2 .
The two-moment approach stems from analyzing the blocking probability for an M/M/1/K
queue with the utilization ρ < 1.
(1 − ρ)ρK
(11)
pK =
1 − ρK+1
If the integrality of K is relaxed, K can be expressed in terms of ρ and pK and a closed-form
expression for the capacity of the system becomes:
K=



ln(pK /(1 − ρ + pK ρ))
ln(ρ)



(12)

so that for a fixed threshold blocking probability pK and fixed traffic intensity ρ one can calculate
the optimal capacity for the system. With the closed form expression for K and a weighted twomoment expression from Kimura (12), one can express the optimal buffer size as

B=



ln

pK
1−ρ+pK ρ



− ln(ρ)



2+

2 ln(ρ)

q

ρ
2
es

s2 −

q

ρ
2
es



(13)

In the last formula, when s2 = 1, the optimal threshold buffer size for the M/M/1/K system is
achieved. If one fixes the number of servers, one can solve for the blocking probability of the
system. In the case of c = 1, the following expression is obtained for the blocking probability:
√

√
ρs2 − ρ+2 K
√
√

ρ 2+ ρs2 − ρ (ρ − 1)
pK =  1+√ρs2 −√ρ+K

2
√
√
ρ 2+ ρs2 − ρ − 1

(14)

This expression will be utilized in the queue decomposition approach to adjust the service rate
of the parts through the M/G/c/c queues. Actually, with a little bit more work, the entire state
probability distributions can be generated.
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3.5. General Service Approximations
The general service approximation we will develop is based upon a two-moment approximation
for general service distributions in infinite buffer closed queueing networks. Although this will
not be the most sophisticated approach, it is designed to be effectuated through the algorithmic
process we intend to utilize. Since we will be using the mean value analysis (MVA) algorithm,
it will require a modification of the primary residence time equation in the MVA algorithm. The
two-moment general service time expression is found in the classic manufacturing textbook (3) as
well as the more recent Curry and Feldman reference (5).
The standard Equation 15 in the MVA for the expected delay time at a queue is based upon the
property that
wℓ (N ) = τℓ [1 + nℓ (N − 1)]
(15)
Poisson averages see time averages (PASTA) which basically argues that as a customer approaches
a queue in a network with N customers, it will see the time average number in the queue in
a network with one less customer removed. Even under the general service time distribution
assumption, we posit that this PASTA property also holds. Furthermore:
1. Under Exponential service, because of its memoryless property, we do not have to worry
about the remaining service time of the customer in service at the time when an arrival occurs.
Now, because of the general service time distribution which is not memoryless, we must account
for this remaining service time which is a function of the utilization of the queue.
2. We have to account for the full service time of the number of customers in the queue when
the new job arrives.
3. Finally, we have the full service time of the arriving customer.
Given these three entities, we need to modify the equation for the expected delay or waiting
time at the queue in the MVA where ρℓ represents the utilization of the queue and τℓ the mean
service time of the arriving customer:
τℓ (1 + s2 )
+ (nℓ (N − 1) − ρℓ (N − 1))τℓ + τℓ
(16)
2
Equation 16 replaces the standard Equation 15 for the expected delay time in the normal MVA.
wℓ (N ) = ρℓ (N − 1)

4.

Algorithms

The general service approximation of the queue decomposition methodology along with the
blocking probability calculations are embedded in the Mean Value Analysis (MVA) algorithm.
4.1. Performance Model: MVA
Reiser and Lavenberg (17) developed an efficient algorithm for obtaining these performance measures from closed product-form networks. While the algorithm below is described for a single
source and single chain, it can be readily extended to multiple sources and multiple chains.
MVA Algorithm
Variables: For the network with a given population N :
• nℓ := is the number in queue ℓ,
• λℓ := is the throughput of products at queue ℓ,
• wℓ := is the expected delay of products at queue ℓ.
• ρℓ := utilization at queue ℓ.
The algorithm is based on the three fundamental equations:
1. Reiser and Lavenberg’s modified property of product-form networks to estimate the delay
2
)
+ (nℓ (N − 1) − ρℓ (N − 1))τℓ + τℓ
or residence time at the queue: wℓ (N ) = ρℓ (N − 1) τℓ (1+s
2
N
2. Little’s equation for product chains: λℓ (N ) = [Pm w (N )α ]
ℓ
ℓ=1 ℓ
3. Little’s equation for queues: nℓ (N ) = λℓ (N )wℓ (N ) where τℓ is the expected service time at
queue ℓ.
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4.2. 2-stages
For our first comparison test, Akyildiz (14) had carried out some simple experiments with
two nodes and small buffers. The parameters are: {K1 = 6, K2 = 7, N = 10, µ1 = 2, µ2 =
3} These comparison results are arrayed in the Table below. We ran our own simulation
model to compare also the results along with the M/G/c/c methodology. These are complex
experiments even though this is only a two-stage topology and the blocking is significant.
An important aspect of our methodology is
that the V1 service rate lower bound of the
M/G/c/c values of the buffer service rate
used in the experiments was V1 = {3.192}.
This seemed to work very well. The percentage deviation in Table 1 is for our M/G/c/c
methodology and the exact results reported
by Akyildiz. The results are very reasonable
for our methodology compared with the exact
results.

s21
0.50
0.50
0.50
0.50
1.00
1.00
1.00
1.00
a
b
c
d
e

s22
0.50
1.00
4.00
9.00
0.50
1.00
4.00
9.00

θ(10)e a
1.9790
1.9469
1.7769
1.6632
1.9402
1.9038
1.7510
1.6497

θ(10)s b
1.9780
1.9460
1.7916
1.6609
1.9388
1.9026
1.7602
1.6409

θ(10)a c
1.9761
1.9469
1.7992
1.6906
1.9402
1.9038
1.7510
1.6497

θ(10)m d % dev.
1.9722
0.34
1.9630
0.83
1.8950
6.65
1.7304
4.04
1.8904
2.57
1.9106
0.36
1.8251
4.23
1.6743
1.49

θ(10)l e
1.892
1.838
1.572
1.318
1.836
1.780
1.528
1.292

Exact method
Simulation with Arena
Akyildiz’s method
M/G/c/c method
Lagershausen’s et.al. open network model
Table 1. 2-stage Comparison Results

4.3. Three-stage Split/Merge
-

-

s21
0.50
0.50
0.50
0.50
1
1
1
1
a
b

s22 s23
1 1
1 2
1 4
1 9
1 1
1 2
1 4
1 9

8

4 2i


α12 = 0.30
i
1
@ α13 = 0.70
@
@
R - 4 3i

θ(N )s a
1.8751
1.8089
1.7256
1.6022
1.8363
1.7743
1.6994
1.5815

θ(N )m b % dev.
1.8461 1.55
1.8342 1.40
1.8239 5.70
1.6735 4.45
1.8073 1.58
1.7882 0.78
1.7962 5.70
1.6406 3.74

Simulation
M/G/c/c method

Table 2. 3-stage Split/Merge Comparison

5.

Let’s assume we have a three-stage closed
split/merge topology with the following diagram and routing probabilities and parameters: K1 = 8, K2 = 4, K3 = 4; µ1 = 2, µ2 =
1, µ3 = 2, N = 9 and where the coefficients of
variation are given in Table 2. The M/G/c/c
service rate lower bound was set to V1 = 3.192
because the split node is a bottleneck node
and its utilization if approximately ρ ≈ 1.50
We will only have a simulation model to compare with the methodology. The results are
pretty good for this complex topology. There
is a great deal of blocking at node # two
because of its service rate in the topology even
though the split node has the most traffic. The
results are good except for the high squared
coefficient of variation at node #3 s23 but still
very reasonable.

Summary and Conclusions

We have presented a new algorithm for solving closed finite queueing networks with general
service time distributions. It utilizes a queue decomposition approach along with two-moment
general service approximations and blocking probability estimates. Two node tandem topologies
were demonstrated to show the efficacy of the methodology.
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Abstract
Supply chain network (SCN) design involves decision-making at a strategic level. That
includes selecting the right number and the location of plants, distribution centers or
warehouses. An appropriate design model of the supply chain network is essential for making
better operational decisions. In this paper, we develop two models. The first model is a mixedinteger linear (MIL) programming model which deals with the SCN design problem, whereas
the second operational model is a mixed-integer non-linear (MINL) programming model
that is concerned with the production-distribution and inventory planning problem in a supply
chain network. A common assumption in both models is that the number of customers and
suppliers as well as their demand and capacities are assumed to be known. We solve both the
design and the operational model with two genetic algorithms using MATLAB and compare the
results with GAMS.
Keywords: Supply chain network design, production-distribution and inventory planning,
genetic algorithm.
1. Introduction and Literature Review
A supply chain consists of all parties involved, directly or indirectly, in fulfilling a customer
request. The supply chain includes not only the manufacturer and suppliers, but also
transporters, warehouses, retailers, and even customers themselves (Chopra & Meindl, 2007).
All these parties are interrelated and thus, in order to achieve optimum results, supply chain
must be treated as a whole.
Network design is the foundation for the efficient operation of the supply chain and
consequently one of the most important problems a supply chain manager is called to optimize.
During the past decades there have been some notable studies in the literature dealing with the
network design problem. Jayaraman and Pirkul (2001)* introduced an integrated multi-plant,
multi-product distribution model to deal with the production-distribution, facility locationallocation problem. To solve this problem they used a heuristic procedure with the aid of
Lagrangian relaxation. Syarif, Yun and Gen (2002)* considered the multi-stage capacitated
location-allocation problem for a single product. They solved it with a spanning tree-based
genetic algorithm using Prüfer number as a chromosome representation and compared the
results with LINDO. Altiparmak, Gen, Lin and Paksoy (2006) formulated a single-product, multistage SCN design problem as a multi-objective mixed-integer non-linear programming model
and used a genetic algorithm with priority based encoding for the solution. They subsequently
compared the results with simulated annealing. Yao and Hsu (2009) addressed the multi-stage
supply chain network design problem and formulated a model with nonlinear transportation

*the references with an asterisk are not given in the reference list due to space limitation
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costs. They proposed a spanning tree-based genetic algorithm for solving this problem.
Altiparmak, Gen, Lin and Karaoglan (2009) proposed a steady-state genetic algorithm to solve
the multi-product, multi-stage SCN design problem. They compared the results with CPLEX,
Lagrangian heuristic, hybrid genetic algorithm and simulated annealing.
Apart from the facility location-allocation problem, a supply chain manager is faced with the
problem of determining the production, distribution and inventory in the supply chain, with
regard to achieve the lowest possible combined cost. There are many examples in literature
concerned with the production-distribution problem, some of which are presented below. Park
(2005) proposed a heuristic algorithm to solve the multi-plant, multi-retailer, multi-item, and
multi-period production and distribution planning problem with backordering. The results were
compared using CPLEX. Gen and Syarif (2005) developed a hybridized spanning tree-based
genetic algorithm in order to solve the multi-time period production-distribution and inventory
problem using Prüfer number representation. Fuzzy logic controller was used for auto-tuning
the genetic algorithm parameters and the results were compared with that of a standard
spanning tree-based genetic algorithm. Aliev, Fazlollahi, Guirimov and Aliev (2007)* developed a
fuzzy integrated multi-period and multi-product production and distribution model to solve the
aggregate production-distribution planning problem considering uncertain customer demand
and capacities in production environment. Fahimnia, Farahani and Sarkis (2013)* introduced an
integrated multi-period and multi-product production–distribution planning model to solve the
integrated production-distribution planning problem. They used a hybrid spanning tree-based
genetic algorithm to solve the integrated production-distribution problem in contrast to the
non-integrated approach.
The paper is organized as follows: In Section 2, the supply chain network design problem
and the production-distribution and inventory model are formulated and discussed. Section 3
describes the proposed genetic algorithms. The numerical results, showing the performance of
the proposed genetic algorithms, are given in Section 4. Finally, Section 5 includes the
managerial implications, conclusions and a couple of areas for further research.
2. The Two Models
Assumptions of Model 1: The first problem considered in this paper is the multi-product
multi-echelon supply chain network design problem of a supply chain which consists of
suppliers, plants, distribution centers (DCs), retailers and customers. The objective is the
minimization of the total cost of the supply chain. The modeling assumptions are: (1) The
number of customers and suppliers and their demand and capacities, respectively, are known.
(2) The number of potential plants, DCs, retailers and their operating, production and handling
costs and their maximum capacities are known. (3) Plants, DCs and retailers have no holding
capacities.
Assumptions of Model 2: The second model is a multi-period and multi-product

production-distribution and inventory model with backordering and has the objective of
minimizing the total cost of the supply chain obtained from the first model. The
assumptions of the model are: (1) The number of customers and suppliers and their
demand and capacities, respectively, are known. (2) The number of plants, DCs and
retailers and their production and handling costs and their maximum capacities are
known. (3) Plants and retailers have holding capacities. (4) DCs have no holding
capacities. (5) Transportation of raw materials is undertaken by the suppliers with a cost
per transported raw material. (6) Transportation costs between plants and DCs, DCs and
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retailers and retailers and customers consist of a fixed cost per vehicle and a cost per
transported product. (7) Production cost consists of a fixed setup cost and a cost per
produced unit. (8) Backordering is acceptable for one time period with a penalty of a
shortage cost per product.
The mathematical notation, the objective functions and the constraints of the two
problems are given in Table 1.
Table 1: Mathematical notation and formulation of the two problems
Model 1
Indices
r : index of raw material (r=1,2,…,R)
p : index of product (p=1,2,…,P)
j : index of supplier (j=1,2,…,J)
k : index of plant (k=1,2,…,K)
l : index of DC (l=1,2,…,L)
m : index of retailer (m=1,2,…,M)
n : index of customer (n=1,2,…,N)

Model 2
Indices
r : index of raw material (r=1,2,…,R)
p : index of product (p=1,2,…,P)
j : index of supplier (j=1,2,…,J)
k : index of plant (k=1,2,…,K)
l : index of DC (l=1,2,…,L)
m : index of retailer (m=1,2,…,M)
n : index of customer (n-1,2,…,N)
t : index of time period (t=1,2,…,T)
Parameters
Parameters
: purchasing and transportation
: purchasing and transportation cost of a unit of raw
cost of a unit of raw material r from
material r from supplier j to plant k
: fixed transportation cost per vehicle from plant k to DC l
supplier j to plant k
: unit transportation cost for
: unit transportation cost for product p from plant k to DC
product p from plant k to DC l
l
: unit transportation cost for
: fixed transportation cost per vehicle from DC l to
retailer m
product p from DC l to retailer m
: unit transportation cost for product p from DC l to
: unit transportation cost for
product p from retailer m to customer n retailer m
: fixed transportation cost per vehicle from retailer m to
: production cost per product p at
customers
plant k
: unit transportation cost for product p from retailer m to
: handling cost per unit of DC l
: handling cost per unit of retailer customer n
VP : vehicle capacity limit from plants to DCs
m
VD : vehicle capacity limit from DCs to retailers
: annual fixed cost for operating a
VR : vehicle capacity limit from retailers to customers
Plant k
: setup cost for product p at plant k
: annual fixed cost for operating a DC
l
: production cost per product p at plant k
: annual fixed cost for operating a
: holding cost per space unit for plant k
retailer m
: handling cost per unit for DC l
: space requirement rate of product p
: holding cost per space unit for retailer m
: utilization ratio of raw material r per
: space requirement rate of product p
: utilization ratio of raw material r per unit of finished
unit of finished product p
: production capacity utilization ratio product p
: production capacity utilization ratio of product p
of product p
maxp : max no of plants
: shortage cost per product p
maxd : max no of DCs
: capacity of supplier j for raw material r
maxr : max no of retailers
: production capacity of plant k
: capacity of supplier j for raw
: capacity of DC l
material r
: capacity of retailer m
: production capacity of plant k
: holding capacity of plant k
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: capacity of DC l
: capacity of retailer m
: demand of product p from
customer n
Variables
: quantity of raw material r
shipped from supplier j to plant k
: quantity of product p shipped
from plant k to DC l
: quantity of product p shipped
from DC l to retailer m
: quantity of product p shipped
from retailer m to customer n
1
=
0
1
=
0
1
=
0

min TC = ∑
∑
+∑
∑ ∑
∑
∑
∑ ∑
∑
∑ ∑
∑ ∑
∑
∑ ∑
∑
∑
∑
∑
∑
∑
∑

+
+
+
+
+
+
+
+
(1)

s.t.

: holding capacity of retailer m
pininv : initial inventory of product p at plant k
rininv : initial inventory of product p at retailer m
( ) : demand of product p from customer n in period t
α: service level (%)
Variables
( ) : quantity of raw material r shipped from supplier j to
plant k in period t
( ) : quantity of product p produced at plant k in period t
( ) : quantity of product p held as inventory at plant k in
period t
( ) : quantity of product p shipped from plant k to DC l
in period t
( ) : quantity of product p shipped from DC l to retailer
m in period t
( ) : quantity of product p held as inventory at retailer m
in period t
( ) : quantity of product p shipped from retailer m to
customer n in period t
( ) : quantity of product p backlogged at customer n in
period t
( )= 1
0 ℎ
∑
min TC = ∑ ∑ ∑
( ) +
( ) +
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∀ ,
( ) ≤
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∀ ,
( )≤
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( )≤
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(3)
(4)
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( )∀ ,
( )=0∀ ,
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(14)
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(16)
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(21)
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(23)
(24)
(25)
(26)
(27)
(28)

Explanation of the constraints
Model 1: Eq. (1) gives the objective which is the minimization of the total cost, TC, which
consists of operating, production and transportation costs. Constraint (2) is the capacity
constraint for the suppliers, (3) is the plant production capacity constraint, (4) is the DC capacity
constraint, (5) represents the capacity constraint of the retailers, (6)-(9) give the satisfaction of
customers, retailers, DCs and plants, respectively, (10)-(12) limit the number of plants, DCs and
retailers that are opened, (13)-(15) impose the integrality restriction on the decision variables
,
,
, (16)-(19)
impose the non-negativity restriction on decision variables
,
,
,
. Model 1 is a mixed-integer linear programming model.
Model 2: Eq. (1) gives the objective which is the minimization of the total cost, TC, which
consists of production, inventory and transportation costs. Constraint (2) is the capacity
constraint of the suppliers. (3) represents the capacity constraint of production for the plants.
Constraint (4) denotes the handling constraint of the plants. (5)-(6) are the holding capacity
constraints of the plants and retailers, respectively. (7)-(8) are the capacity constraints of the
( ). M is a very large positive
retailers and DCs. Constraint (9) forces the binary variable
number. (10) is the constraint for the backordering to satisfy the service level. Constraint (11)
ensures that there will be no backordering at the last period. (12)-(13) give the satisfaction of
customers after backordering. (14)-(15) are the inventory balance constraints that assure the
supply of an item at each retailer is either held in inventory or shipped to a customer to meet
demand. Constraint (16) ensures that the quantity of the products transported to DCs equals the
quantity of the products transported from the DCs to the retailers for each period. (17)-(18) are
the inventory balance constraints that assure the supply of an item at each plant is either held in
inventory or shipped to a DC to meet demand. Constraint (19) ensures that the quantity of the
products transported to plants equals the quantity of the products produced for each period.
( ). (21)-(28) impose the
(20) imposes the integrality restriction on the decision variable
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( ),
( ),
( ), ,
( ),
non-negativity restriction on decision variables
( ),
( ),
( ),
( ). Model 2 is a mixed-integer non-linear programming
model due to the non-linear transportation costs.
3. The Genetic Algorithms
Genetic algorithms (GA) have been used to solve a variety of optimization problems since
they have originally been introduced by Holland (1975)*. In this paper we propose two steadystate genetic algorithms to solve the two problems presented above.
3.1 Representation
For both problems we used priority-based encoding for the transportation, proposed by
Gen, Altiparmak, and Lin (2006). Altiparmak, Gen, Lin, and Paksoy (2006) have also used this
encoding for their single-product supply chain network design problem and Altiparmak, Gen, Lin
and Karaoglan (2009) for their multi-product supply chain network design problem. For the
second problem we used matrix encoding for the inventory. Two chromosomes were used to
encode the inventory. The first chromosome is a matrix with 2 dimensions. The first dimension
is the number of the plants (K) or the retailers (M) and the second dimension the number of
periods (T) and its elements are numbers between 0 and 1. These numbers represent the
proportion of the maximum possible inventory that can be held each period. The second
chromosome is a matrix with 3 dimensions. The first dimension is the number of the plants (K)
or the retailers (M), the second dimension is the number of products (P) and the third
dimension is the number of periods (T). Its genes are numbers between 0 and 1 and represent
the proportion of the inventory calculated from the first Chromosome that will be held as
inventory for each product at every period.
3.2 Initial population, evaluation, selection and replacement mechanisms
The initial population is generated randomly. The encoding used ensures that every
individual will produce a feasible solution. The objective function of the problems is used for the
evaluation of the individuals. In every generation two individuals are selected randomly and
produce one offspring which is added to the population. The number of the parents is defined
by the crossover rate and the fittest individuals have a greater probability of selection. The
offspring are then mutated with a probability which is defined by the mutation rate. In this new
population, parents and offspring, are competing against each other for survival so that the
population remains constant in every generation.
3.3 Genetic operators
3.3.1 Crossover
Crossover is the combination of genetic material from two or more parents in order to
produce an offspring with different characteristics. The genome for the first problem consists of
four chromosomes, whereas for the second problem it consists of nine chromosomes. The
offspring that is produced from the crossover has a combination of its parents’ chromosomes.
Each chromosome from every parent has a probability of 0.5 to pass to the next generation.
That way the integrity of the genome is ensured.
3.3.2 Mutation
Mutation is a random alteration of a part of a chromosome in order to produce a new
solution. For the chromosomes that encode transportation, the mutation is a swap between two
genes of the chromosome. For the chromosomes that encode inventory the mutation is an
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increase or decrease of a randomly selected gene between the bounds of 0 and 1. Mutation in
every gene occurs with a probability of 0.5.
4. Numerical Results
The two models were implemented in GAMS v23.5 and the genetic algorithms in MATLAB
R2014a. The first model was solved using the MIP solver of CDC, whereas the second model was
solved using the MINLP solver of DICOPT. Due to license restrictions we could solve only small
scale problems with GAMS. We solved the first problem for 4 raw materials, 3 products, 3
suppliers, 3 potential plants, 4 potential DCs, 6 potential retailers and 10 customers. The second
model was solved for 3 raw materials, 2 products, 3 suppliers, 1 plant, 2 DCs, 4 retailers, 10
customers and 2 time periods. In both cases the genetic algorithms provided optimal or nearoptimal solutions, compared to GAMS as shown in Table 2 below.
Table 2 Comparison with GAMS
Problem
GAMS
1
5937666
2
67862,7

Total Cost
(GA) Best
(GA) Mean
5942984
5946162
67986
68345,36

(GA) Worst
5947591
69543,2

Average CPU
time (sec)
25
70

We then solved a larger scale problem for both models with the proposed genetic
algorithms. The first model was solved for 12 raw materials, 4 products, 10 suppliers, 3 potential
plants, 4 potential DCs, 10 potential retailers and 100 customers. The second model was solved
for 12 raw materials, 4 products, 10 suppliers, 1 plant, 2 DCs, 6 retailers, 100 customers and 6
time periods. Numerical results for cr=1, mr=0.9 and different population sizes, are shown in
Table 3.
Table 3 Numerical results
Problem
Population
size
25
1
50
25
2
50

Average CPU
time (sec)
52
90
1799
3079

Best
3663964,16
3663702,92
3569557,91
3559436,62

Total Cost
Mean
3685257,7
3675402,96
3637169,89
3625256,76

Worst
3719841,05
3682609,36
3705864,18
3711693,32

As we can see in Table 3 above, both GAs provided slightly better results for population size
50. Due to the nature of the second problem, the GA for the second model was more time
consuming than the GA for the first model. For the size of the problems examined, the GA for
the first model needed approximately 1-2 minutes, while the GA for the second model needed
approximately 0,5-1 hour.
To demonstrate the usability of the proposed models we devised a smaller scale example for
the second model. We assumed a supply chain with 4 raw materials, 2 products, 3 suppliers, 1
plant, 2 DCs, 6 retailers, 20 customers and 6 time periods. The supply chain manager expects an
increase in demand for the next 6 months and wants to make an investment by increasing the
capacity of one of the two DCs. We ran the genetic algorithm for the second model for the two
cases in hand. In the first case we increased the capacity of the first DC, whereas in the second
case we increased the capacity of the second DC. We obtained the results shown in Table 4.
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Table 4 Case results
Case
Average CPU
time (sec)
1
710
2
768

Best
172319,5
167342,4

Total Cost
Mean
172890,9
167705,4

Worst
173402,3
168172,2

From the results given in Table 4, the decision for the supply chain manager becomes
obvious. In order to achieve the lowest total cost, the company must invest in increasing the
capacity of the second DC.
5. Managerial Implications, Conclusions and Further Research
In this paper we proposed two genetic algorithms to solve the multi-product supply chain
network design problem and the multi-product, multi-time period production-distribution and
inventory problem. These algorithms, if combined with a graphical user interface, could become
an invaluable tool for the supply chain manager. The models presented apart from the strategic
purpose they serve, they could also be used in a more tactical way. As shown in the case of
Section 4, by changing the capacity of a DC, a supply chain manager could obtain crucial results
that could help in making an investment decision. Also by changing the service level, the
implications on the backordering and consequently on the operation of the whole supply chain
could be observed. In the future stochastic demand could be investigated for both models.
Another interesting extension of the production-distribution and inventory model would be the
combination with a vehicle routing problem (VRP) model for the transportation of products
from the retailers to the customers.
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In this paper we consider three key processes in the maintenance of commoditized capital goods. We
assume that upon failure of the capital good, the complete good, or the failed part, is brought to a
central repair shop for repair, and a substitute good or part can be rented during the repair cycle. We
assume that renting period for a substitute is agreed beforehand and that renting costs are linear in the
renting period time length. We consider two policies for collecting failed goods and distributing
repaired goods: immediate collection and periodic collection. Finally, we consider two repair shop
capacity policies: an availability based capacity policy and a usage based capacity policy.
The decision problem of the central repair shop at the tactical level can be formulated as minimizing
the sum of the transportation costs, the system downtime costs, the repair capacity costs and the costs
for hiring the substitute system. The central repair shop has to take decisions on the capacity, the period
length, the hiring duration and the terms of the contract with the capacity provider.
We consider capital good downtime costs, substitute renting costs, failed good collection costs, and
repair shop capacity costs, and investigate for which situations, characterized by aggregate failure rate,
repair rate, and cost figures, the use of periodic collection and distribution in combination with a usage
based capacity contract outperforms the use of immediate collection and distribution in combination
with an availability based capacity contract.

1. Introduction
Capital goods are pieces of equipment or machines that are used for producing other goods or services.
Failure of a capital good causes interruptions of the production process which it supports. Therefore,
upon failure, fast repair of the capital good, or fast replacement by a substitute, is needed to keep the
production process going. Replacement may be by a spare good from a spare goods pool, and will then
be permanent, and the failed good, upon repair, will be added to the pool of spare goods. Alternatively,
replacement may be by a temporary hired functionally similar capital good, and the failed capital good,
after repair, will be re-installed in the production system. The latter mode of operation will be viable if
the capital good is owned by the company that operates the production system, and if functionally
equivalent substitute capital goods can be rented on short term at reasonable costs in the market. Such
capital goods can be characterized as commoditized capital goods. In this paper we consider the repair
of owned capital goods for which substitute goods can be temporary rented in the market during repair
of the failed owned capital good.
Repair takes place in a centralized repair shop (also called Maintenance Service Provider, MSP) that
serves a region of a certain size. A failed good is transported from the plant to the repair shop where
repair takes place as soon as repair capacity is available, and after repair is transported again to the
plant to be re-installed in the production system. The renting time and renting costs of the substitute
capital good depends on the transportation and repair cycle time. Minimizing this cycle time can be
achieved by immediate transportation and immediate repair, which however will incur high
transportation costs and high repair capacity costs. Total costs minimization thus requires the balancing
of downtime costs, renting costs, transportation costs, and capacity costs. However, different modes of
transportation exist, and different ways exists in which repair capacity can be made available. The most
simple modes are the immediate pick up and transportation of a failed capital good, and the continuous
availability of a fixed repair capacity. In this paper we study the use of more sophisticated
transportation and capacity modes, and investigate under which conditions these more sophisticated
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modes, when used optimally, result in lower total costs then the use of the simple modes, if also used
optimally. The more sophisticated modes considered are: A, a periodic milk run to collect all capital
goods that have failed during the last period in the plants within the region of the repair shop, and: B, a
periodic capacity contract under which a specific amount of repair capacity is available at the start of
each period, and is only paid for in proportion the hours that the capacity is used during the period.
If the collection period and the capacity period are of equal size and are synchronized, then, at the start
of each period, it is exactly known which failed goods can be worked on during that period, since new
failed goods will at earliest arrive at the start of the next period. Moreover, if all failed goods available
at the start of a period will be repaired before the end of that period, the remaining capacity can be used
for other purposes until the start of the next period. In this paper, for the sophisticated modes, we
assume equal and synchronized time periods, and model the collection and capacity costs in relation to
the period size. In this research we will not consider the distribution part of the repaired goods, so we
only look at the (relevant) costs between the moment a good fails and the moment when it is repaired.
We will derive analytical results for the optimal fixed capacity level as a function of aggregate failure
rate, region size, downtime costs, transportation costs, substitute renting costs, and capacity costs under
the simple transportation mode and simple capacity mode. The total costs resulting from using the
optimal capacity level serves as a reference for evaluating the benefits from using the sophisticated
transportation mode and sophisticated capacity mode. We use a computational approach for
determining for which combinations of aggregate failure rate, region size, downtime costs,
transportation costs, and capacity costs, there exist period lengths under the sophisticated transportation and capacity modes, for which the total costs resulting from the optimal capacity contract are
lower than the total costs resulting from the optimal fixed capacity under the simple modes.

2. Literature review
Omitted due to space restrictions.

3. Transportation policies
We assume that the repair shop is located more or less in the middle of the region it serves and that this
region has a, more or less, circular shape with radius a and a size of A sq. Furthermore we assume that
the failures (defected items that have to be transported) follow a Poisson process with a constant arrival
rate λ.

3.1 Immediate collection
The expected distance between a randomly distributed point in a circular shaped area of size A and the
centre of it is, using the Euclidean norm:
2
𝐸𝐸(𝑑𝑑𝑖𝑖 ) = 𝑎𝑎 ≈ 0.376√𝐴𝐴
3
If tc is the transportation cost per item per unit time, the expected transportation costs of the defected
items per unit time are equal to:
𝐸𝐸(𝑇𝑇𝑇𝑇𝑖𝑖 ) = 𝜆𝜆 ∗ 𝑡𝑡𝑐𝑐 ∗ 0.376√𝐴𝐴

3.2 Periodic collection

If N items are collected periodically in a period with length D units of time, it can be shown
(Christofides and Eilon [1967], Beardwood et al. [1959]) that if the N items are uniformly and
randomly distributed, the expected length of the optimal travelling salesman through all these points
and a depot is given by:
𝐸𝐸�𝑑𝑑𝑝𝑝 � = 0.75√𝐴𝐴√𝑁𝑁 + 1
For the expected transportation cost per unit time we then get:
𝐸𝐸 �𝑇𝑇𝑇𝑇𝑝𝑝 (𝐷𝐷)� = ∑∞
𝑛𝑛=0

𝑒𝑒 −𝜆𝜆𝜆𝜆 (𝜆𝜆𝜆𝜆)𝑛𝑛
0.75
𝑛𝑛!

∗ �𝐴𝐴(𝑛𝑛 + 1) ∗

𝑡𝑡𝑐𝑐
𝐷𝐷

4. Repair shop capacity policies
We assume that the systems to be maintained are in the exploitation phase; therefore the failure
occurrences are stationary. We further assume that the number of the systems that the service provider
is responsible for, 𝑁𝑁, is quite large, which justifies our modeling approach in which the failures come
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from an infinite population of systems and follow a Poisson process with a constant arrival rate 𝜆𝜆.
Upon a system failure, the following procedure is applied. Immediately after the failure, a substitute
system is sent from the rental supplier to the failed system’s location and the failed system is eventually
shipped to the repair shop. After 𝐿𝐿 units of time, the rented substitute system is returned back to the
supplier. If the repair of the failed system is finished before 𝐿𝐿 units of time, the repaired system will
replace the rented system and the operations of the system owner can continue without any
interruption. On the other hand, if the repair of the failed system is not finished, the system owners’
operations are halted until the repair of the failed system is completed; in our model the MSP is
charged for this. We assume that the replacement times are negligible. Each failed system requires an
exponentially distributed service time from the repair shop and the failed systems are served in order of
arrival. We model the repair shop as a single server Markovian queue. The capacity of the repair shop
determines the speed of the repair process. Therefore the processing rate μ is considered as the capacity
level of the repair shop.

4.1 Availability based policy
With this policy we have a fixed, constant level of repair shop capacity. We denote the capacity cost
per unit time with 𝑐𝑐𝑝𝑝, and we pay ℎ𝑟𝑟 per unit time for each substitute system in use. The down-time
costs due to the halted operations of the system owner are equal to 𝐵𝐵 per time unit, and we assume
that 𝐵𝐵 > ℎ𝑟𝑟 . From now on, we use the notation of 𝐂𝐂 to denote the capacity policy. With the availability
based policy, 𝐂𝐂 is a single variable, since the only capacity related decision is the processing rate 𝜇𝜇. The
rental duration related decision is 𝐿𝐿. The total relevant cost function 𝑇𝑇𝑇𝑇𝑇𝑇𝐴𝐴, can be represented by 𝐂𝐂 and
𝐿𝐿, and is the sum of capacity related costs �𝐶𝐶𝐶𝐶𝐶𝐶(𝐂𝐂)�, down-time costs �𝐷𝐷𝐷𝐷𝐷𝐷(𝐂𝐂, 𝐿𝐿)� and hiring related
costs �𝐻𝐻𝐻𝐻(𝐿𝐿)�. Given these cost components and the decision variables, the problem of the MSP can
be formulated as follows:
min 𝑇𝑇𝑇𝑇𝑇𝑇𝐴𝐴 (𝐂𝐂, 𝐿𝐿) = 𝐶𝐶𝐶𝐶𝐶𝐶(𝐂𝐂) + 𝐷𝐷𝐷𝐷𝐷𝐷(𝐂𝐂, 𝐿𝐿) + 𝐻𝐻𝐻𝐻(𝐿𝐿) + 𝐸𝐸(𝑇𝑇𝑇𝑇𝑖𝑖 )
𝐂𝐂,𝐿𝐿

𝑠𝑠. 𝑡𝑡. 𝐿𝐿 > 0
𝐂𝐂 = 𝜇𝜇 > λ

(1)

The capacity related cost per unit time is a linear function of 𝜇𝜇, since the capacity policy is solely the
processing rate and per time unit cost of it is constant and equal to 𝑐𝑐𝑝𝑝. We exclude the baseline capacity
costs: 𝑐𝑐𝑝𝑝 𝜆𝜆 . Therefore, we have 𝐶𝐶𝐶𝐶𝐶𝐶(𝐂𝐂) = 𝑐𝑐𝑝𝑝 (𝜇𝜇 − 𝜆𝜆). Similarly, the rental hiring cost per unit time is
also a linear function of the hiring duration 𝐿𝐿 since upon each failure a substitute system is hired from
the rental supplier for 𝐿𝐿 units of time. Hence, we have: 𝐻𝐻𝐻𝐻(𝐿𝐿) = 𝜆𝜆 𝐿𝐿 ℎ𝑟𝑟 .
Per time down-time related cost, 𝐷𝐷𝐷𝐷𝐷𝐷(𝐂𝐂, 𝐿𝐿) is closely related to the sojourn time distribution of a failed
system in the repair shop. Let 𝑆𝑆𝑑𝑑 denotes the sojourn time of a failed system in the repair shop. Then
the down-time related cost per unit time can be found as follows:
𝑒𝑒 −(𝜇𝜇−𝜆𝜆)𝐿𝐿
𝐷𝐷𝐷𝐷𝐷𝐷(𝐂𝐂, 𝐿𝐿) = λ𝐵𝐵�E((𝑆𝑆𝑑𝑑 − 𝐿𝐿)+ |𝐂𝐂)� = λ𝐵𝐵
(𝜇𝜇 − 𝜆𝜆)
Hence we have the following:

𝑇𝑇𝑇𝑇𝑇𝑇𝐴𝐴 (𝐂𝐂, 𝐿𝐿) = 𝐶𝐶𝐶𝐶𝐶𝐶(𝐂𝐂) + 𝐷𝐷𝐷𝐷𝐷𝐷(𝐂𝐂, 𝐿𝐿) + 𝐻𝐻𝐻𝐻(𝐿𝐿) = 𝑐𝑐𝑝𝑝 (𝜇𝜇 − 𝜆𝜆) + 𝜆𝜆 �ℎ𝑟𝑟 𝐿𝐿 + 𝐵𝐵

𝑒𝑒 −(𝜇𝜇−𝜆𝜆)𝐿𝐿
�
(𝜇𝜇−𝜆𝜆)

(2)

For a given capacity level 𝜇𝜇, we can find the optimal hiring duration for that given capacity level,
𝐿𝐿∗ (𝜇𝜇) =

ℎ

− ln� 𝑟𝑟�
𝐵𝐵
(𝜇𝜇−𝜆𝜆)

which is the 𝐿𝐿 that satisfies:

Similarly we obtain

𝜕𝜕𝜕𝜕𝜕𝜕𝜕𝜕(𝐂𝐂,𝐿𝐿)
𝜕𝜕𝜕𝜕

𝑒𝑒 −(𝜇𝜇−𝜆𝜆)𝐿𝐿

= 𝑐𝑐𝑝𝑝 − 𝜆𝜆𝜆𝜆 � (𝜇𝜇−𝜆𝜆)2 +

solve the capacity level 𝜇𝜇 that satisfies
𝜇𝜇∗ = 𝜆𝜆 + �

𝜕𝜕𝜕𝜕𝜕𝜕𝜕𝜕(𝐂𝐂,𝐿𝐿)
�
𝜕𝜕𝜕𝜕
𝐂𝐂=𝜇𝜇

ℎ

𝜆𝜆ℎ𝑟𝑟�1−ln� 𝑟𝑟��
𝐵𝐵
𝑐𝑐𝑝𝑝

𝜕𝜕𝜕𝜕𝜕𝜕𝜕𝜕(𝐂𝐂,𝐿𝐿)
𝜕𝜕𝜕𝜕

= 0.

𝐿𝐿𝑒𝑒 −(𝜇𝜇−𝜆𝜆)𝐿𝐿
(𝜇𝜇−𝜆𝜆)

� . If we plug 𝐿𝐿∗ (𝜇𝜇) into this function and

= 0, then we obtain

as well as
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𝐿𝐿∗ = 𝐿𝐿∗ (𝜇𝜇∗ ) =

ℎ

− ln� 𝑟𝑟�
𝐵𝐵

ℎ
𝜆𝜆×ℎ𝑟𝑟 ×�1−ln� 𝐵𝐵𝑟𝑟 � �

�

𝑐𝑐𝑝𝑝

4.2 Usage based policy
With this policy we assume that failed systems are periodically collected and admitted to the repair
shop. We denote the interval between successive collection and admission runs with D, and assume that
the capacity hiring contract implies that capacity can be hired for a period with length L, being a
multiple of D. Thus we assume that the admission frequency and capacity decision frequency are equal.
We further assume that the capacity provider supplies the capacity to the MSP at the capacity price 𝑐𝑐𝑐𝑐 .
However, when all the repairs are completed, i.e. when the repair shop becomes idle, the provider buys
back the capacity temporarily until the start of the next period at a reduced price, which is lower than
𝑐𝑐𝑐𝑐 .
Under this policy, with periodical collection and admission of failed systems to the repair shop, the
substitute hiring duration consists of two parts. The first part, the pre-admission hiring part, starts
immediately from the system failure and includes the time until the start of the next interval, when that
failed system is collected and admitted to the repair shop. The second part, post-admission hiring part,
starts from the admission into the repair shop and targets to alleviate the down-time costs during the
time that the defective system spends in the repair shop. The pre-admission hiring duration is variable
but can be estimated, whereas the post-admission hiring duration is fixed and to be determined by the
MSP. With the rental provider a contract is closed to deliver a substitute system for a certain price
during at least a certain period (the post-admission hiring duration). If these period is extended (preadmission hiring part), this post-admission hiring part based price is used for the extra hiring duration.
Thus, all the systems that failed within an interval are sent to the repair shop at the end of that interval
simultaneously, and the repair shop level can be modeled as a 𝐷𝐷 𝑋𝑋 /𝑀𝑀/1 queue, where 𝑋𝑋 is a discrete
random variable which denotes the number of systems failed within an interval of length D. Due to the
Poisson arrival of failed systems, 𝑋𝑋 follows a Poisson distribution with mean 𝜆𝜆𝜆𝜆. Note that as 𝐷𝐷 goes
to 0, this model transmutes to the reference 𝑀𝑀/𝑀𝑀/1 model.
A usage based capacity policy, 𝐂𝐂 = [𝐷𝐷, 𝜇𝜇], consists of a period length 𝐷𝐷, and a processing rate of 𝜇𝜇.
Under policy 𝐂𝐂, the MSP closes a contract with a capacity provider to provide the capacity indefinitely
and take back remnant capacity until the end of the period. The capacity provider of course will have to
take actions to search for ways to use the remnant capacity economically. In this paper we assumed that
the costs of these actions can be modeled as 𝑜𝑜𝑐𝑐 (𝐷𝐷, 𝛥𝛥, 𝛼𝛼) where D denotes the period length, 𝛥𝛥 > 0
represents the maximum flexibility cost per time unit if D would be zero, and 𝛼𝛼 > 0 reflects the
decreasing rate of the flexibility cost with period length. Many forms are possible for the flexibility cost
function (e.g. see (Rosen 1986)) and in this paper we will proceed with the Inverse Proportional
function:
𝛥𝛥
𝑜𝑜𝑐𝑐 (𝐷𝐷, ∆, 𝛼𝛼) = (1+𝛼𝛼𝛼𝛼)
The capacity provider will charge the repair shop a price per unit of capacity that contains the costs he
has to make for using remnant capacity (flexibility costs). Therefore we assume that the total capacity
costs per time unit for the repair shop are equal to
𝑐𝑐𝑐𝑐 = 𝑐𝑐𝑝𝑝 + 𝑜𝑜𝑐𝑐 (𝐷𝐷, ∆, 𝛼𝛼)
where cp is the cost of capacity using an availability based repair policy.
Remnant capacity is sold back to the capacity provider. We assume that for the capacity provider the
value of remnant capacity is less than cp: Rcp, with 0 < R < 1, because we may assume that there is a
risk of not finding an appropriate ad-hoc task and even in the presence of a temporary task, that
temporary task can be less profitable than the core repair shop activity. We assume that the MSP can
choose from a set of possible period lengths, 𝜃𝜃, offered by the capacity agency and that he is able to
synchronize his choice for the period length of collecting and admitting failed systems.
The down-time cost rate for the system operator is equal to 𝐵𝐵 per time unit, and we assume that B >
ℎ𝑟𝑟 .
Given the cost components and the decision variables, the problem of the MSP can be formulated as:
min 𝑇𝑇𝑇𝑇𝑇𝑇𝑈𝑈 (𝐂𝐂, 𝐿𝐿) = 𝐶𝐶𝐶𝐶𝐶𝐶(𝐂𝐂) + 𝐷𝐷𝐷𝐷𝐷𝐷(𝐂𝐂, 𝐿𝐿) + 𝐻𝐻𝐻𝐻(𝐿𝐿, 𝐷𝐷) + 𝐸𝐸�𝑇𝑇𝑇𝑇𝑝𝑝 (𝐷𝐷)�
𝐂𝐂,𝐿𝐿

𝑠𝑠. 𝑡𝑡. 𝐿𝐿 > 0
𝐂𝐂 = [𝐷𝐷, 𝜇𝜇]
𝜇𝜇 > 𝜆𝜆,D∈ 𝜃𝜃,

(3)
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Capacity related costs.
Suppose the repair shop operates under a stable (i.e. 𝜇𝜇 > 𝜆𝜆) policy, 𝐂𝐂 = [𝐷𝐷, 𝜇𝜇], for an infinite
horizon. For given capacity costs, 𝑐𝑐𝑝𝑝 and 𝑜𝑜𝑐𝑐 , and a given capacity sell-back cost reduction rate 𝑅𝑅 (for
0 < 𝑅𝑅 < 1 ), the average capacity related costs per u it time, 𝐶𝐶𝐶𝐶𝐶𝐶(𝐂𝐂) can be calculated as:
(4)
𝐶𝐶𝐶𝐶𝐶𝐶(𝐂𝐂) = 𝑐𝑐𝑐𝑐 𝜇𝜇 − 𝑐𝑐𝑝𝑝 𝜆𝜆 − �𝑐𝑐𝑝𝑝 𝑅𝑅�(𝜇𝜇 − 𝜆𝜆) = �𝑐𝑐𝑐𝑐 − 𝑐𝑐𝑝𝑝 𝑅𝑅�𝜇𝜇 − 𝑐𝑐𝑝𝑝 𝜆𝜆(1 − 𝑅𝑅)
In (4), we excluded the costs pertaining to the baseline costs (𝑐𝑐𝑝𝑝 𝜆𝜆) from the amount that is paid to the
capacity agency (𝑐𝑐𝑐𝑐 𝜇𝜇), for deploying 𝜇𝜇 level of capacity. The repair shop capacity is sold to the
capacity agency during the idle times. Therefore the repair shop gains a revenue of: (𝜇𝜇 − 𝜆𝜆)𝑐𝑐𝑝𝑝 𝑅𝑅 per
unit time.
System rental costs.
Pre-admission hiring time covers for the waiting time until the good is collected, the extra time that is
needed to deliver the goods to the repair shop due to the collection of the goods and the post-admission
hiring time when the defective system spends in the repair shop. For a given 𝐿𝐿, and capacity policy
𝐂𝐂 = [𝐷𝐷, 𝜇𝜇], the expected rental related costs can be written as:
The extra time (in hours) due to periodic collection is equal to:
𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸(𝐷𝐷) = ���

∞

0.752
0.752
𝑒𝑒 −𝜆𝜆𝜆𝜆 . (𝜆𝜆𝜆𝜆)𝑖𝑖
∗ � �𝐴𝐴. (𝑖𝑖 + 1)
� + 1� ∗ 𝐷𝐷 −
√𝐴𝐴�1 − 𝑒𝑒 −𝜆𝜆𝜆𝜆 ��
60
60
𝑖𝑖!
𝑖𝑖=1

and thus, for the system rental cost per unit time we get:
𝐷𝐷
𝐻𝐻𝐻𝐻(𝐿𝐿, 𝐷𝐷) =𝜆𝜆 ∗ �ℎ𝑟𝑟 ∗ + ℎ𝑟𝑟 ∗ 𝐿𝐿 + ℎ𝜏𝜏 ∗ 𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸(𝐷𝐷)/𝐷𝐷�
2

Downtime related costs.
Finally, in order to derive the last remaining cost component, which is the down-time related costs per
unit time, 𝐷𝐷𝐷𝐷𝐷𝐷(𝐂𝐂, 𝐿𝐿), we need to delve into the detailed modeling of the operations at the repair shop
level such as the cumulative sojourn time distribution of a defective system in the repair shop, 𝑃𝑃{𝑆𝑆𝑑𝑑 ≤
𝐿𝐿| 𝐂𝐂 } under a given capacity policy, 𝐂𝐂. Here fore we have to analyze the sojourn time distribution of a
𝑫𝑫𝑿𝑿 /𝑴𝑴/𝟏𝟏 queue.
After some analysis we get 𝐷𝐷𝐷𝐷𝐷𝐷(𝐂𝐂, 𝐿𝐿):
∞
(5)
𝐷𝐷𝐷𝐷𝐷𝐷(𝐂𝐂, 𝐿𝐿) = λ𝐵𝐵�E((𝑆𝑆𝑑𝑑 − 𝐿𝐿)+ |𝐂𝐂)� = λ𝐵𝐵 ∫𝑥𝑥=𝐿𝐿(𝑥𝑥 − 𝐿𝐿) 𝑓𝑓𝑆𝑆𝑑𝑑 (𝑥𝑥|𝐂𝐂)d𝑥𝑥
We know that the optimal rental hiring duration 𝐿𝐿∗ has to satisfy the following first order condition:
𝜕𝜕𝜕𝜕𝜕𝜕𝜕𝜕(𝐂𝐂,𝐿𝐿)
ℎ
= 𝜆𝜆 × (ℎ𝑟𝑟 + 𝐵𝐵 × 𝑃𝑃{𝑆𝑆𝑑𝑑 ≥ 𝐿𝐿| 𝐂𝐂 }) = 0 → 𝑃𝑃{𝑆𝑆𝑑𝑑 ≥ 𝐿𝐿| 𝐂𝐂 } = 𝑟𝑟
(6)
𝜕𝜕𝜕𝜕

𝐵𝐵

ℎ

Therefore, if 𝑃𝑃{𝑆𝑆𝑑𝑑 ≥ 𝐿𝐿| 𝐂𝐂 } = 𝑟𝑟 is added to the optimization problem in (3) as a constraint, there will
𝐵𝐵
not be any implications on the optimal solution, since the optimal hiring duration would already satisfy
ℎ
𝑃𝑃{𝑆𝑆𝑑𝑑 ≥ 𝐿𝐿| 𝐂𝐂 } = 𝑟𝑟. On the other hand, it has important consequences in terms of decomposability.
𝐵𝐵
Given 𝐿𝐿 and 𝐷𝐷, 𝑃𝑃{𝑆𝑆𝑑𝑑 ≥ 𝐿𝐿| 𝐂𝐂 } is decreasing with 𝜇𝜇. For a given 𝐷𝐷 and L, we can always find a 𝜇𝜇∗ such
ℎ
that 𝑃𝑃{𝑆𝑆𝑑𝑑 ≥ 𝐿𝐿| 𝐂𝐂 } = 𝑟𝑟, when 𝐂𝐂 = [𝐷𝐷, 𝜇𝜇∗ ]. After 𝜇𝜇 ∗ is found for all 𝐿𝐿 > 0, 𝐷𝐷 ∈ 𝜃𝜃 candidates, the
𝐵𝐵
overall optimal policy parameters can be found from:
min 𝑇𝑇𝑇𝑇𝑇𝑇𝑈𝑈 (𝐂𝐂, 𝐿𝐿) = 𝐶𝐶𝐶𝐶𝐶𝐶(𝐂𝐂) + 𝐷𝐷𝐷𝐷𝐷𝐷(𝐂𝐂, 𝐿𝐿) + 𝐻𝐻𝐻𝐻(𝐿𝐿, 𝐷𝐷) + 𝐸𝐸�𝑇𝑇𝑇𝑇𝑝𝑝 (𝐷𝐷)�
𝐷𝐷,𝐿𝐿

𝑠𝑠. 𝑡𝑡. 𝐿𝐿 ≥ 0
𝐂𝐂 = [𝐷𝐷, 𝜇𝜇∗ ]
𝐷𝐷 ∈ 𝜃𝜃

(7)

5. Computational study

For the usage based policy we are not able to find explicit optimal solutions for the problem. Therefore
we will use a computational approach. In order to evaluate the benefits that can be obtained from using
a usage based policy, we need to calculate the differences in minimal costs under both conditions for a
wide range of scenarios. Table 1 gives the parameter values for the 9 scenarios that we used for
comparing the minimal costs for the availability based and usage based policy. Next we explain the
parameter values in Table 1 and give the optimal solutions and minimal costs for the availability based
policy.
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Table 1. Values (in Euros) of the analyzed 𝐜𝐜𝐩𝐩 , 𝐡𝐡𝐫𝐫 and 𝐁𝐁 instances.
hτ (per hour)
B (per week)

5000

11.0
10000

20000

5000

cp = 1
15.0
10000

20000

5000

20.0
10000

20000

In our computational study with the availability based policy, we normalize the mean arrival rate for
the system failures (not from one system but the cumulative failures in the whole environment): 𝜆𝜆 = 1
(failures per unit time). The parameter values in the base case scenario are found from the following
situation:
Suppose that the system has a value of € 200.000. The system is used in the production process of
other products. The economic lifetime of the system is assumed to be 10 years, and the cost of the
system represents 20% of the total costs of the products produced with it (material costs deduced).
Further, suppose that the firm sells the products at a price that is 5 times the total production costs
(material costs deduced) accumulated during the average processing time used to produce the products
(when the capacity of the system is used). If the system is in use for 250 days per year and 8 hours per
€200.000
day, then the system related costs are (250×8×10) = € 10 per hour and the lost revenue due to down€10.0

� × 5 ≅ € 250 per hour. A week down-time costs would then be 40 × €250 =
time is: �
0.2
€10.000.
For the cost of the workforce capacity of the repair shop, we will use a wage of €60 per hour per
operator and we assume that a repair of a failed system takes about 40 hours. Then the repair of a failed
system on average costs € 2400. This is much less than the cost price of the system (€200.000),
therefore repairing a failed system is a more economical option than scrapping the failed system and
buying a new one.
Next, we derive the system rental cost. We assume that the rental supplier adds on a 50% premium on
1.5×200.000
≅ € 15
top of the capital good related costs. Therefore, the rental cost per hour is equal to:
250𝑋𝑋10
per hour.
Based upon this more or less real-life setting, scaling the parameter for the cost of workforce per repair
to one, and expressing the values for the down-time and stock keeping costs as a multiple of this
normalized parameter, we get the base case scenario, highlighted in Table 1.
Having described the cost setting in the base case scenario, where 𝑐𝑐𝑝𝑝 = 1, ℎ𝑟𝑟 = € 15 per hour and 𝐵𝐵 =
€ 250 per hour, we create a test bed, which consists of a total of 9 scenarios. These different scenarios
explore the effects of different ℎ𝑟𝑟 and 𝐵𝐵 values around the base case, and we assume that both 𝐵𝐵 and 𝑐𝑐𝑝𝑝
are higher than the hiring cost, ℎ𝑟𝑟 , per unit time.
Moreover we used two values for the area: 300.000 sq resp. 1.000.000 sq and the transportation costs
tc: € 90 resp. € 120 per hour.

5.1 Results
First we give the results of using periodic collection instead of immediate collection in the situation
with an availability based policy. Let 𝑇𝑇𝑇𝑇𝑇𝑇𝐴𝐴𝐴𝐴𝐴𝐴 ∗ resp. 𝑇𝑇𝑇𝑇𝑇𝑇𝐴𝐴𝐴𝐴𝐴𝐴 ∗ represent the expected total costs that can
be achieved with immediate resp. periodic collection, for given cost parameters (𝐵𝐵, ℎ𝑟𝑟 ). After these are

found, we can calculate the % savings from:

� 𝑇𝑇𝑇𝑇𝑇𝑇𝐴𝐴𝐴𝐴𝐴𝐴 ∗− 𝑇𝑇𝑇𝑇𝑇𝑇𝐴𝐴𝐴𝐴𝐴𝐴∗�
𝑇𝑇𝑇𝑇𝑇𝑇𝐴𝐴𝐴𝐴𝐴𝐴 ∗

. In Table 2 we give the maximum

percentage savings that a periodic collection policy can bring for the different situations we studied: we
used an area of 300.000 sq and an area of 1.000.000 sq and transportation cost equal to €90 and €120
per hour. Negative values indicate situations where the immediate collection policy is inferior to the
periodic collection policy, whereas positive values indicate the opposite.
Next, in Table 3, we show, for B = € 2000 per day, λ = 1/day, A= 300.000 sq and tc = € 90 per hour, the
results when in the situation with periodic collection the usage based capacity policy is used. We
assume that the MSP is offered the following set θ of candidate period lengths, which are scaled to the
normalized inter-arrival times: {0.5, 1, 1.5,….9.5, 10}. Unlike under the availability based policy, we
cannot find the global optimal hiring duration and the optimal capacity policy parameters that minimize
the total costs in problem (7) analytically. Therefore, we use a solution procedure, which is specifically
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Table 2. The percentage (influencable) cost reduction when using periodic collection instead of
immediate collection for a repair shop with an availability based policy for different values of the
downtime costs B, substitute hiring costs hτ,,the area size A, and the transportation costs TC.
A = 300.000 km2

cost reduction
B

hτ

5000

10000

20000

11€
15
20
11
15
20
11
15
20

TC1
λ=
λ=
1/week 1/ dag
-10
-4
-12
-5
-15
-8
-9
-4
-11
-5
-12
-6
-8
-3
-10
-5
-12
-6

A = 1.000.000 km2

TC2
λ=
λ=
1/ week 1/dag
-10
0
-12
-4
-15
-7
-10
0
-12
-3
-12
-5
-9
0
-10
-3
-12
-5

TC1
λ=
λ=
1/week 1/ dag
-10
2
-12
-2
-14
-7
-9
3
-11
-2
-12
-6
-9
2
-10
-2
-11
-6

TC2
λ=
λ=
1/ week 1/dag
-11
10
-13
6
-15
1
-10
9
-12
5
-12
2
-10
9
-11
5
-12
1

Table 3. Maximum percentage savings when using the usage based capacity policy for the scenario
with λ=1 per day, B = € 2000 per day, cp = 1, hτ = € 11,€ 15, €20 and different values for R, Δ and α.
A=300.000 and tc = € 90 per hour.
λ=1/dag
Δ
0.00

0.25

0.50

1.00

R=0.8
hτ
11€
15
20
11
15
20
11
15
20
11
15
20

α=2
38
37
37
29
27
26
27
19
17
10
6
3

R=0.5
α=0
38
37
37
-3
-2
-1
-40
-37
-34
-107
-101
-95

α=2
19
17
17
11
9
7
4
2
-1
-5
-10
-12

R=0.2
α=0
19
17
17
-18
-17
-16
-52
-50
-47
-117
-111
-105

α=2
5
3
2
-3
-6
-8
-9
-12
-14
-18
-23
-26

α=0
5
3
2
-29
-29
-28
-62
-61
-57
-126
-120
-115

designed for the optimization problem (7) (see Büyükkaramikli [2012] for details). The results of the
availability based policy with periodic collection �𝐿𝐿𝐴𝐴𝐴𝐴𝐴𝐴 ∗ , 𝜇𝜇𝐴𝐴𝐴𝐴𝐴𝐴 ∗ � serve as ar eference point to assess the
overall cost performance. The computational requirements for deriving the total cost performance are
quite large, which enforces us to focus on a limited number of hiring duration possibilities. Therefore,
an affordable set for candidate hiring durations has to be generated before performing the search
procedure developed to solve (7). We use a uniform candidate hiring duration set 𝜓𝜓 for each of the 9
different (𝐵𝐵, ℎ𝑟𝑟 ) combinations, which consists of equidistant points (we took a distance of 0.1 in this
paper), in the (0, 𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚 ) interval. We take 𝐿𝐿𝑚𝑚𝑚𝑚𝑚𝑚 = 20. In the search procedure we find the 𝜇𝜇 ∗ (𝐷𝐷, 𝐿𝐿)
that satisfies: 𝑃𝑃{𝑆𝑆𝑑𝑑 ≥ 𝐿𝐿| 𝐂𝐂 }, when 𝐂𝐂 = [𝐷𝐷, 𝜇𝜇∗ (𝐷𝐷, 𝐿𝐿)] for a given 𝐿𝐿 ∈ 𝜓𝜓. After 𝜇𝜇∗ (𝐷𝐷, 𝐿𝐿) is found for
each candidate hiring duration 𝐿𝐿 ∈ 𝜓𝜓 and for each period length 𝐷𝐷 ∈ 𝜃𝜃, we find the optimal parameters
(𝐿𝐿∗ , 𝐷𝐷 ∗ and 𝜇𝜇∗ (𝐷𝐷∗ , 𝐿𝐿∗ )) by brute force search. The optimal costs achieved under this capacity
policy, 𝑇𝑇𝑇𝑇𝑇𝑇 ∗𝑈𝑈 , are compared to the 𝑇𝑇𝑇𝑇𝑇𝑇 ∗𝐴𝐴,𝑝𝑝𝑝𝑝 achieved from the availability based policy. In Table 3
we give the maximum percentage savings that a usage based policy can bring for the different
situations we studied, with ∆ = 0, 0.25, 0.5 and 1 and 𝛼𝛼 = 0 and 2, for R = 0.2 (almost no sell back
benefits), 0.5, and 0.8 (almost full sell back benefits. The % savings in Table 3 are calculated from:
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� 𝑇𝑇𝑇𝑇𝑇𝑇𝐴𝐴𝐴𝐴𝐴𝐴∗− 𝑇𝑇𝑇𝑇𝑇𝑇𝑈𝑈∗�
𝑇𝑇𝑇𝑇𝑇𝑇𝐴𝐴𝐴𝐴𝐴𝐴∗

. Negative values (red) indicate situations where the sell back policies are inferior to

the availability based policy, whereas positive values (black) indicate the opposite.

5.2 Discussion of the results
If we only should look from a transportation (cost) point of view, then periodic collection of failed
goods is always better then immediate collection and the benefits increase with increasing λ. However,
when also customer related aspects are taken into account then these positive effects are canceled out
by the fact that due to the period collection an external substitute needs to be hired for an extra amount
of time. If also MPS aspects are taken into account then, in case the availability based policy is used,
the positive effects are even further decreased due to the bursty arrival pattern of defective goods that
follows from the periodic collection. Only if the failure rate λ is high enough (≥ 2 per day; not shown
here) then the total costs associated with periodic collection are about the same or less than the total
costs with immediate collection.
The data in Table 3 show that if a usage based policy is used, benefits using periodic collection can be
obtained for smaller values of λ. With a λ equal to one we observe that for the base case situation with a
usage based policy the total costs can be reduced up to 33%. For some of the cost parameter instances,
especially when the maximum flexibility cost (Δ) is high and when there is no (or very limited) sellback opportunity (i.e. 𝑅𝑅 = 0.2), the usage based policy may lead to losses rather than savings in 𝑇𝑇𝑇𝑇𝑇𝑇.
The cost increase can be drastic (up to 93%). As 𝑅𝑅 increases, the gap between 𝑇𝑇𝑇𝑇𝑇𝑇 ∗ 𝑈𝑈 and 𝑇𝑇𝑇𝑇𝑇𝑇 ∗𝐴𝐴
decreases. From Table 3 we furthermore observe that the usage based policy is often outperformed by
the availability based policy, especially for low sell back rates (e.g. 𝑅𝑅 ≤ 0.5) and high maximal
flexibility cost factors (e.g. ∆ ≥ 0.5). It can also be seen that the percentage savings increases with the
elasticity factor 𝛼𝛼. This can be explained as follows: the more elastic the flexibility cost gets (with
respect to the period length 𝐷𝐷), the cheaper the capacity becomes, which leads to additional savings or
alleviation of the losses. On the other hand, the maximum flexibility cost, ∆, has an adversary effect,
since higher ∆ causes the contingent capacity to be more expensive, which leads to an increase in total
costs, 𝑇𝑇𝑇𝑇𝑇𝑇𝑈𝑈 ∗. We also observe that the percentage savings seem to decrease with system rental cost
rate ℎ𝑟𝑟 . This can be due to the fact that for higher hiring cost rate ℎ𝑟𝑟 , although the absolute change in
costs due to the usage based policy gets bigger, percent wise it gets smaller, since the reference cost
parameter, 𝑇𝑇𝑇𝑇𝑇𝑇𝐴𝐴𝐴𝐴𝐴𝐴 ∗, is greater and the share of the hiring costs (𝐻𝐻𝐻𝐻) in 𝑇𝑇𝑇𝑇𝑇𝑇𝐴𝐴𝐴𝐴𝐴𝐴 ∗ , as we have
observed, is bigger for larger ℎ𝑟𝑟 .

6. Conclusions

In this paper, we studied the integrated transportation, system down-time and capacity management
problem of a MSP that takes care of the availability and the repair of different commoditized systems in
an environment. We investigated two policies for collecting defective systems, immediate and periodic
collection, and two repair shop capacity policies, availability based and usage based.
If periodic collection is combined with an availability based capacity policy at the repair shop, it leads
to higher costs compared to immediate collection, unless the failure rate of the systems is pretty high.
However, if a usage based capacity policy is used, our numerical study reveals that, for lower (more
realistic) failure rates savings can be obtained. The maximum savings can vary from negative values
(more than twice the costs with an availability based policy) to saving values of 38%. The maximum
savings occur when there are no flexibility costs and there is a high sell back rate. However, for (pretty)
low sell-back rates, even if there are low flexibility costs, the usage based policy can be still
outperformed by the availability based policy, which is due to the burstiness of arrivals caused by the
periodic admission. The data from the numerical results further illustrate that the cost performance of
the usage based policy improves with lower pre-admission and post-admission hiring rates and with
lower maximum flexibility costs. There are a lot of cost parameter instances, which lead to an
underperformance of the usage based policy. A typical instance is where the sell-back rate is zero or
very small. Then the usage based policy is almost always the least economical mode. As the sell-back
rate increases, the gap between the costs of two capacity policies decreases and after a threshold value,
the usage based policy starts to outdo the availability based policy. We find (not shown here) that the
system in most cases chooses the shortest possible period length, indicating the overarching importance
of a fast response to the system state.
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Manufacturing outsourcing is a key industry trend towards greater operational efficiency and is related to the discussion
of strategic core competencies. We study the issue of contract manufacturing at the strategic-tactical level and approach
the topic from a multi-criteria decision-making perspective, since service, cost, quality, and more long-term value-related
aspects are involved. To arrive at well-balanced and robust outsourcing decisions with respect to the aforementioned
dimensions, we apply a scenario-based approach that is built within the concept of Data Envelopment Analysis (DEA).
For this purpose, we use two types of Key Performance Indicators (KPIs): model-based KPIs, which are the result of a
modeling approach, and non-model-based KPIs that are derived in an independent assessment from multiple stakeholders.
The model-based KPIs are handled through an aggregate planning model which manages the trade-off of capacity vs.
work-in-process costs and uses a queuing network-based approach to anticipate the stochastic and dynamic behavior of a
manufacturing system. This allows us to balance customer service, derived from aggregate order lead times, and relevant
costs of operations when determining volume/mix decisions for internal and external production. An industry-derived case
example with distinct outsourcing options is used to highlight the benefits of the approach.
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1

Introduction

The modeling of stochastic manufacturing and service systems has been the focus for several
decades now. Looking back on a vast and rich collection of models, the main purpose has mainly been the
analysis and evaluation of manufacturing systems to obtain performance metrics or Key Performance
Indicators (KPIs) for the systems under study. In many situations, some kind of an optimal value of the
performance metric (lead time, work-in-process, throughput, etc.) is aimed for as a function of one or more
decision variables (inventory buffer location/sizes, capacity decisions, etc.). The use of these models for
planning and optimization has received less attention so far, but is without doubt a rich field of application.
In line with our previous research, we further explore the use of stochastic models in the Sales and
Operations Planning (S&OP) context. Mid-term S&OP is a pivotal element of business planning serving two
major purposes: first, S&OP provides a suitable framework for a coherent multi-dimensional view on
performance integrateging both quantitative and qualitative factors. This involves classical physical KPIs
such as lead time, throughput, service levels or utilization as well as financial (e.g. cash flow) and even less
tangible factors such as quality and value (Hahn and Kuhn, 2011; Vandaele and Van Nieuwenhuyse, 2012).
Second, S&OP models provide a natural anchor point for accommodating variability and
uncertainty given the tactical view and the mid-term planning horizon. This relates to both the availability of
data as well as the relevance of the output of the analysis in terms of summary statistics of the performance
metrics. At this point, we are particularly interested in robust expected values and corresponding confidence
intervals (Vandaele and Lambrecht, 2013). Moreover, the mid-term level of S&OP involves significant links
with both the strategic and the operational levels of decision-making. This leads to the observation that the
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impact of mid-term decisions (e.g. inventory build-up, capacity adjustments) on the operational level in a
stochastic manufacturing environment need to be anticipated. From the strategic level, risk and further
intangible factors interfere with the stochastic modeling effort at the tactical level which we will further
describe below.
Previous research has been conducted (Hahn et al., 2012) and presented at the SMMSO
conferences (Vandaele, 2012; Vandaele et al., 2013), from which we extend a current working paper towards
the direction of outsourcing (see Hahn et al., 2014). Before going into the details and implications of
outsourcing, we highlight some intriguing challenges from a modeling point of view:
•
S&OP relates unavoidably to a time-bucketed decision process. Therefore, we have to find a way
to split the horizon into time buckets because this is the way planning is organized. These time
buckets are linked in a deterministic and discrete manner. The time bucket in itself should be long
enough in order to guarantee that the steady state assumption within a time bucket stil holds. As a
consequence, there is inevitably some transient behavior crossing the time buckets. Modeling this
is hard and alternative ways to incorporate this have to be explored.
•
When combining combinatorial and stochastic modeling approaches as we intend to do, the
relationships and interfaces between the models need care regarding the in- and outputs. We
suggest a hierarchical modeling structure where each feature, whether stochastic or deterministic,
is integrated without compromising the solution capabilities of the entire modeling approach.
•
Besides the dichotomy between deterministic and stochastic modeling (no variance vs. non-zero
stable variance), there is the higher level aspect of risk which is very hard to grasp in a traditional
stochastic distribution, not the least from a practical point of view. Therefore, we introduce the
concept of scenarios, where we circumvent the need for developing risk probabilities.
In this paper, we summarize previous results from Hahn et al. (2014) and elaborate on the
abovementioned aspects for the case of the outsourcing decision-making. Outsourcing proved to be a very
useful theme to illustrate our ideas. On top of that, outsourcing is still a key issue in many company policies.
Since the 1980s, reducing internal value-add was a clearly observable trend mostly in the automotive and
service sector (e.g. see Helper, 1991). Nowadays, outsourcing has become a strategic option that allows
companies to focus on their core competencies outside of the manufacturing domain and to control operations
risks while realizing efficiency gains from economies of scale. Nevertheless, outsourcing can involve losing
critical knowledge regarding the manufacturing processes and the contractor may even turn into a future
competitor (Arruñada and Vázquez, 2006). Further risks include brand reputation damages due to ethical
issues such as poor working conditions at the contractor’s site.
For this paper, we focus on the contract manufacturing (CM) of finished goods in contrast to
selective outsourcing at the component level. The contractee transfers manufacturing obligations to the
contractor, which increases its flexibility and can lead to cost efficiencies as well as service improvements.
As lead times and inventories are highly dependent on the dynamics and the workload of the manufacturing
system, both volume and mix decisions taken at the S&OP (or more precisely at the master production
schedule) have significant impact on the operational level of a stochastic manufacturing environment. At this
point, we introduce a queuing network-based model to anticipate these implications.
We study the CM problem from a four-dimensional viewpoint: service, costs, quality, and value.
Service and costs encompass the customer-perceived lead times and operations expenses that are considered
from a tactical planning viewpoint. Quality has both a product as well as a process aspect so that it locates at
a rather strategic level. In order to take these multiple facets into account in the CM decision-making process,
a decision support system needs to tackle the problem from a combined strategic-tactical perspective and
where a balance is sought between qualitative as well as quantitative elements. For the quantitative elements
like costs, lead times, and production volumes, we can rely on the output of the quantitative modeling effort.
For the qualitative factors like value or risk, there is a need to assess them by subject matter experts or
executives. Finally, we also want to guarantee a robust decision, in a sense that, irrespective of future
developments, reasonable decisions can be taken to accommodate the strategic aspects of the outsourcing
decision, which is characterized by some degree of irreversibility.
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With this paper, we integrate the strategic outsourcing decision into the tactical planning by
considering the impact of sourcing decisions on operational performance in a stochastic manufacturing
environment. Our contribution lies in the integration of these decisions and their respective methodologies.
Basically, we apply an Aggregate Production Planning (APP) model that coordinates volume/mix decisions
between internal and external production. At the same time, we integrate an aggregate stochastic queuing
model (ASQ) to anticipate the operational performance of the stochastic manufacturing system. We use Data
Envelopment Analysis (DEA) to evaluate and rank the outsourcing options with respect to their efficiency
scores under different scenarios.

2

Literature review

As we combine and integrate several modeling methodologies, it is too much an effort to give an
extensive literature review in this focused paper. However, there are three streams of literature relevant for
this work:
1.
Aggregate production planning with contract manufacturing or outsourcing options
2.
Production planning considering workload-dependent lead times
3.
Multi-criteria decision-making approaches for supplier selection
As far as the first part of the literature is concerned, overviews of deterministic and stochastic APP
approaches can be found in Nam and Logendran (1992) or in Diaz-Madronero et al. (2014) for a more recent
overview. Although the issue of outsourcing has been considered in various planning-related papers (e.g. see
Atamtürk und Hochbaum, 2001; Merzifonluoglu et al., 2007), it is important to observe that these approaches
assume fixed lead times and do not model the implications of variability and dynamics, such as workloaddependent lead times.
The second part of the literature addresses some general shortcomings of conventional APP
models. Clearing functions represent one approach to model the non-linear relationship between workload
in the system and corresponding lead times (for an overview see Armbruster and Uszoy, 2012). However,
the observation here is that even in the most recent studies, the clearing functions-based approaches fall short
of capturing the impact of lot-sizing on the performance of the manufacturing system (Missbauer and Uszoy,
2011). Discrete-event simulation is an alternative approach to capture the stochastic and dynamic behavior
of a manufacturing system. We refer to Gansterer et al. (2014) for a recent contribution where simulation is
used to determine lead times, safety stocks, and lot sizes in a hierarchical planning setting. However, a
simulation-based optimization approach can result in prohibitive computing times (Armbruster and Uszoy,
2012). Some attempts have been made to model load-dependent lead times in hierarchical frameworks (for
instance Lambrecht et al., 1998 and more recently by Kang et al., 2014), where lot-sizing was studied in
multi-product environments in multi- and single-stage situations respectively. Including many other useful
attempts, none of the approaches take external capacity options and their implications on operational
performance into account.
For an overview of the third literature stream of multi-criteria decision-making in
supplier/contractor selection, we refer the reader to the comprehensive reviews of De Boer et al. (2001) and
Dotoli and Falagario (2012), where a hierarchical extension of DEA in a multi-sourcing context is studied to
assess the efficiency of potential sourcing strategies. However, this stream of literature omits the implications
of sourcing decisions on the operational performance of stochastic manufacturing systems and do not
explicitly consider the issue of decision robustness.
In summary, our contribution lies in the development of a multi-criteria decision support system for robust
outsourcing decision-making for stochastic manufacturing systems combining DEA with aggregate
production planning. Previous work entails a similar approach that has been developed in an R&D portfolio
context by Vandaele and Decouttere (2013).

3

Modeling Framework

In line with our literature review, our approach consists of three pillars: an aggregate production
planning (APP) model covering the time-bucketed planning horizon, an aggregate stochastic queuing (ASQ)
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model for each time bucket, and a scenario model for sensitivity and parameter evaluation. This is visualized
in Figure 1, where the approach is represented for a single scenario. For a particular set of values for system
parameters, the APP and the ASQ model calculate the performance metrics for the scenario. Combining both
parameter settings and sourcing options enables us to obtain robust evaluations of the design options and
corresponding rankings.

Figure 1. The APP and ASQ model for a single scenario.
Modeling the stochastic and dynamic behavior of a manufacturing system for planning purposes
basically requires a stochastic non-linear programming (SNLP) approach. Building on Hahn et al. (2012), a
decomposition approach following Schneeweiss (2003) looks promising for this purpose. We combine a
deterministic APP model as the top level with an ASQ model as the anticipated base level. The purpose of
the APP model is to balance capacity, WIP, and CM costs by deciding on the external and internal production
volume/mix given dynamic demand. As a complement to the APP model, the ASQ model covers the
stochastic dimension of the problem and anticipates workload-dependent lead times for every time bucket.
The ASQ model determines lead time-optimal batch sizes and is based on an approximated queuing network
(see Lambrecht et al., 1998).
The core of this modeling approach is to keep lead times and service levels under control by
accommodating enough buffer capacity in terms of reasonable utilization levels. The latter is a consequence
of the in- and outsourcing decision. As we are working in a multi-period finite horizon, the ASQ can easily
capture the stochastic behavior within each time bucket. In this respect, this idea shows some similaritiy with
the stationary independent period by period (SIPP) approach as introduced in Green et al. (2001). However,
both dimensions of the hierarchical framework are solved iteratively with the APP model coordinating the
results of the separate ASQ models. As can be seen from Figure 1 the APP model delivers arrival rates to the
ASQ model. These arrival rates are derived from both the capacity decisions as well as from the allocated
production volume and mix. The ASQ model in turn provides the APP model with realistic and optimized
lead times and capacity buffers. The algorithm terminates as soon as the objective value of the APP model
reaches an appropriate level of convergence.

3.1 Scenario model: DEA
We solve the multi-criteria decision problem of selecting beneficial manufacturing outsourcing
options while considering the operational performance of the stochastic manufacturing system. Based on a
set of inputs (for instance characteristics of the system) and outputs (for instance performance metrics), we
obtain a unified comparative efficiency score. For the purpose of this paper, we use an output-oriented and
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radial DEA model characterized by constant returns to scale as described in Charnes et al. (1978). Input and
output metrics represent relevant quantitative and qualitative factors of the CM options that are to be ranked
according to their efficiency. On the one hand, we use three model based KPIs: costs, aggregate order lead
times, and output quantities. These three metrics stem from the aggregate planning model where a particular
CM option is assumed. The planning approach within this scenario is further explored in the next section. In
order to show the full potential of the approach, we also include a non-model-based KPI to assess the risk of
the scenario at hand. We generate several scenarios with different parameter configurations that characterize
a scenario to obtain more robust results. We study for instance demand seasonality as well as demand and
operations variability. For the purpose of the paper, we create a full factorial design (see Hahn et al. 2014).
However, in practice, the number of scenarios will be trimmed and focused on the most relevant ones.

3.2 Aggregate planning model: APP
We extend the conventional APP model (see Nam and Logendran 1992) with the incorporation of
CM and focus the problem on an MTO setting to clearly outline the effects of outsourcing on internal
manufacturing operations. This means that a certain volume of the demand of particular product can be
produced by the CM at a particular cost. Given this decision, we make use of workload-dependent lead times
and capacity buffers to allocate the production and CM quantities to the respective periods. Lead times from
the ASQ model are translated into WIP costs, which will be balanced against capacity costs. Capacity buffers
take capacity losses like setups or machine breakdowns into account.

(1)

The objective function in (1) minimizes total relevant costs consisting of the costs of overtime (cost
rate co times the amout of overtime Ot in period t), the costs of CM per product p and sourcing option s given
the outsourcing amount Mpst in period t and the holding costs of WIP inventory per product over the planning
period t=1..T. The WIP costs are approximated using endogenously determined lead times from the ASQ
models ltpt considering WIP cost rates cwp and the production quantities X per product p in period t. The
capacity constraint is given in (2) with the capacity limit on the RHS consisting of normal capacity capX and
chosen overtime capacity Ot in period t multiplied with the number of machines nmw per work center w. The
discount factor αwt captures the necessary capacity buffer due to setup losses and machine failures per work
center w in period t which is determined in the ASQ models.

(2)

The LHS of the capacity constraint captures capacity demand given the capacity requirements kxwp
at workcenter w and the production amount X of product p in period z. The binary coefficient γwptz indicates
whether a certain operation of product p at work center w is assigned to a particular lead time offset period t
(in this case γwptz is set equal to 1) with the end item to be finished in period z. The binary coefficients are
determined by discretizing the continuous lead times of the ASQ models into time buckets applying a
backwards scheduling logic. We assume that all demand is satisfied and no backorders are allowed. A
standard LP solver is used to obtain optimal internal and external production quantities per product and period
as well as the necessary overtime capacities.

3.3 The stochastic model: ASQ
The ASQ model considers a multi-product multi-machine job shop modeled as an approximated
queuing network based on Lambrecht et al. (1998). This model is made for each period with the respective
parameters in terms of demand and gross capacities which are turned turned into arrival parameters. Setup
times and processing times are assumed to be generally distributed. As a result, the ASQ provides lead time-
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optimal batch sizes for each product assuming a strict FCFS discipline and no batch splitting. The ASQ model
considers the weighted average lead time as the objective function (see equation (3)) which is a function of
the lot sizes Q per product p. More precisely, Q denotes a lot size multiplier since we consider average order
size 𝑜𝑜𝑜𝑜
�����𝑝𝑝 per product p. The lead times of the different products are weighted according to their importance
for the job shop which is reflected in the interarrival rates λp per product p. ���
𝑦𝑦𝑝𝑝 captures the average interarrival
times for product p. Total lead time in the objective function consists of three elements: the waiting to batch,
������
������
the waiting time in queue in front of each work center, and the required setup (𝑠𝑠𝑡𝑡
𝑝𝑝𝑝𝑝 ) and processing (𝑝𝑝𝑡𝑡
𝑝𝑝𝑝𝑝 )
times at each work center. For the waiting time in queue wqw at work center w, a modified version of the
Kraemer and Langenbach-Belz approximation is used which is further described in Lieckens and Vandaele
(2012). The binary coefficient δprw denotes whether a certain operation r belongs to the routing for product
p.

(3
)

Feasibility of the demand versus the capacity is preserved by the higher level APP model which
ensures that the utilization is smaller than unity. For more details, we refer to the model described in Lieckens
and Vandaele (2012). The resulting non-linear optimization problem resembling the ASQ is solved using a
dedicated optimization routine as described in Lambrecht et al. (1998).

3.4 The integrated model and iterative solution
Referring to Figure 1, the iterative solution procedure follows three steps (see Hahn et al., 2014):
1. The APP model is solved with initial assumptions on the lead times and the capacity buffers
that can be determined from long-run empirical observations.
2. One ASQ model per period of the APP model is solved using inter-arrival times for orders of
product which are derived from the internal production volumes in the APP model and
corresponding capacities including overtime.
3. We use the results of the ASQ models to update the lead time as well as the capacity buffer
parameters (see step 1) and then re-run the APP model. Aggregate lead times in terms of APP
time buckets from the ASQ model are determined. We assume latest possible start dates of
batches to serve customer demand and in combination with the lead times, the volumes are
allocated to the respective periods.
Steps 2 and 3 of the iterative solution procedure are repeated until the objective function of the APP
model reaches sufficient convergence. The rationale for this approach lies in the exploitation of the
postulated convex structure of the problem (see Lambrecht et al., 1998 for more arguments).

4

Numerical example

For the numerical analysis, we use the case study of a medium-sized European automotive supplier
which is described in Vandaele et al. (2000). The dataset covers a job shop environment with twelve products
and ten machines which are operated in a one-shift model of eight hours per day with five working days a
week. Capacity can be extended using overtime of up to 280 hours. Seasonal demand fluctuation is assumed
with a peak in the middle of the planning period. The planning period covers 12 months to span a full seasonal
cycle. Details about the production routings, machine availabilities, setup and processing times as well as
corresponding SCVs are summarized in Figure 2. Further information on cost parameters and detailed
demand information is given in Hahn et al. (2014).
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Figure 2. Master data of the case example (based on Hahn et al., 2014)
Following the abovementioned approach, we examine several scenarios as a full factorial design
of CM options and parameter constellations. The company in focus can utilize two different contractors that
differ in terms of flexibility and price. We basically compare a highly flexible contractor that covers a broad
range of products and provides large capacity slots at high unit costs to a lower cost contractor that offers
only small capacity slots and is specialized on a few products. The sources of parameter uncertainty include
setup time variability, variability of seasonally adjusted demand, and demand seasonality. For the setup time
variability, we distinguish three states (low, moderate, high) with respect to the product- and operationspecific SCVs. Low variability corresponds to the values in the base case. Moderate and high setup variability
are derived by adding a constant term of 0.3 and 0.8, respectively, as well as applying a scaling factor of 1.2
and 2.0. For the SCV of demand, we assume three states: 0, 1, and 2.5. Finally, we compare a nearly flat
(seasonal amplitude 10%) against a fluctuating scenario with an amplitude of 35%.
To focus on key idea of our approach, we consider a single metric to model outsourcing risk as the
major qualitative factor in this case. A scale from from 1 (low risk) to 10 (high risk) is applied which would
be used in interviews with experts and management professionals to derive the assessements for each of the
scenarios of the factorial design. For the paper, we used a structured approach to derive the assessment for
each scenario based on the observation that a setting with a flexible contractor under flat demand with low
demand and setup variability exhibits the lowest risk compared to an inflexible contractor under fluctuating
demand with high demand and setup variability involving the highest risk.
Conducting the factorial combination, we obtain 54 instances that are ranked using the DEA
methodology. At the most aggregate level, we can summarize the DEA scores for the different outsourcing
options. Using an inflexible contractor yields a mean value of 0.76 across the different parameter
constellations while single sourcing with a flexbile contractor or a mixed setting result into average efficiency
values of 0.97 and 0.98, respectively. From these results, we conclude that a flexible contractor option
dominates the inflexible option in this setting. Even installing a dual sourcing setting provides only minor
improvements compared to single sourcing with the flexible contractor. The full numerical study is discussed
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in Hahn et al. (2014). Given the confines of this paper, we focus on two exemplary issues to highlight the
benefits of our approach.

Figure 3. Envelope curve relating CM volumes to risk and costs (based on Hahn et al., 2014)
First, we further investigate on ranking and comparing the different sourcing option. Since we
consider two input factors (cost, risk) and two output factors (external CM volume, internal lead time), it is
not possible to provide a planar representation of the results. For this purpose, we resort to partial views that
provide insight into the relative positioning of different outsourcing options across the different scenarios.
As an example, we analyze the results for the output factor CM volume and relate it against the two input
dimensions (CM volume divided by risk and costs, respectively) in Figure 3. In doing this, we observe that
the higher risk penalizes the inﬂexible contractor option more than the mixed arrangement which in turn is
less efficient considering the scenarios involving the ﬂexible contractor option.
We conclude that the higher risk is not compensated for by higher CM volumes and corresponding
contractor productivity. The ratio of CM volumes to costs clearly distinguishes the inflexible contractor from
the other two sourcing options. However, the cost dimension does not separate the ﬂexible and the mixed
sourcing setting. As there are some eﬃcient scenarios below the eﬃcient curve of this partial view, we can
see that lead time also has an efficiency impact on the scenario ranking.
As the second example, we further drill down the results for specific scenarios to better understand
the impact of parameter variation on the operational performance of the stochastic manufacturing setting in
focus. Concerning the impact of demand seasonality, we compare average aggregate batch sizes against
average aggregate lead times for ﬂat as well as ﬂuctuating demand. From Table 1, we observe different
effects: while average aggregate batch sizes and lead times are increasing in outsourcing ﬂexibility under ﬂat
demand, corresponding batch sizes and lead times decrease when demand ﬂuctuates over time. This can be
explained by the fact that outsourcing plays two different roles in the respective cases.

Flexible
Mixed
Inflexible

Flat demand
Avg. aggregate
Avg. aggregate
batch size
lead time
110.1
43.9
109.5
43.9
108.0
42.6

Fluctuating demad
Avg. aggregate
Avg. aggregate
batch size
lead time
102.1
44.4
103.3
45.2
108.4
47.3

Table 1. Avg. aggregate batch sizes and lead times (based on Hahn et al. 2014)
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With ﬂat demand, outsourcing serves as a lever to improve capacity utilization by using economies
of scale internally and commissioning selective production volumes to the contractor in order to reduce nonproductive setup times. Under fluctuating demand, the contractor serves as a secondary capacity on a larger
scale to smoothen operating levels with the respective eﬀects on batch sizes and lead times. Given this
observation, we conclude that outsourcing plays a similar role as ﬁnished goods inventories usually do in an
MTS setting.

5

Conclusion and future research

In this paper, we show how a stochastic model of a manufacturing system can be embedded in a
framework suitable for mid-term planning in a contract manufacturing setting. A multi-criteria decisionmaking approach using DEA is proposed to integrate quantitative and qualitative factors into one
comprehensive approach. The idea is to rank different outsourcing options considering different parameter
configurations (“scenarios”) in order to accommodate parameter uncertainty.
The approach is illustrated using an industrial case example. This work can be extended in many different
ways by incorporating more tactical decisions in the APP and ASQ models and by including other strategic
scenario considerations in the DEA part.
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In this study, a two echelon discrete flow convergent supply network system is examined. Multiple reliable suppliers
with different capacities feed a production centre with a shared buffer. The first echelon consists of the production centre
and a shared buffer. The second echelon includes multiple non-identical suppliers that feed the production centre. Each
supplier has its own capacity and service rate. The active lead times (production & delivery time) are exponentially
distributed. The supply network is modelled as a continuous time Markov process with discrete states. The structure of
the transition matrix of this type of system is explored, and a computational algorithm is developed to generate stationary
production for different values of the system characteristics. The effect of certain system characteristics, such as the
capacity of each supplier, the capacity of the production centre, the buffer capacity and the number of suppliers, on
system performance measures, such as output rate (throughput), work in process (WIP) in the system and the production
centre, are traced through numerical experiments. The computational algorithm is used as a design tool to optimize the
system’s behavior, i.e. to achieve the maximization of throughput, or the minimization of WIP, etc.
Keywords: Supply chain management, merge systems, performance measures, Markov processes.

1.

Introduction

A supply network consists of several stages where items are supplied, produced and transferred to
customers. In such a network, every node is a supplier of the next downstream node(s), until the end
product reaches the ultimate consumer. Supply chain management (SCM) is the management of flows
(products, capital and information) among the stages of the supply chain, aiming to maximize the total
expected profitability. The design of a supply network requires decisions regarding the number of the
suppliers, their capacities, the capacity of production - production centers and the capacity of the buffers in
order to control the efficient flow of raw materials, in process inventory and finished goods (throughput).
The performance of a supply system is affected by the randomness of the stochastic processes that
take place such as the supplier’s lead times and the production centre service rate, and by system
characteristics such as the number of suppliers and their capacities, the capacity of the production centre,
and the buffer.
The present work contributes to the research of discrete merge systems by a) allowing an arbitrary
number of non-identical reliable merge stations while b) the downstream station may have any number of
similar reliable machines

2.

The system and the model

In this study, we examine a two echelon discrete material flow merge supply network with reliable stations
and a shared buffer. A number K=1, 2, 3,…, of non-identical parallel suppliers, with a number of parallel
servers SK (called capacity of supplier), feed the same part type product at a production centre with a shared
buffer. The production centre performs another operation on the materials collected in the buffer and the
finished products flow outside the system. There is an unlimited supply of materials to suppliers, and there
is an unlimited capacity shipping area next to the production centre. In other words, suppliers are never
starved, and the production centre is never blocked.
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Suppliers

S1

PC
μ1

μ

S2

Buffer

μ2

SK

μ

μ
μΚ

Figure 1. A supply network with K suppliers, SK parallel servers in each supplier, a shared buffer and a
production centre with N identical machines
The materials are processed by the suppliers with exponential rates μ1, μ2,…, μK, Κ ≥ 1, respectively
(where

∑

S1
i =1

µi1 = µ1 ,

∑

S2
i =1

µi 2 = µ 2 ,…,

∑

Sk
i =1

µiK = µ K ). The production centre has a number N, N ≥ 1 of

identical reliable machines that process material with an exponential rate μ. Figure 2 presents the supply
system under consideration. Blocking appears when one or more suppliers finish their process and try to
feed the buffer, which is full (blocking after service, BAS). The blocking holds until one machine at PC
finishes the service and one unit moves from buffer into the machine. In the case of more than one blocked
suppliers, the priority in unblocking belongs to the supplier with the smallest index. Conclusively, the
suppliers are ranked based on their unblocking priority.
The supply system is fully described by the numbers K, SK, B and N. K: number of merged stations
(suppliers), SK: number of parallel servers in each supplier, B: capacity of shared buffer (# of slots), N:
capacity of production centre (# of machines)
The main goal of this work initially is to investigate the influence of each parameter on the system
performance measures and then to optimize the combined effect of all of the above parameters on this
performance measures.
The contribution of this paper is the extension of the existing literature on merge push supply systems
and the introduction of an exact evaluative method of system behaviour.
The supply network under consideration is analyzed as a continuous time Markov process with a finite
number of states. In order to determine the stationary probabilities, a set of linear flow balance equations
need to be solved. Each flow equation is associated with one state of the system. For systems with a large
number of states, exact solutions can be obtained if structural properties of the equations or equivalently of
the transition matrix structure can be exploited (Nelson, 1991).
We must mention here that in the analysis below all the parallel servers SK that belong to the
corresponding supplier K, have the same exponential rate, i.e., µ1K= µ 2 K= ...= µ SK K= µ K S K . This

similarity in clustering helps to reduce the number of states that concerns each one of the suppliers,
concluding to a total system states reduction. In that way our problem becomes more manageable.
The system under consideration may be viewed as a birth-death stochastic process. Births correspond
to inputs to the buffer and PC and deaths correspond to outputs from the PC. As consequence, the transition
matrix is a tri-diagonal matrix and consists of three sets of sub-matrices: (i) the set of sub-matrices in the
main diagonal, denoted by Di, (ii) the set of sub-matrices under the main diagonal, denoted by Li and (iii)
the set of sub-matrices above the main diagonal, denoted by Ui. As a result, the transition matrix has a
repetitive structure. This repetition allows for the determination of a recursive generation for the transition
matrix. Consequently, the transition matrix leads to the set of linear flow balance equations and finally to
the stationary probabilities. Through the latter, one can obtain the system’s performance measures. The
steps of the solution method are similar to those applied in Papadopoulos (1989), Papadopoulos and
O’Kelly (1989), Papadopoulos, Heavey and O’Kelly (1989a, 1989b), Heavey, Papadopoulos and Browne
(1993), Vidalis (1998), Vidalis and Papadopoulos (1999) and Vidalis and Papadopoulos (2001).

256

3.

Structure of the transition matrix

The structure of the transition matrix is affected by the following system parameters: number of suppliers
(K), capacity of each supplier (SK), capacity of production centre (N) and capacity of shared buffer (B). In
order to investigate the effect of each parameter on the transition matrix structure, we create the structure of
simple systems and proceed to the more complex system by a) altering one parameter at a time and b)
combining all the system parameters (the influence that each parameter having to the transition matrix)
simultaneously.
The simplest system, which is also the seed for the entire transition matrix, consists of one supplier
(K=1) with a single server (S1=1), no buffer capacity (B=0), and only one machine in the PC (N=1). The
number of states of a system with K suppliers, S1, S2,…,SK, parallel servers in each supplier, B slots in the
buffer, and N identical machines in the production centre is denoted by S

K ( S1 , S 2 ,..., S K ) , B , N

. The number of

1_ 1,0,1

states for the system (K=1, S1=1, B=0, N=1), the S
is 3. Each number denotes the number of product
units that “belongs” 1 to the corresponding echelon.
In this case there are two possible states for the supplier, i.e., the supplier is either operating (1) or
blocked (b), and two possible states for the PC, i.e., idle (0) or operating (1). When the supplier is blocked
due to operating state of the PC, the material unit belongs to the PC and not to the supplier. This state is
assigned as b2.
S1

B=0

PC

Figure 2. The simplest model (K_SK, B, N)=(1(1),0,1)
Table 1. States of system (1(1),0,1)
Supplier 1
PC
State
Busy
Idle
10
Busy
Busy
11
Blocked
Busy
b2
The transition matrix for the simple system (1_1,0,1) is called basic matrix and has the following
structure
Table 2. Transition Matrix of system (1_1,0,1)
10
11
b2
10
-μ1
μ1
11
μ
-μ1-μ
μ1
b2
μ
-μ
From the above, the transition matrix of the system (1-1,0,1) can be represented as follows:
 D01(1),0,1 U 01(1),0,1 
P (1_1,0,1) =  1(1),0,1
.
D11(1),0,1 
 L1
Next, we proceed to more complex system by a) altering one parameter at a time. The 1st parameter is
the buffer capacity (B). The transition matrix for the system (1-1, B, 1) has the following structure:
 D01_ 1, B ,1 U 01_ 1,0,1 
P (1_1, B,1) =  1_
.
1,0,1
D11_ 1,0,1 
 L1

1

Is being served or waiting for service
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The increment of the B affects only the sub-matrix D01_ 1, B ,1 . The increase of the buffer from 0 to i slots
S
− 4 + (1−1) 


 µ , − µ1 − µ , µ1 , 0,...,0 




1(1), B ,1

results to the addition of i rows to sub-matrix D

1_ 1,0,1
0

. The rows

− 4 + ( i −1) 
S
S
− 4 + (2 −1) 
i −1

 2−1


 0 , µ , − µ1 − µ , µ1 , 0,...,0   0,...,0, µ , − µ1 − µ , µ1 , 0,...,0  are added to the 2nd, 3rd i+1th row


 


 
1_ 1,0,1
1_ 1, B ,1
1_ 1,0,1
1_ 1,0,1
in D0
. The rest sub matrices D1
, U0
and L1
remain unaltered.
1(1), B ,1

1(1), B ,1

1(1), B ,1
The number of states for the system is generated by the following relationship: S=
S 1(1),0,1 + B
Inductive conclusion: P(1_1,B,1) is based on P(1_1,B-1,1) and P(1_1,B-1,1) is based on P(1_1,B-2,1)
and so on. Finally, P(1_1,B,1) is based on P(1_1,0,1).
With the same manner we examine the effect of PC capacity N on the structure of the transition
matrix. The synoptic form for the transition matrix of the system (1_1,0, N) is the following:
 D1_ 1, B ,1
U 01_ 1,0,1 
P (1_1, B, N ) =  0 1_ 1,0,1
.
− N ∗ D11_ 1,0,1 
 N ∗ L1

The PC capacity N affects mostly the sub matrix D01(1),0,1 . For each added machine a row (and a
column) is added in D01_ 1,0, N −1 . The number of states (or the dimension of the transition matrix) is generated
by the following relationship: =
S 1_ 1,0, N S 1_ 1,0, N −1 + 1 , Ν=1, 2, 3,…
The above analysis indicates the following inductive conclusion: P(1_1,0,N) is based on P(1_1,0,N-1)
and P(1_1,0,N-1) is based on P(1_1,0,N-2) and so on. Finally, P(1_1,0,N) is based on the basic matrix
P(1_1,0,1)).
In the next step we affect the number of parallel servers SK=2,3,4,…, at each supplier, while the other
parameters remains stable, i.e. K=1, B=0 and N=1. The transition matrix for the system (1_S1, 0, 1) has the
 D1_ S1 ,0,1 U 01_ 1,0,1 
following structure: P (1_ S1 ,0,1) =  01_ 1,0,1
.
D11_ 1,0,1 
 L1
As the capacity of the supplier increases the transition matrix P(1_S1,0,1) is affected at the sub-matrix
D01( S ),0,1 which is the P(1_S1-1,0,1) with alterations. The number of states is generated by the following
relationship: S 1_ S1 ,1,1
= S 1_ 1,0,1 + ( S1 − 1) , S1=1,2,3,..
Inductive conclusion: P(1_S1,0,1) is based on P(1_S1-1,0,1) and P(1_S1-1,0,1) is based on P(1_S12,0,1) and so on. Finally, P(1_S1,0,1) is based on the basic matrix P(1_1,0,1).
Next we examine the effect of the number of suppliers (K). The analysis indicates that






P  K _1_1_ .._1,0,1 is based on P  K − 1_1_1_ .._1,0,1 , and P  K − 1_1_1_ .._1,0,1 is based on












K
K
K










P  K − 2 _1_1_ .._1,0,1 and so on. Consequently, P  K _1_1_ .._1,0,1 is based on P (1_1,0,1) .












K
K





The number of states is given by the relationship: S

K _1_ 1.. _ 1,0,1



K

K −1_1_ 1.. _ 1,0,1




K
2⋅S
=

− 1 , K=2,3,…

The jointed effect of the four parameters is examined below. We investigate the structure of the
transition matrix that comes from the combined effect of the four parameters B, N, S K , and K. Generally,
we can create the transition matrix of any system by changing one parameter each time beginning with B
and ending to K with the pattern B → N → S K → K , using the above methodology. So, if we want the
transition matrix of the system (4_3_2_5_7, 3, 4) we must create the matrices in the way that presented
below:
(1_1,0,1) → (1_1,3,1) → (1_1,3, 4 ) → (1_ 7,3, 4 ) →

→ ( 2 _ 5 _ 7,3, 4 ) → ( 3_ 2 _ 5 _ 7,3, 4 ) → ( 4 _ 3_ 2 _ 5 _ 7,3, 4 )
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4.

The algorithm

Step 0.
Step 1.
Step 2.
Step 3.
Step 4.

Step 5.
Step 6.

5.

(Initialization) Set K, S K , µ k , N, μ, and B to the desired values.
For K = 1, S1=1, N=1 and B=0
Create the Transition Matrix of the system (1(1),0,1).
For B = 1 until the desired value do
Create the Transition Matrix of the system (1(1),B,1) using Step 1.
End for
For N = 1 until the desired value do
Create the Transition Matrix of the system (1(1),B,N) using Step 2
End for
For K = 1 until the desired value do
For S(desired value of K) - (K-1) = 1 until current S
Create the Transition Matrix of the system
 


 
 B, N 
K
S
S
S
S
,
,...,
,
( desired ⋅value ⋅of ⋅ K ) − ( K −1) ( desired ⋅value ⋅of ⋅ K ) − ( K − 2 )
( desired ⋅value ⋅of ⋅ K ) − ( K − ( K −1) ) ( desired ⋅value ⋅of ⋅ K ) 
  



 

K ⋅times

 

End for
End for
Calculate the steady-state probability vector π
Estimate the selected performance measures

Performance measures

Once we have calculated the steady-state probabilities, all the performance measures of the system can be
estimated. The most important performance measures are the average invetory in the PC, the average
invetory of the system, and the mean output rate or throughput of the system.
WIPPC = Mean number of Occupied machines in PC + Mean Buffer Level + Mean number of
Blocked Parallel Servers
The average invetory in the PC is calculated as the internal product of two vectors:
WIPPC = v ∙ π
where v is the vector denoting the number of entities, 0 ≤ number of entities ≤ S1 + S 2 + ... + S K + B + N for
the jth element of the stationary probability vector π, j=1,2,…, S

K ( S1 , S 2 ,..., S K ) , B , N
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S1
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SK


π = π 11...111...1,...,
, π 11...1,...,11...
, π 11...1,...,11...
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S1
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 S1 S2
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11...
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N
+
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11...1,...,11...
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N
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11...1,...,11..
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S1
S K −1 S K
S1
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 S1 SK −1 SK

S1
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S K −1

259





So,
=
WIPDC ∑ k * π 11...1k + ∑∑ ...∑  ( i + j + ... + n + N + B ) * π iTimes
jTimes
nTimes
 , for



=
k 0
=i 0=j 0 =
n 0
b11...
b ,...,11...
b ( N + B ) 
11...



S1
S2
SK


i + j + ... + n > 0 .
The average invetory of the system
WIPsystem= Number of parallel servers SK in each supplier + Mean number of Occupied machines in PC +
Mean Buffer Level
WIPsystem = v ∙ π where vectors v, π have the following form:
( N + B)

S1

S2

SK

 S1 + S 2 + ... + S K , S1 + S 2 + ... + S K + 1, S1 + S 2 + ... + S K + 2,..., 

( S1 + 2 S2 + 3 S3 + ...+ KS K ) times
v=




 S1 + S 2 + ... + S K + N + B, S1 + S 2 + ... + S K + N + B



, π 11...111...1,...,11...11
, π 11...111...1,...,11...12
,...,
π 11...111...1,...,11...10

 
 
 
S1
S2
SK
S1
S2
SK
 S1 S2 SK

π

,
π
,
π
,...,
N
+
B
b
N
+
B
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N
+
B
11...111...1,...,11...1
11...111...1,...,11...
11...111...1,...,11...
(
)
(
)
(
)
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S1
S2
SK
S1
S2
SK
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, π 11...1,...,11...
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bb ( N + B )
  bb
b ( N + B )
 b11...1
 ( N + B)
 b11...



S1
S K −1 S K
S1
S K −1 S K
 S1 S2
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π

π
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π
,
,
11...1,...,11..
bb11...
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b ( N + B )
S1
S K −1 S K
S1
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π 11...1,...,11..bbbb...b ( N + B ) ,..., π bb...b ,...,bb..bbbb...b ( N + B )

 
  
S1
SK
S K −1
 S1 SK −1 SK


where the last element of the vector v represents the times that we have in total S1 + S 2 + ... + S K + B + N
components in the system (including only the cases where we have one or more blocked parallel servers).

WIPsystem

S1 + S 2 + ... + S K + N + B

∑

k = S1 + S 2 + ... + S K

k * π 11...111...1,...,11...1( k − ( S + S

S1

S2


SK

1

2

+ ... + S K ) )

+




 , for i + j + ... + n > 0 .


 S1 S2 SK 

( S1 + S2 + ... + S K + N + B ) *  ∑ ∑ ...∑  π iTimes
jTimes
nTimes




=i 0=j 0 =n 0  11...
b11...
b ,...,11...
b ( N + B )  



S1
S2
SK
 


 

( S1 + 2 S2 + 3 S3 + ...+ KS K ) probabilities


The throughput or mean output rate of the system is given by the relationship:
N −1
 N −1


 
] = THR ∑ j * µ *  π 11...111...1,...,11...1
THR = μ ∙ Pr[ PC is busy
=
+  ( N * µ ) * 1 − ∑ π 11...111...1,...,11...1

  j 
  j 

SK
S1
S2
SK
=j 1 =
j 1
 S1 S2
 



6.

Numerical results

We use the model to investigate the effect of each parameter K, S K , µ k , N, μ, and B on the performance
measures of the system. We choose a balanced system, where the potential total inbound rate to the buffer
is equal to the total outbound rate. The reason we examine balanced systems is that in such systems the
effect of the controllable parameters on the system’s performance is more obvious. To obtain a balanced
supply chain we set:

K

∑S ⋅ µ
i =1

i

i

= N ⋅ µ = 1.

At first we provide the optimal vector of supplier’s, S K , k=1,2,..,K, buffer and PC capacities that
maximizes throughput or minimize WIP for systems with K=2, 3 and 4 suppliers, 1 ≤ S K ≤ 5, 0 ≤ B ≤ 10
and 1 ≤ N ≤ 5.
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K

Optimal vector (S1,…,SK,B,N)

4
3

5

5
5

2

5
5

5

5 10 5
5 10 5

maxTHR
0,9468197
0,9446173

Optimal vector (S1,…,SK,B,N)

5 10 5

0.9417609

5

5
5

5
5

5

5 10 5
5 10 5

minWIP
4,762962
3,742857

5 10 5

2,714285

Next we provide the evolution of throughput and of WIP for a system with K=2 suppliers, 1 ≤ S K ≤
10, B=5 and N=1 and N=5.

S1

S2
Figure 3: Evolution of throughput for K=2 suppliers, 1 ≤ S K ≤ 10, B=5 and N=1.

S1

S2
Figure 4: Evolution of WIPs for K=2 suppliers, 1 ≤ S K ≤ 10, B=5 and N=1

Finally, we provide the optimal vector of the controllable parameters S K , B and N that maximizes
throughput given that S K +B + N=constant.
K

Optimal vector (S1,…,SK,B,N)

2
3

1 1 7 1
1 1 1 6 1

0,9047619047619
0,898876404494380

4
5

1 1 1 1 5 1
1 1 1 1 1 4 1

0,89152542372881
0,882496709907880

6
7

1 1 1 1 1 1 3 1
1 1 1 1 1 1 1 2 1

0,871377530766180
0,857512077967530

8
9

1 1 1 1 1 1 1 1 1 1
1 1 1 1 1 1 1 1 101

0,839872359192570
0,816793302780810
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maxTHR

7.

Concluding remarks and further research

This work examines a two echelon merge supply network. We conducted an exact Markovian analysis of
this supply chain system. We proposed an algorithm that allows the calculation of various performance
measures such as throughput, WIPs, utilization of suppliers etc. The main findings of this work may be
summarized as follows: i) The structure of the transition matrix is affected by the system’s parameters: the
number of suppliers (K), the capacity of the DC (N) and the capacity of the shared buffer (B). Transition
matrices show the self-similarity property. Their structure is based on a few basic building blocks (submatrices). Complex structures consisting of these building blocks, which are repeated recursively with
slight modifications, can be built. ii) In a balanced system throughput is increased in a declining pattern and
WIPsys is increased in a linear way, while the number of suppliers K grows and the buffer and DC
capacities remain stable. iii) The more significant variable to increase throughput is the buffer capacity B.
The less significant variable is K.
Possible areas for further research are suggested: Active processing time and lead time that may follow
a phase type distribution, suppliers that may be unreliable, machines at the PC that may be unreliable.
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of the main factors that greatly influence the efficiency of every production and/or inventory control
operation in a highly competitive environment is the reliability of its supply process. This paper presents two
analytical models for computing the performance of a push supply network with unreliable suppliers that
feed a production center with a common shared buffer. The breakdowns of the suppliers are modeled via
exponential and Coxian-2 distributions. The system is modelled as continuous time Markov process with
discrete space. The structure of the transition matrices of these specific systems is examined and two
computational algorithms are developed to generate it for different values of system characteristics. The
proposed algorithms allows the calculation of performance measures from the derivation of the steady state
probabilities. Comparison between the two proposed approaches are provided regarding the performance
measures of WIPsystem, throughput rate, availability and blocking of each supplier etc. The proposed
algorithms may used as a design and optimization tool to determine the optimal values of number of
suppliers, capacity of buffer, capacity of production center in order to maximize throughput or minimize
WIPsystem for given characteristics of each supplier( breakdown and repair rate).
Keywords:merge supply/production network, unreliable suppliers, Markov processes

1

Introduction

In our paper, we present the performance of a push merge supply network with unreliable suppliers that feed
a production center. Basic feature of our system is the fact all the suppliers and production center process
orders and face break downs .
In our paper, attention has been focused on two-echelon dynamic production system with several (up
to6) suppliers and one production center with a common shared buffer An divergent system’s structure has
been assumed, where the final stage(production centre) is connected with a number of suppliers. The order
processing times are random and follow a Coxian-2 phase type distribution as in the paper of Vidalis and
Papadopoulos (Vidalis & Papadopoulos 1999) . Coxian-2 is suitable for modeling production systems with
breakdowns. The system is modeled as continuous time Markov process with discrete space. The structure
of the transition matrices of these specific systems is examined and a computational algorithm is developed
to generate it for different values of system characteristics.
In the following we give the outline of our paper. In section 2 a literature review is presented, in section 3
we describe the algorithm development and the solution process, in section 4 we give the numerical results
and finally in section 5 we conclude our study and we propose further research topics.

2

Literature Review

Our study deals with the modeling of supply interruptions with the use of phase type distributions.
Concerning phase type distributions. Altiok (Altiok, 1997) states their popularity derives from a) that they
describe markovian states and b) their potential for algorithmic analysis which is carried out using matrix
algebra. Marshall &Zenga (Marshall & Zenga, 2012) state that phase type distributions have become
increasingly popular as a means of representing a variety of measures Further, Altiok (Altiok, 1997) gives
the definition of phase type distributions “A phase type distribution can be considered as the distribution of
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the time until absorption in a Markov chain with a single absorbing state. According to Altiok (Altiok, 1997)
some operations on phase type distributions lead again to phase type distributions More specifically a finite
mixture of phase type distributions is also a phase type distribution (hypexponential, Erlang) A mixture of
phase type distributions is also the broad category of phase type distributions called Generalized Erlang
distributions or Coxian Phase type Distributions which ate a mixture of the convolutions of exponential
distributions. Further according to Buscher & Augustin (Augustin & Buscher, 1988) wide areas of
application have been opened for the Coxian distribution owning to the spreading of the various methods of
performance evaluation such as evaluation of queuing networks. Moreover , according to Marshall &Zenga
(Marshall & Zenga, 2012)“the process of Coxian phase type starts in the first transient phase so must either
progress through to the next phase to the process or enter into the absorbing state (the terminating event) . If
it not already in the absorbing the process will move from phase 2 to sequentially through remaining phases
or leave the system” In our model the first transient phase is the a process without breakdowns, the next
phase (the second since we use Coxian -2 phase type distribution) corresponds to repairing breakdown and
finally the absorbing phase corresponds to the completion of the unit. Marshal&Zenga (Marshall & Zenga,
2012) argue that Coxian phase type distribution is the most suitable representation of the data
According to Buscher& Augustin (Augustin & Buscher, 1988) the characteristics of Coxian phase type
distribution are
1. Coxian phase type distribution is characterized by the “memorylessness” which offers the Markovproperty
2. Coxian phase type distribution is a generalization of Erlang phase type distribution
3. It has rational Laplace transformation
An interesting point of analysis concerning phase type distributions is the process of moment- matching
approximation. According to Altiok (Altiok, 1997) the process concerns modeling data or other distributions
using Coxian phase type distributions or other mixtures of generalized Erlang phase type distributions. The
goal of moment matching process is to find the smallest integer k which refers to the number of phases of
coxian phase type distribution.
Concerning supply interruptions, Altiok (Altiok, 1997) provides a theoretical framework of the
modeling process for supply interruptions or production systems breakdowns. Altiok (Altiok, 1997) states
“failure process is characterized by the statistical properties of time between consecutive failures or by the
counting process that keeps track of the number of failures”. Repair time is clearly thought as a loss of
production time. Failures occur a) while machines are actually processing jobs, and such kind of failures
characterize as operation dependent whereas b) failures occur homogenously in time regardless of the
machine status and this kind of failures is characterized as operation independent. Altiok (Altiok, 1997) also
provides the two approaches to model failures 1) to treat failures and repairs as active elements in the problem
and 2) to incorporate them ( failures and repairs) into the time a unit spends on the machine eliminating by
this way the concept of failures. On our paper we adopt the second approach to model supply interruptions.
Altiok (Altiok, 1997) also stresses on the importance of the process completion time which refers to the
random variable of a time a job spends on the processor referred to as the process completion time and
denoted by C. Profound is that in the case where the process resumes after the repair is completed the process
completion time is longer than the processing time due to possible repairs.
Further, concerning supply interruptions Mohebbi (Mohebbi, 2003) modeled style ON/OFF supply
interruptions as a stochastic model with stochastic demand and lead time. Replenishments of Q size whenever
the inventory level drops to or below reorder level s is the main characteristic of the under analysis
continuous review inventory system. Based on the cross level methodology with a series of balance
equations,a vector of stationary possibilities for inventory positions is derived. Two cost functions, one with
a process without interruptions and another one with a process subjected to supply breakdowns. Main finding
is that the model is sensitive to changes to lead time variability. The author suggests as an extension of the
model the modeling of ON/OFF periods with the use of Erlang phase type distribution or generalized
hyperexponential distribution.
Moreover, Mohebbi and Hao (Mohebbi & Hao, 2006) modeled the supply interruptions of a continuous
review inventory system with compound Poisson demand, Erlangian lead times, lost sales and (s, Q) type
control policy according to a two state continuous time homogenous Markov Chain. The researchers derived
a vector of stationary probabilities for long run average cost per unit time. Interesting assumption of the
model which makes it more realistic is that when the supplier switches from ON /OFF the processing of an
outstanding accepted order is halted for the duration of the OFF period. Same to the previous model, a sum
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of level crossing balance equations methodology is developed in order work inventory level and cost
functions to be assessed. Major findings of the study concerning suppliers’ availability are provided below:
•
Changes in lead time variability and suppliers’ availability have visible impacts on optimal order
quantity (Q*), optimal reorder point (s*),total cost (TCR) and stock out risk (SR)
•
The impact of supplier variability on optimal reorder point (s*) and optimal order quantity (Q*) is more
significant than that of lead time variability on these factors.
•
Optimal order quantity (Q*), optimal reorder point (s*),total cost (TCR) and stock out risk (SR)
increase considerably as supplier availability decreases
•
The impact of changes in suppliers’ availability on total cost (TCR), stock out risk (SR) and on the
control policy are less significant as the lead time variability increases since increase lead time
variability plays a compensating role in terms of these measures when the suppliers’ availability
decreases.
Further on Mohebbli and Hao paper (Mohebbi & Hao, 2007) a comparison of the two previously
analyzed models is offered. The first model is named as RESTART model whereas the second model is
named as RESUME Based on the same research methodology (cross level methodology) the researchers
provide an number of findings as given below
•
When leadtime is exponentially distributed RESTART/ RESUME models are identical.
•
Total cost (TCR), stock out risk (SR), optimal order quantity (Q*) and the optimal reorder quantity on
the RESTART model are larger than the total cost (TCR), stock out risk (SR), optimal order quantity
(Q*) and the optimal reorder quantity on the RESUME for all shapes of the lead time distribution.
•
As the optimal reorder point (s*) on the two models increases also the shape of lead time distribution
(k) is increased
Concluding the literature of Mohebbi it is resembled to our study since a modeling of suppliers’
interruptions is analyzed. However there are differences. In more detail,
•
the inventory system modeled by Mohebbi is operated under pull strategy whereas the inventory system
modeled on our study is operated under push strategy
•
Demand distributions on Mohebbi ‘s models follow compound Poisson whereas on our model demand
is assumed to follow Poisson model
•
Further supply interruptions on our study are more generally modeled owing to the use of phase type
distributions (Coxian, exponential).
•
Last but not least we use the research methodology of the development of transition matrices based on
Markovian processes of discrete states in contrast with the cross level methodology adopted by
Mohebbi.
Based on the above mentioned literature on our paper we try to model supply interruptions which are both
exponentially distributed according to Altiok (Altiok, 1997) case. In more detail , when processing and repair
times are both exponentially distributed then density function are distributed according to Coxian phase type
distribution. As a result when processing time, failure time and repair time are all exponentially distributed
the process completion time becomes a Coxian -2 random variable. Our seeking on our paper is to define the
values of Coxian phase type distribution di1,di2 , μι1,μι2 for process completion time that directly corresponds
to exponentially distributed .processing times , repair times and failure time.

3

System and Model Description

Our system is described as network of suppliers and assembly center with divergent structure or the
production system is a merge- in one. It consists of a number of suppliers (N) and a number of buffer places
(B) one production center. We also assume a common shared buffer. Further, the system consists of a number
of suppliers in the upstream echelon and one production center in the downstream echelon. The process flows
are of types
•
According to the first type of process flow the production of one unit takes place in the suppliers’
premises without breakdowns. Then suppliers ship their units to Buffer. After buffer the unit is shipped
to production center which completes the production. It is profound that in one exponential phase the
production is completed.
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•

According to the second type of process flow the supplier faces breakdown. Then there is an additional
phase, this of repair. After repairing the suppliers ship their units to buffer and sequentially to
production center. On this process flow we have two exponential phases the repairing and the
production.

We also assume that here is place infinity beyond the assembly center.
Based on the above mentioned description of the system, we can deal with the model description.

3.1 The Coxian Approach
According to the two main points concerning the process flows, we use Coxian -2 phase type distribution
to model the time needed for a completion of an order without breakdowns or with breakdowns.For each of
the N supplier we assume a fraction of orders dN1(0≤ dsupplier1≤1) which is processed in a time rate μΝ1
with no phase of breakdown and concerns normal process flow and another fraction of orders dN2(0 ≤
dsupplier2=1- dsupplier1≤1) which is processed in a time rate μΝ2 where the process flow encounters
breakdowns .
As far as assembly centre concerns, we have the same assumptions. A fraction of orders d1(0≤ d1≤1)
which is processed in a time rate μ1 with no phase of breakdown and concerns normal process flow and
another fraction of orders d2(0 ≤ d2=1- d1≤1) which is processed in a time rate μ2 with one phase of delay
which concerns process flow with breakdowns .
The suppliers immediately after the completion ship the products to the assembly. Also, the suppliers
receive raw materials at infinite quantities. Consequently, the under study system is characterized as push
with divergent structure since we have more than one suppliers (N>1).
In this paper the following notation has been adopted:
Ν : Νumber of suppliers
K= 2: number of phases of Coxian phase type distribution
Pt: phase in which the system is pt=1,2,…,k
μ1: mean normal processing rate for the assembly center
μ2: mean processing rate with breakdowns for the assembly center
d1: fraction of orders which will be processed at assembly centre according to normal processing flow rate,
d2: fraction of orders which will be processed at assembly centre according to a flow rate with breakdowns,
μi1: mean normal (no breakdowns) processing rate for the ith supplier
μi2: mean processing rate with breakdowns for the ith supplier
di1: fraction of orders which will be processed at ith supplier according to norma processing rate flow
di2: fraction of orders which will be processed at ith supplier according to a flow rate with breakdowns .
WIP: average inventory in the entire system
THR: average output rate of the system
The effectiveness of the system, the fill rate of the distribution center, is a function of N, μ1,μ2, d1, d2,
μN1, μN2, dN1, dN2. Our goal is to express, throughput, WIP and cycle time as functions of the abovementioned
variables.
Our production network is analyzed as a continuous time Markov process with finite number of states.
The state of the system is defined by the vector [S1,S2,S3,…,SN, B, DC] with Si= 1 (busy 1st phase) Si=2
(busy 2nd phase) Si=b (blocked), B=0,1,2,…,Buffer Capacity, DC=0 (idle) DC=1 (busy 1 st phase) DC=2
(busy 2nd phase)
The total number of states of the transition matrix is given by the relationship:
𝑁𝑁−𝜄𝜄 𝑥𝑥 2𝑖𝑖−1 + 𝑏𝑏𝑘𝑘 𝑁𝑁+1 (1)
𝑆𝑆𝑁𝑁,𝑏𝑏,1 = (𝑘𝑘 + 1)𝑁𝑁+1 − ∑𝑁𝑁
1 (𝑘𝑘 + 1)
Where K: number of phases and N: number of suppliers
The structure of the transition matrix is affected by the number of the suppliers N, the number of phases
in supplier lead time and DC service time K and the buffer capacity B. Due to the fact that the process is a
non-homogeneous QBD the transition matrix is a tri-diagonal and consists of three sets of sub-matrices:
the set of sub-matrices in the main diagonal, denoted by Dk, k=0,1,2,..K+1.
•
•
the set of sub-matrices under the main diagonal, denoted by Lk, k=1,2,.., Kand
•
(the set of sub-matrices above the main diagonal, denoted by Uκ, k=0,1,2,.., K+1
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We construct an algorithm that consists of a set of rules. Each rule produces a particular part of the
transition matrix. The distribution of the stationary probabilities is the basis for the system’s performance
evaluation.

3.2 The Exponential approach
In this approach each supplier is characterized by three parameters: the service rate μ, the failure rate δ
and the repair rate γ all exponentially distributed. We model this supply network as a continuous time Markov
process with discrete states. We explore the structure of the transition matrices and we develop a
computational algorithm in order to calculate the system’s stationary probabilities and performance
measures.
The structure of the transition matrix has the following form:
Δ0

UC

LC

C

V

R

Δ1

•
Where the submatices Δ0, Δ1, R και V have dimension 2Κ-1(Β+Ν)+3Κ-1 x 2Κ-1(Β+Ν)+3Κ-1
•
The submatric C has dimension 3Κ-1 x 3Κ-1
•
the submaticesUC and LC have dimension2Κ-1(Β+Ν) x 3Κ-1
K: number of suppliers
B: buffer capacity
N: number of servers (machines) at the DC
We use the proposed algorithm as an optimization tool to figure out which is the best configuration of
the system.

4 Transformation of exponentially services, breakdowns and repair times to

an equivalent Coxian -2 phase distribution

In order to compare the two approaches for suppliers’ interruptions we have to transform the parameters
of exponential distribution to Coxian-2 phase type distribution. Altiok (Altiok, 1997) suggests an algorithm.
In more detail assuming that after the repair is completed the process resumes on the same job from the point
of interruption, the behavior of the under analysis system constitutes an alternating stochastic process. The
stopping rule for this stochastic process is that the sum of the up times is equal to the processing time. Given
the complexity of the least square Test (LST) of process completion density function moments become
important since one can use Coxian –k phase type distribution. The previous argument stresses on the
meaningfulness of the transformation process. Altiok (Altiok, 1997) carries out the certain process into three
steps.
1. In the first step Altiok calculates the first three moments.
2. In the second step he calculates the Coefficient of Variation (CV .

3. In the third step gives the density function which strongly resembles to Coxian-2 phase type

density function .Further, he matches the coefficients of s of the two distributions (exponential,
Coxian) and gives the formulas of the three parameters of Coxian phase type distributions
𝜇𝜇
1−𝛼𝛼

𝜇𝜇1 =

1-d1=

𝜇𝜇2 = 𝛾𝛾 (1 − 𝛼𝛼 )

(𝜇𝜇+𝛿𝛿+𝛾𝛾)−�(𝜇𝜇+𝛿𝛿+𝛾𝛾)2 −4𝜇𝜇𝜇𝜇
2𝛾𝛾

Where μ : mean service rate, δ : failure frequency, γ: repair frequency
μ1 : mean normal processing rate for the assembly center
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μ2 : mean processing rate with breakdowns for the assembly center
d1 : probability that the job completed its service at 1st phase will exit the system

5

Numerical Results

In order to compare the two approaches we use the following values. For the suppliers the service rate μi=1,
the breakdown rate δi=0.01 and the repair rate γi=0.1 For the DC the number of servers is one (N=1) and the
service rate is μ=2. Based on the analysis in section 4 we configure the parameters of our merge- in Coxian
model as follows:
The service rate of the 1st phase μ1i=1.011098, the service rate of the 2ndphase μ2i=0.098902, the probability
for the suppliers to end after the 1st phase d1i=0.989024, the probability for the suppliers to end after the
2ndphase d2i=0.010976. For the DC the service rate μ=2 the probability of service completion d1=1 and d2=0
(i.e. the service time in DC follows the exponential distribution)
Table 1. Comparison between Coxian and Exponential approach.
Suppliers

Buffer

DC

Coxian

K

B

N

THR

WIP

THR

WIP

2

0

1

1,3503

2,6752

1,3503

2,6752

2

1

1

1,4369

3,2363

1,4369

3,2363

2

2

1

1,5346

3,7421

1,5346

3,7421

2

3

1

1,5828

4,2156

1,5828

4,2156

2

4

1

1,618

4,6673

1,618

4,6673

2

5

1

1,6449

5,1023

1,6449

5,1023

2

6

1

1,6662

5,5234

1,6662

5,5234

2

7

1

1,6835

5,932

1,6835

5,932

3

0

1

1,6962

3,8481

1,6962

3,8481

3

1

1

1,7926

4,6602

1,7926

4,6602

3

2

1

1,8509

5,4717

1,8509

5,4717

3

3

1

1,8885

6,2951

1,8885

6,2951

3

4

1

1,9139

7,1342

1,9139

7,1342

3

5

1

1,9319

7,9896

1,9319

7,9896

3

6

1

1,9449

8,8603

1,9449

8,8603

3

7

1

1,9547

9,7449

1,9547

9,7449
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Exponential

2

1.95

1.9

Thoughput

1.85

1.8

1.75

1.7

1.65

0

1

2

3

buffer

4

5

6

7

Figure 1 Matching throughput for exponential and Coxian -2 distributionsfor K=3 suppliers
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WIP
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4
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0

1

3

2

buffer

4
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7

Figure 2 Matching WIP for exponential and Coxian -2 distributionsfor K=3 suppliers

6

Conclusions and further Reasearch

Concluding, on our paper we presented a merge supply network with a number of unreliable suppliers, a
common buffer and one assembly center. We compare the two modeling approaches for supliers breakdowns
by exponentially distributed breakdowns and repair times and Coxian-2 distributed lead times according to
Altiok method. The results are totally satisfactory since the results of the methods are totally identical for a
number of experiments. For further research, we intend to add breakdowns at the assembly center. Also we
intend to add a buffer of finished goods feeding by the assembly center. This buffer will serve the external
demand that will be pure or compound Poisson distributed.
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The Buffer Allocation Problem in serial production lines is solved for different objectives, constraints, and
assumptions. The aim of this work is to characterize analyzed production lines with unreliable machines
and the underlying decision problems. We investigate unreliable serial lines with finite intermediate buffers
and a single machine per station that processes discrete material. Moreover, we review existing solution
approaches.
Key words : Buffer Allocation Problem; Classification; Survey

1.

Introduction

Flow lines process workpieces sequentially on multiple stations. These production systems usually
have a finite buffer capacity and are frequently used in manufacturing, in particular in the automotive industry (Tempelmeier 2003, Li 2013). They often experience random processing times,
stochastic failures, and successive repairs. This leads to blocking and starvation which reduce the
throughput of the line. A station starves if it cannot produce due to a lack of material in the
upstream buffer whereas a blocked machine stops production due to a full downstream buffer. The
choice of total buffer capacity and its allocation between machines is a key design decision. This is
because buffer capacities are associated with the costs of the buffer itself and the related work-inprocess inventory (WIP) stored in it. The decision on the buffer capacities and their allocation is
well known as the Buffer Allocation Problem (BAP).
The BAP is a well-researched problem which is hard to solve. On the one hand, the exact performance evaluation of flow lines is only possible for small systems under specific assumptions, and
on the other hand, the allocation of buffer capacities is an NP-hard combinatorial problem (Smith
and Cruz 2005). Therefore, exact solutions for the BAP exist only for special cases (Enginarlar
et al. 2005). However, heuristic search algorithms in combination with approximative evaluation
methods are frequently used. The solution quality of these approaches is typically investigated
numerically. Gershwin and Schor (2000) provide a comprehensive overview of solution approaches
for the BAP published prior to the year 2000.
We provide a survey of the characteristics of the lines for analyzed instances of the BAP. We
focus on unreliable serial lines with finite intermediate buffers and a single machine per station
that processes discrete material (Figure 1). Further, we discuss different problem formulations of
the BAP and their solution approaches. We include references that have been published after the
review of Gershwin and Schor (2000).
The remainder is organized as follows: Section 2 provides a classification of flow line characteristics. Section 3 addresses the different versions of the decision problem and the corresponding
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M1
Figure 1

B1

…

Mi

Bi

…

BK-1

MK

Serial production line with K stations (circles) and K − 1 buffers (rectangles)

solution approaches. Concluding remarks and suggestions for future research are provided in Section 4.

2.

Classification scheme for characteristics of flow lines

The key characteristics of serial lines are the number of stations, K, and the stations’ stochastic
properties. A station is characterized by the distribution of the processing times, the times to
failure (TTF), and the times to repair (TTR). We found the following distributions in the literature: Deterministic (DET), Exponential (EXP), Erlang (ERL), Rayleigh (RA), Geometric (GEO),
Uniform (U), Gamma (GAMMA), Normal (NORM), Lognormal (LOGN), and Bernoulli (BER).
Table 1 reveals whether all machines have the same (balanced line) or different properties (unbalanced line). We include references only if all of these key characteristics are clearly documented
with published parameters for all distributions.
In addition to the key characteristics, a set of assumptions about the flow of workpieces in the
line is required in order to reproduce the dynamics of a flow line (Dallery and Gershwin 1992). An
assumption has to be made on the supply of raw material in front of the first machine, which can
be saturated or limited. Similarly, the demand for finished goods can be a limiting factor or there
is an infinite, i.e., saturated demand. Moreover, the type of blocking has to be defined. If a buffer
is full, the upstream station may either process an additional workpiece which then remains on the
station until space in the downstream buffer becomes available, i.e., blocking after service (BAS),
or no workpiece enters the machine until a buffer space becomes available, i.e., blocking before
service (BBS). Unreliable stations can experience operation-dependent (OD) or time-dependent
(TD) failures. In the former case, a station fails only while it is processing workpieces, while in
the latter case, breakdowns occur independent of the operational status. If a failure occurs while
a workpiece is being processed, it has to be specified whether the progress on the workpiece is
conserved or lost. The differentiation becomes obsolete for exponentially distributed processing
times or discrete time models with Bernoulli and Geometric failures if the processing time equals
the time interval length. In several cases these detailed assumptions are not reported on in the
surveyed papers. We mark missing information by * and not applicable categories by - in the tables.
Notably, many references lack the required information to enable them to be reproduced. Other
features receive only little or no attention and are therefore not included in the table. For example
scrap is only considered by Han and Park (2002). Moreover, correlations in the processing times
are addressed only by Weiss and Stolletz (2015). They demonstrate that correlations can have a
substantial impact on the optimal buffer allocation.
Table 1 shows unreliable lines reported in the literature after the review of Gershwin and Schor
(2000). Two-thirds of the references consider flow lines that are balanced. Processing times are
mostly deterministic with exponentially or geometrically distributed TTF and TTR. In almost
all other cases processing times are exponentially or Erlang-distributed, again with exponentiallydistributed TTF and TTR. It can be observed that OD-failures dominate TD-failures. For the
majority of the references the assumptions on conservation of work during failures is either not
applicable or not addressed. With respect to the supply of the line, all but one of the articles
assume unlimited supply. Lee and Ho (2002) assume random arrivals with exponentially distributed
inter-arrival times. The blocking policy is often not defined. For the cases in which the blocking
policy is defined, BBS occurs twice as often as BAS.
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Some instances of flow lines are used by multiple authors. Kose and Kilincci (2015), Demir et al.
(2011), Lee et al. (2009), and Nahas et al. (2006) use instances of Gershwin and Schor (2000).
Instances proposed by Papadopoulos and Vidalis (2001) are utilized by Sabuncuoglu et al. (2006).
Furthermore, Bekker (2013), Dolgui et al. (2007), Alon et al. (2005), and Dolgui et al. (2002) base
their choice of instances on Vouros and Papadopoulos (1998).

Li (2013)
Massim et al. (2010)
Matta et al. (2012)
Nahas et al. (2006)
Papadopoulos and Vidalis (2001)
Sabuncuoglu et al. (2006)

Savsar (2006)

Shi and Gershwin (2009)
Shi and Gershwin (2014)
Shi and Men (2003)
Tempelmeier (2003)

Weiss and Stolletz (2015)

3.

DET
DET
DET
DET
DET
ERL
EXP
DET/ERL

x
x
x

x
x
x

x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x

x
x
x
x
x
x
x
x
x
x
x

x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x

*
*
*
*
BBS
*
*
*
*
BBS
BBS
BBS
BBS
*
*
*
*
*
*
BAS
*
*
BBS
*
*
*
*
*
*
*
BAS
*
*
*
*
*

TD
TD
OD
OD
OD
*
OD
OD
OD
*
*
*
TD
*
*
*
*
*
OD
OD
*
*
OD
*
*
*
OD
OD
OD
*
OD
OD
OD
OD
OD,TD
OD,TD

*
*
*
*
*
*
*
*
*
*
x
*
*
*
*
x
x
x
x
*
*

x
x
x
x
x
x
x
x

x
x
x
x
x
x
x
x

*
*
*
*
*
*
*
BAS

OD
OD
OD
*
OD
OD
OD
OD

*
*
x

Saturated supply

x
x
x
x
x

3-6,12
30,70
20
9
8,19,23
14
14
14,24

EXP
EXP
EXP
EXP
EXP
GEO
BER
EXP
EXP
EXP
ERL
RA
EXP
GEO
GEO
EXP
GEO
GEO
GEO
EXP
GEO
GEO
GEO
EXP
EXP
EXP
EXP
EXP
GEO
EXP
EXP
EXP
EXP
EXP
U
U/NORM/
LOGN/DET
GEO
GEO
GEO
GEO
EXP
EXP
EXP
EXP

Work-conserving

Lee et al. (2009)
Lee and Ho (2002)

EXP
EXP
EXP
EXP
EXP
GEO
BER
EXP
EXP
EXP
ERL
RA
EXP
GEO
GEO
EXP
GEO
GEO
GEO
EXP
GEO
GEO
GEO
EXP
EXP
EXP
EXP
EXP
GEO
EXP
EXP
EXP
EXP
EXP
EXP
U/EXP/NORM/
ERL/GAMMA
GEO
GEO
GEO
GEO
EXP
EXP
EXP
EXP

Failure type

Helber (2001)
Kim and Lee (2001)
Kose and Kilincci (2015)

EXP
ERL
EXP
LOGN
DET
DET
DET
DET
DET
DET
DET
DET
DET
DET
DET
DET
DET
DET
DET
EXP
DET
DET
DET
EXP
EXP
DET
DET
DET
DET
DET
EXP
DET
EXP
DET
EXP
DET

Blocking type

Han and Park (2002)

3,5,6,10
5
5
5
15
5,9,10,12,20,40
4-6,10
5
5
2-20
2-20
2-20
3-30
5,10,12,20,30
3,20
7
5,10
5,10
6
3,8,10
5,10
9,20,40
5
5,6
5,6
9,20
3,5,10
5
12
7
3-6
3,5,10
4-6,8-10
4,5,7-10,12
5
7

Saturated demand

Enginarlar et al. (2005)
Gershwin and Schor (2000)

Unbalanced

Chiang et al. (2000)
Demir et al. (2011)
Diamantidis and Papadopoulos (2004)
Dolgui et al. (2002)
Dolgui et al. (2007)
Enginarlar et al. (2002)

TTR distr.

Alon et al. (2005)
Bekker (2013)

TTF distr.

Reference

Processing
time distr.

Characteristics of unreliable flow lines
No. of stations

Table 1

x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x

Classification scheme for decision problems

The literature encompasses three main versions of the BAP. They all share the decision on the
vector B = (B1 , B2 , ..., Bi , ..., BK−1 ), where Bi represents the capacity of the buffer behind station
i.
(i) Primal Problem:
min

K−1
X
i=1

s.t.
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Bi

(1)

E[T h(B)] ≥ T h∗
Bi ∈ N0 , 1 ≤ i ≤ K − 1
The objective of the primal problem is to minimize the total buffer capacity in the line while
ensuring that the expected throughput, E[T h(B)], equals or exceeds a given desired throughput,
T h∗ . T h∗ is usually selected as percentage of the theoretically achievable throughput in a line with
infinite buffers.
(ii) Dual Problem:
max E[T h(B)]
s.t.

K−1
X

(2)

Bi = Btot

i=1

Bi ∈ N0 , 1 ≤ i ≤ K − 1
The dual problem with respect to the introduced primal (1) is the maximization of the expected
throughput subject to the total buffer capacity, Btot , available in the line. The value of Btot is
usually given by space requirements on the shop floor. However, the dual problem may also be
used to solve the primal problem by repetitively solving the dual for several values of total buffer
capacities (Lee et al. 2009, Tempelmeier 2003).
(iii) Profit Problem:
max Profit = αE[T h(B)] − βE[W IP (B)] − γB
s.t.
K−1
X
Bi ≤ Btot

(3a)

(3b)

i=1

E[T h(B)] ≥ T h∗
Bi ∈ N0 , 1 ≤ i ≤ K − 1

(3c)

An attempt to directly balance the economic benefits of throughput with the costs that are associated with the buffers in the objective function is the profit problem. It uses weightings α, β, γ
to convert the technical measures of expected throughput, expected WIP, and buffer capacities
into monetary units. The objective is to maximize the profit resulting from the gained revenue
under the consideration of costs for the buffer capacities and the WIP stored in them. There is a
constrained and an unconstrained version of the profit problem, i.e., constraints (3b) and (3c) are
not necessarily part of the decision problem. In the references considered, the parameters α, β, and
γ are chosen without a direct link to empirical data.
(iv) Other Problems:
The works of Kim and Lee (2001) and Lee and Ho (2002) consider special cases of the BAP. Kim
and Lee (2001) solely focus on the cost originating from the expected WIP, whereas Lee and Ho
(2002) omit WIP-related costs and include costs for occurring throughput losses. Helber (2001)
emphasizes that cash flows from revenue and investments in buffer capacities have different time
scales. Thus, Helber (2001) suggests the use of a net present value approach. The methods introduced so far are all based on a single objective. Another idea is a multi-objective function. This
approach delivers pareto-optimal solutions. Bekker (2013) employs this concept for the conflicting
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goals of throughput and WIP.
Table 2 lists the types of decision problems and the solution approaches that can be found in
the literature. Most of the references address the primal or the dual problem. Both are addressed
equally often. The minority of the references covers the optimization of profits.
The solution approaches for the BAP include a generative and an evaluative part. The generative method selects candidate solutions which have to be evaluated. The evaluation method
determines the performance of the line, e.g., expected throughput or expected WIP, for a given
buffer allocation. Sometimes integrated approaches are applied. Weiss and Stolletz (2015) use a
Benders Decomposition approach which is based on a mixed integer programming formulation. In
this special case, the corresponding master- and subproblem divide the approach into a integer
programming-based generative and an evaluative method. Approaches only deliver exact solutions
if the generative and the evaluative part are both exact. Note that the simulation result converges
to the exact solution if the length of the simulation run or the number of replications is chosen large
enough. We therefore mark simulation with (x) in the table. Exact results for both, the generative
and the evaluative method, are obtained only for two-machine lines (Enginarlar et al. 2002, 2005).
For long simulation runs, Weiss and Stolletz (2015) also provide exact results. Metaheuristics, such
as Genetic algorithms (GA), tabu search (TS), and artificial neural networks (ANN) are developed
mainly for the dual problem. In contrast, rule-based allocation strategies and search algorithms
are often employed for the primal problem. Maximization of profit functions is mainly effected by
genetic algorithms and gradient methods. Evaluation approaches are typically based on simulation,
decomposition, and aggregation.
Characteristics of the decision problems

Alon et al. (2005)
Bekker (2013)
Chiang et al. (2000)
Demir et al. (2011)

x
x
x
x
x

Diamantidis and Papadopoulos (2004)
Dolgui et al. (2002)
Dolgui et al. (2007)
Enginarlar et al. (2002)
Enginarlar et al. (2005)

Gershwin and Schor (2000)

x
x
x
x
x
x
x
x
x
x
x

Han and Park (2002)
Helber (2001)
Kim and Lee (2001)
Kose and Kilincci (2015)
Lee et al. (2009)
Lee and Ho (2002)
Li (2013)
Massim et al. (2010)
Matta et al. (2012)
Nahas et al. (2006)
Papadopoulos and Vidalis (2001)
Sabuncuoglu et al. (2006)
Savsar (2006)
Shi and Gershwin (2009)
Shi and Gershwin (2014)
Shi and Men (2003)
Tempelmeier (2003)

x

x

Weiss and Stolletz (2015)

x

x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x

Generative method
Alias method based on cross entropy
Cross entropy method
Rule of thumb
TS
Binary search and TS
Dynamic Programming
GA
Hybrid GA and Branch and Bound
Analytical solution
Buffer allocation rule
Analytical solution
Analytical solution
Buffer allocation rule
Search algorithm
Gradient algorithm
Gradient algorithm
Steepest descent with penalty function
Gradient algorithm
Local search
Hybrid GA and Simulated Annealing
ANN and GA
Modified responds surface methodology
Bottleneck-based iterative approach
Artificial immune algorithm
Numerical optimization technique
Degraded ceiling approach
Sectioning approach
Search algorithm
Enumeration
Gradient method
Gradient method with segmentation
Hybrid nested partition and TS
Search algorithm and gradient-based search
Gradient-based search
Integer program
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x
x
x

x

Evaluation method
Simulation
Simulation
Aggregation
DDX
DDX
Aggregation
Aggregation
Aggregation
Analytical solution
Analytical solution
Aggregation
DDX/ADDX
DDX/ADDX
DDX/ADDX
Aggregation
Decomposition
Decomposition
Simulation
Simulation
Simulation
Approx. analytical formula
DDX
Kriging approximation
ADDX
Markovian state model
Simulation
Simulation
Decomposition
Decomposition
DDX
ADDX
ADDX
Simulation

Exact

Solution Approach
Others

Profit

Dual

Reference

Primal

Decision
Problem

Exact

Table 2

(x)
(x)

x
x

(x)
(x)
(x)

(x)
(x)

(x)

4.

Conclusions and future research

We introduce a classification scheme that is used to describe existing unreliable flow lines for which
the BAP is solved in its different problem formulations. Common assumptions are unlimited supply
and an infinite last buffer. Failure type, conservation of work, and blocking type are only reported on
insufficiently. Most of the references consider the primal and the dual problem. The maximization
of a profit function is only considered in few cases. The corresponding solution approaches are
mostly heuristic for both the generative and the evaluation part. Although some instances are used
in several publications, there is a need for a library of sample instances with a complete description
of the line characteristics and the allocations obtained with different solution approaches.
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Due to the analytical intractability of general tandem queues, we develop methods to quantify the dependence among
servers through simulation. Dependence is defined by the contribution queue time at each server, and contribution
factors are developed based on the insight from Friedman’s reduction method and Jackson networks. In a tandem queue,
the dependence among stations can be either diffusion or blocking, and their impact depends on the positions relative to
the bottlenecks.
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1

Introduction

Stochastic effects are inherent in production systems: a machine faces different types of preventive
maintenances, product changeovers or breakdowns (Wu 2014) and production environment is stochastic by
nature. For a station with independent and identically distributed (iid) interarrival time and service time, its
mean queue time can be approximated by Kingman’s G/G/1 heavy traffic approximation (Kingman 1965):
 c 2 + c 2  ρ  1
QT (G / G /1) ≅  a s 
 ,
 2  1− ρ  µ

(1)

where 𝜌𝜌 is utilization (= 𝜆𝜆/𝜇𝜇), 𝜆𝜆 is arrival rate, 𝜇𝜇 is service rate, 𝑐𝑐𝑎𝑎2 is the squared coefficient of variation
(SCV) of arrival intervals, 𝑐𝑐𝑠𝑠2 is the SCV of service time, and QT is mean queue time. Cycle time is the sum
of queue time and service time. In a queueing network, if all stations work independently, Kingman’s
approximation would give good evaluation of system performance. However, in practice, congestion at a
station often implies later congestion at its downstream stations. Machine states are dependent and the
internal arrival process is not renewal in general (Whitt 1995). In this situation, the performance of a station
will have impact on its downstream stations.
Although the existence of dependence among stations is well recognized, due to the non-renewal
departure processes (Bitran and Dasu 1992), exact analysis of dependence in general queueing systems is
analytically intractable. The current approaches to evaluate the performance of queueing networks are
mainly based on independence assumptions directly (e.g. the stochastic independence (Kleinrock 1976)) or
indirectly (e.g. the functional central limit theorem (Harrison and Nguyen 1990)). Due to the independence
assumptions, product-form and Brownian networks are not capable to fully capture the dependence among
stations.
To have better understanding of practical queueing systems, we study the dependence of mean queue
times among stations in general tandem queues through simulation. Dependence is defined by the
contribution of a station in a tandem queue, and the contribution of a station is defined based on the insight
from Friedman’s reduction method (Friedman 1965) and Jackson networks (Jackson 1957). Two types of
dependences are identified: blocking and diffusion effects. Their impact on system queue time depends on
their positions relative to the bottlenecks. We start our investigation from a simple problem with the
following assumptions: stations are arranged in series without reentry, each station is a single server with
infinite buffers, dispatching policy is first-come-first-server (FCFS), and the service times of each station
and the external interarrival times are mutually independent and generally distributed. This paper is
organized as follows. Section 2 reviews the property of intrinsic ratios and defines the contribution queue
times. Section 3 explains the dependence among single server queues in series. Conclusion is given in
Section 4.
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2

Intrinsic Ratio and Contribution Queue Time

We investigate the dependence of the mean queue times of a general tandem queue with N single server
stations as shown in Fig. 1. The external interarrival times and service times are mutually independent and
generally distributed. Jobs arrive at the first station independently with arrival rate 𝜆𝜆 and squared
coefficient of variation (SCV) 𝑐𝑐𝑎𝑎2 . There are infinite buffers at each station and the service discipline is
first-come first-served (FCFS). Denote the service time at station 𝑖𝑖 by 𝑆𝑆𝑖𝑖 , and SCV of 𝑆𝑆𝑖𝑖 by 𝑐𝑐𝑆𝑆2𝑖𝑖 , 𝑖𝑖 = 1, ⋯ , 𝑁𝑁.
Let service rate at station 𝑖𝑖 be 𝜇𝜇𝑖𝑖 and 𝜌𝜌𝑖𝑖 = 𝜆𝜆/𝜇𝜇𝑖𝑖 < 1.

Figure 1. Tandem queues with N single server stations
Wu and McGinnis (2013) studied tandem queues in Fig. 1 and introduced the concept of intrinsic ratio.
They also proposed an approximate model for the system queue time of a general queueing network
through intrinsic ratios (Wu and McGinnis 2012). Here we give a brief review of the intrinsic ratio and
system queue time approximation. It constitutes the fundamentals of the analysis in Section 3.
To compute the intrinsic ratio, bottlenecks of a tandem queue have to be determined first as follows.
Procedure 1: Identification of bottlenecks
1. Identify the index of the main system bottleneck server (BN1), where µ BN = min µi, for 𝑖𝑖 = 1 to 𝑁𝑁.
1
Let 𝑘𝑘 = 1.
- If more than one server has the minimum service rate, BN1 = min 𝑖𝑖, where 𝜇𝜇𝑖𝑖 = µ BN .
1

2.

Identify the index of the next bottleneck server (BNk+1) in front of the previous one (BNk), where µ BN

k +1

= min 𝜇𝜇𝑖𝑖 , for 𝑖𝑖 = 1 to BNk – 1.
- If more than one server has the minimum service rate, BNk+1 = min 𝑖𝑖, where 𝜇𝜇𝑖𝑖 = µ BN .
k +1

3.

If BNk+1 = 1, then stop. Otherwise, let 𝑘𝑘 = 𝑘𝑘 + 1 and go to 2.

Procedure 1 identifies the main system bottleneck first, and then identifies the next bottleneck within a
subsystem, where a subsystem is composed of the servers from the first server to the newest identified
bottleneck (not included). At first when no bottleneck has been identified, the subsystem is the entire
system and BN1 is the system bottleneck. The subsystem then gradually becomes smaller until the
subsystem is solely composed of the first station of the tandem queue.
To compute intrinsic ratios, Wu and McGinnis (2013) introduced ASIA and fully coupled systems. In
an ASIA system, all servers see the initial arrivals (ASIA) directly. Therefore an ASIA system of station 𝑖𝑖
is a G/G/1 queue with the initial arrival process and service time 𝑆𝑆𝑖𝑖 (1 ≤ 𝑖𝑖 ≤ 𝑁𝑁). Based on Kingman’s
G/G/1 heavy traffic approximation (Kingman 1965), the mean queue time (𝑄𝑄𝑄𝑄𝑖𝑖𝐴𝐴 ) of station 𝑖𝑖 in an ASIA
system can be approximated by
𝑄𝑄𝑄𝑄𝑖𝑖𝐴𝐴 ≈

𝑐𝑐𝑎𝑎2 + 𝑐𝑐𝑆𝑆2𝑖𝑖 𝜌𝜌𝑖𝑖 1
,
2
1 − 𝜌𝜌𝑖𝑖 𝜇𝜇𝑖𝑖

1 ≤ 𝑖𝑖 ≤ 𝑁𝑁 .

(2)

In a fully coupled system, the mean queue time (𝑄𝑄𝑄𝑄𝑖𝑖𝐶𝐶 ) of station i is
𝑄𝑄𝑄𝑄𝑖𝑖 ,
if 𝑖𝑖 = 1,
(3)
𝑄𝑄𝑄𝑄𝑖𝑖𝐶𝐶 = � 𝑄𝑄𝑄𝑄𝑖𝑖𝐴𝐴 − ∑𝑖𝑖−1
𝑘𝑘=1 𝑄𝑄𝑄𝑄𝑘𝑘 , if 𝑖𝑖 ≥ 2 and station 𝑖𝑖 is a bottleneck,
0,
if 𝑖𝑖 ≥ 2 and station 𝑖𝑖 is not a bottleneck,
where 𝑄𝑄𝑄𝑄𝑖𝑖 is the mean queue time at station 𝑖𝑖 in the tandem queue. The intrinsic ratio of station 𝑖𝑖 is defined
as
𝑄𝑄𝑄𝑄𝑖𝑖 − 𝑄𝑄𝑄𝑄𝑖𝑖𝐶𝐶
(4)
𝑟𝑟𝑖𝑖 =
, 2 ≤ 𝑖𝑖 ≤ 𝑁𝑁.
𝑄𝑄𝑄𝑄𝑖𝑖𝐴𝐴 − 𝑄𝑄𝑄𝑄𝑖𝑖𝐶𝐶
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In a Jackson network (Jackson, 1957), since all servers see Poisson arrivals and behave independently
in steady state, 𝑄𝑄𝑄𝑄𝑖𝑖 = 𝑄𝑄𝑄𝑄𝑖𝑖𝐴𝐴 and the intrinsic ratio is one at all stations based on Eq. (4). In a tandem queue,
when the service times of all stations are constant (or a Friedman’s tandem queue), system mean queue
time is solely determined by the main system bottleneck based on the reduction method (Friedman, 1965).
Namely, the system mean queue time of the tandem queue is the same as the mean queue time of the main
𝐴𝐴
system bottleneck when it sees the initial external arrival process directly, i.e., ∑𝑁𝑁
𝑖𝑖=1 𝑄𝑄𝑄𝑄𝑖𝑖 = 𝑄𝑄𝑄𝑄𝐵𝐵𝐵𝐵1 , where
𝐴𝐴
𝑄𝑄𝑄𝑄𝐵𝐵𝐵𝐵1 is the mean queue time of the main system bottleneck in the ASIA system. Since the service times of
all stations are constant, the equality indeed holds in all sub-systems (i.e., replacing 𝐵𝐵𝐵𝐵1 by 𝐵𝐵𝐵𝐵𝑘𝑘 , and 𝑁𝑁 by
the total number of servers in the sub-system.), and the non-bottleneck stations after the bottleneck have
𝐵𝐵𝐵𝐵
𝐴𝐴
. In this situation,
zero queue times in each sub-system. The equality is equivalent to ∑𝑖𝑖=1𝑘𝑘 𝑄𝑄𝑄𝑄𝑖𝑖 = 𝑄𝑄𝑄𝑄𝐵𝐵𝐵𝐵
𝑘𝑘
𝐶𝐶
𝑄𝑄𝑄𝑄𝑖𝑖 = 𝑄𝑄𝑄𝑄𝑖𝑖 by Eq. (3) and the intrinsic ratio is zero at all stations.
Since Eq. (2) reduces to an M/G/1 queue (and gives exact results) when the arrival process is Poisson,
the computation of intrinsic ratio is exact with Poisson arrivals. With other general arrival processes, in
order to get the correct intrinsic ratio, the mean queue time has to be obtained from simulation.
Wu and McGinnis (2013) observed that the intrinsic ratio behaves approximately linear across traffic
intensities. Based on this nice property, Wu and McGinnis (2012) derived Eq. (5) to approximate system
mean queue time (𝑄𝑄𝑄𝑄𝑓𝑓 ) of N servers in series.
𝑁𝑁
𝐴𝐴
𝑄𝑄𝑄𝑄𝑓𝑓 = ∑𝑁𝑁
𝑖𝑖=1 𝑄𝑄𝑄𝑄𝑖𝑖 = ∑𝑖𝑖=1 𝑓𝑓𝑁𝑁,𝑖𝑖 ∗ 𝑄𝑄𝑄𝑄𝑖𝑖 ,

(5)

where 𝑓𝑓𝑁𝑁,𝑖𝑖 is called contribution factor (CF) and can be determined by Procedure 2.

Procedure 2: Determining the parameters 𝑓𝑓𝑁𝑁,𝑖𝑖
1. Let 𝑘𝑘 = N, 𝑓𝑓𝑁𝑁,𝑖𝑖 = 1 for 𝑖𝑖 = 1 to N.
2. If server 𝑘𝑘 is marked as a bottleneck, 𝑓𝑓𝑁𝑁,𝑖𝑖 = 𝑟𝑟𝑘𝑘 ∗ 𝑓𝑓𝑁𝑁,𝑖𝑖 for 𝑖𝑖 = 1 to 𝑘𝑘 – 1.
Otherwise, 𝑓𝑓𝑁𝑁,𝑘𝑘 = 𝑟𝑟𝑘𝑘 ∗ 𝑓𝑓𝑁𝑁,𝑘𝑘 . Stop if 𝑘𝑘 = 2.
3. Let 𝑘𝑘 = 𝑘𝑘 – 1, and go to step 2.

In a Jackson network (Jackson 1957), since the intrinsic ratio is one for all stations, contribution factors
equal one at all stations as well. In a Friedman’s tandem queue, since all intrinsic ratios are zero, the
contribution factor is zero at the non-bottleneck stations, and is one at the bottleneck based on Procedure 2.
According to Procedure 2, the value of CF is always one at the main system bottleneck, but can be
other non-negative real numbers at the non-bottlenecks. An important observation is that the ASIA system
plays a critical role in determining the contribution of a server to the entire system. In a Jackson network,
all servers see the initial arrivals, which is a Poisson process (Burke 1956). Hence, each station behaves as
if it is a standalone station, which is also its counterpart in the ASIA system. In this situation, the ASIA
system mean queue time of each station is the same as (or “contributes” to) the actual mean queue time of
the original system.
In a tandem queue with constant service times at all stations, the system mean queue time is solely
determined by the main system bottleneck according to the reduction method (Friedman 1965). The main
system bottleneck station behaves as if it is a standalone station, which sees the initial arrivals directly. In
this situation, the ASIA system queue time of the bottleneck determines (or “contributes” to) the system
queue time, but all the non-bottlenecks have no impact or contribution to the overall system queue time,
despite that jobs do have appeared queue time at those non-bottlenecks, where appeared queue time refers
to the actual time a customer spends waiting at a particular station.
Let 𝐶𝐶𝑁𝑁,𝑖𝑖 = 𝑓𝑓𝑁𝑁,𝑖𝑖 ∗ 𝑄𝑄𝑄𝑄𝑖𝑖𝐴𝐴 . Relative to the mean queue time in its ASIA system, 𝐶𝐶𝑁𝑁,𝑖𝑖 is the contribution
from station 𝑖𝑖 to the system mean queue time. Based on the above analysis, there can be two types of queue
times associated with each station in a tandem queue: 𝑄𝑄𝑄𝑄𝑖𝑖 and 𝐶𝐶𝑁𝑁,𝑖𝑖 . 𝑄𝑄𝑄𝑄𝑖𝑖 is the actual or appeared queue
time at station 𝑖𝑖, which measures its performance in appearance. 𝐶𝐶𝑁𝑁,𝑖𝑖 is the contribution queue time at
station 𝑖𝑖, which measures its authentic contribution to the system. Based on Eq. (5), the total appeared
queue time is the same as the total contribution queue time. When the service times of all stations in a
tandem queue are constant, although jobs may have queue times at the non-bottleneck stations (i.e.,
positive appeared queue time), those non-bottleneck stations indeed have zero contribution to the system
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queue time, since the system queue time is solely determined by the main system bottleneck and those nonbottlenecks play no role in determining system queue time (Friedman 1965).

3

Dependence among Single Server Queues in Series

We study the dependence from the viewpoint of ASIA systems, and show how to describe the dependence
among stations through the concept of contribution queue time. In the following analysis, we use the
single-point historical data approach (Wu and McGinnis 2013), which assumes the historical queue time of
each station is known at a specific traffic intensity. In our case, we get the historical data from simulations.
Based on the simulation queue time and Eqs. (2) to (4), we can obtain 𝑟𝑟𝑖𝑖 .
The FCFS policy only considers local information and is a decentralized control policy. Under FCFS,
in a tandem queue with infinite buffer capacity, the states of downstream stations have no impact on the
dispatching decisions (and hence the arrival processes) of the upstream servers. When the service times of
servers and the external interarrival times are mutually independent, the above observation implies the
states of the downstream stations have no impact on the queue times of the upstream stations. On the other
hand, since the arrival process of a downstream station is the departure process of its upstream stations, the
queue time of a downstream station is dependent on the states of its upstream servers.
Since the actual (or appeared) queue time of an upstream station is not impacted by its downstream
stations in general, dependence among stations is analyzed based on the changes of the contribution queue
times from the first station to the last one by sequentially adding the stations back to the system (i.e.,
increasing the value of 𝑁𝑁 in Eq. (5)). When 𝑁𝑁 = 𝑘𝑘 − 1 (𝑘𝑘 ≥ 2), the contribution factor of station 𝑖𝑖 in the
subsystem which is composed of the first 𝑘𝑘 − 1 servers is 𝑓𝑓𝑘𝑘−1,𝑖𝑖 , 𝑖𝑖 = 1, ⋯ , 𝑘𝑘 − 1. The contribution queue
time from station 𝑖𝑖 is 𝐶𝐶𝑘𝑘−1,𝑖𝑖 = 𝑓𝑓𝑘𝑘−1,𝑖𝑖 ∗ 𝑄𝑄𝑄𝑄𝑖𝑖𝐴𝐴 . Similarly, when 𝑁𝑁 = 𝑘𝑘, the contribution factor of station 𝑖𝑖 in
the subsystem composed of the first 𝑘𝑘 servers is 𝑓𝑓𝑘𝑘,𝑖𝑖 , 𝑖𝑖 = 1, ⋯ , 𝑘𝑘. The contribution queue time of station 𝑖𝑖
is 𝐶𝐶𝑘𝑘,𝑖𝑖 = 𝑓𝑓𝑘𝑘,𝑖𝑖 ∗ 𝑄𝑄𝑄𝑄𝑖𝑖𝐴𝐴 . Let 𝑋𝑋(𝑖𝑖, 𝑘𝑘) = 𝐶𝐶𝑘𝑘,𝑖𝑖 − 𝐶𝐶𝑘𝑘−1,𝑖𝑖 . If station 𝑘𝑘 is a bottleneck and it is added to a subsystem
which is composed of the first 𝑘𝑘 − 1 stations of the tandem queue, 𝑋𝑋(𝑖𝑖, 𝑘𝑘) measures the change of the
contribution queue time of station 𝑖𝑖 due to the existence of station 𝑘𝑘.
•

•

If 𝑋𝑋(𝑖𝑖, 𝑘𝑘) > 0, the actual mean queue time at station 𝑘𝑘 is increased by 𝑋𝑋(𝑖𝑖, 𝑘𝑘) due to station 𝑖𝑖. Namely,
the diffused queue time at station 𝑘𝑘 from station 𝑖𝑖 is 𝑋𝑋(𝑖𝑖, 𝑘𝑘). We call this phenomenon diffusion on
bottleneck (DoB).
If 𝑋𝑋(𝑖𝑖, 𝑘𝑘) < 0, the actual mean queue time at station 𝑘𝑘 is decreased by −𝑋𝑋(𝑖𝑖, 𝑘𝑘) due to station 𝑖𝑖 .
Namely, the blocked queue time at station 𝑘𝑘 from station 𝑖𝑖 is −𝑋𝑋(𝑖𝑖, 𝑘𝑘). We call this phenomenon
blocking on bottleneck (BoB).

If station 𝑘𝑘 is a bottleneck, the actual (or appeared) queue time at station 𝑘𝑘 is 𝑄𝑄𝑄𝑄𝑘𝑘 = 𝑄𝑄𝑄𝑄𝑘𝑘𝐴𝐴 +
On the other hand, if station 𝑘𝑘 is a non-bottleneck in Procedures 1, based on Procedure 2,
the contribution queue time of station 𝑖𝑖 doesn’t change when adding the 𝑘𝑘th station to the subsystem which
is composed of the first 𝑘𝑘 − 1 stations of the tandem queue. The contribution queue time of station 𝑘𝑘 is
𝐶𝐶𝑘𝑘,𝑘𝑘 = 𝑓𝑓𝑘𝑘,𝑘𝑘 ∗ 𝑄𝑄𝑄𝑄𝑘𝑘𝐴𝐴 . Let 𝑋𝑋(1: 𝑘𝑘 − 1, 𝑘𝑘) = 𝐶𝐶𝑘𝑘,𝑘𝑘 − 𝑄𝑄𝑄𝑄𝑘𝑘𝐴𝐴 .

𝑖𝑖=𝑘𝑘−1
∑𝑖𝑖=1
𝑋𝑋(𝑖𝑖, 𝑘𝑘).

•

•

If 𝑋𝑋(1: 𝑘𝑘 − 1, 𝑘𝑘) > 0, the actual mean queue time at station 𝑘𝑘 is increased by 𝑋𝑋(1: 𝑘𝑘 − 1, 𝑘𝑘) due to
station 1 to station 𝑘𝑘 − 1. Namely, the diffused queue time at station 𝑘𝑘 from stations 1 to station 𝑘𝑘 −
1 is 𝑋𝑋(1: 𝑘𝑘 − 1, 𝑘𝑘). We call this phenomenon diffusion on non-bottleneck (DoN).
If 𝑋𝑋(1: 𝑘𝑘 − 1, 𝑘𝑘) < 0, the actual mean queue time at station 𝑘𝑘 is decreased by −𝑋𝑋(1: 𝑘𝑘 − 1, 𝑘𝑘) due to
station 1 to station 𝑘𝑘 − 1. Namely, the blocked queue time at station 𝑘𝑘 from station 1 to station 𝑘𝑘 −
1 is −𝑋𝑋(1: 𝑘𝑘 − 1, 𝑘𝑘). We call this phenomenon blocking on non-bottleneck (BoN).

Hence, if station 𝑘𝑘 is a non-bottleneck, the actual (or appeared) queue time at station 𝑘𝑘 is 𝑄𝑄𝑄𝑄𝑘𝑘 =
𝑄𝑄𝑄𝑄𝑘𝑘𝐴𝐴 + 𝑋𝑋(1: 𝑘𝑘 − 1, 𝑘𝑘). In the following, we present a queueing systems to explain BoB. The system is
composed of five single server queues in series. For each simulation experiment, thirty replications are
conducted at the specific arrival rate. Each replication consists of 200,000 jobs after discarding the first
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400,000 jobs for warm-up. The sample size is sufficiently large so that the half width of 95% confidence
intervals of the mean simulation queue time is less than 2%.

3.1 Blocking on Bottlenecks (BoB)
To illustrate the blocking effects on bottlenecks, a case where the service time SCVs are smaller than the
initial interarrival time SCV is investigated. The system is composed of five single server queues in series.
The mean service time from the first server to the last is 20, 23, 25, 28 and 30 min. The service time SCVs
are 0.25 for all servers. The arrival process is Poisson with mean 33 1/3 min.
Based on the simulation results, the actual queueing times are 𝑄𝑄𝑄𝑄1 = 18.75, 𝑄𝑄𝑄𝑄2 = 22.88, 𝑄𝑄𝑄𝑄3 =
30.37, 𝑄𝑄𝑄𝑄4 = 63.47 and 𝑄𝑄𝑄𝑄5 = 116.73. The ASIA system queue times of the five stations are 𝑄𝑄𝑄𝑄1𝐴𝐴 =
18.75, 𝑄𝑄𝑄𝑄2𝐴𝐴 = 32.00, 𝑄𝑄𝑄𝑄3𝐴𝐴 = 46.88, 𝑄𝑄𝑄𝑄4𝐴𝐴 = 91.88 and 𝑄𝑄𝑄𝑄5𝐴𝐴 = 168.75. By Eq. (4) the intrinsic ratios are
r2=0.5136, r3=0.6034, r4=0.6054 and r5=0.6160.
Table 1. Analysis for the BoB case
k =1
N =1
N =2

N =3

N =4

N =5

𝑓𝑓1,𝑘𝑘

𝐶𝐶1,𝑘𝑘

𝑓𝑓2,𝑘𝑘
𝐶𝐶2,𝑘𝑘

X (k ,2)
𝑓𝑓3,𝑘𝑘
𝐶𝐶3,𝑘𝑘

X (k ,3)
𝑓𝑓4,𝑘𝑘
𝐶𝐶4,𝑘𝑘

X (k ,4)
𝑓𝑓5,𝑘𝑘
𝐶𝐶5,𝑘𝑘

X (k ,5)

1
18.75
0.5136
9.63
-9.12
0.3099
5.81
-3.82
0.1876
3.52
-2.29
0.1156
2.17
-1.35

k =2

k =3

k =4

k =5

1
32.00
0.6034
19.31
-12.69
0.3653
11.69
-7.62
0.2250
7.20
-4.49

1
46.88
0.6054
28.38
-18.50
0.3729
17.48
-10.90

1
91.88
0.6160 1
56.59 168.75
-35.28
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Station 5 blocked by station 2 (4.49)
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80
60

18.50

Station 3 blocked by station 1 (3.82)

7.62
2.29

Station 2 blocked by station 1 (9.12)

116.73

Actual queue time
40

12.69
3.82

9.12

20

30.37

22.88

18.75

63.47

0
QT1

QT2

QT3

QT4

Figure 2. BoB analysis for the entire tandem queue
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QT5

The blocking effect is analyzed by assuming 𝑁𝑁 = 1 in Eq. (5) and then gradually increasing 𝑁𝑁 one by
one. For example, when 𝑁𝑁 = 2, 𝐶𝐶2,1 = 9.63 and 𝑋𝑋(1,2) = −9.12. Hence, the contribution queue time at
station 1 is 9.63, even if its actual queue time is 18.75. The difference of 9.12 (i.e., −𝑋𝑋(1,2)) is the portion
of station 2’s ASIA system queue time blocked by station 1. Hence, the actual mean queue time at station 2
is 𝑄𝑄𝑄𝑄2 = 𝑄𝑄𝑄𝑄2𝐴𝐴 + 𝑋𝑋(1,2) = 22.88. Information of subsystems is listed in Table 1. The blocking effect in
this tandem queue is demonstrated in Fig. 2.
In this tandem queue, the service time SCVs of all stations are 0.25, which are smaller than the SCV of
the external arrival process. Hence, each station behaves like a breakwater, which lessens the departure
variations from its upstream station. As a result, the actual queue time of the downstream station is shorter
than its ASIA system queue time. The different between the actual queue time and ASIA system queue
time is “blocked” by the upstream stations, and the queue time contribution from an upstream station to the
system becomes less due to its blocking effect. Note that the contribution queue time is always the same as
the ASIA system queue time at the main system bottleneck according to Procedure 2. Hence, except for the
last station (which is the main system bottleneck), the contribution queue times of all other stations are
shorter than the actual (or appeared) queue times. That is, their contributions are smaller than the
appearance in this tandem queue system due to the blocking effect.
In this tandem queue, the service time SCVs of all stations are 0.25, which are smaller than the SCV of
the external arrival process. Hence, each station behaves like a breakwater, which lessens the departure
variations from its upstream station. As a result, the actual queue time of the downstream station is shorter
than its ASIA system queue time. The different between the actual queue time and ASIA system queue
time is “blocked” by the upstream stations, and the queue time contribution from an upstream station to the
system becomes less due to its blocking effect. Note that the contribution queue time is always the same as
the ASIA system queue time at the main system bottleneck according to Procedure 2. Hence, except for the
last station (which is the main system bottleneck), the contribution queue times of all other stations are
shorter than the actual (or appeared) queue times. That is, their contributions are smaller than the
appearance in this tandem queue system due to the blocking effect.
As shown in Fig. 2, the blocked queue time caused by the first station becomes less on the downstream
stations when they are farther away from the first station in this examined case, i.e., 𝑋𝑋(1,2) = −9.12,
𝑋𝑋(1,3) = −3.82, 𝑋𝑋(1,4) = −2.29, 𝑋𝑋(1,5) = −1.35.

4

Conclusion

Although the existence of dependence among stations is well recognized, it is difficult to be modeled
exactly in general and independence is commonly assumed directly or indirectly in queueing models. In
order to improve the performance evaluation of queueing networks, accurately capturing the dependence
into the mathematical model is of critical importance. This study can be viewed as a preliminary attempt
towards this goal. Through contribution factors, the dependence among single server queues in series is
analyzed.
Just like human beings, a server has its life in a queueing network. A person may perform well when he
works alone (i.e., in an ASIA system), but may not be a good team player when working with others (i.e.,
in a tandem queue). The contribution of a basketball player in a team should not only be measured by the
score he gets (i.e., actual queue time), but also should consider his interaction with the other players (i.e.,
contribution queue time). Comparing to the performance when he plays alone (i.e., ASIA system queue
time), he may perform better (i.e., blocking) or worse (i.e., diffusion) depending on his characteristics (i.e.,
service time SCV) and his role in the team (i.e., position relative to the bottlenecks). Due to the
independence assumptions, product-form and Brownian networks are not able to capture the dependence
among stations. New approach should be developed to broaden the scope of conventional approaches in
queueing networks. While our approach brings us profound insight into single server tandem queues,
investigation on more general queueing systems are expected in the future. To understand the dependence
better, rather than relying on simulation, computing intrinsic ratios analytically is necessary and left for
future research.
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A brute force generation of an exact discrete-time discrete-state Markov model of a lengthy production line results in a
sizable state space. Computing the steady-state performance measures requires the solution of a large set of linear
equations. While the approach is theoretically simple, there exist numerical and computational difficulties. We also
submit that there are philosophical difficulties in the simple extension of a given model to such a large state space. This
study examines two ontological aspects of this brute-force approach. First, we ask if it is true that the state space is
necessarily large, or is it the case that the multitude of duplications are actually a manifestation of an underlying simple
compact structure. If so, the explicit total enumeration of the states may be foregone, reducing both computational
complexity and relieving some of the philosophical concerns. This would yield an exciting avenue of investigation into
generalized reformulations and transformations of Markovian models. In addition, if the original state space is to be
kept, what is the nature of steady-state probabilities? Specifically, we ask how meaningful is it to speak of the steadystate probability of a state when that probability is prohibitively minuscule so as to make any likelihood of visiting that
state practically nil. Parallels to, and differences from, the traditional concepts of infinitesimals in the laws of motion
serve as a springboard for discussions into the ontological aspects of these models.
Keywords: Markov model; information content; computational effort

1

Contemporary Paradigms in Stochastic Modeling of Production Lines

Kuhn (1970) introduces the concept of normal science in The Structure of Scientific Revolutions. As Kuhn
puts it,
In this essay, ‘normal science’ means research firmly based upon one or more
past scientific achievements, achievements that some particular scientific
community acknowledges for a time as supplying the foundation for its
further practice.
Engineering and operational research, as applied disciplines that use sciences often, have established
approaches and methodologies to given tasks. The framework of Markovian modeling of stochastic
processes is an excellent example of this observation. The Markovian approach to modeling benefits from
the underlying simplicity of the concepts of state spaces (itself a direct implementation of set theoretical
understandings), incremental memoryless stepwise transitions (following analytical and arguably
reductionist world-views), and system performance evaluations through such well-described computations
such as steady-state probabilities. The general applicability of Markovian models to a very wide range of
systems is a genuine advantage. Even in cases where the model is an approximation, nonetheless, one
benefits from a Markovian model, if nothing else, to provide a preliminary peek into the characteristics of
the system.
The practice is quite well known, following simple and well-prescribed steps1.
1.
2.
3.

Identify the states of the system.
Identify which transitions are allowed between system states.
Assign probabilities to the transitions, thus representing the system dynamics by a transition
probability matrix.
Use linear algebra techniques to compute various aggregate system probabilities.

4.

1

The simple list is given for discrete-time discrete-state Markovian models. Applications to
continuous-time or continuous-state models are rather straightforward extensions.
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As it often happens in engineering applications, the system being viewed as a collection of subsystems or
components is described by states that also embed the states of these components. For instance, the states
of a production line are usually given as a list of station states and buffer states (levels). Consider a discrete
time-discrete-state production line with two stations, station breakdown, and station repair. Let the two
stations be separated by a buffer of capacity M. Each station may be in one of the states up and working
(U), down and under repair (D), operational but starved (S), operational but blocked (B), and down, under
repair and blocked (E). The set of station states is thus {U, D, S, B, E}. The buffer state is easily described
by the number of items in the buffer as {0, 1, 2, … ,M}. The system state is often written as the Cartesian
product of the two station states and the buffer state (Muth and Yeralan 1981). That is,
Ω = {𝑈, 𝐷, 𝑆, 𝐵, 𝐸} × {0,1, . . . , 𝑀} × {𝑈, 𝐷, 𝑆, 𝐵, 𝐸}
As a rather pedantic point, let us note that not all system states are recurring states, and thus, in a steadystate analysis, the transient states may be omitted from the set of system states, thus reducing the
cardinality of the set of system states.
The approach briefly visited above typifies the prevalent contemporary paradigms in stochastic models of
production lines. There are admittedly other types of models, approximations, and approaches such as
simulation models. However, in this exposé, focusing our attention on discrete-time discrete-state
Markovian models as the one described above will suffice to make the pertinent points.

2

Ontological Issues of Stochastic Models of Production Lines

The above is a good illustration of the approach and methodology of Markovian modeling. It is a quite
fruitful framework that is easily extensible to longer lines. When there are more stations and more interstation buffers, the system state is evaluated by extension, telescoping through the Cartesian product of all
component states.
Before we continue with our deliberations, we should clarify that the term “ontology” is used in the
classical philosophical sense, referring to the nature and existence of being. The term has more recently
been used in computer science to refer to classification and taxonomy. There, the interest is in identifying
and subsequently formally classifying the entities and interrelationships between such entities. Metaontology, related to the latter usage, would entail methodologies to accomplish such classifications. We use
the term to refer to how the existence of the models and solution techniques should be interpreted.
Returning to the Markovian model described in the previous section, we cite a recent study at an
automotive plant (Kayaligil et. al 2011). The plant comprised of 168 stations, with inter-station buffers
capable of holding a few items each. The idea of formulating a straightforward model was entertained. The
cardinality of the set of system states was in the order of approximately 10 150. This is an unimaginably
large number. If one considers visiting a system state every nanosecond, it would take about 10 134 years, or
approximately 10124 times the age of the universe to go through all 10150 states. If we take 10100 as an
overestimate of the number of elementary particles in the universe (including particles with mass and
massless force carrying particles, but excluding dark matter), the tour of all states would take 1024 times the
age of the universe for each elementary particle. Note that this number of elementary particles even
includes every photon and every graviton in the universe.
Clearly, with a state space of this scale, one must rethink the concept of a model, and question whether it
makes sense to place both a model of this size and a modest Markovian model with a few tens of states in
the same class. As the state space grows, one feels that a qualitative threshold is breached, which forces us
to question the meaning of a model so detailed.

2.1 A Few Thought Experiments
Consider the task of measuring and reporting the level of the Aegean Sea at midpoint between Volos and
Smyrna. Luckily, we have the technology to make rather precise measurements from orbit. Using fine laser
equipment, one could measure the sea level in millimeters. Does it make sense to make such fine
measurements when the waves would be expected to introduce deviations in the sea level greater than a
millimeter? Moreover, let us say that we employ some future technology that is capable of taking
measurements in microns, or angstroms. Just for the sake of our argument, let us imagine a capability to
measure in the Planck length scale (10-35m range). Anyone would probably claim, rightfully so, that
making measurements that fine would be unwise. In fact, ten centimeters is probably a good (engineering)
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measurement resolution. But the question must be faced, as whether the measurements are too fine, or if
the concept of sea level does not apply (does not exist) below ten centimeters. Many more arguments
regarding the nature of existence in quantification may be constructed.
Let us entertain another thought experiment. Should it be deemed plausible, at least in principle, to generate
a proof of Goldbach's Conjecture using nothing more than a programmable laser printer? Suppose the
copier has a resolution of 10,000 by 10,000 pixels. Suppose that we may paint each pixel (black) or not
paint it (leave white). There is thus a total of 100000000=10 8 pixels. The number of possible pages one
may print is 2100000000, which admittedly is a large number, but not infinitely so. If one were to, in principle
print all these pages, a proof of Goldbach's Conjecture, or perhaps a disproof of it, would appear in some
pages. In fact, such a printing task would yield not only all of the literary works to date, Shakespeare and
James Joyce alike, but also all of the literary works that have not yet been produced. So, in principle, can
one claim that we have a methodology to prove any conceivable theorem in mathematics?

2.2 A Historical Case: Statistical Mechanics
The Newtonian view of nature has had a tremendous and lasting effect on our views. Perhaps engineers are
the ones whose views of nature have been influenced the most by the works of Newton. Philosophiæ
Naturalis Principia Mathematica (Newton 1687) or the “mathematical principles of natural philosophy” not
only provides us with a general framework, but also places mathematical modeling at the center of
description and prediction. This has given rise to the notion that mathematics is the language of nature.
Describing the motion of a gas molecule, albeit an idealized particle (e.g., the concept of an ideal gas)
invites a rather straightforward application of Newtonian mechanics. However, the sheer number of gas
molecules in any conceivable vessel makes such a viewpoint prohibitively difficult, if one is to compute
properties of the gas contained within. This case has been quite imaginatively addressed by the field called
statistical mechanics (Kardar 2007). Statistical mechanics benefits from several additional concepts and
constructs beyond Newtonian dynamics. These include the concept of action and least action, canonical
coordinates, Lagrangian and Hamiltonian mechanics, and phase spaces, and of course, along with
concepts of probability theory and statistics. Switching from a model that describes the motion of a single
particle to an ensemble of particles, has thus been address with the addition of much “new science” to the
original Newtonian brew. In the Kuhnian view, statistical mechanics is a deviation from the hitherto normal
science. It contains paradigm shifts. Statistical mechanics is not Newtonian mechanics, just a little more
refined. It makes use of new ideas, e.g., Boltzmann's macro and micro states (Boltzmann 1909). Thus,
statistical mechanics benefits from efforts, which Kuhn calls extraordinary research.
Strangely, there is nothing in principle objectionable about a simple extension of the Newtonian
mathematical model of gas molecules in a vessel. If the position of a particle is represented by a scalar
(assuming a single dimension for the sake of our argument), the positions of 𝑁 particles could be
represented by a vector of dimension 𝑁. Thus, the positions of a mole of hydrogen can be described by a
vector of size 6.022 1024. On the surface, no further model is needed beyond the Newtonian equations.
Only now, one considers a set of equations. Note that 1024 is many many times smaller a number,
negligibly so, than the size of our state space describing the 168-station automotive production line.
However, not only is it intractable to apply Newtonian equations to a mole of hydrogen, it’s very meaning
would be questionable. Here, once again we are faced with an automatic extension of a model, which in all
likeliness, leads to an inoperable and meaningless viewpoint.

3

Models of Production Lines

The literature on production lines have grown over the past few decades. Although industrial applications
typically rely on simulation studies rather than analytical or stochastic computational models, nonetheless,
it can be claimed that stochastic models of production lines have matured to a state where useful and
practical analysis and design solutions could be drawn.
As for the case of very large state spaces, the current paradigm has been to implement decomposition
techniques (Sastry 1985, Yong et.al. 1987, Dallery et. al 1989, Sadr and Malhamé 2004, Smith 2010, Tan
and Yeralan 1997). These techniques, from a philosophy of science perspective, employ the analytical
approach of dividing the larger system into its constituents. An approximation is obtained, not unlike finite
element analysis (FEA) used in engineering (Cook et. al. 2001). As in FAE, production line decomposition
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deals with boundary value considerations, where successive pieces are mated to satisfy flow, as well as
blocking or starving characteristics.
Being a field of applied engineering, understandably, expeditions into the properties of production line
models for the sake of understanding their mathematical structure has been somewhat less emphasized. The
spectral characteristics of the associate transition probability matrices were investigated by a series of
works (Fadiloglu and Yeralan 2001, Yeralan and Tan 1997, Tan and Yeralan 1997). Moreover, it has been
shown that differences in the simple assumptions regarding the operating disciplines affects the spectral
characteristics of the defining matrix-vector difference equations. Once the eigenvalues and eigenvectors of
the associated matrix polynomials are computed, the production line model can be described in closed form
with respect to the buffer capacities. This hints at a reasonable technique to reduce the state space, at least
as an alternate formulation of the same underlying model. It also gives formal support to the long-held
“sum-of-products” structure of the steady-state probability (solution) vector. Hence, most notably, these
works question the large state space of the resultant Markovian models, and ask whether a reduction of the
state space is possible within the given Markovian framework. That is, without the need of a Kuhnian
paradigm shift.
Similarly, work exists to arrive at some understanding of the behavior of production lines using engineering
approximation methods (Cetinay 2010). Some promising clues have been accumulated along the way. For
example, an expression offered as an intuitive approximation (Mutn and Yeralan 1981) holds to such great
precision that an underlying structure must be suspected. Interestingly, production line research is
somewhat thin when it comes to taking advantage of these tools and approaches. This avenue of research,
however, is still a normal science approach since its steps and ingredients are well described in existing
engineering and numerical frameworks.
Although the works mentioned above regarding spectral studies provide useful insight into the field, they
nonetheless are a forced study, still subject to the micro-state view of the production line. The desiderata
includes the development of novel concepts to tackle the intellectual tasks, akin to the multitude of
concepts that have been developed in the construction of statistical mechanics.

4

Conclusion

In this brief discussion, we first question the meaningfulness of Markovian models for long production
lines. We motivate a need for fresh conceptual approaches that deviate from the established framework. In
this regard, we refer to Kuhn (1970), who describes the conditions that lead to what he calls extraordinary
research:
"The proliferation of competing articulations, the willingness to try anything,
the expression of explicit discontent, the recourse to philosophy and to debate
over fundamentals, all these are symptoms of a transition from normal to
extraordinary research."
It is the conviction of the authors, who have studied these systems on and off, that such new science is
possible in the field of production lines. This brief report is limited to providing motivation for such studies
and to the introduction of pertinent issues. We are confident that there are opportunities for young
researchers to investigate novel approaches, develop new frameworks of science that will lead to robust
and operational formulations of production lines.
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In this paper, a Markov chain model is introduced to analyze flexible production lines with setups. Analytical formulas are
presented for simple systems and an aggregation method is used to study longer lines. The convergence of the procedure
is proved analytically and the accuracy is justified numerically. Using this model, the impact of setups is analyzed. An
indicator is derived to identify the product type whose setup time reduction can lead to the largest improvement in line
production rate. Tradeoff between downtime and setup time reduction is investigated.
Key words: Markov chain; flexible manufacturing systems; setup; aggregation; bottlenecks

1. Introduction
Manufacturing firms are introducing more flexibility to satisfy diverse and rapidly changing demands. It is
quite common that multiple product types can be made on the same production line, which are vastly seen in
automotive, semiconductor, furniture, food and process industries, etc. In many flexible systems, machines
can make multiple types of products without assigning dedicated lanes or buffers for different products, but
setups or changeovers are often needed to adjust tools and carry out safety and quality check when product
type is changed. On one hand, flexibility can help reducing lead time, increasing machine utilization, and
improving demand satisfaction. On the other hand, frequent changeovers due to inhomogeneous operation
modes for different product types may cause productivity and quality degradation. Therefore, analyzing the
performance of flexible manufacturing systems with setups has significant importance.
Most of the flexibility research studies multi-product lines with single stage operation, or with infinite
buffers or reliable machines. Limited papers have addressed multi-stage systems with unreliable machines
and finite buffers, but mainly focusing on dedicated capacities for different products (see, for example, Krieg
and Kuhn (2002), Tolio et al. (2002), Li and Huang (2005), Colledani et al. (2008), Gurgur and Altiok
(2008)). The case of non-dedicated buffers is reported in some recent articles (Zhao and Li (2014a,b)).
However, setups have been ignored in both studies.
In addition to performance evaluation, investigating the impact of setups is of interests. Although bottlenecks have been studied extensively (see monograph by Li and Meerkov (2009) and papers by Kuo et al.
(1996), Chiang et al. (2001), Li (2004), Biller et al. (2010), Li (2013)), how to identify the bottleneck
product type with respect to setups, i.e., the product type whose setup time reduction leads to the largest
improvement in system production rate, is still unknown. A practical method based on the data collected on
the factory floor without complex calculations of line performance and its sensitivities is desirable. Therefore, the goal of this paper is to present a method to evaluate the performance of flexible serial lines with
unreliable machines, finite non-dedicated buffers, and non-negligible setups, as well as to study the effect
of setup times.
The remainder of the paper is structured as follows: Section 2 describes the system and formulates the
problem. Performance analysis of systems with single and multi-machine lines is introduced in Section
3. Section 4 presents the setup analysis, including identification of the setup bottleneck product type and
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comparison between the impacts of downtime reduction and setup time reduction. Finally, conclusions are
given in Section 5. Due to page limitation, all proofs are omitted and can be found in Zhao et al. (2015).

2.

Problem Formulation

Consider a serial production line making multiple product types as shown in Figure 1, where the circles
represent the machines and the rectangles are the buffers. The following assumptions define the machines,
buffers, products and their interactions:
α1

m1

b1

b2

m2

m M-1

b M-1

mM

α2
αK
Figure 1

p 11
S 11

p 1K
S 1K N 1

p 21
S 21

p 2K
S 2K N 2

p M-1,1
S M-1,1

p M-1,K
N
S M-1,K M-1

p M,1
S M,1

p M,K
S M,K

M -machine K-product serial line

1. There are M machines and M − 1 buffers in the production line manufacturing K types of products,
denoted as types 1, 2, . . . , K.
2. The∑incoming parts enter the system in a sequence, with probability αj to be type j, j = 1, . . . , K.
K
Clearly, j=1 αj = 1.
3. Time is slotted into cycles with duration τ . The machine status changes at the beginning of the time
slot, while the buffers at the end.
4. In each cycle, for part type j, j = 1, . . . , K, machine mi , i = 1, . . . , M , has probability pij to be up
and 1 − pij to fail.
5. When machine mi changes to process type j part, mi will first transfer to the setup state for type j.
The probability to exit the setup state and enter its corresponding up state is sij .
6. There is a buffer separating each pair of consecutive machines. Each buffer has a finite capacity Ni ,
0 < Ni < ∞, i = 1, . . . , M − 1. The buffer capacity is shared for all product types.
7. Machine mi , i = 2, . . . , M , takes a part from buffer bi−1 on a first come first serve rule. Machine m1
takes parts following the incoming parts sequence.
8. Machine mi , i = 1, . . . , M − 1, is blocked if, at the beginning of time slot, it is up, buffer bi is full,
and mi+1 does not take a part from the buffer. Machine mM is never blocked.
9. Machine mi , i = 2, . . . , M , is starved if, at the beginning of time slot, it is up, and buffer bi−1 is empty.
Machine m1 is never starved.
R EMARK 1. Assumption 5 indicates that when a machine finishes the setup process, it will go to the
corresponding up state only. There is no direct transition from setup to down state.
R EMARK 2. Assumption 7 implies that when a machine exits a down state on type j, it will resume the
unfinished work on type j. In other words, from down state of product i, it cannot go to another up state
j ̸= i.
The problem addressed is formulated as follows: Given production system 1-9, develop a method to
evaluate system performance and analyze the impact of setups.
The solutions are presented in Sections 3 and 4.

3.

Performance Analysis

3.1. One-Machine Case
First, consider a single machine system m1 producing three part types, 1, 2 and 3. In such a system, there
exist 9 possible states: m1 is up, processing type 1, or 2 or 3 (denoted as u1 , u2 and u3 , respectively); m1 is
down, and it should process type 1, or 2 or 3 (denoted as d1 , d2 and d3 , respectively); m1 is setting up for
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d2

s1

u2

u3
s2

s3
u1

d1
Figure 2

d3

Transition diagram of a single machine system producing three part types (self loops are ignored)

type 1, or 2 or 3 (represented by s1 , s2 and s3 , respectively). The state transition diagram is shown in Figure
2.
Let πu1j , πs1j , and πd1j , j = 1, . . . , K, denote the probabilities that machine m1 is up and processing
part type j, m1 is in setup state for product type j, and m1 is down and it should process product type j,
respectively. Then we have
P ROPOSITION 1. Under assumptions 1-9 for M = 1,
πu1j =
πs1j =
πd1j =

1+
1+
1+

αj
(
αl (1−αl )
+ αl2 p1
l=1
s1l
1l
αj (1−αj )
s1j

∑K
∑K

l=1

∑K
l=1

(

−1

αl (1−αl )
+ αl2 p1
s(1l
) 1l
1
2
αj p1j − 1

−1

αl (1−αl )
s1l

−1

+ αl2

(

1
p1l

),

j = 1, . . . , K,

),

j = 1, . . . , K,

),

j = 1, . . . , K.

(1)

Since the number of states will increase dramatically when longer lines are considered, we introduce an
aggregation of states in three categories: up, setup and down. Each category corresponds to one state in
the aggregated Markov chain with symbols û, ŝ and dˆ shown in Figure 3. Then, in the aggregate model,
state û is a normal production state and the other two are non-production states. By viewing setup as a
special “failure” mode, we refer this model to as a two-failure-mode model, which can be represented by a
geometric machine.
P

Q

R

Figure 3

s

u

d

T

The aggregate two-failure-mode system transition diagram

In Figure 3, the transition probabilities from up to down state and from down to up state are described by
P and R, respectively. In the same manner, the transitions from up to setup state and from setup to up state
are defined by probabilities Q and T , respectively. These parameters can be obtained as follows:
P ROPOSITION 2. Under assumptions 1-9 with M = 1, probabilities P , R, Q, T are calculated as:
∑
∑
j (1 − p1j )αj πu1j
∑
P =
=
(1 − p1j )αj2 ,
π
u
1j
j
j
∑
P
j p1j πd1j
=∑ 2
,
R= ∑
j αj (1/p1j − 1)
∑ j πd1j
∑
j (1 − αj )πu1j
∑
Q=
=
(1 − αj )αj ,
j πu1j
j
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∑
Q
j sij πs1j
=∑
.
T = ∑
j πs1j
j (1 − αj )αj /sij
For the two-failure-mode chain, the steady state distribution can be evaluated.
C OROLLARY 1. Under assumptions 1-9 with M = 1, the steady state distribution of the two-failuremode machine is
πû =

1
,
P/R + 1 + Q/T

πŝ =

R EMARK 3. It’s easy to observe that
∑
πû =
πu1j ,

Q/T
,
P/R + 1 + Q/T

πŝ =

j

∑

πs1j ,

πdˆ =

j

πdˆ =

∑

P/R
.
P/R + 1 + Q/T

πd1j ,

(3)

(4)

j

which implies that the aggregation doesn’t introduce error in the steady state evaluation. In addition, the
production rate (P R) of the single machine system equals to the up probability πû .
3.2. Two-Machine Case
An intuitive method of analyzing two-machine line is to list all the states and their transitions. However
it would easily run into the curse of dimensionality. A two-machine line with buffer size N and number
of product types K would have 9K 2 (N K + 1) states. Such a number will grow exponentially when we
encounter longer lines. Therefore aggregation is pursued. As shown in Subsection 3.1, a single machine
system can be represented by three states: up, setup and down. Thus, the state of this two-machine system
is defined by a vector with three dimensions: buffer occupancy k, machines m1 status and m2 status (i.e.,
u, s, d). The probability of such a state is denoted as πk,i,j , k = 0, 1, . . . , N , i, j ∈ {u, s, d}. The size of state
space of this new system is 9(N + 1), which is a huge reduction from 9K 2 (N K + 1). Then the transition
equations of this Markov chain can be described in three sets: full-buffer boundary transitions, empty-buffer
boundary transitions and general transitions.
The nine transition equations when buffer is neither full nor empty (0 < k < N ) are listed below. Note
that parameters P, R, Q, T are indexed with machine numbers:
πk,uu = (1 − P1 − Q1 )(1 − P2 − Q2 )πk,uu + T1 T2 πk,ss + R1 R2 πk,dd + T1 R2 πk,sd + R1 T2 πk,ds
+(1 − P1 − Q1 )T2 πk−1,us + (1 − P1 − Q1 )R2 πk−1,ud + T1 (1 − P2 − Q2 )πk+1,su
+R1 (1 − P2 − Q2 )πk+1,du ,
πk,us = (1 − P1 − Q1 )Q2 πk,uu + T1 (1 − T2 )πk,ss + R1 (1 − T2 )πk,ds + T1 Q2 πk+1,su
+(1 − P1 − Q1 )(1 − T2 )πk−1,us + R1 Q2 πk+1,du ,
πk,ud = (1 − P1 − Q1 )P2 πk,uu + R1 (1 − R2 )πk,dd + T1 (1 − R2 )πk,sd + T1 P2 πk+1,su
+(1 − P1 − Q1 )(1 − R2 )πk−1,ud + R1 P2 πk+1,du ,
πk,su = (1 − P2 − Q2 )Q1 πk,uu + T2 (1 − T1 )πk,ss + R2 (1 − T1 )πk,sd + Q1 R2 πk−1,ud
+Q1 T2 πk−1,us + (1 − T1 )(1 − P2 − Q2 )πk+1,su ,
πk,du = (1 − P2 − Q2 )P1 πk,uu + R2 (1 − R1 )πk,dd + T2 (1 − R1 )πk,ds + P1 T2 πk−1,us
+P1 R2 πk−1,ud + (1 − R1 )(1 − P2 − Q2 )πk+1,du ,
πk,sd = Q1 P2 πk,uu + (1 − T1 )(1 − R2 )πk,sd + Q1 (1 − R2 )πk−1,ud + (1 − T1 )P2 πk+1,su ,
πk,ss = Q1 Q2 πk,uu + (1 − T1 )(1 − T2 )πk,ss + Q1 (1 − T2 )πk−1,us + (1 − T1 )Q2 πk+1,su ,
πk,ds = P1 Q2 πk,uu + (1 − R1 )(1 − T2 )πk,ds + P1 (1 − T2 )πk−1,us + (1 − R1 )Q2 πk+1,du ,
πk,dd = P1 P2 πk,uu + (1 − R1 )(1 − R2 )πk,dd + P1 (1 − R2 )πk−1,ud + (1 − R1 )P2 πk+1,du .
The boundary equations of an empty buffer are
π0,uu = T1 T2 π0,ss + R1 R2 π0,dd + T1 R2 π0,sd + R1 T2 π0,ds
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π0,us
π0,ud
π0,su
π0,du
π0,sd
π0,ss
π0,ds
π0,dd

=
=
=
=
=
=
=
=

+T1 (1 − P2 − Q2 )(π0,su + π1,su ) + R1 (1 − P2 − Q2 )(π0,du + π1,du ),
T1 (1 − T2 )π0,ss + R1 (1 − T2 )π0,ds + T1 Q2 (π0,su + π1,su ) + R1 Q2 (π0,du + π1,du ),
R1 (1 − R2 )π0,dd + T1 (1 − R2 )π0,sd + T1 P2 (π0,su + π1,su ) + R1 P2 (π0,du + π1,du ),
T2 (1 − T1 )π0,ss + R2 (1 − T1 )π0,sd + (1 − T1 )(1 − P2 − Q2)(π0,su + π1,su ),
R2 (1 − R1 )π0,dd + T2 (1 − R1 )π0,ds + (1 − R1 )(1 − P2 − Q2 )(π0,du + π1,du ),
(1 − T1 )(1 − R2 )π0,sd + (1 − T1 )P2 (π0,su + π1,su ),
(1 − T1 )(1 − T2 )π0,ss + (1 − T1 )Q2 (π0,su + π1,su ),
(1 − R1 )(1 − T2 )π0,ds + (1 − R1 )Q2 (π0,du + π1,du ),
(1 − R1 )(1 − R2 )π0,dd + (1 − R1 )P2 (π0,du + π1,du ).

(6)

The boundary equations of a full buffer are
πN,uu = (1 − P1 − Q1 )(1 − P2 − Q2 )πN,uu + T1 T2 πN,ss + R1 R2 πN,dd + T1 R2 πN,sd + R1 T2 πN,ds
+(1 − P1 − Q1 )T2 (πN,us + πN −1,us ) + (1 − P1 − Q1 )R2 (πN,ud + πN −1,ud ),
πN,us = (1 − P1 − Q1 )Q2 πN,uu + T1 (1 − T2 )πN,ss + R1 (1 − T2 )πN,ds
+(1 − P1 − Q1 )(1 − T2 )(πN,us + πN −1,us ),
πN,ud = (1 − P1 − Q1 )P2 πN,uu + R1 (1 − R2 )πN,dd + T1 (1 − R2 )πN,sd
+(1 − P1 − Q1 )(1 − R2 )(πN,ud + πN −1,ud ),
πN,su = (1 − P2 − Q2 )Q1 πN,uu + T2 (1 − T1 )πN,ss + R2 (1 − T1 )πN,sd
+Q1 T2 (πN,us + πN −1,us ) + Q1 R2 (πN,ud + πN −1,ud ),
(7)
πN,du = (1 − P2 − Q2 )P1 πN,uu + R2 (1 − R1 )πN,dd + T2 (1 − R1 )πN,ds
+P1 T2 (πN,us + πN −1,us ) + P1 R2 (πN,ud + πN −1,ud ),
πN,sd = Q1 P2 πN,uu + (1 − T1 )(1 − R2 )πN,sd + Q1 (1 − R2 )(πN,ud + πN −1,ud ),
πN,ss = Q1 Q2 πN,uu + (1 − T1 )(1 − T2 )πN,ss + Q1 (1 − T2 )(πN,ud + πN −1,us ),
πN,ds = P1 Q2 πN,uu + (1 − R1 )(1 − T2 )πN,ds + P1 (1 − T2 )(πN,ud + πN −1,us ),
πN,dd = P1 P2 πN,uu + (1 − R1 )(1 − R2 )πN,dd + P1 (1 − R2 )(πN,ud + πN −1,ud ).
Passing the transitions to a linear equation solver in Matlab, we are able to obtain the system state distribution. Introduce operators Φp (·), Φb (·), Φs (·) and Φw (·) to represent the calculations of production rate,
blockage, starvation, and work-in-process, respectively, using Pi , Ri , Qi and Ti , i = 1, 2, calculated from
Proposition 2. Solving transition equations (5)-(7), we obtain:
T HEOREM 1. Under assumptions 1-9 with M = 2, the system performance can be evaluated as
P R = Φp (P1 , P2 , R1 , R2 , Q1 , Q2 , T1 , T2 , N ) = πN,uu +
=

N
∑

N
−1
∑

(πk,us + πk,ud + πk,uu )

k=0

(πk,su + πk,du + πk,uu ),

k=1

BL = Φb (P1 , P2 , R1 , R2 , Q1 , Q2 , T1 , T2 , N ) = πN,us + πN,ud ,
ST = Φs (P1 , P2 , R1 , R2 , Q1 , Q2 , T1 , T2 , N ) = π∑
+ π∑
0,uu∑
0,su + π0,du ,
W IP = Φw (P1 , P2 , R1 , R2 , Q1 , Q2 , T1 , T2 , N ) =
k · πk,m1 m2 .
k

(8)

m1 m2

3.3. Multi-Machine Case
Consider the serial production line processing K product types shown in Figure 1. A recursive procedure
similar to the single product case (Li and Meerkov (2009)) can be introduced to evaluate line production
rate. First, we transfer the machines in serial line into the two-failure-mode machines. The parameters Pi ,
Ri , Qi , and Ti , i = 1, . . . , M , can be calculated from Proposition 2. With these parameters, an iterative
procedure to compute the line performance is proposed:
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Procedure 1
b
b
blib (n + 1) = Φb (Pif (n), Pi+1
(n + 1), Rif (n), Ri+1
(n + 1), Qi , Qi+1 , Ti , Ti+1 , Ni ),
i = 1, . . . , M − 1,
f
f
f
b
sti (n + 1) = Φs (Pi−1 (n), Pi (n + 1), Ri−1 (n), Rib (n + 1), Qi−1 , Qi , Ti−1 , Ti , Ni−1 ),
i = 2, . . . , M,
Pib (n + 1) = Pi + Ri blib (n + 1), Rib (n + 1) = Ri (1 − blib (n + 1)),
i = 1, . . . , M,
(9)
Pif (n + 1) = Pi + Ri stfi (n + 1), Rif (n + 1) = Ri (1 − stfi (n + 1)),
i = 1, . . . , M,

with initial conditions
Pif (0) = Pi ,

Rif (0) = Ri ,

i = 1, . . . , M

b
PM
(n) = PM ,

R1f (n) = R1 ,

b
RM
(n) = RM ,

and boundary conditions
P1f (n) = P1 ,

n = 0, 1, 2, . . . .

T HEOREM 2. Under assumptions 1-9, Procedure 1 is convergent with a unique solution, i.e.,
Pib := lim Pib (n),

Pif := lim Pif (n),

Rib := lim Rib (n),

Rif := lim Rif (n),

n→∞

n→∞

n→∞

n→∞

i = 1, . . . , M.

(10)

Then the line production rate P R, probabilities of blockage BLi and starvation STi of machine mi , and
work-in-process W IPi of buffer bi , can be calculated as:
1
1
,
=
f
f
PM
/RM
+ 1 + QM /TM P1b /R1b + 1 + Q1 /T1
P Rj = αj P R, j = 1, . . . , K,
b
b
BLi = Φb (Pif , Pi+1
, Rif , Ri+1
, Qi , Qi+1 , Ti , Ti+1 , Ni ), i = 1, . . . , M − 1,
f
f
b
STi = Φs (Pi−1 , Pi , Ri−1 , Rib , Qi−1 , Qi , Ti−1 , Ti , Ni−1 ), i = 2, . . . , M,
f
f
W IPi = Φw (Pi−1
, Pib , Ri−1
, Rib , Qi−1 , Qi , Ti−1 , Ti , Ni−1 ), i = 1, . . . , M − 1.
PR =

(11)

The accuracy of this estimation is investigated numerically. Simulation experiments have been carried out
for 10,000 production lines. In each trial, 500 time slots are selected as warmup time, and the next 10,000
time slots are used for data collection time. 50 replications are executed to guarantee the confidence interval
half width within 1% of the simulated output. In all the experiments, the line parameters are randomly
generated from the following sets with equiprobability (uniformly):
{2, . . . , 10},
K ∈ {2, . . . , 5},
(0.7, 0.99), i = 1, . . . , M, j = 1, . . . , K,
(0.5, 0.99), i = 1, . . . , M, j = 1, . . . , K,
{5, 6, . . . , 15}, i = 1, . . . , M − 1,
K
∑
αj ∈ (0, 1), j = 1, . . . , K, s.t.
αj = 1.

M
pij
sij
Ni

∈
∈
∈
∈

(12)

j=1

Define the accuracy measures as
|P Rsim − P Rmodel |
· 100%,
P Rsim
|W IPisim − W IPimodel |
=
· 100%,
i = 1, . . . , M − 1,
Ni
model
= |BLsim
−
BL
|
,
i
=
1,
.
.
.
,
M
− 1,
i
i
= |STisim − STimodel |,
i = 2, . . . , M.

δP R =
δW IP i
δBLi
δST i

(13)

where superscripts “sim” and “model” represent the performance measures obtained by simulations and
analytical model, respectively. By examining the results, we observe:
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• The average error in PR estimation is 2.90%, while the maximum one is 10.01%.
• The average error for WIP estimation is 9.04%.
• The average difference in BL and ST estimation is about 0.02. The maximum one is 0.16.
Therefore, we conclude that this method provides an effective and accurate method to evaluate the performance of multi-product manufacturing systems with setups.

4.

Analysis of Setups

In flexible production lines with setups, reducing the setup time has a significant impact on system performance. Identifying the product type whose setup time reduction can lead to the largest improvement in
system production rate is of importance. Such a product type is referred to as the setup bottleneck product.
In recent years, bottleneck identification and mitigation have been applied extensively in practice to
improve system performance. In single product manufacturing systems, a bottleneck identification method
using blockage and starvation information has been introduced and successfully applied on the factory floor
(Li and Meerkov (2009)). However, to our best knowledge, bottleneck analysis with respect to setups has
never been touched.
Let Tsij = s1ij be the average setup time. Then the setup bottleneck product type is defined as:
D EFINITION 1. Under assumptions 1-9, product type j on machine mi is the setup bottleneck product
type if
∂P R
∂P R
>
,
∀l ̸= j, l, j ∈ {1, . . . , K },
(14)
∂Tsij
∂Tsil
However, such a definition is difficult to apply in practice. Therefore, a bottleneck indicator is pursued to
identify the bottleneck product without calculating partial derivatives.
P ROPOSITION 3. Under assumptions 1-9, for machine mi , the setup bottleneck product type j is the one
with the largest value of (1 − αj )αj , or equivalently, the smallest value of |αj − 0.5|.
This proposition implies that the setup bottleneck product type is the same across all machines since
αj does not change. Moreover, it is independent of setup times. The rationale is probably due to that the
number of setups for a product type is dominating than its average time. Therefore, (1 − αj )αj or |αj − 0.5|
can be used as a bottleneck indicator to identify a setup bottleneck product type for the whole system.
Next, we compare the impact between setup time Tsij and downtime Tdij = 1/pij . The one with a larger
impact, i.e., whose reduction leads to more increase in system production rate, has a higher priority in
selecting for continuous improvement.
D EFINITION 2. Under assumptions 1-9, for machine mi , setup time reduction has a higher selectivity in
continuous improvement if
K
K
∑
∑
∂P R
∂P R
>
,
∂T
∂T
sij
dij
j=1
j=1

∀i ∈ {1, . . . , M }.

(15)

Otherwise downtime reduction has higher selectivity.
For a single machine system, a necessary and sufficient condition is derived:
P ROPOSITION
4. Under assumptions 1-9 with M = 1, setup time reduction has higher selectivity if and
∑
only if j αj2 < 0.5.
Thus, to answer the question whether to focus on setup time reduction or downtime reduction, the selectivity of improvement
will depend on the values of product mix. When product types are more evenly
∑
sequenced, j αj2 is smaller, and setups will be more frequent. In addition, both the summations of downtime derivatives and setup time derivatives (in their absolute values) are increasing functions of their arguments. The comparison depends on the product mix rather than downtime or setup time values. Thus, when
the system is more sensitive to the frequency of setups, reducing setup times can have a larger impact.
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For longer lines, by randomly generating 10,000 lines from set (12) with equiprobability, we observe that,
by using Proposition 4 independently for every machine, the correct selectivity is identified with 84.54%
accuracy. Moreover, in more than 92.64% cases, all machines result in the same selectivity.

5.

Conclusions

In this paper, a Markov chain model is introduced to study flexible serial lines with unreliable machines,
finite shared buffers, and setups. Analytical methods are derived to evaluate line performance and bottleneck
indicators are introduced to identify setup bottlenecks. Such a work provides production engineers and
managers a quantitative tool for analysis and improvement of flexible manufacturing systems.
The future work is directed to the following: extending the analysis of setup bottleneck product type from
single machine system to longer lines; generalizing the model to exponential and non-exponential serial
lines, assembly systems, and other complex manufacturing systems; investigating the scheduling policies
in flexible lines; and, analyzing the transient performance.
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We consider a supply chain with two nodes, one supplier and one retailer, which trade a single product. The supplier
produces in a lot-for-lot fashion; thus, completed lots are directly forwarded to the retailer. The latter orders items in
order to satisfy market demand; shortages or backorders are not allowed. The retailer has three possible choices
concerning stock warehousing: a) store inventory at owned warehouse, a fact that provides the minimum per unit holding
cost; b) allocate inventory holding at a 3PL company, a medium-cost value; or c) rent storage facilities particularly for
the retailer, a choice that leads to maximum holding cost. Both nodes are rational and have set-up costs (set-up cost for
the supplier and ordering cost for the retailer). A crucial assumption in the literature is that all the nodes have complete
information. In this work, we consider that the retailer has private information about the holding cost. We study the
quantity discounts as a way to capture the retailer's private information, in order to coordinate the supply chain such that
all nodes gain maximal profit. We select quantity discounts since they are widely used in practice (e.g. H. J. Heinz
Company), and require no additional information or physical flow between the nodes beyond the initial transaction. The
asymmetry information reflects the three levels of retailer’s holding cost, while the supplier assumes a probability
function for these values. Obviously, the supplier prefers larger orders, since this would reduce his costs, but the retailer
is responsible for the quantity ordered, and must consider both holding and ordering set-up costs when he makes his
decision about the lot size. In order to induce the retailer to increase orders levels, we allow the supplier to use quantity
discounts. This is the issue we investigate in this work, attempting to derive analytical results for the nodes’ decisions.
The problem is formulated as a Stackelberg game (a common way of modeling node interaction in supply chains), where
the supplier is the leader and the retailer the follower. We make some conjectures on how results we have obtained for
the case of two possible holding cost values may or may not be extended in this setting.
Keywords: Supply Chain Management; Chain Coordination; Stackelberg Game; Quantity Discount Schemes; Discrete
Asymmetric Information;

1

Introduction

A significant body of literature in the area of management addresses the way in which the nodes of a
supply chain can act, in order to raise both their own profits as well as the total gains of the whole system.
(Krajewski et al., 2010). The nodes in supply chains have to make private decisions in order to maximize
their own utility functions (profits). The nodes’ decisions are usually competitive, because every node is a
distinct decision maker, who has both different preferences (e.g., about the order quantities, the times of
deliveries, etc.) and different information (e.g., about the cost structure) which is private information. The
latter results in an increase of the whole chain cost, which occurs more individual costs for the supply chain
members.
Due to the fact that: i) each node is a distinct decision maker; ii) has private information and different
preferences and iii) each decision affects both the decisions of the other players and the profits from all the
participants, it is common to the literature to model supply chains as a non-cooperative game (Gibbons,
1992). In a non-cooperative game, each decision maker (player) acts with unique goal to maximize his own
utility function, without obeying to the rules of a coalition. Thus, solutions in which each node is a decision
maker (i.e. decentralized solutions) are promoted; among them, the most preferable ones are those in which
the payoffs of the players are aligned with the system-wide objectives (Chen et al., 2001). Therefore, in
order to examine and understand how each node makes his decisions, we use tools of game theory.
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The importance of reducing the overall costs instead of just tackling individual player costs is also
underlined both by private companies and academic researchers (Cachon and Terwiesch, 2006). The nodes
could reduce the overall system costs, if they could coordinate (Rosenblatt and Lee, 1985). In this way, it is
feasible that all the nodes could achieve better individual profits. According to Viswanathan and Wang
(2003), coordination is considered to be perfect when the total cost in the decentralized system (i.e. in a
system where each player makes decisions) is equal to the total cost in the centralized system (i.e. there
exists only one decision maker). Note that, perfect coordination is the ideal scenario and it is used as a
benchmark but requires either a single decision maker or a single owner of all the nodes, an assumption
which is extremely restrictive for practical applications. Key research work has been published in premier
archival journals tackling problems associated with (perfect) coordination; however, examination of the
literature reveals that almost all the papers have restrictive (e.g., sign of contracts) or unrealistic (e.g., all
the players have the same information) assumptions. A comprehensive review of supply chain coordination
is provided by Cachon (2003).
A main assumption in the literature is that all the nodes have complete information (knowledge) for the
chain, in which they participate. This assumption is restrictive in practice, where individual nodes tend to
keep private their cost structures. Cachon and Fisher (2000) examined the role of private information in a
two-node supply chain and addressed the way in which the private information affects the nodes' strategies
and the effect of information sharing on the total cost. Ha (2001) proved that is feasible for the channel to
be coordinated, in the case of complete information; a common way to reach perfect coordination is for the
supplier to provide appropriate incentives to the retailer in order to align the retailer's objectives with the
objectives of the whole supply chain. Corbett and de Groote (2000) and Zissis et al. (2015) considered a
two-node supply chain, in which only for the one node has private information. Specifically, they
considered that the retailer has private information about the holding cost; while the first ones assume that
this information is a continuously distributed one, in contrast to the second ones who assume that it is
discretely distributed. Cakanyildirim et al. (2012) considered private information (discrete case) only for
the supplier (about the production cost). Moreover, Fiala (2005) underlined the value of information
exchanged in the supply chain and the importance of the honest exchange of information among the supply
chain participants for coordination.
Another common assumption in the literature of supply chain management is the use of contracts in order
to achieve coordination, which is also a restrictive assumption. Contracts are in principle binding for the
nodes but quite often are broken or non-fully respected in practice due to dynamic realities or changing
conditions of the market. Corbett et al. (2004) examined three different types of contracts in a supply chain
with two nodes and addressed the value of information. Ha and Tong (2008) studied two types of contracts
and proved that contact type affects the value of information sharing. Feng and Lu (2013) examined
contracts in a chain modeled as a Stackelberg game, where the manufacturer is the leader and the retailer
the follower. An earlier but comprehensive review of contracts and how through the contracts the
coordination is feasible is provided by Cachon (2003).
It would be ideal if we could find ways of coordination without restrictive and unrealistic assumptions, in
order to align the individual incentives of the players with the incentives of the whole chain and, thus,
reduce costs, eliminate inefficiencies, and result in better individual profits for all participants. The
proposal way in this work, in order to achieve such an alignment is to provide the nodes with the
opportunity to be coordinated through quantity discount schemes. We use quantity discounts, in contrast to
other mechanisms such as returns’ policies, quantity flexibility, back-up agreements etc. (Burnetas et al.,
2007), because quantity discounts require no additional flow of information or logistics among the nodes
i.e., they require only the initial statement of the prices and the discount levels, and then the players either
opt to enter or reject the business relationship. Economies of scale are achieved through quantity discounts,
yielding higher profits for several or even all the players, while allowing each of them to make its own
decisions (Qi et al., 2004). Moreover, quantity discounts are widely used in practice; e.g. H. J. Heinz
Company, according to Altintas et al. (2008). A quantity discount is a function that reduces the per unit
product price when larger quantity orders are placed. A survey of quantity discount schemes has been
performed by Benton and Park (1996). Moreover, Weng (1995) examined in detail the use of quantity
discounts in two-node supply chains and showed that a simple linear policy is not sufficient to maximize
joint profits.
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Our goal in this work is to propose a model in order to examine system coordination and the potential
resulting players' benefits, in terms of operational costs. The remainder is organized as follows: Section 2
describes the proposed model; a supply chain with two distinct nodes and defines the asymmetry of
information. In Section 3 we develop the mathematical framework for our model and the game-theory
perspective for the nodes' interaction via quantity discount, and make several conjectures on the feasibility
of coordination. In Section 4 we discuss extensions and potential directions for future research.

2

Model description

We consider a supply chain with two distinct nodes, where the nodes are legally obliged to interact each
other. One node can be thought of as a supplier or a manufacturer that produces a single product in a lotfor-lot fashion. The other node can be thought of as a retailer or a buyer, ordering items from the supplier
to satisfy market demand. The retailer has to decide on the order quantity (lot size) to place to the
manufacturer, satisfying demand and minimizing his own cost; shortages or backorders are not allowed.
The manufacturer does not own a warehouse facility, nor can it accommodate inventory at other premises;
thus, completed lots are directly forwarded to the retailer.
We assume that the retailer has private information about the actual holding cost; where exists three
possible choices about the concerning stock warehousing: a) store inventory at owned warehouse, a fact
that provides the minimum per unit holding cost; b) allocate inventory holding at a 3PL company, a
medium-cost value; or c) rent storage facilities particularly for the retailer, a choice that leads to maximum
holding cost. This work is an extension of the Zissis et al. (2015), who considered only two different values
for the holding cost; a low one and a high one.
Both nodes are rational, risk neutral and base their decisions on sound utility functions. They have set-up
costs (production-related for the manufacturer and order-related for the retailer) and interact via order
quantities. We assume that both the retail price and the market demand D are constant, exogenously
defined and known to the nodes, a common assumption in the literature (Corbett, 2001). We make this
assumption, due to the fact that our goal is to examine node coordination (without affect the market
demand) and the resulting players' benefits, in terms of operational costs.
According to our assumptions, the retailer's cost 𝐶𝐶𝑅𝑅 is a function of his order quantity Q and can be

expressed as: 𝐶𝐶𝑅𝑅 (𝑄𝑄) = 𝐾𝐾𝑅𝑅 𝐷𝐷/𝑄𝑄 + ℎ𝑅𝑅 𝑄𝑄/2, where denote with 𝐾𝐾𝑅𝑅 the retailer’s set-up cost and with ℎ𝑅𝑅 the
retailer's holding cost. The manufacturer’s cost 𝐶𝐶𝑀𝑀 is solely a function of the retailer's decision Q and can
be expressed as: 𝐶𝐶𝑀𝑀 (𝑄𝑄) = 𝐾𝐾𝑀𝑀 𝐷𝐷/𝑄𝑄 , where 𝐾𝐾𝑀𝑀 is the manufacturer’s set-up cost. Note that, the
manufacturer is not yet a decision maker. The total supply chain cost can be expressed as 𝐶𝐶𝐽𝐽 (𝑄𝑄) and is
equal to the sum of the retailer's and manufacturer’s cost, i.e.:
𝐶𝐶𝐽𝐽 (𝑄𝑄) = 𝐶𝐶𝑅𝑅 (𝑄𝑄) + 𝐶𝐶𝑀𝑀 (𝑄𝑄).

The retailer selects the order quantity to minimize his own cost function (rational). The retailer's cost
corresponds to an EOQ-type cost, thus the optimal lot size is: 𝑄𝑄𝑅𝑅∗ = �2𝐾𝐾𝑅𝑅 𝐷𝐷/ ℎ𝑅𝑅 . When the retailer’s
order is equal to 𝑄𝑄𝑅𝑅∗ the costs are:
Retailer’s cost: 𝐶𝐶𝑅𝑅 (𝑄𝑄𝑅𝑅∗ ) = 𝐾𝐾𝑅𝑅 𝐷𝐷/𝑄𝑄𝑅𝑅∗ + ℎ𝑅𝑅 𝑄𝑄𝑅𝑅∗ /2 = �2𝐾𝐾𝑅𝑅 𝐷𝐷ℎ𝑅𝑅
Manufacturer’s cost: 𝐶𝐶𝑀𝑀 (𝑄𝑄𝑅𝑅∗ ) = 𝐾𝐾𝑀𝑀 𝐷𝐷/𝑄𝑄𝑅𝑅∗ = 𝐾𝐾𝑀𝑀 �2ℎ𝑅𝑅 𝐷𝐷/ 𝐾𝐾𝑅𝑅
Total Cost: 𝐶𝐶𝐽𝐽 (𝑄𝑄𝑅𝑅∗ ) = (2𝐾𝐾𝑅𝑅 + 𝐾𝐾𝑀𝑀 )�2ℎ𝑅𝑅 𝐷𝐷/ 𝐾𝐾𝑅𝑅 .

Thus, both nodes are able to have costs until these values 𝐶𝐶𝑅𝑅 (𝑄𝑄𝑅𝑅∗ ) and 𝐶𝐶𝑀𝑀 (𝑄𝑄𝑅𝑅∗ ) and we have an indication
about the maximum join cost. The values 𝐶𝐶𝑅𝑅 (𝑄𝑄𝑅𝑅∗ ) and 𝐶𝐶𝑀𝑀 (𝑄𝑄𝑅𝑅∗ ) are known to the literature as retailer’s and
manufacturer’s reservation levels, respectively. The reservation level is defined as the cost when the player
determines his strategy under the worst case scenario for him (Gibbons, 1992). Thus, the players’ costs
cannot exceed their reservation levels under any proposed solution.
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The manufacturer due to the fact that he has set-up cost, prefers the largest possible orders from the retailer,
since this would reduce his operational costs. The retailer on the other hand is responsible for the quantity
ordered, and must consider both storage and set-up costs when he determines the preferred quantity levels,
in addition to all other problem parameters. Moreover, we observe that the optimal cost for the whole chain
is the minimum of the function 𝐶𝐶𝐽𝐽 (𝑄𝑄). Due to the fact that total supply chain cost 𝐶𝐶𝐽𝐽 (𝑄𝑄) corresponds to an
EOQ-type cost, the minimum of function 𝐶𝐶𝐽𝐽 (𝑄𝑄) is achieved when the order quantity is:
𝑄𝑄𝐽𝐽∗ = �2(𝐾𝐾𝑅𝑅 + 𝐾𝐾𝑀𝑀 )𝐷𝐷/ ℎ𝑅𝑅 .

We observe that 𝑄𝑄𝐽𝐽∗ > 𝑄𝑄𝑅𝑅∗ , so we have 𝐶𝐶𝐽𝐽 �𝑄𝑄𝐽𝐽∗ � < 𝐶𝐶𝐽𝐽 (𝑄𝑄𝑅𝑅∗ ). Therefore, a higher than 𝑄𝑄𝑅𝑅∗ order quantity is
preferable to reduce the total costs. The difference 𝐶𝐶𝐽𝐽 �𝑄𝑄𝐽𝐽∗ � − 𝐶𝐶𝐽𝐽 (𝑄𝑄𝑅𝑅∗ ) denotes the maximum benefits that
coordination of the two nodes can incur. Thus, we have an indication about the profits which arise from
node coordination. However, this is reached at the expense of the retailer's increased cost, rendering him
negative to a potential cooperation. Therefore, to raise the retailer's order level (preferred case for the
manufacturer) and achieve reduced costs, the manufacturer must offer him an incentive when selecting the
order quantity.
We allow the manufacturer to provide quantity discounts to the retailer, in order to force the latter to
increase order levels (retailer's decision). We observe that when the manufacturer uses quantity discounts;
the joint cost 𝐶𝐶𝐽𝐽 remains the same, because the discount affects only the allocation of the cost between the
two nodes, via the increase in the retailer's order levels. The goal in this work is to find the appropriate
quantity discount, which the manufacturer will provide to the retailer, in order to coordinate the chain. The
problem is formulated as a Stackelberg game, a common way of modeling node interaction in supply chain
management, in which the manufacturer is the leader and the retailer is the follower (Chen et al., 2012).
Moreover, we examine the role of quantity discounts as a way to capture the retailer's private information
in order to coordinate the supply chain; as a result for all the nodes to achieve the maximum profit.
The asymmetry information reflects the three levels of warehousing cost that the retailer knows when
opting for it, while the manufacturer assumes a probability function for these values. We model the
information asymmetry assuming that the retailer's holding cost ℎ𝑅𝑅 is discrete random variable, which
could take three different values (a high, a medium or a low one). We assume that retailer's holding cost
takes the low value ℎ𝐿𝐿 with probability p, the medium value ℎ𝑀𝑀 with probability q, while the high value ℎ𝐻𝐻
happens with probability 1-p-q. The retailer learns the real value of ℎ𝑅𝑅 before making his own decisions,
while the manufacturer considers ℎ𝑅𝑅 as a discrete random variable such that:
𝑃𝑃(ℎ𝑅𝑅 = ℎ𝐿𝐿 ) = 𝑝𝑝, 𝑃𝑃(ℎ𝑅𝑅 = ℎ𝑀𝑀 ) = 𝑞𝑞, 𝑃𝑃(ℎ𝑅𝑅 = ℎ𝐻𝐻 ) = 1 − 𝑝𝑝 − 𝑞𝑞.

The interaction between the two nodes can be modeled via a Bayesian game. In terms of the Bayesian
formulation, we refer to these three holding cost values as retailer of type-L, type-M and type-H,
respectively.
The manufacturer (leader) sets the quantity discount and the retailer (follower) and selects the order
quantity. In this model and according to the design mechanism theory (Fudenberg and Tirole, 1991) it is
sufficient to consider discount policies with quantity-price pair (𝑋𝑋, 𝑌𝑌). This means that the discount is valid
if and only if the order quantity is equal to 𝑋𝑋, and then the retailer achieves discount equal to 𝑌𝑌. Due to the
assumption that the nodes are rational, the manufacturer selects a discount to minimize his expected cost
under the prior distribution, assuming that the retailer will respond optimally and taking into account the
true value of the holding cost known to him.

3

Mathematical framework

In this section, we provide the appropriate analysis and the necessary conditions about the quantity
discount, describing all the necessary constraints about the two decision variables of the problem; i.e. order
quantity for the retailer and quantity discount for the manufacturer. The quantity discount can act as a
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screening device to induce the retailer to reveal his private information about the holding cost (Kolay et al.,
2004). The analysis is based on the Revelation Principle (Myerson, 1991).
As already mentioned, we assume that the retailer identifies his true holding cost as soon as the game starts,
while the manufacturer considers that type-L (ℎ𝐿𝐿 ) occurs with probability p, type-M (ℎ𝑀𝑀 ) happens with
probability q and type-H (ℎ𝐻𝐻 ) with probability 1-p-q. According to the retailer’s type, the retailer’s cost
function and the retailer’s reservation level can be written as:
𝐶𝐶𝑅𝑅,𝐿𝐿 (𝑄𝑄) = 𝐾𝐾𝑅𝑅 𝐷𝐷/𝑄𝑄 + ℎ𝐿𝐿 𝑄𝑄/2, if he type − L
𝐶𝐶
Retailer’s cost: � 𝑅𝑅,𝑀𝑀 (𝑄𝑄) = 𝐾𝐾𝑅𝑅 𝐷𝐷/𝑄𝑄 + ℎ𝑀𝑀 𝑄𝑄/2, if he type − M
𝐶𝐶𝑅𝑅,𝐻𝐻 (𝑄𝑄) = 𝐾𝐾𝑅𝑅 𝐷𝐷/𝑄𝑄 + ℎ𝐻𝐻 𝑄𝑄/2, if he type − H ,

+
= �2𝐾𝐾𝑅𝑅 𝐷𝐷 ℎ𝐿𝐿 , if he type − L
𝐶𝐶𝑅𝑅,𝐿𝐿

+
Retailer’s reservation levels: �𝐶𝐶𝑅𝑅,𝑀𝑀
= �2𝐾𝐾𝑅𝑅 𝐷𝐷 ℎ𝑀𝑀 , if he type − M

+
𝐶𝐶𝑅𝑅,𝐻𝐻
= �2𝐾𝐾𝑅𝑅 𝐷𝐷 ℎ𝐻𝐻 , if he type − H .

The retailer's reservation levels are reached when he selects the order quantity to minimize his own cost
function and the manufacturer does not provide any discount. Thus, the retailer's order quantity is:
∗
= �2𝐾𝐾𝑅𝑅 𝐷𝐷/ ℎ𝐿𝐿 , if he type − L
𝑄𝑄𝑅𝑅,𝐿𝐿

∗
Optimal retailer’s order quantity: �𝑄𝑄𝑅𝑅,𝑀𝑀
= �2𝐾𝐾𝑅𝑅 𝐷𝐷 /ℎ𝑀𝑀 , if he type − M

∗
𝑄𝑄𝑅𝑅,𝐻𝐻
= �2𝐾𝐾𝑅𝑅 𝐷𝐷 /ℎ𝐻𝐻 , if he type − H .

The analysis is based on the Revelation Principle according to which it is sufficient to consider discount
quantities such that: i) the manufacturer sets one pair (𝑋𝑋, 𝑌𝑌) of order quantity and discount amount
respectively for each retailer type, and ii) the values of (𝑋𝑋𝑖𝑖 , 𝑌𝑌𝑖𝑖 ) are such that it is optimal for the retailer to
select the option (𝑋𝑋𝑖𝑖 , 𝑌𝑌𝑖𝑖 ) if he is type-i, where 𝑖𝑖 = L, M, H. Therefore, the manufacturer should design a
mechanism under which the retailer will act according to his actual type. Without loss of generality, we can
restrict the set of supplier's strategies to those that satisfy the Revelation Principle and have attractive
properties (Myerson, 1979).
The retailer has three options concerning his order quantity: i) to order without discounts; ii) to order
according to his actual type, in order to achieve the corresponding discount e.g., if he is type-L to order a
quantity equal to 𝑋𝑋𝐿𝐿 and receive the discount of 𝑌𝑌𝐿𝐿 ; iii) to order a quantity that would allow him to get the
discount he would if he was of an another type. The retailer selects the option that minimizes his own
expected cost (rational and risk neutral player). According to the Revelation Principle it is sufficient to the
manufacturer to include the appropriate incentives in the quantity discount, in order the retailer to select the
order quantity according to his actual type; i.e. the quantity discount has to include incentive-compatibility
(IC) constraints (Fudenberg and Tirole, 1991). The IC constraints ensure that the retailer cannot incur lower
costs if he acts in order to achieve different type of discount, i.e. the retailer will be truthful because it is in
his self-interest. Thus, the following must hold:
𝐶𝐶𝑅𝑅,𝐿𝐿 (𝑋𝑋𝐿𝐿 )– 𝑌𝑌𝐿𝐿 ≤ 𝐶𝐶𝑅𝑅,𝐿𝐿 (𝑋𝑋𝑀𝑀 )– 𝑌𝑌𝑀𝑀
𝐶𝐶𝑅𝑅,𝐿𝐿 (𝑋𝑋𝐿𝐿 )– 𝑌𝑌𝐿𝐿 ≤ 𝐶𝐶𝑅𝑅,𝐿𝐿 (𝑋𝑋𝐻𝐻 )– 𝑌𝑌𝐻𝐻
𝐶𝐶𝑅𝑅,𝑀𝑀 (𝑋𝑋𝑀𝑀 )– 𝑌𝑌𝑀𝑀 ≤ 𝐶𝐶𝑅𝑅,𝑀𝑀 (𝑋𝑋𝐿𝐿 )– 𝑌𝑌𝐿𝐿
𝐶𝐶𝑅𝑅,𝑀𝑀 (𝑋𝑋𝑀𝑀 )– 𝑌𝑌𝑀𝑀 ≤ 𝐶𝐶𝑅𝑅,𝑀𝑀 (𝑋𝑋𝐻𝐻 )– 𝑌𝑌𝐻𝐻
𝐶𝐶𝑅𝑅,𝐻𝐻 (𝑋𝑋𝐻𝐻 )– 𝑌𝑌𝐻𝐻 ≤ 𝐶𝐶𝑅𝑅,𝐻𝐻 (𝑋𝑋𝐿𝐿 )– 𝑌𝑌𝐿𝐿
𝐶𝐶𝑅𝑅,𝐻𝐻 (𝑋𝑋𝐻𝐻 )– 𝑌𝑌𝐻𝐻 ≤ 𝐶𝐶𝑅𝑅,𝐻𝐻 (𝑋𝑋𝑀𝑀 )– 𝑌𝑌𝑀𝑀

(1)

Due to the fact that the retailer could deny the quantity discount (from the manufacturer) and act alone, i.e.
to order without discounts, base to Revelation Principle the manufacturer when he designs the quantity
discount he has to include individual rationality (IR) or participation constraints (Fudenberg and Tirole,
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1991). These constraints exist in order the retailer to prefer ordering the quantity with the discount instead
of his own optimal solution without discount, so, the following must hold:
+
𝐶𝐶𝑅𝑅,𝐿𝐿 (𝑋𝑋𝐿𝐿 )– 𝑌𝑌𝐿𝐿 ≤ 𝐶𝐶𝑅𝑅,𝐿𝐿
+
𝐶𝐶𝑅𝑅,𝑀𝑀 (𝑋𝑋𝑀𝑀 )– 𝑌𝑌𝑀𝑀 ≤ 𝐶𝐶𝑅𝑅,𝑀𝑀
+
𝐶𝐶𝑅𝑅,𝐻𝐻 (𝑋𝑋𝐻𝐻 )– 𝑌𝑌𝐻𝐻 ≤ 𝐶𝐶𝑅𝑅,𝑀𝑀

(2)

The system of inequalities (1) and (2) become constraints in the manufacturer's optimization problem
(Revelation Principle, Myerson, 1979). Consequently, the manufacturer has to solve the following
optimization problem:

s.t.

𝑝𝑝{𝐶𝐶𝛭𝛭 (𝑋𝑋𝐿𝐿 )– 𝑌𝑌𝐿𝐿 } + 𝑞𝑞{𝐶𝐶𝑀𝑀 (𝑋𝑋𝑀𝑀 )– 𝑌𝑌𝑀𝑀 } + (1 − 𝑝𝑝 − 𝑞𝑞){𝐶𝐶𝛭𝛭 (𝑋𝑋𝐻𝐻 )– 𝑌𝑌𝐻𝐻 }
min
𝑋𝑋𝐿𝐿 ,𝛶𝛶𝐿𝐿 ,𝑋𝑋𝛭𝛭,𝛶𝛶𝛭𝛭,𝑋𝑋𝐻𝐻,𝛶𝛶𝛨𝛨
+
𝑌𝑌𝐿𝐿 ≥ 𝐶𝐶𝑅𝑅,𝐿𝐿 (𝑋𝑋𝐿𝐿 ) − 𝐶𝐶𝑅𝑅,𝐿𝐿
+
𝑌𝑌𝑀𝑀 ≥ 𝐶𝐶𝑅𝑅,𝑀𝑀 (𝑋𝑋𝑀𝑀 ) − 𝐶𝐶𝑅𝑅,𝑀𝑀
+
𝑌𝑌𝐻𝐻 ≥ 𝐶𝐶𝑅𝑅,𝐻𝐻 (𝑋𝑋𝐻𝐻 ) − 𝐶𝐶𝑅𝑅,𝐻𝐻
𝑌𝑌𝐿𝐿 − 𝑌𝑌𝑀𝑀 ≥ 𝐶𝐶𝑅𝑅,𝐿𝐿 (𝑋𝑋𝐿𝐿 ) − 𝐶𝐶𝑅𝑅,𝐿𝐿 (𝑋𝑋𝑀𝑀 )
𝑌𝑌𝐿𝐿 – 𝑌𝑌𝐻𝐻 ≥ 𝐶𝐶𝑅𝑅,𝐿𝐿 (𝑋𝑋𝐿𝐿 ) − 𝐶𝐶𝑅𝑅,𝐿𝐿 (𝑋𝑋𝐻𝐻 )
𝑌𝑌𝑀𝑀 – 𝑌𝑌𝐿𝐿 ≥ 𝐶𝐶𝑅𝑅,𝑀𝑀 (𝑋𝑋𝑀𝑀 ) − 𝐶𝐶𝑅𝑅,𝑀𝑀 (𝑋𝑋𝐿𝐿 )
𝑌𝑌𝑀𝑀 – 𝑌𝑌𝐻𝐻 ≥ 𝐶𝐶𝑅𝑅,𝑀𝑀 (𝑋𝑋𝑀𝑀 ) − 𝐶𝐶𝑅𝑅,𝑀𝑀 (𝑋𝑋𝐻𝐻 )
𝑌𝑌𝐻𝐻 – 𝑌𝑌𝐿𝐿 ≥ 𝐶𝐶𝑅𝑅,𝐻𝐻 (𝑋𝑋𝐻𝐻 ) − 𝐶𝐶𝑅𝑅,𝐻𝐻 (𝑋𝑋𝐿𝐿 )
𝑌𝑌𝐻𝐻 – 𝑌𝑌𝑀𝑀 ≥ 𝐶𝐶𝑅𝑅,𝐻𝐻 (𝑋𝑋𝐻𝐻 ) − 𝐶𝐶𝑅𝑅,𝐻𝐻 (𝑋𝑋𝑀𝑀 ).

In our model, coordination is achieved when there is only one decision maker who controls both the
manufacturer and the retailer and makes his decision(s) in order to minimize the joint supply chain costs,
i.e. the order quantities from the retailer to the manufacturer are equal to
Q∗i = �2(K R + K M )D/ hi for i = L, M, H.

The first question which arises is if the coordination of the chain is always feasible under the appropriate
quantity discount, i.e. if the manufacturer could design a quantity discount where XL , XΜ , XH are equal to
Q∗L , Q∗Μ , Q∗Η . It is easy to show that perfect coordination is not always achievable, which is rational
according to the results of Zissis et al. (2015). Thus, the remarkable question is to find under which specific
parameters’ conditions the chain could be coordinated and to give the managerial explanation.
A second question is to find the appropriate indexes which evaluate the improvement that is achieved
through our proposed way of coordination, comparatively to the solution without discounts. A final
question is about the information rent, which the retailer can achieve due to the fact that he possesses
private information. It is well known to the literature that if the manufacturer knows the actual retailer’s
holding cost (retailer’s private information) he has the power to lead the latter to the reservation level. In
this case the manufacturer secures all the gains from coordination for himself by paying the retailer just
enough to induce him to alter the order quantity.

4

Conclusions

In this work, we considered a two-node supply chain with one manufacturer producing a single product in a
lot-for-lot fashion and one retailer who orders and stores the same product in fixed quantities. We modeled
the supply chain as a Bayesian game, due to the fact that the retailer had private information about his
holding cost. We assumed that the retailer’s holding cost was discrete random variable, which could take
three different values (a high, a medium or a low one). We formulated a Stackelberg game and wrote down
all the necessary constraints of the quantity discounts that the manufacturer should offer in order to inimize
his costs while enabling the establishment of the business. Moreover we discussed some conjectures on the
feasibility of coordination in the information asymmetry setting.
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Potential extensions are: i) the study of supply chains with one manufacturer and many retailers or one
retailer procuring the same product from many manufactures; ii) the study of supply chains with more than
two distinct nodes (e.g., manufacturer, distributor and retailer); iii) the effect of coordination policies with a
structure other than quantity discounts, such as quantity flexibility or return contracts, backup agreements,
etc.
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