Measuring Networks in the Field

Jennifer M. Larson and Janet I. Lewis*

December 14, 2016

Abstract

Measuring networks in the field – usually by asking individuals systematically about their networks – entails complex design choices, with large consequences for the resulting data. Because observations in a network are interconnected, well-established practices from non-network survey settings can lead researchers astray; while small samples are informative about a population when observations are independent, small samples of nodes in a network often do not allow for meaningful inferences about the overall network. Despite the increasing focus on networks in political science, little guidance is available for researchers facing high-stakes decisions when designing a study to elicit networks. This article serves as a practical guide. It offers a simple framework for constructing a network theory, illuminates tradeoffs like measuring more nodes versus more ties per node or asking for names versus selections from a list, and suggests a new technique for cleaning relational data.

Social Networks | Fieldwork | Surveys | Research Design | Network Theory

9,695 Words

*We are grateful to Cesi Cruz, Guy Grossman, Franziska Keller, Lucy Martin, Matthew Simonsen, and Josef Woldense for their thoughtful feedback and assistance.
1 Introduction

People’s social relationships serve as crucial sources of information and influence, with important implications for politics. The presence, quality, and pattern of these relationships – features of social networks – have been found to affect outcomes like voting behavior (Sinclair, 2012), public opinion (McClurg, 2006), policymaking (Scholz, Berardo and Kile, 2008), social capital (Jackson, Rodriguez-Barraquer and Tan, 2012), protests (González-Bailón and Wang, 2016), and political violence (Parkinson, 2013; Larson and Lewis, 2016), as well as public health decisions (Rao, Mobius and Rosenblat, 2007) and technology adoption (Conley and Udry, 2010).

In the wake of promising findings like these, and because observational data on relevant networks is rarely available, scholars are increasingly undertaking fieldwork that entails eliciting original data on networks among individuals or small groups. Doing so has been central to advances in knowledge about, broadly speaking, the consequences of network position for individual behavior (Barr, Ensminger and Johnson, 2009; Baldassarri and Grossman, 2013; Baldassarri, 2015; Breza, Chandrasekhar and Larreguy, 2015); the spread of information through a group (Banerjee et al., 2014; Alatas et al., 2015; Larson and Lewis, Forthcoming); the presence and magnitude of peer influence (Conley and Udry, 2010; Banerjee et al., 2013; Paluck, Shepherd and Aronow, 2016); and the way social networks change in response to shocks (Fafchamps and Gubert, 2007; Jackson, Rodriguez-Barraquer and Tan, 2012). The contexts for these studies vary widely, for example from villages in the Philippines and India to high schools in the U.S.

In any context, however, measuring networks in the field is not a straightforward task. Since respondents in a network are interrelated – and thus cannot be taken as independent and identically distributed observations – problems that would be minor under “the usual” independent sampling procedures can compound into large problems that generate mislead-
ing results in a network context. To measure any one network, the way nodes and links are sampled, and the way survey questions are worded and ordered have large consequences for the resulting data. Moreover, for a given group of people, numerous different networks could be measured. Because resources, time in the field, and the attention span of respondents are all finite, researchers measuring networks face a large set of high-stakes tradeoffs that can be difficult to evaluate prior to collecting data.

Yet little practical guidance is available for the measurement of networks in the field. While researchers have ready access to guides to formal network theory (Wasserman and Faust, 1994; Jackson, 2010; Easley and Kleinberg, 2010; Siegel, 2011), statistical methods using network data that already exist (Butts, 2008; Kolaczyk, 2009), and causal inference on networks (Fowler et al., 2011), such works do not aim to assist researchers with the myriad choices involved when designing a study that collects original network data from people.\footnote{An exception is Marsden (2005), which reviews the findings from studies testing the consequences and reliability of design decisions in sociology and psychology. This is a useful starting point, but leaves many of the issues faced by political scientists that are covered in this article untouched.}

This article’s aim is to help researchers design a network elicitation study. Naturally, there is no one-size-fits-all design; the optimal design will vary study by study. Consequently, we stress that carefully first specifying a network-related theory is crucial in order to guide complex design decisions. Simply put, one must know which network(s) she is trying to capture and why before designing a study to do so. We begin by presenting a simple framework for constructing such a theory.

We then systematically address a battery of dimensions on which network studies can vary, and hence about which a researcher faces choices. We highlight the often subtle tradeoffs entailed in each. The first set of tradeoffs we consider pertains to the method of eliciting
the network: how exactly should the study identify the presence of a link between two people? The second set pertains to precision: how precisely must the true network be measured, and what are the consequences of a variety of options for measuring it more coarsely? The third set pertains to cleaning the data after collection: how should problems like spelling discrepancies across names or ties to people outside the sample be handled? The third set is easy to ignore ex ante, but anticipating these problems allows researchers to build in straightforward safeguards that vastly simplify the cleaning ex post. We also introduce a new technique for cleaning relational name data. Throughout, we emphasize that many of the tradeoffs can only be adjudicated by theory.

Finally, we emphasize the need to determine the importance of network structure to the research question, and offer a classification to help with this assessment. The more the research question depends on structure – identifying how central people are, how socially distant any two people are, and so on – the more important it is to measure a network as thoroughly as possible. Since most network studies seek to uncover network structure and small samples of nodes recover structural properties poorly (Chandrasekhar and Lewis, 2011), a key implication is that most network studies would benefit from prioritizing surveying as many nodes as possible. This consideration is particularly important for researchers planning to collect data in, and contrast network structures between, multiple locations. While measuring networks in many locations with few nodes each can be a tempting option, the ability to accurately recover properties of the networks that are measured usually makes measuring fewer networks with more nodes the best choice.

2 Measuring the Right Network

The first step in any networks study is identifying the network that is of interest. Although at first blush this may seem like a straightforward task, in practice, specifying a theory of which
network matters and why can be challenging, warranting careful thought and substantive knowledge of the context under study. All design decisions hinge on having a carefully specified network theory.

2.1 Specifying a Network Theory

A network among a set of nodes $N$ (here usually taken to be a set of people) is a record of the presence or absence of a link (also called a “tie” or an “edge”) between every pair in $N$. For any set of nodes $N$, pairs of nodes could be linked in many ways.

Formulating a network theory requires three steps:

1. Define a set of nodes

2. Specify the type of links

3. Specify the function of the links

<table>
<thead>
<tr>
<th>Attribute</th>
<th>Question to Ask</th>
<th>Examples</th>
</tr>
</thead>
<tbody>
<tr>
<td>Nodes</td>
<td>What is the set of things that are connected?</td>
<td>Villagers; adult females; members of an organization; voters</td>
</tr>
<tr>
<td>Link Type</td>
<td>What is the relevant connection between two nodes?</td>
<td>Friendship; trust; shared geographic space; experience as colleagues; kinship</td>
</tr>
<tr>
<td>Link Function</td>
<td>What does a link between two nodes do? Why is the presence of such a link important?</td>
<td>Transmits information; spreads disease; exposes one to other’s opinions; conveys peer pressure</td>
</tr>
</tbody>
</table>

In many studies, the nodes of interest will be people. When this is the case, a network theory requires answering the questions: which people are included in the network, how are
they connected, and what do the connections do? The final question is easy to overlook, but is essential to the design of network elicitation. Networks are theorized to matter because the ties do something: transmit information, spread disease, indicate opportunities for learning, generate obligation, and so on. Being precise about their theorized function will simplify many of the design choices. Table 1 summarizes these steps.\(^2\)

As an example, in a study of how information spreads through a village, a theory may hold that people receive new information from people they trust. This theory would regard the set of village residents as the nodes, trust as the link type of interest, and the transmission of credible information as the link function.

As another example, in a study of how people decide whether to vote, a theory may hold that a person can feel compelled to vote if her most intimate friends would judge her badly if she abstains. For this theory, a voting district’s population could be the nodes, the link type is close friendship, and the ability to convey effective peer pressure is the link function.

An obvious but important point is that for any set of nodes, there are many different links that could connect them in theory. This is particularly true for studies theorizing that the “social network” is the network of interest. There is no single “social network” among a group of people, even in theory. Links connoting blood relatives, friends, business confidants, coworkers, conversation partners, and schoolmates are all sociable. Researchers must first carefully specify why sociable ties may matter, and then define and measure ties that correspond to this function. If ties matter in theory because they let people share trusted

\(^2\)The link type may be the same as the link function, but it is important to specify the link function as precisely as possible. To study the spread of new technology through a village, specifying the link type as “friendship” and the link function as “connoting friendship” is not very useful. Why might friendship matter for the spread of technology? The answer to this question—perhaps that friends model each other’s behavior—will be a more useful link function to specify.
information face-to-face, then the ties must capture the ability to share news face-to-face as directly as possible. If ties matter because they let people verify uncertain information, then the ties must capture the ability to verify information. While it may be tempting to remain agnostic and say the social network entails all of these link types, this imprecision in the theory can result in data that mask network effects.

For each of the design issues raised in the remainder of the article, we will discuss how to evaluate the tradeoffs with respect to the network theory underlying the project. The more precisely the nodes, link type, and link function can be specified, the easier it will be to evaluate the tradeoffs inherent in the study design.

2.2 Operationalizing a Network Theory

Once the network theory is specified by following steps (1)-(3), network measurement requires two additional steps:

4. Determine which nodes to survey

5. Operationalize link type

To complete step (4), identifying the boundary of a group of interest and then surveying everyone within this boundary is often ideal. Whether smaller samples can be informative depends on how important capturing structural features is. We consider this issue in section 4.

Step (5) entails pinning down a set of rules to establish when a link will count as present in the data. Doing so requires first selecting a procedure for measuring links. We introduce the options for measuring links in the next section, and then return to a discussion of how to operationalize links in ways that are tailored to these options in Section 3.2.
3 Eliciting Networks

Researchers have a large option set for how to elicit the identities of network ties. Different techniques are optimal in different contexts. How respondents are prompted to give names, which tie types are measured, the order of the questions, and how missing respondents are handled while in the field all affect the resulting picture of the network in the data; theory-driven choices will ensure that the data are informative for the research question.

3.1 How to Collect the Ties

The two main techniques for directly eliciting social networks are asking respondents to name names—the “name generator” approach—and asking respondents to select names from a list.

The list approach has obvious virtues. Respondents are less likely to forget ties if they are selecting them from a full census (Brewer, 2000). Consequently, list methods are likely to recover more weak ties or ties that are less salient to the respondent. Just how many more varies by context: different studies have shown that name generators recover only ten percent of ties (Hammer, 1984) or as much as eighty or ninety percent of ties that list methods recover (Sudman, 1988; Brewer, 2000).

The list method is only possible for situations in which a census is available, and only appropriate when the census is also a theoretically meaningful restriction on ties. For instance, a village roster will let researchers use the list method if ties to other villagers exhausts the relevant ties. Measures of connectivity to other villagers, or paths throughout the village

Because list methods draw out weak ties, they risk over-reporting to such an extent as to render the network meaningless. Pretesting is important to reveal whether respondents are inclined to answer “yes” to the presence of a tie to every single person on the list. If so, changing the question to capture a more restrictive relationship or restricting the number of names that may be chosen may be important.
through which messages could spread can be captured well. Overall popularity could not be, since this may depend on ties to individuals outside the village.\footnote{For more on selecting the boundaries of a network, see Laumann, Marsden and Prensky (1989).}

Researchers do have the option of first assembling a roster in order to use the list method, but should consider whether this is appropriate given the study. For example, in Larson and Lewis (Forthcoming), the study’s aim was to track the spread of brand new information carefully seeded. The act of assembling a roster would have risked contaminating the natural spread of information from the few sources.

List methods also risk exhausting respondents if the census is large. A list of hundreds of names (or photos, for contexts of low literacy) may introduce error as respondents become less willing to carefully consider options. Using a pretest to gauge the length of time required to consider all names in the census will inform the decision, and randomizing the list order is a useful safeguard.

When the boundary of network ties is straightforward, a census is readily available, the length of the census is not too long, and erring on over-inclusion is helpful to the study, list methods can be best.

Name generators are questions of the form “With whom do you discuss important matters?” or “Name up to 5 people with whom you have shared an office in the past.” These questions rely on the respondent recalling and reporting the links of interest.

Name generators need not restrict the option set of ties (though they can by prompting respondents to only consider people within some set: “Name up to five ... in this village”) and are fine in any population size. This method has been shown to collect relatively strong ties, and the ties offered in response to a network prompt tend to be socially related to one another as well (Fiske, 1995; Brewer, 1995; Marin, 2004), suggesting this method may detect
clustering well.  

When the boundary of network ties is not straightforward, when a census is not readily available or assembling one would damage the study, when the population is large, or when distinguishing strong ties is helpful to the study, name generators can be best.  

Most of these determinants are matters of feasibility. The issue of strong tie detection is a matter of theory. Given the link function, will the research question be better answered if the respondent gives every single person who meets a criterion, even if she needs to be reminded by seeing that name on a list, or will it be better answered if the respondent only gives the names most salient to the respondent that meet the criterion? If the former, over-including weak ties is best, which favors the list method; if the latter, prioritizing strong ties is best, which favors the name-generator method.  

The logistics of recording names offered by respondents can introduce data cleaning issues, especially spelling discrepancies, which we cover in Section 5.

5Shakya, Christakis and Fowler (2017) find that, in a comparison of twelve name-generators used in rural villages in India, those measuring domestic interactions detect the highest values of clustering.

6For more on the choice between specific kinds of name generators, especially with applications to sociology, see Klofstad, McClurg and Rolfe (2009); Bidart and Charbonneau (2011); Sokhey and Djupe (2014).

7For example, for a theory that holds that social ties are important because they spread awareness of a new product, over-including weak ties may be best. This kind of information probably spreads easily across lots of links. Conversely, for a theory positing that social ties let people confide their highly sensitive secrets about a regime with one another, aiming to capture the strongest ties may be most informative.
3.2 Operationalizing Link Types

Given a method for collecting the ties, there are three issues in operationalizing the link type: what to measure, how to prompt respondents to reveal the link, and how many different measurements of a link type to take.

The more precisely the link function is specified in the theory, the more straightforward it will be to identify what should be measured: the presence of opportunities for that function to occur. For example, in Barr, Ensminger and Johnson (2009), theory suggested that the relevant link type was social relationships, which function to make villagers behave in a trusting and trustworthy way with one another. The authors operationalized this link type by asking about an activity that likely connotes trust: “Who do you usually talk to about any kind of problem in this village” (p. 74). As another example, because theory suggests that social ties function as sources of political discussion (Klofstad, McClurg and Rolfe, 2009), the 1985, 1987, and 2004 versions of the General Social Survey operationalize the link type by inquiring about people with whom a respondent discusses important matters: “From time to time, most people discuss important matters with other people. Looking back over the last six months – who are the people with whom you discussed matters important to you?”

Eliciting networks through surveys relies on respondents recalling their network ties. In general, people are better at recalling salient, specific, concrete things. A useful starting point for operationalizing the link type as concretely as possible is to build elicitation questions that capture the link function. Sometimes the question can directly ask about the link function. If the function is still too abstract, the question can ask about a more concrete instance of the abstract concept.

For example, the elicitation question in Barr, Ensminger and Johnson (2009) did not ask “whom do you trust?” but asked about a specific activity that should indicate trust. Rather than ask “with whom do you have transactional relationships,” Banerjee et al. (2013) asked
about specific activities like borrowing and lending rice. In Paluck, Shepherd and Aronow (2016), to identify social referents, respondents were asked “whom did you choose to spend time with, face to face or online?” This elicitation question picks up susceptibility to influence without directly asking about susceptibility by asking about the specific event of spending time with others.

Asking about concrete activities not only helps with recall, but also avoids a related problem with prompts that are too vague. Respondents in different contexts may understand a vague concept to be different than the meaning intended by the researcher. The concept of “friendship” is particularly susceptible to this problem: a mismatch between researchers’ and respondents’ understanding of the concept has been documented in US samples (Fischer, 1982) and has been anecdotally noted by researchers conducting pretests in the developing world. Asking about activities that should indicate what the researcher means by friendship is a more promising approach than asking directly about friendship.8 For instance, if friendship is theorized to matter because friends spend time together and expose one another to their political views, asking about those with whom the respondent spends a lot of time may be preferable to asking about those whom the respondent regards as a friend. In this case, appealing to the link function rather than type—why friendship is theorized to matter in a particular context—is more likely to yield meaningful network data.

If the link function can be captured reasonably well by a single question, then money, 

---

8A clever approach to overcome this difficulty can be found in Rao, Mobius and Rosenblat (2007). The researchers were interested in friendship. Rather than ask respondents to list friends, respondents were asked to list others with whom they would like to play a game. In the game, one person would be asked a basic question about the other, and correct answers would earn money. This strategy incentivized respondents to name others who were most likely to know this information about themselves, focusing respondents’ attention on the same aspect of friendship that the authors were interested in.
time, and attention are saved by asking just the one question to elicit ties. If the link function is facilitating the borrowing and lending of rice, then asking about the borrowing and lending of rice should suffice. If instead the theoretical tie of interest does not have a single obvious operationalization, or if the function is abstract and can only be made more concrete by asking about multiple aspects separately, then multiple measures of the tie type may be necessary. For instance, the link function relevant to Larson and Lewis (Forthcoming) is facilitating the spread of news by word-of-mouth. The authors operationalized this relatively abstract function by asking about seven concrete activities that should generate opportunities for spreading news, including sharing meals, talking on the phone, and visiting homesteads. Section 4.1.3 considers the related issue of measuring multiple tie types.

As a final note, some link types are easier to measure than others, which can generate temptation to operationalize the link type with an easier-to-measure proxy. For instance, the availability of GPS devices makes geographic networks easy to measure, so that two individuals share a link if their homes are geographically close. Shared membership in groups can be easier to learn via surveys than the individuals to whom a person is connected. Common origin can also be relatively easy to learn. While there are some research questions for which these networks will be meaningful, there are many others for which they will not.

The theorized link function helps sort the two. First ask: given the theorized link function, how likely is it that all links with this function will be captured by the proxy? Then ask: given the theorized link function, how likely is it that all links detected by the proxy serve this function? The greater the likelihood for both questions, the better the proxy. If the answer to the first question is “very likely” and the answer to the second question is “not very likely,” then the correct links are likely to be a subset, possibly a small subset, of the links contained in the proxy. This effectively over-counts links. For some research questions, over-counting links results in poor inferences: see Section 4.1.2. For more on using proxies in place of direct elicitation survey questions, see Gross and Jansa (2016).
3.2.1 The Order

As with any survey, researchers should think carefully about the order in which networks questions appear. Since people recall things that are more salient to them, early parts of a survey can make those topics more salient to a respondent when answering later questions.

One implication is that if documenting the presence or absence of ties between individuals with certain attributes is important, if there is a chance that questions about the attributes will tip the respondent off about the research question, asking about the network ties first can be best. For instance, if a researcher is interested in documenting the extent of ties between long-time residents and new migrants in a village, beginning with a battery of questions about migration status may prime a respondent to over-report ties to the other group.

A second implication is that if multiple network elicitation questions appear and one network could in theory be a subnetwork of another, asking about the broader network first can maximize the difference detected between the two. For instance, if researchers are interested in people with whom respondents spend time in general, and also people with whom the respondent shares meals, the latter is in principle a subnetwork of the former. However, the respondents may also spend time with many people with whom they do not share meals. Asking about the subnetwork, in this case the shared meals network, first risks making these ties more salient during the survey, inducing the respondent to list the same people again for the time network. Asking about time first increases the chance of detecting additional distinct ties in the more general network.

3.2.2 Nested or Separate Questions

When multiple network elicitation questions appear, nesting the network questions can save time. However, this approach will only generate meaningful data for a narrow set of research questions.

Nested questions ask first about one kind of tie, and then further classify only those
names offered. For example, a researcher would ask “with whom do you share meals?” and then ask of those with whom the respondent shares meals “do you exchange gifts with any of these? If yes, which?”

This method necessarily constrains the subsequent networks to be subnetworks of the first. The only gift exchange ties that will be recorded will be those that are also shared meals ties. If the research question is strictly concerned with the gift exchange network and knowing whether or not they also share meals, this method is fine. However, if the interest is in any comparison between a meals and a gift exchange network, this method is inappropriate. Nesting introduces distortions; for instance, the gift exchange network will mechanically appear weakly less dense than the meal network, and likewise will mechanically have weakly smaller out-degree.

The most common reason for eliciting multiple networks is that theory is weak or a goal is to adjudicate among different networks. For these purposes, it is important that respondents have the opportunity to offer their ties separately for each.

4 Level of Precision

A precisely-measured network among a set of nodes $N$ is a record of the presence or absence of a link for every pair of nodes in $N$. Precision is expensive: network portions of surveys take a substantial amount of time. The longer the survey, the fewer can be collected on a fixed budget and the greater the risk of exhausting respondents’ attention before the survey’s end.

The key determinant of how precisely a network must be measured is the extent to which the network structure is of interest. At one extreme are studies concerned exclusively with

---

9See Banerjee et al. (2013).
independent attributes of nodes. These are uninterested in how the nodes relate to one another and instead seek to estimate, say, the mean age or education status of a population. Small random samples of nodes will recover estimates of population values reasonably well. At the other extreme are studies interested in the way each person is interconnected with every other person. Studies interested in how central each person is in the network relative to each other person (eigenvector centrality), or on average how socially proximate a person is to every other person (closeness centrality) are closer to the second extreme. Sampling a number of nodes less than the full population, even randomly, can poorly represent these values; small samples perform particularly badly (Lee, Kim and Jeong, 2006; Chandrasekhar and Lewis, 2011).10

Figure 1 helps classify types of network attributes along the continuum from fully independent to fully relational data. Some network attributes can be recovered with small samples. Out-degree— the number of links from a person to others— can be measured without perfectly representing the full network (and we discuss simplified versions for doing so below). As the network feature becomes more intricate and depends on how others relate to more and more other people, samples perform worse and worse (and hence small samples become a bigger problem).

A good rule of thumb for studies interested in characterizing the network structure and capturing these relational features is to make sampling the largest possible number of nodes the top priority.11

10Researchers can calculate statistics like centrality for the measured networks, but the value and even the ranking of nodes’ centrality scores may bear little resemblance to the scores in the true network.

11Relatedly, missing network data poses large problems as well. Research suggests that returning to individuals who were unavailable to be surveyed the first time, or even asking someone else to
Figure 1: The more the network attributes of interest depend on interconnections throughout a network, the more precisely a network needs to be measured. Studies interested in network features like centrality, path lengths, transitivity, reciprocated ties, etc. should prioritize surveying as many nodes as possible.

4.1 Reductions in Precision and Their Costs

In a perfect world, researchers interested in network structure would measure the network with full precision—capture every node of interest, and measure the presence or absence of every possible link among them. There are options for reducing precision, all of which shorten the survey at the cost of introducing some error. Here we present the tradeoffs surrounding five of them. Researchers should take these tradeoffs into careful consideration before deciding to reduce the precision with which the network is measured.

Each will refer to the respondent offering her network information as an “ego” and the names she lists as her “alters.”

answer on an unavailable respondent’s behalf, may be preferable to trying to account for the missing node (or ignoring it) ex post (Marsden, 1990; Sudman et al., 1994; White and Watkins, 2000). In these cases it will be important to note which observations were recorded by proxy and assess the robustness of results to noise in these reports.
4.1.1 Reducing Precision by Restricting the Set of Candidate Alters

Suppose the population of interest is a village. In theory, individuals in this village may have ties to others in the village, as well as ties to individuals outside the village. One option is to restrict the set of individuals who may be named by respondents to others in the village, either by restricting the names on the roster, or instructing respondents to only offer these names (see Section 3).

Restricting the option set reduces information about a broader network. Whether this matters depends on theory. Take the borrowing network measured with the above elicitation question which measures borrowing behavior within the village. If the research question is strictly about borrowing within the village, or if people never borrow from anyone except members of their village, then this restriction is sensible. However, if the research question is about borrowing in general, then this restriction may be detrimental, especially for comparisons of node-level network attributes. For instance, people who show up as having low out-degree in the restricted network may in fact have high out-degree (many people from whom they have borrowed) in a multi-village network. Likewise, people who show up as peripheral in this network may in fact be highly central in a multi-village network.

In short, if network position with respect to people outside of a set is important to the theory, then ties to people outside of the set should be allowed; if it is not, these ties can be excluded.

4.1.2 Reducing Precision by Capping the Number of Links

Any one respondent in $N$ can have as many as $n - 1$ links to others in $N$, and possibly many more to others outside of $N$. Researchers have the option of letting a respondent list or select from a roster every single alter that meets a criterion.

The downside is that each extra name offered or considered adds time to the survey. If the network is dense, lots of respondents will have many names to name or select. Researchers
have the option to cap the number of alters that each respondent can offer.

A cap on the number of alters tends to take the form “name up to \( x \) people with whom you have ...” or “select up to \( x \) people from the following list with whom you have ...” The larger the value of \( x \), the longer the survey will take. Research has shown that eliciting three to five alters produces reliable information on network density (Marsden, 1993), and that eliciting one alter for multiple networks is worse than eliciting multiple alters for fewer networks (Marin and Hampton, 2007).

Two considerations should guide the choice of \( x \). First, is variance in out-degree important to the research question? A cap on the number of alters right-censors out-degree. Individuals who offer \( x \) names all appear the same in the data even though some may truly have more than \( x \) out-links in the network. If a key analysis will entail distinguishing respondents based on their degree centrality or popularity, then \( x \) must be large enough to generate variance.\(^{12}\) Smaller values of \( x \) compress variance.

A good rule of thumb is to begin with \( x = 5 \) and pretest the networks questions. If all pretested respondents provide 5 names, increase the number. If none do, keep 5 for the survey.

Note that degree is not the only network statistic that relies on variance in out-degree. Sometimes reciprocated ties—\( a \) names \( b \) and \( b \) names \( a \)—are used to proxy for strong ties. This measure works best when any tie is given sufficient opportunity to show up as reciprocated in the data. If everyone names one name, few ties that are genuinely reciprocated will show up in the data as reciprocated. The larger is \( x \), the more reciprocated ties will be detected.

A second consideration is whether the absence of a link is important to answering the

\(^{12}\)For example, Eveland Jr, Hutchens and Morey (2013) shows that recording too few ties in a political discussion network misses detecting hubs— the few people with many more ties than average— who play important roles in political discussion.
research question. Is the absence of a link from a to b important to document? Projects focused on the way that people are connected can afford to miss links; projects focused on the way that people are not connected need to more carefully document the absence of links. In a project interested in how social ties are arranged, setting $x = 1$ could be informative. In a project interested in whether two tribes are connected via social ties, setting $x = 1$ would be a poor design. The latter is interested in the absence of ties between tribes and so should offer a strong test for missing ties. The smaller the $x$, the weaker this test.

4.1.3 Reducing Precision by Limiting the Number of Network Types Measured

When a study’s aim is to adjudicate between different network theories, multiple network types may need to be measured. Each network measured substantially lengthens the survey. To collect as few networks as possible, the networks should be as conceptually distinct as possible. Multiple distinct tie types help fill out a multidimensional network (Marin and Hampton, 2007), and will improve the efficiency of attempts to distinguish the consequences of each network. Starting by enumerating the categories of ties important to the research question – economic transactions, social interactions, information transmission, familial links, etc– and then selecting one concrete tie type from each can be a useful starting point.

An important consideration will be: to what extent are names offered in response to this question necessarily also going to be offered in response to another question? For instance, a question that asks “whom do you regularly visit” and another that asks “with whom do you regularly spend time” are not maximally distinct. The latter likely contains many of the former. Nested networks are redundant and will waste survey time. For the second scenario, the researcher must consider: how can I cover the full scope of this concept– say, trust– with the fewest questions? A question that asks whom one trusts with a secret and a question that asks whom one would trust with the news that she plans to run for office will likely contain more overlap, and hence more time-wasting redundancy, than a second
question about trusting to pay back a loan.

4.1.4 Reducing Precision by Measuring Households Instead of Individuals

An option for shortening the total time devoted to surveying networks is to measure networks at the household instead of the individual level. In this case, each node would be a household, and a link would be present between households if any individual in the household lists an individual in the other household in response to a networks question.

The advantage is that this effectively reduces the sample size, often on the order of at least four or five times. The disadvantage is that this compresses potentially interesting information within household. If the goal is to measure the reach of training in fertilizer use, losing within-household variation may be fine. Having one person in the household trained means that even if the others have not yet learned, they have easy access to this information. Connections among households then could be meaningful channels along which this information spreads.

If the research question focuses on attributes of ties, however, then the household may be an inappropriate level of resolution. This will be true for any potential node or link attribute on which there is heterogeneity within household. Consider cross-ethnic ties. If every member of a household is the same ethnicity, then ties between households can be categorized as cross-ethnic or not in a way that captures well whether the individual ties are cross-ethnic or not. However, if households can be mixed ethnicity, then characterizing ties between households as cross-ethnic or not can at best give a partial cross-group tie score that may poorly capture the real relationships at the individual level.

Two issues should guide the choice of aggregating up to the household level versus keeping networks at the level of the individual. First, is the research question at the level of the household or the individual? If at the level of the household, then so long as cross-household
links are defined and operationalized carefully, this can be the best network to measure.\textsuperscript{13} Second, does the research question require information about nodes or links for which there is within-household variance? Answering the second question may be difficult ex ante, but can be estimated with pretesting or by contacting local experts in advance. If yes, then aggregating at the household level may be inappropriate.

4.1.5 Reducing Precision by Using Proxies for Network Position

One way to dramatically save survey time is to measure properties of the network without measuring the network itself. The most popular version of these measures aims to estimate the size of a person’s social network. Rather than asking respondents to name individuals, the researcher asks for the number of ties with a series of questions of the form “how many X do you know” where X is a reasonably popular first name. Responses can be used immediately as a relative measure of popularity, or summed or scaled to estimate degree in a social network (Killworth et al., 1998; McCarty et al., 2001; McCormick, Salganik and Zheng, 2010; Calvo and Murillo, 2013).

The number of people with certain first names that a person knows gives a measure of popularity or general social network size. These simplifications can also be used to estimate degree in more specific networks by asking questions of the form “with how many people do you Y” where Y is an activity or specific relationship. Using a single question that asks respondents to estimate the number of people in their network has been popular in communication studies and american politics (Moy and Gastil, 2006; Eveland and Hively, \textsuperscript{13}See the study of enrollment in a microfinance program in Banerjee et al. (2013). Networks are measured at the household level because enrollment is at the household level. Likewise, in Cruz, Labonne and Querubin (2014), networks are measured at the family level, where political support is mobilized.}
These simplifications offer substantial time savings; if the only network feature that the researcher needs to collect is degree, these can be worthwhile substitutes for eliciting precise networks and tend to perform reasonably well (Bell, Belli-McQueen and Haider, 2007). Moreover, these methods better recover true zeros: listing no names in response to a network elicitation question is a weaker signal that that person in fact has no ties of that sort than responding “zero” to the question of how many ties of a sort a person has (Fischer, 2009).

The most obvious downside is that no additional details of the network are measured. These methods have two other limitations. First, measures of popularity that depend on counts of the number of names a person knows can be difficult to relate to the precise underlying network. A person who knows more names has a larger social network in some sense, but many research questions require knowing more than this. A person who knows more people does not necessarily have the most access to credit or the most sources of gossip or the largest number of trusted contacts.  

Second, the flip side of this method providing a more conservative test for zero ties is that it provides a weaker test for the presence of ties. Studies that hinge on the presence or absence of strong, deep connections may do better eliciting names to recover this variance.

---

14While proxies for degree (network size) are most common, research suggests it may also be possible to detect who holds the most central positions in a network without measuring the network. Banerjee et al. (2014) shows that people can fairly reliably identify people who would be the best injection points for information diffusion in a network; if research hinges on identifying them, it may be possible to ask some people to do so rather than elicit whole networks.
5 Cleaning the Data

Even the most carefully collected data need to be cleaned. Network data present special challenges for cleaning because responses are interconnected. Even if measurement error is random with respect to links, the error may not equally affect nodes. Making sure ties are reported correctly, and carefully deciding how to assemble the ties into a network for analysis, makes or breaks ultimate inferences. There are steps the researcher can take when designing the survey to make cleaning the data easier after collection.

5.1 Identity Matching

Making sure names that appear in multiple places in the data— a respondent’s own name and a tie offered by a different respondent, say— refer to the same person is essential to properly representing the network and its structural features.

Three actions can help match identities. First, if it is feasible to assemble a set of photographs in advance, individuals can distinguish between common names by identifying the picture of the person being named (Kim et al., 2015). Second, researchers should collect the version of names that is most likely to be unique. This requires knowledge of local context in advance. In American samples, this would entail first and last names. In the Ugandan sample of Larson and Lewis (Forthcoming), for example, this entailed collecting respondents’ and their alters’ Ugandan and Christian name. In other settings, for instance in the Philippines, nicknames are more likely to uniquely identify individuals than full names, which may overlap due to familial naming conventions.

Third, researchers can collect an additional identifier along with each name. The best identifier will depend on the context. The simpler the identifier, the less time this will add to the survey. For instance, a question “about how old is he/she” could accompany the elicitation question. Then, so long as respondents are sufficiently good at estimating age, the
researcher can not only match names offered as ties to surveyed egos (as long as researchers ask about age in the survey); the names offered can be matched to each other as well.\textsuperscript{15}

5.2 Spelling Discrepancies

Spelling discrepancies introduce a related problem of identity: names that are different in the data could in actuality refer to the same person. If Robert lists Susan and Gary lists Suson, whether Susan and Suson are treated as two people or as one whose name was spelled two different ways can result in quite different networks. If Susan and Suson are in fact the same person but treated as two, Susan’s in-degree will appear lower than it truly is. If Gary is highly connected, Susan’s eigenvector centrality will appear lower by missing the link to Gary. And of course if Susan and Suson were two different people, aggregating them into a single node will inflate the degree of either of them, as well as the centrality of any neighbors.

If the goal is strictly to measure the number of names offered by those surveyed— their out-degree— then spelling discrepancies are irrelevant.\textsuperscript{16} If the goal is to measure any other property of networks, including the related in-degree or overall degree, then spelling discrepancies can result in a significantly mis-measured network.

In addition to the identity matching techniques of the last section, three straightforward actions can reduce this problem: asking for the spelling during the survey, using electronic tablets rather than paper surveys, and/or performing an enumerator handwriting check. The

\textsuperscript{15}This can also mitigate a related problem where different respondents can have the same name. An identifier like age can help distinguish which of a set of same-named people a respondent is referring to. Contacting a local expert to inquire about the extent of shared full names in advance will help determine whether adding this kind of identifier will be necessary.

\textsuperscript{16}Unless the goal is to measure the number of distinct names offered across multiple network elicitation questions— then spelling discrepancies even affect the measure of out-degree.
first may maximize the chances that the same person’s name is spelled the same way, and the latter two minimize spelling discrepancies arising from handwriting issues. Of course none of these measures eliminate the problem. The first requires literacy, and more strongly, that respondents know the correct spelling of each of their ties. The latter two do not preclude typos.

Once data are collected, there are options for cleaning that account for the presence of same names spelled differently. The first is a qualitative approach. While in the field, assemble a list of similarly-spelled names that appear in the data and take them to a local expert, for instance a village leader. He or she will have the best idea for whether there are people with the different names or whether they likely refer to the same person.

The cleaning can also be automated in a way that accounts for the unique structure of network data. The list of egos is a set of people known to be distinct. This can be used as a key to see if any of the alters are spelled suspiciously similarly to any of the egos. A straightforward approach is a string-matching metric to assess similarity without human judgment. For instance, Levenshtein Distance records the number of single-character edits that would make two strings (names) be the same (Levenshtein, 1966). The raw data can be converted into cleaned datasets in which names which differ by certain values of Levenshtein Distance are regarded as the same.

For instance, the Levenshtein-1 dataset would be the dataset cleaned in the following way: loop over every alter named in the data. Any alter’s name that differs from an ego by a single character (for instance, ego Susan Olson v. alter Suson Olson) is replaced by that ego’s name. Then all remaining alters that differ from each other by a single character are treated as the same. The Levenshtein-2 dataset would be the same for names that differ by at most two characters, and so on.

The question becomes what number of different characters to tolerate. Of course the Levenshtein-x dataset, where x is the maximum number of characters in any name in the
data, would replace all alters with the first ego. This is clearly too much tolerance. It could be that the Levenshtein-1 dataset is too little tolerance, leaving many same names appearing to be different nodes. While this is ultimately a judgment call, there are two ways to proceed. One is to select a range of Levenshtein distances that produce sensible matches, and perform analyses on all of them to test robustness. The second is to use a known global measure to select the Levenshtein distance in a principled manner. For instance, if the sample was a village, each choice of Levenshtein distance results in a potentially different total number of names in the dataset (included as egos or alters). A statistic like the village population can lend some insight. If the ties are likely to others in the village and a choice of Levenshtein distance results in a number of names that is many times the population of the village, then a higher Levenshtein distance is probably needed to properly clean the data. Village population can help tune the cleaning.¹⁷

5.3 Ties to Unsampled Alters

Even if respondents are asked to name people within a defined set, and even if researchers try to survey everyone in that set, there could still be alters in the data who were not surveyed. In this case, researchers have three types of names in their data: those in the population who were surveyed ("respondents"), those in the population who were named by a respondent but who were not themselves surveyed ("unsurveyed alters"), and those in the population who were neither surveyed or named.

Pooling respondents with unsurveyed alters can substantially increase the proportion of

¹⁷If respondents are free to list ties to anyone, including outside the village, the survey could ask about each one “does this person live in your village?” Then the diagnostic would compare the number of distinct names for whom the answer was “yes” to the known village population to select the appropriate Levenshtein distance.
the population that are included in the data. For this reason, doing so is tempting. For questions that rely on comparing in-degree, this is helpful. However, for other network measures, pooling respondents and those named may not be advisable. The data contain information on respondents measured in two ways: network information for respondents comes from names they offered and from others naming them. Network information for unsampled alters comes only from others naming them; they were never eligible to offer names themselves. This difference can introduce distortions, especially in out-degree and centrality.\textsuperscript{18}

A useful guiding principle is to check the robustness of analyses using structural features of the full network to instead using the closed network– the network that contains only respondents and links among them.

\section{Conclusion}

As theories of political phenomena increasingly account for interconnectedness between people, researchers must adjust our methods of data collection to capture these relationships. The above is intended as a guide, in order to help researchers think through design issues before eliciting networks in the field. Doing so is an increasingly common research practice in political science, and a necessary one since data on relevant networks are rarely available via observational data.

We have walked the reader through several important trade-offs to consider when designing a study that will measure networks in the field. Throughout, we have stressed the hazards of importing sampling techniques from settings where observations are independent, and the

\textsuperscript{18}To see why, note that those named but not surveyed are more likely to have fewer of their links measured. This means that their degree, closeness centrality, and eigenvector centrality will be under-valued relative to respondents.
importance of considering design trade-off before arriving in the field. Careful thought ex ante maximizes the chance that scholars make the best use of finite time and resources in the field and return with data that can meaningfully answer research questions. In particular, the stronger the underlying network theory – which nodes matter, exactly which links among them matter and why – the easier the design will be. While research teams heading to the field can consider theory case by case, this guide also highlights the value of strong theory on its own.

Our hope is that this guide helps to make the collection of network data in the field easier and less error-prone, and encourages those who would have otherwise been deterred by such an onerous task to reconsider. The more political science is able to pin down the relationship between networks and political outcomes, and can be precise about which links in networks affect which outcomes, the more fruitful the empirical study of networks will be.
References


**URL:** goo.gl/Cp6T02


Hammer, Muriel. 1984. “Explorations into the meaning of social network interview data.” 


**URL:** goo.gl/0dBMbt


**URL:** http://hdl.handle.net/10419/55601


Siegel, David A. 2011. “Social Networks in Comparative Perspective.” *PS: Political Science and Politics* 44.


