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Introduction
This report holds ten use cases of innovative data-driven approaches for policymaking
at the European level. These use cases were developed in the context of the
international study on innovative data-driven approaches to inform policymaking,
conducted by the Technopolis Group, the Oxford Internet Institute (OII) and the
Centre for European Policy Studies (CEPS) for the European Commission.
The main purpose of the use cases was to inspire the European Commission and other
organisations at EU or international level, when considering or implementing
innovative data-driven approaches for policymaking. They were developed in close
collaboration with officials from several European Commission (EC) DirectoratesGeneral (DGs).
The use cases cover the following policy areas/themes:
1.

Using learning analytics systems for educational policies. This use case
focuses on the opportunity that micro-data on learning processes (e.g. within
universities) and the use of learning analytics provide for the design of educational
strategies by policymakers at national and European levels.

2. Nowcasting for economic policy and beyond. Nowcasting is a forecasting
methodology that is becoming increasingly popular in economics. The use case
considers the potential use of nowcasting in the context of economic policy setting
and sets the potential value of an extended use of nowcasting against different
contexts.
3. Ocean governance. A use case that illustrates the opportunity that exploitation
of vessel positioning data, linked to other data sets, represents for an improved
conservation of marine resources and global ocean governance.
4. New data technologies for trade policy. An exploration of the possibilities
for using new innovative data sources for the development and monitoring of
trade policy. Data on the firms’ global supply chain management, Global Trade
Item numbers and sensor/GPS tracking at the level of firms would allow for an
analysis of the impact of new trade agreements at a micro level.
5.

Big data for consumer policy. A use case exploring the possibilities and
potential benefit of online retail monitoring for the implementation and
enforcement of consumer policy, specifically web-scraping for consumer price
indexing and sales conditions monitoring.

6. Data linking for bee health. A use case looking into the opportunity to develop
shared data and visualization tools related to the health of bees for improved
policymaking in a variety of areas, including agricultural policy and science policy
7.

Big health data in dementia. This use case considers the opportunity to
leverage big data for improved policymaking and science with relation both to
dementia detection and treatment and to dementia care.

8. Big data for crisis anticipation and crisis management. Crisis data can
help policymakers to save lives, re-build infrastructure and improve the
environment. This use case describes the potential use of data, the collection
processes and analytical tools for data related to natural crises, confrontation
crises, crises of malevolence, and technological crises.
9. Citizen science: big data for environmental policies. This use case
describes the potential value and processes for the collection, analysis and use of
crowdsourced citizen science data for the development, monitoring and
enforcement of environmental policies.
10. Text and opinion mining for policymaking. This use case covers the
methods that can assist policymakers throughout all stages of the policy cycle. It
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explains the sources for these data and how the outputs can be used to gain
understanding of stakeholders’ and citizen’s opinions on policies and strategies.
For each case, we first describe the focus, i.e. the topic or problem that can or could be
addressed through the innovative data approach. This is followed by a description of
the rationale for the development of a new data approach and the underlying policy
context defining the needs. We then go over to the description of the data process, i.e.
available data sources, how the data can be collected, analysed, and visualized, and
how they can be used in the policymaking process. In these sections we analysed the
main opportunities and challenges in terms of data availability, data linking,
stakeholder involvement, privacy, data analytics, financial resources, scalability and
wider applicability, etc. In the last section, we reflect on the challenges that the data
collection and analysis systems are facing or may be facing and cover also the next
steps that should be taken in the development.
The most common (intended) use of the innovative data systems is the collection of
contextual information for the purpose of informing policymaking at the very
beginning of the policy cycle (foresight, problem analysis) or for monitoring purposes,
at times with the intention of enforcing legislation (Table 1)
Table 1 Intended use of the data in the use cases
Nr

Use case

Policy cycle

1

Using learning analytics systems for educational policies

Foresight,
problem
monitoring, evaluation

2

Nowcasting for economic policy and beyond

Monitoring (real-time)

3

Ocean governance

4

New data technologies for trade policy

5

Big data for consumer policy

6

Data linking for bee health

7

Big health data in dementia

8

Big data for crisis anticipation and crisis management

9

Citizen science: big data for environmental policies

10

Text and opinion mining for policymaking

analysis,

Monitoring
(real-time)
and
enforcement
Problem analysis, policy design,
monitoring, evaluation
Monitoring
(real-time)
and
enforcement
Problem analysis, policy design,
monitoring
Problem analysis and monitoring
Foresight,
problem
analysis,
monitoring,
and
policy/
intervention design
Problem analysis, policy design,
monitoring
Problem analysis, policy design,
evaluation

For each use case we also indicate the ‘readiness level’, i.e. the extent to which the
idea is still in its embryonic phase or has already reached the level of a working
prototype, close to being used in the policymaking process. We defined the scale in
maturity as shown on the next page (Figure 1).
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Figure 1 Scale for assessing the maturity of use cases

Half of the use cases scored level 2 on the readiness scale. A cross-analysis of the use
cases shows that the low scores can be attributed to the characteristics of the data
sources and/or the level of maturity of the methods used (Table 2).
Table 2 Use cases: readiness, main data sources and data analytical methods
Nr
1
2

Use case
Using learning analytics
systems for educational
policies
Nowcasting for economic
policy and beyond

Readiness
(scale 1-5)

Main data sources

Data analytical
methods

2

Administrative/student
data, transaction data

Data mining

2

3

Ocean governance

4

4

New data technologies for
trade policy

2

5

Big data for consumer
policy

3

6

Data linking for bee health

2

7

Big health data in
dementia

2

8

Big data for crisis
anticipation and crisis
management

4

9

Citizen science: big data
for environmental policies

3

10

Text and opinion mining
for policymaking

3

Sensor data, social media
data
Satellite data, administrative
data, mobile (location) data
Transaction data,
administrative data, sensor
data
Website data, social media
data
Sensor-based data, crowd
sourced data, satellite data,
transaction data
Administrative/medical
data, sensor data and mobile
(location) data (e.g. personal
physical activity data)
Satellite data, geospatial
data, sensor-based data,
mobile data (location and
Call Detail Records), social
media, crowd sourcing
Sensor-based data, crowd
sourcing, satellite data
Social media data,
text/documents

Statistical modelling
Behavioural
classification models
Trade models, predictive
analytics
Webscraping algorithms
and advanced semantics
Integrated data platform
for monitoring, trend
analysis and modelling
Integrated data platform
for monitoring and
trends analysis
Monitoring, early
warning, modelling
Environmental
modelling
Webscraping algorithms
and advanced semantics

In some cases the data sources are not (yet) available at the scale needed
(administrative and transaction data for learning analytics and sensor-based data for
bee health) or are commercial data that are proprietary (data for trade policy). In other
cases, technical problems or the current lack of maturity and exploratory nature of the
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analytical methods hinder the deployment of the use case. An example of the former is
the interoperability of the data systems on dementia; examples of the latter are the
predictive analytics for trade policy and the advanced semantics for webscraping for
consumer policy. More in general, descriptive analysis is expected to remain the basic
yet crucial analytical approach in most cases. Increasingly, explanatory modelling and
predictive analytics will be added.
Because volume and velocity of data are important elements in the current wave of
innovations in data collection and data analytics (and in the definition of big data), we
have plotted the 10 use cases in terms of volume and velocity (Figure 2). It should be
stressed that Figure 2 only provides an indication. Data volumes can differ greatly
within one type of data source, e.g. depending on the types of sensors that are used
and the number of sensors installed; or depending on the resolution of satellite
images; the richness of transaction data; the number of social media platforms from
which data is collected; etc. Likewise, the concept of velocity should be treated
carefully. Even in use cases with low data velocity, it is possible to collect data (near)
real time. However, the relevance of high data velocity and the frequency of data
analysis and real time monitoring increases with use cases such as crisis anticipation
and nowcasting.
Figure 2 Plotting of use cases in terms of data volume and data velocity

To conclude this introduction of the 10 use cases, we mention five topics that emerged
in nearly all use cases:
1.

The challenge to actually use data analysis in the policy process, i.e.
establish a solid and timely link between on the one hand data collection and
data analytics and the other hand the policy process (e.g. politics and
stakeholder engagement). To establish this link requires collaboration, or a
mutual understanding, between data scientists and policy makers. For
instance, data should be visualised in ways that are relevant for policy makers,
while policy makers should increase their data literacy.

2. Privacy concerns, e.g. when aggregating and using data about students or
patients for policymaking, or when using social media data to anticipate crisis.
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3. Skills, e.g. experts in specific policy areas and experts in data analytics that
are investing in understanding each other, and that collaborate when
developing analytical (causal) models about the impact of policy interventions.
4. Public-private collaboration, e.g. convincing companies in financial,
retail, health and international trade, to share data that allow government
agencies to monitor economic trends, explore which consumption patterns
and health issues might indicate dementia, and analyse how global value
chains evolve.
5.
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Financial resources, e.g. the resources that are required to develop or scale
up big data applications for policymaking, e.g. installing sensors, engaging
citizens in crowd sourcing approaches and developing algorithms for web
scraping of e-commerce websites (to replace mystery shopping by automated
approaches).

1. Using learning analytics systems for educational policies
1.1 Focus of the use case
This use case considers the opportunity that a more extended use of learning analytics
represents for an improved policymaking in the field of education.
There is no universally agreed definition of learning analytics, but an often-cited
definition is:
“Learning analytics is the measurement, collection, analysis and reporting of
data about learners and their contexts, for purposes of understanding and
optimizing learning and the environments in which it occurs.”1
Learning analytics focuses on the individual student and his/her educator and is used
predominantly in the institutional environment to inform on students’ behaviour, to
support formative assessments and most importantly, to improve institutional
performance in relation to, for example, drop-out rates. A key characteristic of
learning analytics data sources is therefore their level of granularity.
Learning analytics have the potential to eventually play a role in addressing many
different policy issues concerning education, training, mobility and employment. The
focus of this use case is on the potential benefit of learning analytics data to
understand transversal skill attainment. Transversal skills, notably ICT and
entrepreneurial skills, have become in high demand in the labour market, resulting
also in more attention for these skills in education policies. This use case therefore
considers big data can potentially enhance the design of educational strategies aimed
at digital and entrepreneurial skills by drawing upon the insights from formative and
summative student assessments.
Currently the attainment of transversal skills is measured through data from
international surveys. The Global Entrepreneurship Monitor2, for example,
measures people’s perception of their entrepreneurship capabilities and their
aspirations towards starting a business; the survey of adult skills (PIAAC)3, instead,
measures the perception of having ICT skills. These types of surveys are a good source
for information on the current level of skills; however, they give little insight in the
process for the attainment of skills through learning (which in turn may predict future
capabilities).
Forecasts related to skill attainment (and skills needs in the labour markets) are
currently collected on a regular and systematic basis at national, international and
European level. The European Centre for the Development of Vocational Training
(CEDEFOP) provides bi-annual skill supply and demand forecasts4, with insights into
EU-wide skills needs and supply capacities, allowing for detailed comparisons across
occupations, sectors and countries. Several Member States including the UK, Germany
and Italy also produce their own forecasts.5 The detailed projections and
methodologies used are not all publicly available, though.
This use case focuses on the opportunity that the collection of micro-data on learning
processes and the use of learning analytics can constitute for policymakers at national
and European levels. From a design perspective, this use case can be considered to
1 Society for Learning Analytics Research (SoLAR), 1st International Conference on Learning Analytics and

Knowledge, Banff, Alberta, February 27–March 1, 2011, https://tekri.athabascau.ca/analytics/
http://www.gemconsortium.org
3 http://www.oecd.org/site/piaac/
4 http://www.cedefop.europa.eu/en/events-and-projects/projects/forecasting-skill-demand-and-supply
5 CEDEFOP (2012) Building on Skills Forecasts – Comparing Methods and Applications, Conference
Proceedings, European Centre for the Development of Vocational Training, Research Paper 18,
Luxembourg:
Publications
Office
of
the
European
Union.
Available
at
http://www.cedefop.europa.eu/en/publications-and-resources/publications/5518
2
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have reached step 2: the policy question is translated into a data problem, but the data
sources and processing needs and opportunities need some further consideration
(Figure 5).
Figure 3 Use case readiness level

1.2 The rationale
Education systems are complex systems where performance depends on the interplay
of multiple factors and actors. Analyses of educational processes build upon a deep
understanding of the structure and interrelationships between the actors involved, in
primis the students and their educators. Especially in the case of education, the
national context, culture and history are important elements to take into account for
policymaking. It implies the need for adaptive interventions and no one-size-fits-all
models: national (and even regional) educational systems are diverse and specific.
International surveys are currently used to understand skills levels, but little is known
about actual educational activities in these areas. This is mainly due to the nature of
these skills; they are seldom attained through a degree completion (e.g. in computer
science), but more often through distinct features of educational modules (e.g. ICT
modules or ICT elements in other modules) and non-formal learning (e.g. online
tutorials). Mapping transversal skill attainment in learning activities will provide
insight into current levels and trends in skill attainment. By needing participants to
provide the information to collect the information at individual level, surveys are often
costly and are therefore conducted at most annually.
In this context, the expectation is that micro-data related to formative and summative
assessments (at the student/institutional level) can constitute a precious source for the
investigation of the processes allowing for the attainment of digital and
entrepreneurial skills, and when analysed comparatively, be of relevance for a higher
policy level analysis. The data should be collected at institutional rather than
individual level, reducing the cost and burden on participants and can be updated
more regularly than annually.
The monitoring of skill attainment based on learning analytics provides a number of
advantages. The use of the data collected about the micro-level (students/institutions)
can complement the survey data collected at the meso- or macro-level (i.e. country or
European levels) by providing insight on processes and enabling factors, which
data at the meso- and macro-level can rarely provide.
The data can be used for the monitoring of skills levels and the identification of
gaps. The increasing demand for and development of data sources on skills gaps by
policymakers demonstrate that there is a concrete need for this data. This could feed
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into multiple stages of the policy cycle. Ex ante, it could identify problems or
generate foresight and agenda setting. Ex-post, the data could generate useful
indicators for monitoring and evaluation. Most important, it could increase the
effectiveness of policymaking by generating more insight in actual skill attainment
than currently possible, which would enhance policy advice to Member States. Data
demonstrating gaps in skills linked to disadvantaged groups could be used to develop
or adjust interventions targeting specific groups (by awareness raising, supplying
additional teachers, funding more courses, adapting courses, etc.). Furthermore
regional data can be linked to labour market opportunities and be used to stimulate
mobility between regions.

1.3 The policy context
Digital, entrepreneurial, transferable and multi-disciplinary skills and education
programmes are topics that are high on the EU policy agenda. This is to be set against
the context of, on the one hand, the shortage of ICT professionals on the EU job
market and concerns about the number of entrepreneurs, and on the other hand,
youth unemployment rates resulting from the economic crisis, global competition and
automation.
The Treaty on the Functioning of the European Union, Articles 165 and 166, states that
the EU contributes to the development of quality education and vocational training by
encouraging cooperation between Member States and, if necessary, supporting and
supplementing their action, while respecting the responsibility of the Member States
for the content of teaching and the organisation of education systems and their
cultural and linguistic diversity. The main working method the European Commission
uses to support this goal is the Open Method of Coordination.
The European Strategy for Smart, Sustainable and Inclusive Growth (Europe 2020)
sets outs clear targets for education and training: reducing the share of early school
leavers to less than 10% and increasing the higher education attainment rates to at
least 40% among the 30-34 year olds. The Europe 2020 strategy addresses these
targets through two flagship initiatives: Youth on the Move that recently ended and An
Agenda for New Skills and New Jobs, and through targeted initiatives such as The
grand Coalition for Digital Jobs.
The Europe Education and Training 2020 Strategic Framework (ET 2020) guides
European policy in education and training in more detail. Its main aims are:
•

Making lifelong learning and mobility a reality;

•

Improving the quality and efficiency of education and training;

•

Promoting equity, social cohesion and active citizenship; and

•

Enhancing creativity and innovation, including entrepreneurship, at all levels of
education and training.

In a policy paper Rethinking Education published in 2012, the Commission stresses
the importance of transversal skills such as entrepreneurial skills and skills related to
science, technology, engineering and mathematics (STEM). The more recent Juncker
Strategy also stresses the importance of skill attainment. Moreover, the strategy
indicates that mobility should be encouraged in fields with persistent vacancies and
skills mismatches. In summary, increasing the attainment of transversal skills through
formal, informal and non-formal means throughout the whole educational trajectory –
from elementary school to life long learning – is a high strategic priority for the
European Union.

Ten use cases of innovative data-driven approaches for policymaking at EU level
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1.4 The data process: from data collection to analysis and visualisation
Data sources
The main source for this use case would be institutional learning analytics
datasets. In addition, social media data, LinkedIn data or data on job markets for ICT
positions can be of use (e.g. based on the MOVIP pilot launched by the EC’s
Directorate-General CONNECT).
As these datasets regard micro-data, their use at an aggregated level (national or
European) depends on the linking of datasets held at the institutional levels by means
of common identifiers. Standardisation of the variables against which data are
collected and indicators to use is therefore a critical condition in this context. In other
words, coordination is required among and between the different levels in the system
(institutional, national, European).
It should be noted, however, that the use of learning analytics in higher education
institutions is still relatively new and underdeveloped. Bichsel6 (2012) states,
“Interest in analytics is high, but many institutions have yet to make progress beyond
basic reporting.” While progress has been made in these last years, consensus in the
literature is that the majority of institutions are still at the awareness or
experimentation stage in the Learning Analytics sophistication model (see the Figure
below).7
The question is therefore whether learning analytics at the level of organisations will
have matured sufficiently to be of use, in the near future, for policymakers at national
and European level.
Figure 4 Maturity of Learning Analytics Deployment

Source: Siemens, G., Dawson, S., & Lynch, G. (2014). Improving the Quality and
Productivity of the Higher Education Sector: Policy and Strategy for Systems-Level
Deployment of Learning Analytics. Canberra, Australia: Office of Learning and
Teaching, Australian Government. Retrieved from
http://solaresearch.org/Policy_Strategy_Analytics.pdf

6

7

Bichsel, J. (2012). Analytics in higher education: Benefits, barriers, progress, and recommendations.
EDUCAUSE Center for Applied Research.
An illustration is that in the UK, one of the leading countries in learning analytics, progress is steady but
slow. http://repository.jisc.ac.uk/5657/1/Learning_analytics_report.pdf
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Taking a broader perspective to the topic of investigation, i.e. micro-data on skill
attainment, one should consider that individuals may attain skills through formal,
non-formal and informal learning.
There are various data sources that can and are used to map skill attainment at the
micro-level. These include: curriculum & learning outcomes of modules, online
learning course completion and all non-formal learning outcomes. These data sources
are discussed below.
Entrepreneurial and ICT skills can be part of formal education in certain courses of
modules. Sometimes a whole programme is dedicated to these skills, such as computer
science of entrepreneurship education. The graduation rates in these programmes are
often used to assess skill attainment in these areas. However, many other programmes
incorporate entrepreneurial and ICT skills in their modules. Moreover, students may
complete certain modules, attain certain skills but not receive a diploma. Thus, to
understand the level of transversal skills in the EU, also the mapping of the skills
attained in these modules may be useful, in addition to the mapping of traditional
programmes.
Developing a proxy for skill attainment in modules is not a straightforward
exercise. The curriculum of modules could be an indicator. The challenge is to define
what curriculum components contribute to a certain skill, and then measure this
across a very differentiated set of modules. Thus coordination on the availability of
data on modules and on the semantics of curriculum components is essential. Ideally
this mapping of modules would be in line with the current developments in learning
outcomes. In the last decades the European Commission has made considerable steps
in the development of qualification frameworks based on learning outcomes (e.g. the
European Qualification Framework and the European Credit System for Vocational
Education & Training). These developments provide opportunities to use learning
outcomes frameworks as a basis to map skill attainment. As this is still work in
progress, it also poses some limitations. At the same time, it provides the opportunity
to incorporate learning analytics into the discussion of learning outcomes. The next
step would be to not only map the number of modules with certain learning outcomes
completed, but also the degree to which learning outcomes are attained (e.g. by
mapping grade data).
Another new data source that maps the attainment of transversal skills is formal
online learning. There is an increasing supply of online courses and training
material (e.g. MOOCs and online coding platforms). A limitation of this type of
learning is the lack of accreditation of learning outcomes. However, initiatives exist
that certify online courses or offer online badges for skill attainment.8 These initiatives
provide opportunities to map course completion. It is important to note that these
online activities might not indicate an increase of skill attainment but a switch from
offline to online learning resources. However, data generated by these online
platforms is valuable to understand what activities are being undertaken and where,
instead of the actual increase in volume
Finally, also all forms of transversal skill attainment in non-formal learning could
be taken into account. Non-formal education is any type of deliberate learning activity
(e.g. watching an online video, following a workshop or tutorial) that does not lead to
accreditation in any form. It is thus hard to measure these activities. However, the rise
of non-formal learning, using online platforms such as YouTube, has created
opportunities for gathering data on the volume and type of learning activity.

8

See for example the EU co-funded initiative: http://www.learningbadges.eu
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Data analytics and visualisation
The data generated from learning analytics can be analysed in multiple ways. First,
descriptive statistics on topics, learning outcomes, number of modules will give
insight into the volume and type of skills attained. To map learning outcomes
efficiently, text mining of curriculum information could be applied. When data is
generated over time, trend analysis and pattern detection can be used to map the
dynamics over time. However, attention needs to be paid to the attribution of trends in
the data to actual trends in skill attainment. Finally, predictive analysis may be
used to gain insight into future trends. For example, data on skill attainment in early
higher education might be indicative of future study choices.
There are multiple data visualisation methods that can map skill attainment levels
and trends, e.g. trend figures, geographical maps, dashboards etc. It is important to
note, though, that visualisation is not a neutral representation of the data. A visualised
image always conveys a certain story, especially when it features trends. As using
learning analytics for international policymaking is a novel activity and the data
sources are granular and inconsistent, one should be careful not to misinterpret the
data. Therefore, it is important to first understand the context of the data behind the
visualisation and to dedicate the needed attention to including context characteristics
among the variables for visualisation.

1.5 Reflections on challenges and next steps
There are a number of considerable challenges for the implementation of this use case;
one may even consider that seeing the current state of play, this use case is more
hypothetical than realistically feasible in the next following years. The major
challenges are as follows:

•

A first challenge is in the availability of learning analytics data sets. This
challenge is due to the relatively new and under-developed culture of learning
analytics and data collection beyond traditional assessment in the national higher
education systems.

•

Secondly, privacy concerns for using micro-data remains a major challenge
despite current initiatives to overcome refusals for sharing or aggregation by
higher education institutions. Privacy issues in individual data related to
education are not unlike privacy discussions in the field of health care. Individuals
may not be willing to consent to sharing their data if they fear that it is accessible
to organisations that may impact their personal lives, including their careers.

•

Thirdly, a challenge that this use case faces - and which is common to all
initiatives building on an aggregation of micro-data - is the coherence between
data sets in terms of scope and definitions. Micro-data sets such as the ones
resulting from learning analytics are built to satisfy the needs at an institutional
level; this does not always coincide with the needs and intended use of these data
at national or European level. Closely related to this topic is the challenge of
comparability of the data depending on standardisation, their consistency
over time, and their overall reliability and quality.

•

Another issue that should be addressed is the inclusion of countries and regions
with a weak educational data system or lower levels of online learning. Learning
analytics relies on strong educational data systems, the right skills to extract data
and the actual use of these systems as well as online educational platforms. These
prerequisites will differ between countries and between regions. Consequently the
data gathered might not reflect reality due to these differences.

Notwithstanding these challenges, learning analytics has large untapped potential for
policymakers and gaining insight into the processes that allow for the attainment of
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transversal skills, beyond the formal learning modules, can indeed be of high
importance for improved policymaking on the matter.
In case the EC wishes to investigate further the potential for this use case, we
recommend the launch of a small pilot, focused on a limited number of educational
institutes on the forefront of learning analytics. Taking into consideration that the data
collection process would be a novel activity, requiring strong coordination, and a steep
learning curve, a large-scale pilot would not be feasible.
Further reading
Related projects: LACE and application-centric projects LEA’S BOX, Pelars,
WatchMe.
P. MacFadyen, S. Dawson, A. Pardo, D. Gasevic, 'Embracing Big Data in Complex
Educational Systems: The Learning Analytics Imperative and the Policy Change' in
Research & Practice in Assessment, Vol. 9, Winter 2014
Evidence hub for learning analytics
Learning analytics are more than measurement by Prof. D. Gasevic
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2. Nowcasting for economic policy and beyond	
  
2.1 Focus of the use case
This use case reflects on the opportunity provided by the technique of nowcasting for
support in policymaking in the economic sphere through real-time monitoring.
The term ‘nowcasting’ is a contraction of ‘now’ and ‘forecasting’. Nowcasting is
originally a term used among meteorologists to forecast near-term weather conditions.
It is a forecasting methodology that has become increasingly popular also in
economics. Nowcasting can be summarised as “the exploitation of (…) information
which is published early and possibly at higher frequencies than the target variable of
interest in order to obtain an ‘early estimate’ before the official figure becomes
available”.9
From a design perspective, this use case is to be placed at level 2, i.e. the level of ‘policy
question translated into data problem’ (Figure 5). Nowcasting of economic trends has
reached higher maturity levels (e.g. macroeconomic indicators such as GDP and
unemployment rates) but this use case looks beyond economic nowcasting. Still, the
use case considers the potential use of nowcasting based on a set of assumptions and
conceptual policy needs in economic policy.
Figure 5 Use case readiness level

2.2 The rationale
The potential value of nowcasting lies especially in its capacity to help increasing
responsiveness of decision-making in areas with moving targets and quick
intervention cycles. Nowcasting methods are expected to add value in those cases
where the data collection and computing of the main variable is too slow a process
compared to the needed or desirable pace of decision-making. Essentially, it is a
statistical method that can be applied to a broad range of policy fields and purposes.
Although nowcasting typically refers to estimating complex variables in the shortterm, it can be applied also to infer sentiment data in real-time or close to real-time, in
substitution of, for example, surveys. This idea of using nowcasting for public
consultations is closely connected to the methodologies of text and sentiment mining,
(described in a separate use case on text mining for public consultations).

9

Banbura M., Giannone D., Modugno M., Reichlin L (2013). Now-casting and the real-time data flow.
European Central Bank Working Paper Series No. 1564 / July 2013. Frankfurt am Main.
https://www.ecb.europa.eu/pub/pdf/scpwps/ecbwp1564.pdf?063728303566b9f5aed51daa98696a87
(accessed September 4th 2015)
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As any forecasting methodology, nowcasting is most often based on predictive
analytics and models that are applied to real-time or close to real-time monitoring
data of complex variables in order to define an estimate.
First used in meteorology for weather forecasts in the 0 to 12-hour range, nowcasting
is used increasingly in economic policy monitoring and setting, notably by central
banks. Central banks all over the world are exploring nowcasting methods in order to
improve their monetary policy responses to such developments. The main aim consists
in assessing changes in the economy during or shortly after they occur, which would
enable more timely policy interventions. For instance, it took almost a year to
conclude from the published data that the US economy had entered a recession in
2007. The Federal Reserve Bank of Cleveland, for example, provides daily nowcasts of
inflation by using a model that provides estimates based on data series at different
frequencies, such as daily oil prices and weekly gasoline prices.10 The Federal Reserve
Bank of Atlanta’s GDPNow forecast model, instead, estimates GDP growth using an
aggregated statistical model based on forecasts of GDP subcomponents that are
published more frequently than GDP itself.11
Statistical offices are exploring nowcasting as a tool to reduce time lags in statistics
that are essential to policymakers. The UK Office for National Statistics, for instance,
has developed a methodology to produce early estimates of the households’ disposable
income, which is an important indicator for economic well-being.12 In addition to
statistical forecasts, some (private) providers of nowcasts also incorporate results from
consumer and business surveys in order to improve their estimates of economic
indicators.13
Epidemiology represents another field of application for nowcasting. A prominent
example is Google Flu Trends that nowcasts the extent of influenza based on search
queries related to the illness.
The internet, and more specifically web searches, as well as social media are
increasingly explored as potential sources for nowcasting data. Google Flu Trends
illustrates the potential use of internet search data (and the limitations of these data
and predictive algorithms). Another example is using search queries such as “file for
unemployment”, “unemployment office” etc. in order to nowcast the US Department
of Labor’s weekly report on the number of people that filed for unemployment
benefits.14 Studies also explored similar applications of Google searches predicting
unemployment in Finland15, but also Germany and the UK.
Researchers have also started incorporating data obtained from social media into their
nowcasts. For example, signals can be derived about labour market flows such as job
loss, job search and job posting by counting job-related phrases in Twitter postings.16
In a recent project, the United Nations Global Pulse initiative explored how Twitter
data can be used to nowcast food prices in Indonesia.17 The project successfully
https://www.clevelandfed.org/our-research/indicators-and-data/inflation-nowcasting.aspx
https://www.frbatlanta.org/cqer/research/gdpnow.aspx?panel=2 (accessed on October 28th 2015).
12
http://www.ons.gov.uk/ons/rel/household-income/nowcasting-household-income-in-the-uk/initialmethodology/nowcasting-household-income-in-the-uk--initial-methodology.html?format=print
13 One leading company in this field is UK-based „Now-Casting.com“, founded by academics.
14
Choi H.; Varian H. (2011). Predicting the Present with Google Trends. Working Paper.
http://people.ischool.berkeley.edu/~hal/Papers/2011/ptp.pdf (accessed on September 4th 2015).
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https://www.etla.fi/en/publications/33195/ (2014).
16 Antenucci D.; Cafarella M., Levenstein M., Ré C., Shapiro M., (2014). Using Social Media to Measure
Labor Market Flows. NBER Working Paper No. 20010 http://www.nber.org/papers/w20010 (accessed on
September 7th 2015).
17 UN Global Pulse, ‚Nowcasting Food prices in Indonesia using Social Media Signals’, Global Pulse Project
Series no. 1, 2014.
http://www.unglobalpulse.org/sites/default/files/UNGP_ProjectSeries_Nowcasting_Food_Prices_2014.p
df (accessed on October 28th 2015).
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demonstrated that near real-time social media signals (such as a tweet about the price
of food paid at a market) could function as a proxy for actual daily food price statistics,
at least in a country such as Indonesia, one of the most-tweeting countries in terms of
Twitter users and generated content.
“Orchestrating Information Technologies and Global Systems Science for Policy
Design and Regulation for a Resilient and Sustainable Global Economy”
(SYMPHONY) is a project co-funded by the EU under the 7th Framework programme
that researched nowcasting applications in the policy context. It was funded from 2013
to 2016 and developed a framework for the design of a policymaking tool based on an
agent-based macroeconomic model. The approach described on the project website
relates to nowcasting in the sense that social media and other web-based information
are used to infer citizens’ economic expectations about the economy.18

2.3 The policy context
This use case sets the potential value of an extended use of nowcasting against
different contexts. On the one hand, there is the increasing complexity of economic
indicators that need to be considered in economic forecasts, going beyond GDP and
including well-being and broader quality of life indicators. On the other hand, there is
the increasing pace of change in society and the growing need for ‘near real-time’ data
among policymakers, in particular in the policy design stage.
Nowcasting can also act as a tool for macroeconomic monitoring of the effects of policy
interventions. Compliance monitoring is a ‘relatively straight-forward’ field of
nowcasting application for European policies. Nowcasting can therefore support the
Europe 2020 strategy by enabling an increase in efficiency of EU economic
governance and surveillance of economic and fiscal policies in the Member States.
The EU institution most likely to use nowcasting is the European Central Bank, which
has already produced a working paper on the use of nowcasting for the real time
assessment of the state of economy.19

2.4 The data process: from data collection to analysis and visualisation
Data sources
Sources for the collection of data that can be used for nowcasting exercises range from
web traffic data, internet searches and social media (such as Twitter, Blogs) to news
media and Wikipedia queries.
For nowcasting to be effective, data must be available in near-real time and with
frequent updating cycles. This is the case for a range of economic indicators produced
by public bodies across the world, including the statistical offices of EU Member States
and Eurostat. The enrichment of statistical models by building on these economic
indicators through surveys, transaction data, stock market data, etc., however, would
entail commissioning these studies or buying the data from private brokers.
Policymakers can also mandate data owners to make their data available in high
frequency, in order to enable use for nowcasting applications. Such data could be
especially important for nowcasting applications in supervision and regulation, for
example in the context of the European Single Supervision Mechanism for banking
supervision.

18
19

http://www.projectsymphony.eu (accessed on September 4h 2015).
Banbura M., Giannone D., Modugno M., Reichlin L (2013). Now-casting and the real-time data flow.
European Central Bank Working Paper Series No. 1564 / July 2013. Frankfurt am Main.
https://www.ecb.europa.eu/pub/pdf/scpwps/ecbwp1564.pdf?063728303566b9f5aed51daa98696a87
(accessed September 4th 2015).
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As for the geographical scope, data would have to be analysed by the geographical
location of the target group, which would ideally be a reflection of EU geography, or a
large are, when considering global trends in economics, well-being, health, etc.
Data analytics and visualisation
Machine learning is an essential component of nowcasting based on social media or
internet search data sources. It is needed for picking up trends as early as possible,
but also for ensuring a correct processing and interpretation of vast amounts of key
words, opinions, statements, links, etc.
Data analytics require “medium powered” computing platforms and tools, such as
centralized data servers and statistical analysis software.

2.5 Reflections on challenges and next steps
As this use case shows, nowcasting is increasingly being used in the economic policy
realm. Especially central banks are exploring or testing nowcasting applications.
In November 2015, Eurostat launched its Big Data for Official Statistics Competition
that calls on contributors to nowcast a range of economic indicators such as
unemployment level, inflation and even tourism number of nights spent at hotels
using big data sources.20
Although the term nowcasting in its true sense refers to forecasting the near future,
more and more applications start to use real-time data (e.g. from social media) to
detect events that are occurring now. Japanese researchers, for instance, used tweets
(which they call “social sensors”) to detect earthquakes and send out notifications.21 As
such, the concept of nowcasting is blurring the lines between forecasting and
monitoring, especially when similar datasets are being used.
An important issue to bear in mind is that nowcasting always depends on the
accuracy of the real-time information. For instance, the example of Google Flu
Trends cited above shows that nowcasting can lead to flawed conclusions. Google Flu
Trends proved to persistently overestimate flu prevalence because, amongst other
reasons, the search queries used by people seemed to be biased.22
There are also privacy issues with nowcasting, especially when used for public
consultations. People might state opinions or comments on social media but would not
want to have them included in any public consultation process.
Finally, the challenges in data collection and modelling for nowcasting are
manifold and a first challenge is the identification of observable factors that influence
the main variable and which, factored into a reliable conceptual model, allow for
extrapolation and an estimate of the dependent variable. The question whether it is
possible to identify such ‘observable factors’ and especially to monitor and measure
them is critical for decision-makers. Only when the conceptual model is valid, the data
sources are reliable and the data collection and analysis are sound, nowcasting can be
used by policymakers.

http://www.cros-portal.eu/sites/default/files//Call_BDCOMP_1.pdf (accessed on November 12th 2015)
Sakaki, T., Okazaki, M., and Matsuo, Y. (2010) Earthquake shakes Twitter users: real-time event detection
by social sensors. In Proceedings of the 19th international conference on World Wide Web. ACM, New
York, pp. 851-860. http://www.ymatsuo.com/papers/www2010.pdf (accessed on November 12th 2015
22 Lazer D., Kennedy R., King G., Vespignani A. (2014). The Parable of Google Flu: Traps in Big Data
Analysis. Science. Vol. 343 no. 6176 pp. 1203-1205. DOI: 10.1126/science.1248506.
20
21
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Banbura M., Giannone D., Modugno M., Reichlin L (2013). Now-casting and the realtime data flow. European Central Bank Working Paper Series No. 1564 / July 2013.
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3. Ocean governance
3.1 Focus of the use case
Illegal fishing and overfishing are serious global challenges from an environmental
and economic point of view. Experts estimate that about 20-40% of the fish caught in
the wild enters the market as a result of illegal fishing activities, accounting for more
than $20b each year. Also, global overfishing can permanently destroy ocean
ecosystems, jeopardising global food security. According to the UN, “about a third of
marine fish stocks worldwide have been overfished, and over 90% of the world’s
fisheries are fully exploited or over-fished”.
Monitoring and enforcing protected marine reserves, fishing quotas and legislation in
remote parts of the world is a challenge that is currently not sufficiently addressed.
This ‘policy failure’ results in the presence of industrial-scale pirate fishers having a
sense of impunity. There is a need better to protect the oceans from illegal activity, so
that environments can be protected and depleted fishing stocks can be safely
preserved and rebuilt.
This use case illustrates the opportunity that exploitation of vessel positioning data,
linked to other data sets, represents for an improved conservation of marine resources
and global ocean governance.
From a design perspective, this use case has reached stage 4 in the process (Figure 6):
in the case of illegal fishing, the scale of the problem is well known (although it may be
understated), and there is a specific policy question that needs to be addressed (‘how
can we effectively identify suspicious or illegal fishing activities?’). This policy question
has been translated into data needs and most of the data to effectively tackle this
question exists and has been identified as being available either from commercial
providers or the different governments and institutions.
Figure 6 Use case readiness level

3.2 The rationale
The EC has the task to monitor illegal fishing activities as part of enforcing the
European Union’s Common Fisheries Policy (CFP). The Commission’s ambition is to
fully implement the concrete commitments of the reformed Common Fisheries Policy
during the 2015-2020 period. However, to accomplish this, an improved ability to
measure potentially illegal activity and to monitor fishing pressure is critical.
Enforcement is a responsibility of individual Member States. They can be notified of
suspicious behaviour and have the obligation to ensure that their own vessels comply
with EU agreements. In severe cases of non-EU Member States breaching
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international agreements and failing to take action to correct illegal fishing, the EU
can set up embargoes to fish products from those countries.
Up until now, enforcement has been based on the collection of data provided by the
Member States and on the use of inspectors checking fishing gear and inspecting the
registers of fish caught (and comparing them with the quotas). These checks can be
done in port, at sea, and using aerial photography. However, they are costly, highly
resource-intensive and time consuming (and therefore slow) processes that do not
sufficiently act as deterrent for most illegal activity. Most important, they do not allow
for timely information at the needed scale. As a result, non-compliance remains
a significant problem.
The high level of fragmentation in ocean governance further complicates monitoring
activities and interventions: responsibilities and competences are spread among
different agencies at regional (coastal regions), national and international levels. For
example, there are about ten different UN bodies responsible for marine protected
areas. In order to have better knowledge of activities at sea, there needs to be more
transparency and especially, more collaboration between different institutions.
This use case indicates the potential to develop an automated early-warning
system that would enable flagging suspicious activities through the linking of
available data sets combined with the use of advanced analytical techniques. Such a
system would need to be aware of the vessels position over time, the administrative
information detailing available quotas and fishing licences for each vessel, and data on
the location and characteristics of fish stocks in the sea. Information on the movement
of (large) ships would be relevant not only related to illegal fishing, but also for
environmental, tax and trade concerns. Coastal information, satellite imagery and
information from aircrafts and patrol boats can be combined to form a fuller picture of
activity in the ocean. More real-time data on positioning and patterns of large ships
would allow more targeted interventions for EU inspectors and more effective legal
action. In order to cover the oceans, combined monitoring is used integrating several
systems (Box 1).
Box 1 –Technologies for fisheries controls
Currently, satellite imagery is used mostly in research projects. However, authorities
such as European inspectors do obtain information from the Vessel Monitoring
Systems (VMS). The VMS is a satellite-based monitoring system that regularly
provides data on the location, course and speed of vessels to the fisheries authorities of
the Member States. Additionally, the Automatic Identification System (AIS) has been
progressively introduced in EU fishing vessels above 15 m and is increasingly used by
Member States for monitoring and control purposes.
Both VMS and AIS use GPS signals, but VMS uses point-to-point satellite
communication whereas AIS transponders use broadcast VHF signals. There are also
differences between distribution of AIS signals picked up by satellite and those picked
up by coastal stations.
Data sharing requirements for VMS are also more bureaucratic. Furthermore VMS
information is only available to flag state and coastal state unless special arrangements
are made for sharing, whereas AIS information can be bought for any area of the
planet.
Communication costs make VMS expensive so transmission occurs only every hour or
so. AIS signals are transmitted approximately every minute. Satellite AIS gives global
coverage of the sea but signals are only picked up when a satellite passes above an
area. The frequency of signals depends on the amount of satellites scouting a
particular area. As it passes, the satellite can pick up more than one signal so that
vessel tracks can be observed. On the other hand, due to signal collision, satellites do
not pick up all the signals in high ship density areas, making this solution better for
open ocean monitoring. In this case, signals picked up by coastal stations can be much
more frequent but their range is more limited.
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In this case, using a data approach can therefore contribute to a more effective
conservation of natural resources (fishing, deep sea mining, protected areas), reduce
fragmentation in the governance of sea activities (fostering better coordination and
collaboration between different institutions) and provide more transparency through
better knowledge of activities at sea.

3.3 The policy context
Over 60% of the world's oceans are beyond national borders. The governance of
international waters is highly fragmented, with jurisdictions and actions from of
Regional Fisheries Management Organisation, FAO, IOC, International Maritime
Organisation or the International Seabed Authority, all under the umbrella legal
framework of the UN's Convention on the Law of the Sea. Fragmentation equally
concerns the high number of institutions active at international, regional, national and
sub-national level.
The legal complexity challenges the sustainable management of oceans and there are
several points of failure in implementing a coherent policy. For better enforcement,
more information is needed on a series of outstanding issues, including monitoring
and intervening against illegal fishing, maritime trade, polluting emissions from ships,
enforcement of marine protected areas and dumping at sea and monitoring of deep
sea mining.
The general objective of European Ocean Governance policy is to ensure better
international governance of oceans and seas to the benefit of sustainable blue growth.
The EC is currently further developing its Blue Growth Strategy and exploring ways in
which the EU can support a better, more effective governance of the oceans.
The role and function of the EC
The Common Fisheries Policy (CFP), adopted in 1983, is the fisheries policy of the
European Union (EU). The CFP allows for equal access for fishing vessels from all EU
member states inside the European exclusive economic zone (EEZ), stretching 200
nautical miles from its coastline. Within the EEZ, Member States have a 12-mile zone
from their own coastlines with exclusive fishing rights for their vessels. At 25 million
square kilometres, the EU EEZ is the largest in the world.
Figure 7 Exclusive economic zone (EEZ) of the EU

In addition to the EEZ, the CFP regulates the catch of Atlantic and North Sea fish
stocks using a system of total allowable catches (TACs) that is further divided into
national quotas. The CFP also comprises regulations for the control of prices,
marketing arrangements and external trade policies.
In 2009 the Pew Charitable Trusts, the Coalition for Fair Fisheries Arrangements, the
Fisheries Secretariat, the new economics foundation and Seas At Risk and Ecologistas
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en Acción established the OCEAN2012 coalition. It included fishermen organisations,
environmental NGOs, consumer organisation and other actors with an interest in
sustainable fisheries. Within five years, OCEAN2012 grew from 5 to 193 supporting
groups across 24 EU Member States. This prompted European legislators in May 2013
to reach an agreement to “restore fish stocks and to end EU overfishing by 2015
where possible and 2020 by the latest”. In December 2013, the European Parliament
(EP) adopted the agreement, coming into force in 2014.
In 2014 the EP and the EC decided to allocate greater funding for data collection and
enforcement within the European Maritime and Fisheries Fund (EMFF). The EMFF
will deploy €6.4b between 2014-2020. Of these funds, 11% will be managed by the EC
to support EU-wide objectives in maritime and coastal affairs, such as:
•

International governance;

•

Cooperation through exchange of information and best practices;

•

Public information and support to networking platforms; and

•

Marine Knowledge.

Member States will manage the rest of the funds. Of the total EMFF funds, €580m
have been allocated for control and enforcement activities. These resources will
contribute to monitoring compliance with the European Common Fisheries Policy and
to protect a fair access to healthy fishing stocks. The three main action lines are:
•

Access to fishing grounds;

•

Controlling fishing effort, TACs and quotas; and

•

Other technical measures to improve selectivity and sustainability pressing
current challenges.

Now that the necessary reforms have been introduced in the CFP, the organisations
that were part of OCEANA2012 are now closely looking at the implementation of the
agreements. For example, Pew is working closely on implementation in the northwestern European waters. Enforcement and non-compliance remain significant issues
and, as a result, organisations in the field welcome the steps taken by the EC but are
watchful for actual implementation.
In September 2015, Commissioner Vella emphasised the importance of better ocean
governance to the Committee of the Regions NAT Commission and made a case that
also included recent pressing issues such as migration. Points of mention were the
cooperation in the context of security in the seas and interconnection of existing
surveillance systems in the context of the European Maritime Security Strategy. Also,
issues such as tackling climate change and identifying better renewable energy
resources were put forward as other uses of better ocean information.

3.4 The data process: from data collection to analysis and visualisation
Data sources
During the past two years, two initiatives have worked to address the data sourcing,
linkage, processing and visualisation challenges related to the automated earlywarning system proposed in this use case, and have built specific prototype
demonstrators (see section 3.5 below). These initiatives are the project ‘Eyes on the
Seas’23, developed by the Pew Charitable Trusts together with the UK Satellite

23

Project Eyes on Seas. Available at: http://www.pewtrusts.org/en/research-and-analysis/issuebriefs/2015/03/project-eyes-on-the-seas
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Applications Catapult, and the ‘Global Fishing Watch’24 prototype by Oceana, Google
and Skytruth.
The piloted systems are based on the linkage between positional data from ships,
collected mainly from the AIS system, with geographic and administrative data.
Fishing vessels over 300 gross tons carry an anti-collision called AIS (Automatic
Identification System), whose VHF signal can be picked up by satellite or shore
stations. This allows for a monitoring of the behaviour of large ships and for collecting
data on their speed, position and heading. AIS systems are codified with unique
identifiers for each vessel, which allows identification of the country of origin and
crew. The data on AIS is already being collected by coastal stations. For the rest of the
ocean, the data can be bought from satellite providers.
For example, the ‘Project Eyes on the Seas’ system combines data sets from the
following:
•

Vessel Monitoring Systems (VMS) via GPS and satellite;

•

Synthetic Aperture Radar (SAR) satellite;

•

Automatic Identification Systems (AIS); and

•

Optical Satellite Sensors for oceanographic and atmospheric data.

These are further linked to other specialist databases that include international fishing
and marine reserve boundaries, and oceanic data comprising depth and temperature
readings (bathymetry). All the information is centralised in a ‘Virtual Watchroom’
where analysts can query the data and interesting activity patterns are investigated.
Figure 8 Project Eyes on the Seas. The Virtual Watchroom

Similarly, the ‘Global Fishing Watch’ prototype by Oceana, Google and Skytruth
(Figure 9), builds dynamic visualisations of ships based on AIS signals, and runs
behavioural models. These behavioural models are able to distinguish between fishing
and non-fishing ships. In a following step they are assessed by analysts and crosslinked with other datasets that delineate restricted fishing zones.
24

Global Fishing Watch. Available at: http://globalfishingwatch.org
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Figure 9 Global Fishing Watch screenshot. Russian trawler off Namibian Coast

The data collection process
An initiative run by the EC Directorate-General MARE, the European Marine
Observation and Data Network (EMODnet)25 is a platform that consists of more than
100 organisations providing marine data. EMODnet is different than the two other
initiatives discussed. It provides complementary background information on ocean
conditions such as temperature, currents, sediments and marine life. The data and
meta-data undergo a standardisation and quality assurance process and are available
without restrictions of use (free and open access). This information can be used to
enhance the information on ship movements. EMODnet is currently in the second
development phase and it is expected that it will be completed in 2020. The rest of the
data is available either from commercial providers or the different governments and
institutions.
AIS data is collected by coastal stations and satellites and it can be bought from
commercial providers. In terms of costs, there are providers of data from coastal
stations that already have operational online platforms that are supported by
subscription models. For example, IHS Maritime sells AISLive/Sea-web subscription
plans to their online platform and marinetraffic.com sells subscriptions from 9 to 269
€ per month, depending on the requested features.
The Oceana prototype gives us an idea of scale and data processing requirements. The
process started with a dataset of 3.7 billion data points, comprising two years of
satellite collection and covering 111,374 vessels. This dataset is one terabyte in size.
Data analytics and visualisation
Once the data is available, two stages of analysis are needed, first related to the
modelling and the analytics to identify patterns and types of behaviour for ships,
second to signal anomalies and suspicious cases.
A behavioural classification model is run on the datasets to identify fishing behaviour,
based on the vessel’s pattern of movement and speed. The Oceana prototype currently
covers over 25,000 unique vessels that were identified as carrying out fishing
activities, and the final visualisation comprises 300 million AIS data points. The
25

http://www.emodnet.eu
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fishing activity map in the prototype shows data from 3,125 vessels that were
independently verified.
The ‘Project Eyes on the Sea’ documentation discusses some of the behaviours that can
trigger an alarm. The use of vessel data is linked with marine reserve boundary data.
Patterns can be identified that include activity in closed fishing areas or unauthorised
switching off of AIS transceivers. While switching AIS transceivers off can be used to
try to circumvent detection, global coverage allows detecting when a vessel’s position
suddenly disappears from the dataset and reappears later elsewhere is flagged (or
when vessels are using duplicated AIS identifiers). Also, the system can detect close
proximity between vessels, which could signal that some of the cargo is being moved
between ships at sea. When an alarm is triggered, a team of trained analysts then
investigates it and relevant government enforcement organisations are notified. A
supporting evidence package is transferred to the authorities, who then proceed with
an appropriate response in case the rules were breached.
ESMA and ESTAT are also using AIS data for transport and CO2 emissions analysis,
but limited to the European space. Multipurpose use of this data is possible, but
should be extended beyond Europe.
Use of the data in policymaking
The systems that have been piloted allow government officials and other independent
analysts and groups of experts to identify and monitor activities at sea. Activities that
present specific activity patterns will trigger alarms, signalling potentially illegal,
unreported or unregulated activities.
These systems are early alert systems and can prompt the relevant authorities to take a
closer look into specific cases. They are more efficient than current established
procedures and reduce the amount of resources that are needed to monitor vast sea
extensions and fleets.
However, the evidence from these systems will need to be complemented by other
proof of wrongdoing. The way this is supposed to work is that evidence of suspicious
patterns will be packaged and sent to the proper expert teams within the relevant
authorities, and they will have the remit of investigating particular cases. This is
analogous to, for example, systems in the banking domain that flag suspicious credit
card charges or bank transfers. When an alarm for suspicious activity is triggered, the
case is passed on to a relevant expert team that verifies and checks the situation with
the involved parties. The systems will also enable authorities to share information on
specific suspicious vessels and patterns of activity, and thus increase international
collaboration in information gathering and enforcing activities.

3.5 Reflections on challenges and next steps
Two prototypes are currently testing the feasibility and potential implementation of
the idea launched in this use case. In addition, the prototypes allow the set-up and
training of the analysis models for this particular application. This is a necessary step
before these solutions can be validated and have sufficient legitimacy to be used in
policy-making. At the present stage (early 2016), the two prototypes still have some
limitations. For example, the project Eyes on the Seas launched its monitoring
activities by focusing on the Chilean territory surrounding the Easter Island, and the
Pacific island nation of Palau. The system initially focuses on helping the governments
of these territories to enforce these protected marine reserves, and the idea is that it
will be able to scale to other larger areas. In contrast, the ‘Global Fishing Watch’ has a
global reach from the outset, but the prototype operates using a snapshot of static data
from 2012 and 2013. The idea is that when the system is completed, it will switch to
using near real-time data streams, analysing current conditions while still having the
capacity to examine historical behaviour. Oceana stated in late 2014 that the system
would be fully completed by 2016, depending on funding conditions.
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Another interesting difference is that the Pew system seems to primarily facilitate
direct action of governments and authorities, while the materials from Oceana put
more emphasis on the fact that the system will be free and open from the outset (like
another layer on top of Google Maps) so that pressure for authorities to act will come
from external pressure groups, citizen activists, NGOs, media, etc. The role of NGOs
for this particular case is interesting and can have an effect in increasing public
awareness and holding governments to account. So far, governmental authorities have
been reluctant to provide information on fishing, citing confidentiality as an issue.
An advantage of using AIS data would be the scaling up of the current anomalies
detection system to the global scale, apart from the provision of near real-time
information. It would equally add a system of spotting misreporting in the established
framework. For example, one can identify cases where vessels have incorrect or
duplicated identifiers. Regarding the governance process, it would add a global
dimension and foster collaboration amongst several institutions at EU level, at least
amongst EU agencies EMSA, CFCA and Frontex. If the analysis were offered openly to
the public, this would add elements of open policy-making and allow pressure groups
and other activist organisations to also carry out monitoring activities.
The technical scalability of the demonstrators is possible by moving from the use of
snapshots to (quasi) real-time data and by expanding the focus from specific regions to
global coverage. As computing power improves (or more resources are dedicated to
such initiatives) the pilot projects can move from dedicated control systems (the
concept of a ‘watch room’) to a service that is widely available on the internet (i.e. the
Google approach). Additionally, new sources of information can be added in the
future, including: “additional satellite imagery, various types of optical imagery,
imagery from unmanned aerial vehicles, crowd-sourced photographs and sightings,
electronic signals such as radar on ships, and possibly radio broadcasts.” In order to
undertake this scaling up process, three things would be needed:
•

First, additional resources;

•

Second, validation of the models that involves experts from the relevant
authorities; and

•

Third, more countries and organisations across the fish and seafood value chain
would need to commit to use the system to ensure that they are not processing
illegally caught fish.

During the workshop of our project26 a possible synergy was pointed out. EMSA
together with Eurostat are using the same source of data (AIS) for the collection of
transport statistics and CO2 emissions. This broader use of AIS data by the EC
Directorate-General Mare & EMSA could increase the relevance and efficiency of the
data collection processes. An element that requires further consideration regards the
political and operational governance structure that would support and sustain this
data collection and analysis initiative: who would be responsible, who would be the
caretaker, and most important: who would be the funder?
Further reading
Web links of the two demonstrators
•

Global Fishing Watch. Available at: http://globalfishingwatch.org

•

Project Eyes on Seas. Available at:
http://www.pewtrusts.org/en/multimedia/video/2015/project-eyes-on-the-seas

26

The workshop report is available at www.data4policy.eu
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4. New data technologies for trade policy
4.1 Focus of the use case
This use case discusses the potential of using new, innovative (big) data sources and
analytical tools to facilitate and improve trade policymaking. It explores the
possibilities of using new innovative data sources on the firm level for trade policy.
The main innovation is using data from firms’ global supply chain management,
Global Trade Item numbers and sensor/GPS tracking on the level of firms. This would
allow for the analysis of the impact of new trade agreements on a micro level.
Ideally, policymakers would have access to a database with all exports and imports on
a firm level, allowing also for an analysis of trade in added value. Currently there is no
such database, but there are various data sources collecting this information. Private
data brokers increasingly use real-time tracking shipment data, companies use big
data for their own supply chain management and GNITs (bar codes) allow identifying
products in detail. These new data sources offer an untapped potential for
policymakers. The main challenge is to bring all stakeholders on board, safeguarding
sensitive firm data and consequently linking the data in a meaningful way. This linking
should take into account on-going efforts to measure trade in added value from
researchers at Eurostat, OECD and WHO.
The level of maturity of this use case is between 2 and 3 (Figure 10): the translation
from policy questions in data needs is discussed and a few data sources are identified.
The concept of using big data in trade is not new for international companies
optimising their value chain. International organisations such as the OECD and WTO
have also made attempts to use more innovative data sources in their trade statistics.
Finally, the chief economist of European Commissions Directorate-General Trade,
Lucian Cernat wrote a note on ‘trade policy 2.0’, explaining how future trade policy
can tap into firm level trade data using new big data sources. As discussed above, the
main challenge is to link these new data sources in order to actually use them in
policymaking.
Figure 10 Use case readiness level

4.2 The rationale
The EU needs insight into current trade practices, trade flows and added value on a
detailed level to develop its trade policy. Currently, data is based on customs records of
exports and imports of physical goods that are aggregated at a national level. This may
have been sufficient in the past, but globalisation and technological change have led to
a more complex system of trade. Goods are not just exported in one country and
imported in another; firms are optimising the production process by allocating various
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stages of the production across different countries. These new global value chains are
important to policymakers: importing intermediate goods can lead to economic
growth by adding value and exporting them again. In addition, technological
advancement in digital goods and services created a new international digital market
where the monitoring of trade is not as far advanced in comparison to physical goods.
In order to negotiate new trade agreements, policymakers need insight into the impact
of established and new agreements. Especially for negotiating minor changes in
specific sectors and countries, predictive models on a detailed level are required.
Current available aggregated data, although valuable at a macro level, are less useful at
the micro level.
Indeed, policymakers would benefit from trade information on the firm level, as a
basis for their assessment of the potential added value of new agreements. As global
value chains are becoming a more dominant feature of trade, policymakers need more
insight in the actual flows of goods and added value. Knowing what is imported and
exported on a sectoral level is not sufficient anymore.
Trade barriers can block potentially valuable trade. Insight into abnormalities in trade
flows can be indicative of a trade barrier. For example, knowing that firms successfully
export goods to certain countries but not others is valuable information for trade
policymakers that are negotiating free trade agreements.
More detailed information at the firm and product level would also support the expost assessment of trade agreements. For example, knowing which firms benefited
from new agreements can feed into the analysis of job creation in that specific sector.
Current aggregate data often are not suitable to conduct any casual analysis.
Moreover, having this micro-level analysis of the results from trade agreements may
help the Commission and national governments to explain the results from trade
agreements in a more detailed, less abstract, manner.
There is high potential to move from aggregate data at country level to firm and
product level data. New firm level trade data can feed into multiple stages of the policy
cycle. Policymakers can set the agenda for future negotiations by detecting
abnormalities in trade flows and consequently identify new opportunities. The data
can feed into ex-ante and ex-post impact assessment of new trade agreements,
especially of minor changes in trade policy that are not reflected by the current
aggregate data. In addition, the monitoring of new trade agreements can benefit from
receiving data faster, or even in real time. Finally, more insight into the effect of trade
policy can improve the Commission’s communication on these effects. It enables the
Commission to better articulate the effects on a regional and/or sectorial level.
There are several ways in which firm level data can be analysed and useful for
policymakers in an early stage of the policy cycle. First, descriptive statistics on flows
of trade, volume, value, value added, type of sectors, company characteristics are
useful to understand the current situation. To grasp the large amount of data, and to
identify potential trade gaps, visualisation techniques can help, e.g. by actually
mapping trade flows and volumes on geographical maps. The identification of these
potential trade gaps can feed into policy agenda setting. Moreover, detailed data can
improve ex-ante impact assessment models of new trade policy and thus inform
negotiators.
More detailed trade data can also improve the monitoring and evaluation of new trade
agreements. It can provide the data to potentially identify causal links between new
trade agreements and specific outcomes such as employment in certain regions and/or
sectors. Consequently, this would improve the Commission’s communication on the
effect of new trade agreements.

4.3 The policy context
The EU’s responsibilities and tasks concerning trade policy are laid out in article 207
of the Treaty on the Functioning of the European Union (TFEU). It states that the EU
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manages trade and investment relations with non-EU countries. The EU has exclusive
power regarding trade policy, meaning that only the EU (and thus no individual
Member State) can legislate on trade matters and make international trade
agreements. Not only does the EU regulate the trade of goods and services, but also
commercial aspects of intellectual property and foreign direct investment.
The role of the European Commission (Directorate-General Trade) is to negotiate new
trade contracts on behalf of the EU. For this, the Commission works closely together
with the Member States in the Council while keeping the European Parliament well
informed. The Council and Parliament formally have to agree on new trade
agreements. Moreover, DG Trade implements trade policy, promotes international
trade and tackles unfair trade practices. It works closely together with international
organisations such as the World Trade Organisation (WTO).
Having detailed insight in trade data is relevant for multiple priority areas of the
Juncker Strategy. One of the most prominent areas relating to trade policy is the new
Transatlantic Trade and Investment Partnership (TTIP) between the EU and the US.
Insight into trade data feeds into the negotiation process and stakeholder consultation
process needed for this new agreement, future negotiations with (other) trade partners
and the continuous negotiations in the WTO. More broadly, insight into trade between
EU countries and between de EU and other countries can generate insight in potential
trade barriers that hinder the creation of new jobs, economic growth and investments.
Also, more detailed trade data generates insight into the EU’s role and added value in
global value chains, and thus in the EU’s competiveness. Finally, insight into digital
traded goods helps policymakers monitor and stimulate the connected digital single
market (e.g. online audio-visual media services).

4.4 The data process: from data collection to analysis and visualisation
Data sources
There are multiple new innovative data sources that can provide insight into trade on a
firm and product level:
•

Actual shipment data is increasingly publicly available, and some are also
available in real-time through tracking technologies (e.g. GPS). There are private
data brokers gathering and selling this data (e.g. ContainerStatistics27). In
addition private companies are also analysing shipment data, for example to
provide inter-modal routes (e.g. Intermodal Links28).

•

Companies using Global Trade Item numbers (GTINs) can provide detailed
information about the traded good. GTINs are very detailed international
recognised product codes, embedded in a bar code, that give information on
specific product attributes.

•

Firms themselves increasingly use novel data to track their global value chains and
to manage their inventories. However, firm data is often proprietary.

There are several initiatives that have tried to gather innovative trade data. The OECD
and WTO have a joint initiative for measuring trade in value-added (TiVa). TiVA uses
a new methodology, designed to reflect the complexity of value-added in international
trade, foreign direct investment, component sourcing (domestic/external) and other
features of the globalised economy; it covers 57 countries and is planning to expand its
scope. Although the database offers a step forward, the data is still on an aggregate
level. Furthermore Eurostat has worked between 2009 and 2013 on a Programme for
the Modernisation of European Enterprise and Trade Statistics (MEETS).

27
28

https://www.containerstatistics.com
https://intermodallinks.com
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The new data sources on traded goods can potentially be linked to other data sources
on companies’ characteristics (e.g. size, employment, sector, level of concentration).
This would permit analysis of the characteristics of importing and exporting firms
(who are actually trading), and of the impact of trade on business activities and labour
markets. Eurostat is attempting to combine these new data sources with established
trade statistics.29
The data collection process
Different stakeholders are already collecting part of the data needed. The challenge is
to get all stakeholders aboard, link the data and scale up. Although some data is
publicly available, data brokers have already made considerable steps in linking the
publicly available data (potentially with private data) and analysing it. They therefore
play an important role in the data collection process. Moreover, also companies such
as GS130 who manage product barcodes including the Global Trade Item numbers
(GTINs), have a significant role to play. Also firms need to be willing to share data in
an anonymised way. Finally, statistical offices and international organisations such as
the WTO and OECD have to work together to link the data and use it optimally.
Firms and national governments are not keen to provide micro-level firm data.
Dealing with confidentiality issues is of great importance; firms need be confident that
data will solely be published on an anonymised aggregate level. The World Bank has
experience in dealing with these issues in their Exporter Dynamics Database.31 World
Bank’s legal department has developed internal procedures that are designed to
ensure that researchers maintain data integrity and confidentiality.
Ideally a new trade database would cover all firms, sectors and products. However, it
is advisable to start with a sector with very advanced data collection system and most
willing to cooperate.
Data analytics and visualisation
The data generated from the above data sources and collection process can be
analysed in multiple ways. First, descriptive statistics on flows of trade, volume, value,
value added, type of sectors, company characteristics are useful to understand the
current situation. To grasp the large amount of data, and to identify potential trade
gaps, visualisation techniques can help, e.g. by actually mapping trade flows and
volumes on geographical maps. Also trends over time can give insight into the effect of
trade agreements.
More advanced trade models and predictive analytics are required to assess the impact
of new trade policy and agreements ex-ante. Detailed firm level data allows for the use
of new trade impact assessment models. Moreover, to understand ex-post impact the
data could be used in causal modelling. Finally, the information can feed into scientific
research on these trade models, using the data to construct and adjust models.

4.5 Reflections on challenges and next steps
There are some further issues and considerations worth mentioning:
There are inclusion issues to be taken into account. Different countries and sectors
(and possibly firms of different size) differentiate in their ability to produce the
necessary data, or in their willingness to share this data. Therefore, in the near future,
these new data sources should mostly be used for specific policy questions. This allows
for the analysis to take into account any inclusion issues.
see http://ec.europa.eu/eurostat/statisticsexplained/index.php/International_trade_by_enterprise_characteristics#Further_Eurostat_information
and http://ec.europa.eu/eurostat/statisticsexplained/index.php/Services_trade_by_enterprise_characteristics_-_STEC
30 http://www.gs1.org/about
31 http://data.worldbank.org/data-catalog/exporter-dynamics-database
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The trade policy issues discussed above mostly concern trade between the EU and
other countries. However, the EU single market exhibits increasingly more trade
flows. Better insight in these trade flows can benefit countries’ and regions’
competitiveness policy. The Smart Specialisation Inter-regional Trade and
Competition Tool32 already uses export and import statistics to map which region
compete with other regions. This tool might benefit from more specific trade data on
firm level.
So far, this case study explored the use of new data sources for physical trade.
However, digital goods and services are increasingly being traded as well. As these
goods and services are not physically crossing any border and customs, and in some
case no monetary exchange is taking place, tracking these flows of goods, services and
information is difficult. Currently, data from surveys or on foreign direct investment in
the ICT industry are used to estimate digital trade. These measures only give a rough
estimate of the trade and they lack detailed information; this calls for new innovative
data sources. One of the options is, of course, collaboration between statisticians and
providers of digital service platforms (in media, social media, gaming, software
development, etc.). Another new, innovative, data source for estimating digital trade
could be actual data flows between countries and even cities. The level of bandwidth
provisioned between two points could estimate this.33 Although data exchange does
not necessarily include a monetary exchange, it can be of great economic significance.
The possibilities of incorporating data exchange in traditional digital trade statistics
should therefore be explored.
This case study has focussed on trade policy, but trade data may also be used in other
policy areas. One of the application areas is economic policy. The complexity of
trade flows can be correlated with economic indicators and thus provide insight into
wealth and resilience. This feeds into our understanding of how trade impacts
economies, and thus our policy for economic growth. In addition, data on the
complexity of trade flows provides insight into the economic stability of countries in
terms of supply of certain goods. For example, more detailed data on trade flows may
reveal weak links that could lead to shortages of food or raw material. Another policy
area where new trade data could improve policymaking is environmental policy. More
insight into trade could detect inefficient trade flows (of waste) from an environmental
perspective.
Further reading
GrowthCom project: http://www.growthcom.eu
Forecasting of Crises project: http://www.focproject.eu
L Cernat: Trade Policy 2.0.
http://trade.ec.europa.eu/doclib/docs/2014/november/tradoc_152918.pdf
C Hidalgo & R Hausman: The Building Blocks of Economic Complexity.
http://www.pnas.org/content/106/26/10570.full

32
33

http://s3platform.jrc.ec.europa.eu/s3-trade-tool
Mandel, M. (April, 2014). Data, Trade and Growth. Progressive Policy Institute. Retrieved from:
http://www.progressivepolicy.org/wp-content/uploads/2014/04/2014.04-Mandel_Data-Trade-andGrowth.pdf
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5. Big data for consumer policy
5.1 Focus of the use case
Consumer price indices are a key indicator for economic and monetary policy as it
is one of the gauges for the cost of living for citizens. Monitoring sales conditions
is relevant for consumer protection policy and for the establishment of the European
Digital Single Market and the European Internal Market.
This use case explores the possibilities and potential benefits of online retail
monitoring for consumer policy. The focus is on potential areas for retail
monitoring:
1.

The monitoring of e-commerce websites compliance to European consumer
protection policy (sales conditions), among which:
−

Illegal sales practices (pre-ticked boxes, coupled sales);34

−

Geographical price discrimination: “versioning”, territoriality clauses with
wholesalers;

−

Availability of contracts; and

−

Availability of contact details of the merchant.

2. The approximation of Consumer Prices Indices (CPI), used for key economic
indicators such as inflation.
In these two areas, web scraping is a promising approach. Web scraping, in short,
involves automatically browsing relevant websites, mining relevant data, then cleaning
the data with human input or eventually machine learning, and then running data
analytics that report on consumer prices and, for example, price differences per
country for the same product at the same retailer, or coupled sales of insurances with
flights using pre-ticked boxes (both are disallowed practices).
From a design perspective, this use case has reached stage 3 (Figure 11): the policy
problem is clearly identified and so are the data sources and the processing needs.
Figure 11 Use case readiness level

34

http://europa.eu/rapid/press-release_MEMO-11-675_nl.htm
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5.2 The rationale
An emerging challenge in consumer policy relates to the effective monitoring,
implementation and enforcement of consumer protection regulations in the context of
online commerce. Real-time monitoring of disallowed practices may feed into the
all stages of the policy cycle and allow for determining where to focus efforts for
enforcement (or how to adapt policies). Consumer price monitoring based on web
scraping data would yield more up-to-date CPI based on a wider array of products.
This would enable policymakers – responsible for monetary, economic, competition
policy etc. - to observe the effects of their policy interventions earlier and at a more
detailed level. It also provides them with early signals about inflation, deflation and
(indirectly) competition intensity and economic growth, which could trigger timely
debates about policy interventions
Using web scraping on websites that sell products or services can return vast sets of
information that can be used for multiple purposes. In this use case, two aspects are
highlighted: consumer price monitoring (i.e. the price of the items themselves)
and sales conditions monitoring (i.e. the conditions under which the items are
sold to the customer).
The possibilities of gathering data for consumer price indices have been demonstrated
in other publications. Several parties such as the Billion Prices Project35 and Eurostat
together with Statistics Netherlands36 have demonstrated a working method for
consumer price monitoring. There are also commercial suppliers of CPI data based on
web scraping such as Pricestat.37 The literature concludes that CPI composition
through web scraping is possible, accurate and reliable. However, changes in website
layouts, product assortments and product quality (and thus price), and the difficulty of
tracking the same or similar products between different retailers (because of the
different names or descriptions for the same product), imply that the exercise
remains a challenge and requires human attention to the job.
Because of this level of maturity of web scraping for consumer prices monitoring, we
will further disregard the consumer price component of the case and focus on sales
conditions.
The term ‘sales conditions’ is used for all aspects related to the context of the online
sale of products and services. For example, retailers may couple the sale of an item
with a service (e.g. extended guarantee) using pre-ticked selection boxes, or be unclear
on the total costs of purchase. Moreover, retailers could discriminate, without clear
justification, between customers according to the geographical origin of the customer
or make specific “versions” of the same product per country, on which a price
differential is based. These practices are illegal based upon the European Commission
Directive 2011/83/EC (Consumer Rights Directive, CRD). However, manual
monitoring requires significant resources. For example, policymakers and consumer
protection agencies could scan and check a sample of relevant websites. One could also
rely on reporting by consumers, but this may not give a complete and actual
representation, and it would imply that actions are taken only when consumers
complain.

5.3 The policy context
To accelerate progress towards the Digital Single Market and the European
Internal Market are two priorities of the European Commission. As such, enhanced
monitoring of retail prices and sales condition can contribute directly to pursuing
Commission objectives. Unrestricted market access for consumers favours effective
pricing, while a digital single market for retailers ensures the widest possible audience.
http://bpp.mit.edu
http://ec.europa.eu/eurostat/web/ess/-/web-scraping-price-collection-and-detailed-average-prices
37 http://www.pricestats.com
35

36
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More specifically, the digital single market would benefit from easier e-commerce and
would require addressing the barriers mentioned above as well as outright geoblocking.
The European Market transcends national borders and is therefore a European
responsibility. The most relevant regulation for consumer policy is the Directive on
Consumer Rights (2011/83/EC). The directive must be transposed into national
regulations by Member States and falls under the responsibility of Directorate-General
for Justice and Consumers. One of the consequences of European policy through a
Directive rather than a Regulation is that national implementations differ, which may
be a barrier to e-commerce.

5.4 The data process: from data collection to analysis and visualisation
Data sources
The data needs for monitoring sales conditions are already available; all the data is out
there on the internet. The challenge is in designing webscraping algorithms that
can extract the right kind of information from as many websites as possible and that
can handle changes in the websites. Furthermore, changes in the data would ideally be
monitored too, so as to monitor for any changes in prices and practices of online
retailers.
The data sources for this case are websites offering goods for sale over the
internet. This is a vast collection of websites that cannot be analysed completely; web
scrapers require specific tuning per website so as to be able to find and harvest the
desired information. The Billion Prices Project uses information from “hundreds of
online retailers”, updated on a daily basis. For this use case, the selection would be
hundreds of European retailers. The number of websites to be covered can increase, as
the automated procedures are improved.
The selection of retail websites should be broad enough to get a decent spread over
sectors and products, but can include some duplication of products or sectors so as to
compare sales conditions for similar items by similar retailers in various countries.
Data collection process
The data would be collected using web scraping and simulated customer visits.
As mentioned before, these methods require tailoring to the websites visited: the more
detail one requires, the more tailoring work is required for the web scraper. Price
information may be the easiest to recognise (hence this kind of information is already
made available on a commercial basis).
One of the possibilities to monitor illegal sales conditions is to scan websites for the
presence of pre-ticked selection boxes; e.g. a pre-ticked box for additional insurance
with airplane tickets. Another possibility is to monitor for barriers in international
trade using mystery shoppers38: actual persons or (in a couple of years) web scrapers
that operate from different locations and mimic a shopping process up to the point of
ordering, then breaking the operation and repeating it with slightly changed
parameters (country of origin, shipping method, etc.) and thus filling a dataset.
Web scrapers would further download documents such as standard conditions and
contracts, and scan for the presence of the merchant’s contact details and a privacy
statement. A deeper scraping would yield information on the presence of pre-ticked
boxes and possibly price differentiation varying with the customer’s locale.
The technological maturity of web scrapers is high, but the algorithms are not
yet autonomous because semantic algorithms are not advanced enough to recognize

38

https://ec.europa.eu/jrc/sites/default/files/JRC92294_Supply%20side%20barriers%20to%20ecommerc
e.pdf

34

the unstructured information that guides human visitors through the page.
Recognising sales items in a grid such as on a product listing website has been done by
various teams, but buying more complex services (energy, air fares, insurances) and
configurable items such as computers or cars would be too farfetched for web scrapers
because the process of acquiring these items is more complex to navigate through.
The technical infrastructure one would need for web scraping is rather limited; any
consumer grade computer would be able to run at least a dozen actions
simultaneously. Scraping for compliance monitoring on a European scale requires
some more computational power. However, most effort (and thus expenses) would be
put in keeping the scrapers in tune with the websites they’re scraping.
In this context the importance of the human component in monitoring web
practices must be mentioned. An online sales process usually requires multiple steps;
selecting the product, possible additions to the product, shipping and payment
information; and these steps often vary per retailer that have websites with varying
layouts, data structures and sales processes. To fully automate this process one would
need to run semantic analyses on the website’s content or apply machine learning. In
essence, gathering more detailed information requires more effort and computers are
not always up to that task.
A remark has to be made that retailers do not always appreciate automated
visits.39 Documented cases exist where retailers sue exploiters of automated visitors,
either because the scraping generates additional load to the website’s servers that do
not generate revenue for the operator (trespass to chattels40), because the information
on the website being scraped falls under copyright law, or because automated visits
violate the website’s terms of use. The first argument is most relevant in the case of
automated visits by government agencies: if every government agency in the world
started scraping websites for various policy enforcement purposes, the load incurred
on the service’s servers may become unduly high. Although the argument of trespass
to chattels is no longer upheld in US jurisprudence41, the argument of unfair server
load generation remains an interesting one. Once detected, automated visiting can be
sabotaged by changing the website’s layout or (invisible to human visitors) some
technical aspects of the website. Terms of use stated by a website may also prohibit
automated visits.42
Based on the assumption that web scraping done by or for the EC for (compliance)
monitoring purposes would not be hindered by legal issues, a data point from a single
virtual visit would, for example, contain the following parameters (next page).

https://en.wikipedia.org/wiki/Web_scraping#Legal_issues
Trespass to chattel is a particular type of trespass whereby a person has intentionally interfered with
another person’s lawful possession of a chattel. A chattel refers to the movable or immovable personal
property of an individual except real estate. Generally, the basic elements of a claim of trespass to chattels
are lack of an owner’s consent to trespass, interference with possessory interest, and intention of the
trespasser (US Legal, 2014).
41 http://blog.icreon.us/web-scraping-and-you-a-legal-primer-for-one-of-its-most-useful-tools/
42 http://www.out-law.com/en/articles/2015/january/website-operators-can-prohibit-screen-scraping-ofunprotected-data-via-terms-and-conditions-says-eu-court-in-ryanair-case/
39

40
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Table 3 Example of survey structure of web scraping for consumer policy monitoring
Parameter

Format

Date

dd/mm/yyyy

Origin of retailer

ISO country code

Origin of (automated) shopper

ISO country code

URL of website

text

Unique ID of item

number

Specifications of item

Standardised list: product type, purpose,
(technical) specifications, etc.

Price of item in country of retailer

number in EUR

Prices of item in other countries*

number in EUR per ISO country code

Appearance of pre-ticked boxes during sales
process

yes/no

If pre-checked boxes: what items were
checked

List of all items checked in pre-ticked boxes

Available languages for contract

List of contract languages (ISO country
code)

Content of contracts per language

Freeform text

Availability of contact details

Yes/no

Availability of privacy statement

Yes/no

Content of privacy statement

Freeform text

*Elaborate on method: spoof IP for geolocation or go through sales process on website to select
country of delivery or country of customer.

If non-compliance is encountered, an automated complaint could be filed taking into
account the European Consumer Complaint Registration system.43
Collecting data can be done per country, by national statistical offices. Of
course, these agencies can collaborate and exchange tools and lessons. How
compliance monitoring would fit in the portfolio of statistical offices is not entirely
clear. If the focus is on legal and/or trade issues, there might also be a role for national
justice departments or the department of trade/economics/consumers. Another data
collection stakeholder would be national consumer agencies. However, A CPI web
scraper would be the first step towards building an automated consumer policy
monitor, and it might be inefficient to duplicate the effort elsewhere for another,
extended purpose: compliance monitoring. The data collection would ideally be run by
a single agency with assistance from relevant government departments and possibly
consumer organisations.
Another option to collect data is to use an Application Programming Interface
(API). APIs enable computer systems to communicate directly through standardised
commands and replies. The website in between, which is in fact no more than an
interface between the human user and the information on the server, could be
circumvented using an API. For CPI monitoring this could be a very effective way of
standardising data gathering while reducing server load. For what concerns
compliance monitoring, an API would be less useful as the API cannot shed light on
how the information present on the website is presented to the user as the actual
content of the page is omitted.

43

http://ec.europa.eu/consumers/consumer_evidence/data_consumer_complaints/index_en.htm
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Data analytics and visualisation
The data gathered from multiple websites on a vast amount of products needs to be
cleaned, so identical products can be identified on multiple websites and the
product’s price and sales conditions can be monitored over time. To make a
comparison one has to find similar products to compare with and verify whether or
not they are the same. For some items this is easily done. Especially consumer
electronics often have a version or model identifier. However, versioning44 also occurs
and this obfuscates the comparison process. For clothing, this may be more difficult.
Researchers from Statistics Netherlands encountered many challenges in matching
clothing items across websites. To overcome product-matching challenges, a
categorization was introduced.45 The pilot study attained a 98% correct matching of
categories (within the same website), but had to admit that this was also due to a well
structured website. The researchers explained that their categories are broad but that
adding more categories would cause the data set to become inconsistent over time;
some categories would (dis)appear following fashion trends.
As for compliance monitoring, a web scraper could identify the presence of a contact
address, a privacy statement and contracts. The actual content and meaning of the
privacy statement or the contracts would be harder to analyse. However, commercial
providers of contract analysis software for due diligence research already exist.46 The
software would have to be adapted to the case of privacy statements and user
contracts, but since these are usually similar across merchants this would be an
acceptable investment.
To summarise, some data items that result from the web scraping are sufficient for
direct analytical purposes. These are:
•

The price of items for sale (while mapping any differences between countries);

•

Presence of contact details;

•

Presence of location based price discrimination;

•

Presence of contracts; and

•

Presence of privacy statement.

For the following items, a more in-depth analysis is needed:
•

The content and its legality of contracts; and

•

The content and legality of pre-checked boxes.

This could be analysed through machine learning, but requires significant human
“training” for each language that is offered to the machine, which would therefore be a
costly exercise.
Use of the data in policymaking
A dataset would contain (at least) the information as proposed in

The practice of labelling (almost) identical goods with different version numbers to allow for geographic
discrimination of prices and customer bases.
45 http://www.unece.org/fileadmin/DAM/stats/documents/ece/ces/ge.22/2014/UNECEILO_2014_Griffioen_deHaan_Willenborg.pdf
46 Kira Systems
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Table 3 above. Compliance monitoring data would first of all be relevant for
enforcement purposes. Further analyses of data could answer the following
questions, per sector, market segment and per country:
• Where does violation or compliance occur?
•

What kind of violation is most often encountered?

•

Do these parameters differ for cross border transactions?

•

How far do contracts differ over countries and in which clauses?

Answers to these questions would be most relevant for consumer rights policy.
Knowing how different market segments comply in different scenarios would enable
policymakers to start a well-directed dialogue with these stakeholders to improve
compliance or (threaten to) adapt or introduce legal measures, which will in turn
benefit consumer protection and the single digital market.

5.5 Reflections on challenges and next steps
This use case explored the possibilities of web scraping for monitoring Consumer Price
Indexes and sales conditions. Information on these topics is relevant for monetary,
economic, and competition policy, consumer rights enforcement and development of
the European digital single market.
Web scraping in itself is not innovative; commercial enterprises already offer
information on, among other things, consumer prices based on web scraping methods.
The main challenges are in interpretation of information that goes further
than prices of products:
•

How to compare identical products from different vendors?

•

How to monitor for sales conditions?

•

How to simulate buying processes for more complex (configurable) products?

Issues 1 and 2 have been overcome, although significant human effort may be required
to aid the machines in analysing the content they harvest. For issue number 3, more
advanced semantics would be required for algorithms that autonomously navigate
pages and know how to interpret unstructured information (i.e. text that guides
consumers through pages). These efforts would need to be duplicated per country or
language that the vendor operates in.
An option to reduce this effort is to take into account (for example) English websites
only; many vendors offer their website in a native language and English. This would
introduce inclusion issues for those countries where English is not as common.
Note that the proposed method would yield very little privacy issues as the data used is
publicly available and the analysis can be discussed with companies before it is
published.
The less complex tasks of this case (price information, presence but not content of
contracts, pre-ticked boxes) could be implemented on some scale in each Member
State by their statistical agencies or consumer protection agencies. Issues with
comparability of products within countries over varying vendors would remain but can
be overcome by categorisation. Scalability is limited for analysing the content of the
scraped data; this requires significant machine learning that is of the same size no
matter the amount of content offered. For smaller languages this may form a huge
barrier as compared to German, English or French.
A feasible approach would be to start rolling out web-scraping methods over statistical
offices for CPI composition and perhaps monitoring the presence of required data
(contracts, contact information, etc.). This would yield valuable experience and data
sets in each country. In the meantime, semantic analysis would become more powerful
and could later on be used to analyse more types of data that has been scraped.
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Further reading
Related projects: Billion Prices Project and Clothing price data
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6. Data linking for bee health
6.1 Focus of the use case
This use case considers the opportunity to develop shared data and visualization tools
related to the health of bees for improved policymaking in a variety of areas, including
agricultural policy, economic policy, and science policy.
Over the past 10 to 15 years, beekeepers have been reporting unusual weakening of bee
numbers and colony losses, particularly in Western and Southern European countries
including France, Belgium, Switzerland, Germany, the UK, the Netherlands, Italy and
Spain. No single cause of declining bee numbers has been identified. However, several
possible contributing factors have been suggested, acting in combination or separately.
These include the effects of intensive agriculture and pesticide use, starvation and
poor bee nutrition, viruses, attacks by pathogens and invasive species – such as the
Varroa mite (Varroa destructor), the Asian hornet (Vespa velutina), and the small
hive beetle (Aethina tumida) and environmental changes (e.g. habitat fragmentation
and loss).
The policy implications of bee health are enormous. From the economic point of view,
both agricultural employment and food security more broadly are intricately tied to
the ability of bees to pollenate crops, and the inability of bees to pollenate crops can
result in price increases for the consumer in additional to job losses all across the food
supply network. From an environmental point of view, bee health is not only a
bellwether for changes in the environment which may also effect other organisms, but
bee behaviour is highly predictable and can be used to measure, for instance, changes
in seasonality over time, flora diversity in rural and urban settings, migration of
invasive species, and other topics.
This use case focuses on the opportunity that the collection of multi-level data related
to bee health can improve policymaking at local, national and European levels. From a
design perspective, this use case can be considered to have reached step 2: the policy
question is translated into a data problem, but the data sources and processing needs
and opportunities need some further consideration. As we will discuss below, we have
built a demonstrator based on the bee health problem as part of this project, but one of
the issues that became clear in the building of the demonstrator was the lack of
available data to build a fully working prototype.
Figure 12 Scale for assessing the maturity of use cases
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6.2 The rationale
Since the mid-1980s, biodiversity conservation on farmland has been approached
largely through incentivising land managers to carry out specific farming practices
through payments under agri-environment schemes, mostly within the framework of
EU rural development policy. In some situations, results-based payment schemes have
been shown to have a significant potential for delivering targeted and verifiable
biodiversity outcomes in a cost-effective way. The evidence suggests that results-based
schemes are particularly advantageous where management measures need to be
tailored to local, or even farmholding specific, conditions to produce optimal results
for biodiversity (IEEP, 2014). For pollinators such as bees too, these measures are
relevant because research demonstrates a strong positive correlation between plant
species diversity in grasslands and pollination (Albrecht et al, 2007) and pest control
functions (Balvanera et al, 2006).

6.3 The policy context
Past and present research and risk assessments relating to honeybee health have
identified the importance of multiple stressors and the need to take a holistic approach
to the understanding of colony decline and bee health. The resultant policy objectives
in the area of bee health therefore include the development of a deeper understanding
of the importance and inter-relation between multiple stressors, as well as the early
detection of distress and colony health impairments.
Ultimately, these insights should be to design more efficient and targeted
interventions for risk managers. The ultimate outcome is to reverse the observed
colony decline.
Policy and legislation on apiculture targets consumer health (honey quality, labelling,
pollutants), agricultural output (bees provide essential pollination for crops) and
apicultural production (of honey, beeswax, pollen, propolis, etc). Biodiversity policy
also plays a role for apiculture as both wild and cultivated bee populations continue to
struggle, but is not specifically targeted towards bees. Regulations for allowed plant
protection products (e.g. EC Regulation 1107/2009) are actively updated based on the
latest knowledge on their ecological impact, including that on pollinators such as bees.
The most relevant policy for apiculture is the European support for national apiculture
programmes set out in EC Regulation 1234/2007 and further detailed in EC
Regulation 917/2004. This policy provides up to 50% of national expenses on
apiculture support, capped at the European level around €33m, divided over Member
States proportional to the national bee population sizes. Eligible support actions are:
1.

Technical assistance to beekeepers and groupings of beekeepers;

2. Varroasis control;
3. Rationalisation of transhumance (colony migration);
4. Measures to support laboratories carrying out analyses of the physicochemical
properties of honey;
5.

Measures to support the restocking of hives in the Community; and

6. Cooperation with specialised bodies for the implementation of applied research
programmes in the field of beekeeping and apiculture products.
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The bee health demonstrator that is developed in our project47 can give a meaningful
contribution to actions 2, 3 and 6. Further development of the demonstrator could
benefit from actions 1 and 6. Additional (European) support is present in the form of
an array of research and innovation programmes, many of which take into account a
multiple factor approach to assess colony mortality.

6.4 The data process: from data collection to analysis and visualisation
The associated data problem concerns primarily the monitoring and ex post evaluation
phase of the policy cycle. In addition, insights can feed back into policy design and
policy adaptation.
Low-cost sensor technologies have existed for some time to monitor honeybee
colonies. Typical target parameters include acoustic signals (intensity and spectrum),
temperature, humidity, and, in some cases chemical signals. Sensors are typically
attached to a beehive, and some manual calibration is likely necessary to adjust each
sensor to the specificities of the beehive. A more recent approach is fitting tiny sensors
to bees themselves.48
While such sensor technologies exist, they have been deployed typically in relatively
small, regional or local experiments, and mostly not connected to a common data
infrastructure. A large-scale cross-EU honeybee monitoring infrastructure could allow
real-time, or near real-time monitoring of colony health and number indicators, across
various climatic regions.
The potential benefits of such a platform include the ability to detect large-scale
patterns, trends and correlations in multi-dimensional data sets and across varying
geographies that have hitherto been inaccessible. Modern approaches to data analytics
could facilitate new types of hypothesis generation and verification beyond the current
state of the art.
Earlier detection of colony stress is potentially possible, e.g. through machine learning
approaches in detection of patterns in the sensor data. Furthermore, the effectiveness
of policy interventions can be tested against real time data collected through the
monitoring infrastructure.
Data streams should be made available as standardized open data to facilitate
involvement of the broad scientific community, and the design of the entire process
should involve all stakeholders, including beekeepers themselves in the feasibility
phase.
Data sources
Based on current research, legislation, and data availability, three different scales have
been identified at which a data-driven approach could be beneficial for policy
evaluation.

47
48

The publication of the demonstrator will be announced via www.data4policy.eu
http://www.csiro.au/en/News/News-releases/2015/Honey-Bee-Health
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Microscale
The microscale concerns individual hives, and related data collected through sensors
and direct observation. Such microscale sensor data would not be directly relevant for
policymakers at the European level. However, mandatory reporting of colony
infections could be done through a data platform, and support measure #2 (varroasis
control) would benefit from geographically logged infection reports. Platforms (not yet
in existence) would allow for filling in standardised colony surveys linked to the hive
that contains the sensor equipment. Measured observables would then be linked to
visual and laboratory inspections, which would allow for varroasis control and
aggregated scientific analysis of sensor data with survey data. To this end, support
measure #1 (technical assistance) would allow for support for installing monitoring
equipment in hives.
Precision apiculture systems could be integrated in crowdsourcing, user-generated
content platforms (e.g. users entering information on what crops grow near the hive,
flowering periods, environmental disturbances). Such platforms would be able to
integrate data from beekeepers, to be used for analysis at higher geographical, and
organizational scales. For example, beekeepers can log what kind of intervention they
applied to what hive and when, combined with their assessment of the results in a
standardised survey. This allows for analysis of effective practices on aggregated level.
At the same time, open data concerning weather, pesticide usage, and land use can be
imported into apiculture systems, to provide beekeepers with analytics tools to better
understand the state of their beehives in context.
Mesoscale
The mesoscale concerns groups of hives that are in each other’s interaction radii. This
means that bees from hives within the same mesoscale group can interact with each
other (compete for food, rob hives, transmit pathogens) and are influenced by the
same environmental factors (food availability, pollution, pesticides and weather).
Typically the hives in the same mesoscale group would fall within a 5 km radius as
bees forage for at most 3-4km around their hive.
Since the mesoscale reports on the location and context of groups of hives, the most
relevant support measure at this scale is #3 (rationalisation of colony migration).
Colony migration practices are not logged, and beekeepers are not formally informed
of movements and presence of other beekeepers’ hives. Colony migration introduces
costs for fuel and risk of loss of colonies (Deloitte, 2013) while arguably an optimal
spread of hives throughout foraging areas maximises pollination and minimises food
competition among pollinators.
As bee health can be a proxy indicator for environmental factors, health information
about colony clusters may indicate food scarcity or environmental decline. Food
scarcity is indicated through steady decline of hive weight combined with continued
foraging activities for a cluster of hives. Environmental degradation may be indicated
by hive mortality throughout the cluster without indications of scarcity (e.g. evidence
of nearby acres with flowering crops).
For the agri-environment schemes discussed above, a results-based remuneration
exists for farmers to apply certain practices that promote environmental targets, such
as biodiversity. The effect of practices that promote biodiversity can be measured by
monitoring the status of colonies in fields that have these schemes applied versus
similar fields that do not. Besides possibly basing the remuneration on an indicator
that contains, among others, bee population data, one could also assess what practices
in results based agri-environment schemes yield best results.
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Macroscale
The macroscale is the largest scale for analysis available in a potential apiculture
platform. Logical groupings for the macro scale would be the regional and the country
level. Many statistics are available at this level, although there is significant variation
in national policy between European Member States. Here it can be added already that
the scales encompass the range of policymaking interventions that data can allow: for
example, if a European-level policy initiative is aimed at a subnational region (for
example, Oxfordshire), then tools should be able to aggregate micro- and meso-level,
and come down from the macroscale of the national level down to a more regional
level.
At the macroscale, analytics tools that don’t yet exist could allow policymakers and the
general public to explore relevant aggregated data on the state of beehives, and related
factors discussed above, to discuss relevant policies and evaluate their impact. An
integrated data platform would afford the combination and visualization of relevant
open data, freely available through the internet, with crowdsourced information on
beekeeping, as discussed above. In the long term, a collaborative sense making
platform can be envisioned, where the general public would be able to interact and
construct their own analysis and visualizations, to foster public discussion on practices
and policies.
The table below summarises the most important aspects at each scale.
Scale
Micro

technical
assistance
varroa infection
control

Meso

Macro

• transport and migration
regulations for bee
populations
• rationalisation of hive
relocation
• honey impurities and
labelling requirements
• mandatory reporting of
selected pathogens
(varroa)
• Measurements for local
biodiversity policy
effects

• pesticide usage and control
• agricultural output by
pollinated crops
• honey production
• measures to support
restocking of hives
• cooperation with specialist
bodies for the
implementation of applied
research programmes in the
field of beekeeping and
apiculture product
• support for laboratories on
honey analysis

Policy and

•

regulation

•

Scientific
Research

• precision
apiculture

• studies of largescale
• ecosystems

• impact of pathogens,
pesticides, and climate

Data

• weight, hive
temperature and
acoustic sensors
• local climate
sensors
• beekeeper survey
data

• beekeeper survey data
• local biodiversity data

• pesticides import/export
and use
• weather, climate
• land use and crop selection

• bee keepers
• farmers
• researchers

•
•
•
•

Users and
stakeholders

bee keepers
farmers
researchers
policymakers

• researchers
• policymakers

6.5 Reflections on challenges and next steps
The bee health use case is being developed as a demonstrator as part of this project.
We are developing an interactive demonstration of some of the ideas set out in this use
case. The principal goal will be to show how merging big data sets at different spatial
and temporal resolutions can lead to a clearer understanding of the factors affecting
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bee heath, and better prediction of the effects of possible changes in policies. The
demonstrator will have screens showing relevant data at different levels: micro (hivelevel, such as hive activity/status, ambient environmental variables), meso (local
neighbourhood and regional, such as local weather, crop status, competing hives,
pesticide use) and macro (national and EU-wide, such as land use, pesticide use
policy). These should enable analysts (hive keepers, local and regional advisors,
researchers and national government experts) to understand how integration of
diverse but interrelated big data sources can enhance understanding and decisionmaking. The demonstrator will be built as a stand-alone website which imports data
from selected relevant sources and shows visualizations of the interrelationships
between them. Given the very limited resources available, it should be stressed that
this will not be a prototype, i.e. it will not be built as the first stage in the development
of a deployable application. Rather, its goal will be to illustrate what is possible and
which approaches can be taken to the design of a future deployable system.
Beyond this small demonstrator project, visualizing and making accessible data at
various scales can be of potential use in many ways to enable policymakers to make
decisions and to interact with different stakeholders. A number of concepts and datadriven approaches explored in the field of bee health are also of relevance for other
societal challenges and policy areas.
Further reading
European
Food
Safety
Authority
topic
http://www.efsa.europa.eu/en/topics/topic/beehealth

“bee

health”:

http://ec.europa.eu/food/animals/live_animals/bees/index_en.htm
EPILOBEE (https://sites.anses.fr/en/minisite/abeilles/epilobee) was
European voluntary surveillance programme involving 17 member states.

a

pan-

MUST-B is an ongoing European project (2014-2019) on risk assessment on multiple
stressors in bees that will produce annual updates in the area of bee health
(http://ec.europa.eu/dgs/health_foodsafety/dgs_consultations/docs/summary_20141029_bee_health_pt2_en.pdf)
Build the Buzz (http://buildthebuzz.co.uk/) is installing up to 400 sensor arrays in
bee colonies across the UK by spring 2016 as the first system in the world to gather
systematic data about bee health at a national level. Arnia director George Clouston
describes the idea of establishing sentinel apiaries, which can be systematically
tracked and monitored over time to enable stronger and more reliable data to improve
both the act of beekeeping, but also the science and policy related to bee health. There
is the potential to learn from this project with an eye toward scaling this up to a panEuropean or international level in the future.
References cited
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7. Big health data in dementia
7.1 Focus of the use case
This use case considers the opportunity to leverage big data for improved health,
particularly focusing on the huge and unfortunately growing area of dementia. The
questions here will relate to how existing and new forms of data can improve both
policymaking and science with relation both to dementia detection and treatment and
to dementia care, in addition to the potential for eventual dementia prevention once
the mechanisms of dementia are more fully understood. The stakes here are
enormous. According to Alzheimer’s Disease International:
“…over 46 million people live with dementia worldwide…[and] this number is
estimated to increase to 131.5 million by 2050. Dementia also has a huge economic
impact. Today, the total estimated worldwide cost of dementia is US $818 billion,
and it will become a trillion dollar disease by 2018. This means that if dementia care
were a country, it would be the world’s 18th largest economy, more than the market
values of companies such as Apple (US$ 742 billion), Google (US$ 368 billion) and
Exxon (US$ 357 billion).” (Alzheimer’s Disease International 2015, p. III).
The policy implications of such a massive health problem are myriad. In December
2013, the then-G8 (now G7) convened the Global Dementia Summit in London to
discuss how the world’s leaders could address dementia. UK Prime Minister David
Cameron identified four major challenges in dementia research:
1.

Addressing the market failure undermining dementia research and development;

2. The problem that even when new drugs are developed, it still takes far too long to
get them to patients;
3. A lack of collaboration and openness with different scientists all over the world
using different data and trying different approaches but not working together
enough; and
4. Need for more investment.
This use case focuses on the sorts of data that can improve policy choices both in the
realm of science policy and in healthcare policy. One challenge of dementia (discussed
more below) is that there are significant challenges in translating scientific research
into both short-term and long-term care and treatment needs. One fundamental
problem in the area of dementia is the poor understanding of pathophysiology of
diseases associated with dementia. As a result, there are currently no reliable early
tests for dementia and no clinical treatment. Thus, while there is considerable
investment in science, the benefits of those investments are not yet tangible in the
form of tests and treatments. From a policy perspective, this use case can be
considered to have reached step 2: the policy question of how better to advance
dementia research and then translate that into dementia care is translated into a data
problem (namely that researchers are working with many sources of promising
medical and non-medical data), but the data sources and processing needs and
opportunities need extensive further consideration before these basic sources of data
can be translated into anything that policymakers or any non-medical/non-specialist
stakeholders could use effectively.
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Figure 13 Use case readiness level

7.2 The rationale
The health sector accounts for significant amounts of spending, with total healthcare
expenditures exceeding 10% of GDP in at least six EU member states49, and
undertaking a use case of the opportunities for data-driven policy in health would be a
similarly enormous undertaking. While dementia is also a huge issue, as discussed
above, limiting our focus to this one set of diseases at least somewhat constrains the
big data use case under consideration.
Dementia has several dimensions, two of which we will focus on here. The first is the
medical dimension: dementia is actually a blanket term for a number of
neurodegenerative disorders. Dementia is a syndrome of chronic or progressive nature
in which cognitive functioning deteriorates beyond what might be expected from
normal ageing. It affects different aspects of everyday life, and comes in a variety of
forms, often as a result of other diseases or injuries that directly or indirectly affect the
brain. The most common types are Alzheimer's Disease, vascular dementia, dementia
with Lewy bodies, and frontotemporal dementia.
Improving prevention and diagnosis, and discovering potential ways of treatment and
cure requires better understanding of the mechanisms underlying neurodegeneration.
However, these mechanisms are complex, and influenced by a range of genetic and
environmental influences that may have no immediately apparent connection to brain
health.
The second dimension has to do with care: dementia detection requires finding more
reliable biomarkers that occur before clinical symptoms occur and treatment requires
advances in safe and effective treatment protocols. Many of the policy decisions
surrounding dementia at the moment have to do with alleviating the burden placed on
dementia patients, their caregivers, and their loved ones in the context of the growing
economic and social cost associated with dementia.
Deetjen et al. (2015) identified a number of structural challenges to data sharing,
shown in the ‘iceberg’ diagram (Figure 14 on the next page).

49

http://ec.europa.eu/eurostat/statistics-explained/index.php/Healthcare_statistics
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Figure 14 Structural challenges to data sharing

Source: Deetjen at al. (2015, p. 50)
As you can see, in this diagram (which is an interpretive and simplified representation
of reality) the technical challenges, while significant, are largely visible and tractable.
The deeper challenges that lie under the surface are thornier: creating an ecosystem of
sharing, developing data skills amongst domain experts, aligning incentives, and
influencing the mindset of everyone involved in generating, processing, and analysing
the data.
These challenges are highly relevant for using more data (and more relevant data) for
addressing dementia. Moreover, the improvements in the selection of indicators and
in data collection are dependent on dementia’s complex and poorly understood
pathophysiological mechanisms.

7.3 The data process: data sharing and data linking
One of the interesting aspects of a data-driven approach to dementia is that while
some data sources (discussed below) have been used for many years, others are just
newly emerging and are less well developed. Both broad data (relating to the number
of individuals represented in a dataset) and deep data (an indication of the number of
measures and granularity of those measures related to each individual) are part of the
big picture for dementia research. The types of data used will influence the types of
data analysis that are feasible.
Medical data
At the core of dementia research is data obtained purposively in medical settings, such
as images from Magnetic Resonance Imaging (MRI) or Positron Emission
Tomography (PET); clinical, genetic, proteomic and biological data from blood or
cerebrospinal fluid; and cognitive tests or surveys. Today, availability of data for
dementia research is largely in place at the national level, with a number of large
initiatives including two large worldwide studies: ADNI and AddNeuroMed/EMIF.
ADNI (Alzheimer's Disease Neuroimaging Initiative, http://adni.loni.usc.edu/) is
an initiative founded in the US in 2004. Its aims are to help predict and monitor the
48

onset and progression of Alzheimer's Disease; to establish global standards to identify
and document cognitive changes; and to share data across the international research
community. The North American ADNI has received more than 150 million USD of
funding from 28 members of the public-private partnership, and includes imaging,
genetic and clinical data from medical examinations and cognitive tests. ADNI extends
beyond North America, however, and has partners in all major regions of the world.
Data is shared with qualified researchers via a protected website.
AddNeuroMed was part of the EU 6th Framework Programme-supported InnoMed50
project and contained both pre-clinical and clinical elements for dementia research,
with about 700 patients from 6 centres across Europe enrolled in the clinical part
between 2005 and 2008. The data from AddNeuroMed was incorporated into EMIF,
the European Medical Information Framework (http://www.emif.eu) supported
via the Innovative Medicines Initiative), which enables data collection, integration,
and exploration around multiple diseases, including dementia. While the EMIF
website links information about various datasets together via a standardized browser,
the actual data remains with the original researchers, which they provide to other
researchers on a request basis.
Interoperability of these datasets, however, remains a challenge51 due to a wide variety
of data collection methods across studies, as well as legal and consent-related
protections designed protect institutions and individuals have an unintended sideeffect of also preventing linkage. Many of the ADNI national studies allow sharing
within their national borders, but due to concerns about legal liability and the nontransferability of patient consent agreements that comply with legal frameworks
within the original country of research but have not necessarily been written to allow
data to leave the country, sharing beyond country borders if often difficult if not
impossible. However, virtual safe settings tools can in some circumstances allow
analytic tools to be brought to the data being held securely rather than exporting the
data to be used by analytic tools. When data cannot be shared, however, this limits the
ability of these data to be combined for the purposes of medical research, but also limit
the possibility that data at a more granular level than aggregated summary data can be
used to inform science policy and health policy beyond the national level.
Routine administrative data such as hospital records, insurance claims, and other care
records are increasingly seen as a potentially fruitful area for enhancing research and
policymaking. However, these data, which are collected primarily for organizational
purposes in the health sector, have until relatively recently remained of interest
primarily for these operational purposes such as long-term patient record keeping,
billing, and other administrative functions.
However, increasingly researchers are gaining access to these routine data for
legitimate research purposes. The UK Biobank, for instance, follows individuals over a
long period of time (at least 25 years), much of which is done through linkage with
other forms of routine health data from electronic medical records in secondary and -in the near future -- primary care. Likewise, in Sweden where patients have a lifelong
single identifier (their personal ID or personnummer) linked to all the hospital
registers, drug registers, and medical records, that allow both researchers and medical
policymakers to create very big and comprehensive longitudinal databases.
The value of these data lies partly in the indeterminate nature of dementia diagnoses:
because clear symptoms only appear once the disease is advanced, the availability of
routine health data allows researchers to look backwards in time (in a manner) to the
years and decades prior to the diagnosis to look for patterns in previous tests,
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http://ec.europa.eu/research/press/2006/pdf/case_study_innomed_en.pdf
Efforts to increase interoperability in Europe include the IMI EPAD project
http://www.imi.europa.eu/content/epad which builds on existing national and regional registers of
people at risk of developing Alzheimer’s dementia to create a pan-European EPAD register.
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diagnoses, treatments, and other information in the routine data to look for early
signals that are associated with a later diagnosis of dementia.
Micro-economic data
One potentially promising area that is currently largely untapped is the inclusion of
non-medical data that nevertheless has the potential to shed light onto dementia. Clive
Humby is one of the originators of the Tesco Clubcard in the UK, which is a customer
loyalty card programme as part of one of the UK’s largest supermarket chains:
“I understand loyalty card and consumer data very well, so the thing that really rang
home for me was that before you're diagnosed [with dementia] and perhaps have early
signs, you are starting to develop coping strategies. One of the coping strategies in the
early stages is to start showing more regular or habitual behaviour: So people start
doing the same thing over and over again, as a way of having a routine. And it struck
me that that's where loyalty card data could be hugely valuable.” (Clive Humby, quoted
in Deetjen et al. 2015, p. 9)
This idea of mining consumer behaviour data for signs of developing dementia is very
new, and as yet, not scientifically tested. Furthermore, even if such signals are able to
be detected in commercial data, sharing these results with medical personnel,
researchers, and medical policy teams (not to mention the identified individuals) is
fraught with potential difficulties in terms of personal privacy concerns, issues of
consent for data reuse, and the technical question of how to link such data with
medical data reliably, safely, and ethically. First and foremost of these issues is
determining how cases of individuals thought to be at risk for developing dementia
would be handled, both ethically and medically.
Personal physical activity data
In a similar vein, the potential for online data and crowdsourced data is also very real,
but as yet largely unrealized in the area of dementia. With the increasing popularity of
personal data devices such as Fitbit that allow highly granular personal health data to
be stored online, there is huge potential for linking these data with other sources of
medical data to be able to analyse individual health and activity data at an
unprecedented level of detail. Mobile devices are particularly interesting as
they can act both as a data sensor ('receptor') but also as an 'actuator' and
tool of intervention via things such as health apps or even SMS-based
interventions. The question that remains, however, is how the incentives of
individuals which are aligned with their own personal health concerns can be best
maximized while also allowing such data to be safely and securely shared. One can
imagine the potential value of highly detailed activity and movement data linked to
individuals at various stages of dealing with dementia, in terms of better informing
policy about caregivers, community support, and the role of both institutional and
non-institutional settings in supporting those dealing with dementia.

7.4 Reflections on challenges and next steps
There is a growing global awareness of the challenge we are all facing from dementia,
whether as one of the growing number of patients afflicted with the disease, or the
even larger number of people affected by it through their interactions with dementia
sufferers. Because of this global awareness, dementia will continue to see concerted
levels of research, funding, and policy discussions in the coming years and decades.
The challenge in terms of data for policy, however, is whether all of these efforts in
various countries around the world can be effectively and safely linked up so that
medical research and health policy can start to massively increase the scale at which it
has operated in the past. Sharing and linking medical, administrative, consumer, and
activity data is extremely complex; the worst possible outcome is that the barriers to
doing so will mean that efforts to deal with dementia remain fractured, ineffectual,
and lacking in impact.
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The next steps in this domain involve the ongoing efforts of national and international
research initiatives such as those mentioned here, the many private foundations and
support organizations dedicated to fighting dementia, and a commitment from
governments to support data sharing efforts that are ethically sound but also push the
boundaries of what might legitimately be considered useful health-related data.

Further reading
European Directorate-General Health and Food Safety information on Dementia:
http://ec.europa.eu/health/major_chronic_diseases/diseases/dementia/index_en.ht
m
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8. Big data for crisis anticipation and crisis management
8.1 Focus of the use case
The Oxford dictionary defines crisis in two ways:
“A time of intense difficulty or danger” or
“A time when a difficult or important decision must be made”.
Crisis, therefore, is an integral part of policymaking. At the same time, a crisis is a
unique situation in the policy chain. On the one hand, there are measures that can be
taken before events in order to prevent financial, social and environmental damages
that the event can cause. On the other hand, some crises cannot be prevented, and
their damage cannot be minimized. In these cases, the policy makers need to make fast
decisions that will help to support the efforts at the scene of the crisis. In this case
study, we will look at how data can assist both anticipating crises and manage it. Both
are complex and require multiple data sources in order to get a comprehensive
analysis and best results.
There are many types of crises. Lerbinger defines eight types of crisis.52 From these
eight, this use case will look at the following crises:
•

Natural crisis: A crisis that is usually not caused by humans but by nature. These
are usually environmental phenomena and not always easy to predict. They are
also known as disasters.

•

Confrontation crisis: Discontented individuals and/or groups fight businesses,
government, and various interest groups to win acceptance of their demands and
expectations.

•

The crisis of malevolence: Opponents or individuals use criminal, violent means or
other extreme tactics for the purpose of expressing hostility or anger toward, or
seeking gain from, a company, country, or economic system, perhaps with the aim
of destabilising or destroying it.

•

Technological crisis: When manmade technologies suffer from a bug or fault. This
can happen as an accident, faulty treatment or malfunction. A technological crisis
can also have serious environmental implications.

This use case will not examine crises within organisations (misdeeds, rumours and
workplace violence). These types of crisis have different characteristics and have a
different method of crisis management.
It is important to note that some natural or technological crises can be predictable or
anticipated, due to the fact that there are patterns that can warn us when a crisis will
start. People, however, are less predictable and are harder to anticipate.
This use case refers to big data applications that are already used in policymaking,
although this mostly concerns natural crisis and crisis management rather than crisis
anticipation. Overall, the readiness of this use case can be assessed as level 4 (next
page).

52 Lerbinger, O. (1997). The crisis manager: Facing risk and responsibility. Mahwah, NJ: Erlbaum
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Figure 15 Use case readiness level

8.2 The rationale
In the past, data on crises was limited to a few data sources, usually mapping and realtime sensors. Technological advancements and the internet have brought new data
sources that allow policymakers to understand the state of play before, during and
after the event. This allows policymakers to use data for creating tools for two main
goals - predictive, anticipatory crisis management and crisis intervention and in
itinere/ex-post management.
For predictive crisis management, in measuring and evaluating data on a regular
basis, researchers can find anomalies in the data and create algorithms that can
sometimes predict crises, for example, volcano eruptions.53 By using these methods,
early detection can help save lives and minimise social and financial damage.
Gathering huge amounts of real-time data during a crisis can be analysed and in
return find new patterns that will allow us to anticipate future crises.
When a crisis cannot be prevented or minimised, it is important for policymakers to
get a clear picture of the current situation at the location of the crisis. Social media and
cell phone data have been used in the last decade, adding to sensors, geospatial data,
and reports from the ground.
Real-time gathering and analysis of data can assist policymakers throughout the whole
of the policy cycle and allow flexibility. Monitoring allows for identifying the policy
problem, then to tailor the solution to it, and modify if needed. Since the crisis is a
state of emergency and needs clear fast decisions, real-time data allows policy makers
to become agile and to react promptly. The cross-referencing of data and creating a
database accordingly allows policymakers not only to evaluate the policy work but also
to help in future anticipation of crises. Lastly, data can help in the evaluation of
reconstruction efforts.

8.3 The policy context
The main organisation that is responsible for crisis assistance outside of the EU is the
European External Action Service, which is connected to EU's Common Foreign and
Security policy. The service was initiated as part of the Lisbon treaty, and it aspires to
increase responsiveness to crises and emergencies outside of the EU that require ad-

53

Voight, Barry. "A method for prediction of volcanic eruptions." Nature 332.6160 (1988): 125-130.

Ten use cases of innovative data-driven approaches for policymaking at EU level

53

hoc decision-making. The EU does not work alone in the international sphere, and
coordination is needed with the UN and other INGOs that are operating in the field.
The EU has a joint project with the UN, the Global Disaster Alert and Coordination
Systems (GDACS)54, which gathers data to improve alerts and help in coordination
during a crisis. It is mainly used to help fill the information gap in the first phase after
a major disaster. It is used by policymakers to assess the event and manage the
disaster. The EU also operates the ERCC, - the European Response Coordination
Centre that coordinates response to crisis situations in the EU and outside of it.55
In addition, the EC established Copernicus, a central database that aims to gather
every piece of information on earth in order to monitor it. The system has six thematic
areas - land, marine, atmosphere, climate change, emergency management and
security. In the theme of emergency management, Copernicus helps by providing
maps based on satellite imagery. They may also be combined with other data sources
(e.g. digital feature sets in a geographic information system) to support geospatial
analysis and decision-making processes of emergency managers. This mapping can
support all stages of the crisis: preparedness, prevention, disaster risk reduction,
emergency response and recovery.
One of the systems that is based on Copernicus data is the European Flood Awareness
System (EFAS). EFAS idea was born at 2002, after the Elbe and Danube river floods.
It can assist in forecast and prevention of floods by gathering and forecasting data on
floods across Europe and can give information up to ten days in advance.56 Besides
Copernicus, it uses hydrological data collection such as present and historical water
data and meteorological data.

8.4 The data process: from data collection to analysis and visualisation
Data sources
Crisis data is gathered from many sources at different times. In both anticipating and
monitoring a crisis, data can be images, text, video or sensor data. Image data for crisis
is usually satellite images of the crisis area. In addition, there are maps which are
created based on the data and updated in a timely way (such as model output data,
priority areas, and baseline data). Textual data is common when a crisis is already
happening. Social media, and specifically Twitter, can be used to understand the
situation live from users reporting. Videos and news data are common as well as part
of the media reporting from the ground. Sensor data is used in technological or natural
crises and allows anticipating or monitoring values in real time.
The data collection process
Imagery data is collected via satellite, usually on timed slots. They can be, if needed, be
taken ad-hoc. It is part of the coordination efforts and can also be used as a layer to
enrich other map data and to create a better picture of the event.
Satellite imaging data continues to be a relevant data source for anticipating and
monitoring natural disasters. It is used for informing policy makers and supporting
operational crisis management. One example is using satellite data for drought
monitoring. A partnership that includes the United Nations ESCAP (Economic and
Social Commission for Asia and the Pacific) and several national and ministries and
agencies operates The Regional Drought Mechanism57. This mechanism integrates

http://portal.gdacs.org/data
http://ec.europa.eu/echo/what/civil-protection/emergency-response-coordination-centre-ercc_en
56 https://www.efas.eu/
57 “UN initiative strengthens drought monitoring and early warning in Asia-Pacific”, 1 July 2014, UN ESCAP
press release.
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organizational support and technical tools for access to satellite data, developing
Geographic Information Systems, using data analytics and exploring policy
implications. For example, indications of increased drought are used to provide
recommendations for using different or fewer crops, extend water buffers and improve
irrigation, and thereby reduce risks such as extreme drought, floods, landslides and
food scarcity. Satellite data about crop land use is linked to meteorological data. This
allows for more precision when anticipating risks that are triggered by heavy rain and
cyclones.
Several related initiatives by UN ESCAP and partners concern so-called Regional
Multi-hazard Estimated Risk Maps.58 Here, data about drought, climate and weather
is mapped and linked to data about faults (that create risks for earthquakes),
population density and vital infrastructures. Combining these datasets not only allows
for calculating the likelihood of hazards but also for predicting their magnitude and
provide early warnings. This information is used to prepare for effective crisis
management by means of installing coordination/governance structures and training
disaster response teams.
Media outlets report during disasters via traditional news channels such as radio or
television. The collection of the data can be done manually by recording the source.
Today, media offer online versions to their broadcast audiences. These can be scraped
and analysed with text mining to offer new angles on current events.
In addition, text can be collected from social media. During a disaster, Twitter
operates as a broadcaster, which means helping people in the affected area to
understand and assess the situation they are in and help in the coordination of
efforts.59 Twitter may also help to analyse the event after the first stage of assistance,
to allow better practices in the future. Facebook also started to react to crises by
adding the feature “Safety Check”. The social network allows people in the disaster
area to report that they are safe to other users, giving it more viability than other
posts.60
In addition to social media, there are also crowdsourced platforms. Ushahidi, an open
source community, provides an array of tools that use citizens reports, through mail or
mobile phones, to report on current events. The platform was created to monitor
violence during elections in Kenya, and is known to be very affective in monitoring
events or acts of violins in confrontational or malevolence crisis. Ushahidi also offers
the product Crisis.net, a database that collects data from crises around the world and
allows policymakers to analyse it for ad hoc or future policy implementation. From
riots to epidemics or protests, Crisis.net allows policymakers to monitor many types of
crisis in real-time streams.
In addition, open data can also assist in supporting and predicting a crisis. The set of
Humanitarian Data Exchange projects allow multiple stakeholders to share their data
on a special portal, which allows other users to analyse it.61 Currently, the main use
cases are related to natural disasters such as the Ebola apedimic and El Niño, but
other types of data that are related, such as immigration data, which can be relevant
for confrontational crises, can be added as well.
Lastly, there is sensor data. This data is collected on a continuous basis and allows
anticipation or signalling of events that are about to happen, for example when
weather data can help predict hurricanes and other deadly storms. In addition, sensor
data can be collected from users, such as mobile phone SIM data (that are linked to
Call Detail Records) which can be used to assess how many people were involved in
N. Vinod Chandra Menon (2014), “Working Paper on the Road Map for the Asia Pacific Centre for
Disaster Information Management (APDIM) in the Context of of the Multi-Hazard Risk, Vulnerability and
Exposure Profile.”
59 https://media.twitter.com/best-practice/using-twitter-in-a-crisis
60 http://www.technologyreview.com/view/419368/how-twitter-helps-in-a-disaster/
61 https://data.hdx.rwlabs.org/
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the event. Other types of sensors, such as temperature sensors, can be installed in
specific areas and help to detect fire. In California, these types of sensors have been
installed in forests and help to detect fire in forests earlier.62
More in general, early warning systems are among the priorities of the international
disaster risk reduction community. PreventionWeb provides an overview of
partnerships and systems in place for anticipating, monitoring and addressing natural
disasters. PreventionWeb is created and co-funded by the UN’s UNISDR (Office for
Disaster Risk Reduction) with additional support from the UPS Foundation and the
European Commission (Directorate-General for Humanitarian Aid and Civil
Protection).
Data analytics and visualisation
Since crisis data comes from various resources, it is important to cross-reference and
aggregate them to get as much of a complete assessment of the situation as possible.
The GDACS uses different maps to show different variables about a current view.
Maps can be baseline maps, situation specific maps, damage assessments and web
maps.
In addition to physical maps, there are also maps of the virtual world which are
important when it comes to a cyber crisis. Thelas allows anticipating cyber crises by
using social networks' maps of threats in the web.63
Figure 16 Network mapping of Thales

In addition to network analysis, text mining has been used in the past to find common
elements which can help predict a future crisis and help us deal with it better. The
United Nations Global Pulse Initiative uses big data practices in crisis prediction and
management. They have used sentiment analysis, a method in which sentiment is
extracted out of the text in order to be analysed and track immunization awareness.
This helps practitioners to deduct vulnerable places in which diseases can break out.64
Censoring phones can also be a big part of crisis management and anticipation.
Analyzing movement of people before and during a fire can help assist during flood

http://www.feweb.vu.nl/gis/publications/docs/Review%20of%20emerging%20technologies%20for%20cr
isis%20management.pdf
63 https://www.thalesgroup.com/en/worldwide/big-data/thales-early-warning
64 http://www.unglobalpulse.org/sites/default/files/UNGP_ProjectSeries_Immunisation_Awareness_2015.
pdf
62
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rescue missions. Phones calls are used more than texting during states of emergency,
and censoring them can help identify where the most critical areas are.65

8.5 Reflections on challenges and next steps
Crisis data can help policymakers save lives, rebuild infrastructure and improve the
environment. There are many sources of data that already exist today that can assist
policymakers in creating ad-hoc policies for crisis data. Tools from civil society and
government are already in place to assist in the coordination during the event. Data is
then available for analysis to help improvements of processes.
Different types of crisis needs different data sources, and there is no one size fits all
type of solution. Social media sentiment analysis can help predict riots or show people
in distress during an event, but it cannot predict a storm. In addition, it is also
important to consider issues of privacy. In the case of Facebook for example, it is
unknown if the data can be available for policymakers without risking users privacy.
Moreover, Facebook's crisis related services are new, and it is hard for the company to
determine when and where to operate it.
Sensory data is important for the anticipation of crises and big data analytics allows
for identification of patterns for examination. The use of sensory data is different
during an event, in which it is used for helping agencies on the ground.
Sharing data between agencies, citizens and media allows for quicker and more
reliable assessments, since multiple resources allow ‘reality checks’ and validation of
data. It also allows for innovation and new thinking in the field of crisis management
which contributes to pollinations of ideas between different stakeholders and better
cooperation.
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9. Citizen science: big data for environmental policies
9.1 Focus of the use case
Global warming and environmental issues are at the heart of not only European Union
policies, but also the UN, Organisation of American States and many other
international governance bodies. The use of data is crucial in order to plan strategies
not only at the global level, but also the national and regional level.
In the last decade citizen science has become an important source of data for scientists
and policymakers. The definition of citizen science is scientific research that is done or
curated by non-professional or amateur scientists. It is sometimes known as public
participation in a research activity or crowdsourced science.66 Crowdsourcing is one of
the main ways to collect data in citizen science, but other open sources of data be can
used in the process such as open government data and social media data.
Ideally citizen science based projects can create data-driven policies if they are widely
accessible,both to the civil society and decision-makers, and not only limited to microscale projects. Moreover, online systems can help to create better reporting to both the
public and decision-makers. This may require an element of coordination and
community building between the policymakers, active users and other citizens and
stakeholders.
This case study will look at several Horizon 2020 projects that use citizen science and
will explain how they can help shape policies in the area of the environment. Because
several projects have clarified which data sources and data analytics are relevant, we
assessed the readiness level at 3.
Figure 17 Use case readiness level

9.2 The rationale
The EU acknowledges that data is the key in creating better environmental policies.
However, it is also aware of the difficulty in gathering good quality and relevant
environmental data. Data systems focus on the whole chain of environmental
information, from data collection by monitoring networks - to processing and analysis
of data. It also covers dissemination and communication of that data, including to the
general public. We will discuss three of these major datasets in the environment field:
•

INSPIRE - an effort to integrate data from public bodies to form an
environmental map of Europe.
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•

SEIS - the Shared Environmental Information System, a Europe-wide initiative to
improve the sharing and re-use of environmental information (this was archived
in 2014).

•

COPERNICUS - (Global Monitoring for Environment and Security) - an
initiative to combine data from land, sea and air monitoring stations with data
from Earth Observation satellites.

In addition to these data collection projects, the EU identifies many international and
national sources as valuable for policymaking. Yet official government data that has
high quality and unified standards for EU Member States is a challenge that the
European Commission is trying to address. The Commission has also identified citizen
science as data that can enrich current datasets and give a better overview on the
current issues and problems. The Commission has funded several policy papers on
citizen science67 and its connection to policy, and it funds citizen science projects as
part of Horizon 2020.

9.3 The policy context
The European Commission is tackling the challenge of reducing emissions and
sustaining healthy eco systems across Europe and the world:
“The EU policies in the theme of environment aim to protect, preserve and improve
the environment for present and future generations, proposing and implementing
policies that ensure a high level of environmental protection and preserve the quality
of life of EU citizens.”
An important responsibility of the Commission is to develop and implement the
specific environment action programme under the General Union Environment Action
Programme to 2020 (7th EAP). The 7th EAP is referred to as the 'Living well, within
the limits of our planet guidelines for European environment policy until 2020.’
The Commission works with national governments, national agencies, academia, the
business sector and NGOs to increase awareness, improve monitoring and address
environmental issues. The key issues of the 7th EAP include Natural Capital, Green
Economy, Environment and Health, EU regulation, and global challenge of knowledge
related to these issues. As part of its strategy, the EU promotes legislation and
directives on energy, climate change and protecting wildlife. In addition, the
Commission can prosecute and bring to justice Member States that do not follow EU
directives. Finally, the EU funds various research programmes under the Horizon
2020 programme for research and innovation on the environment.
Citizen Science is promoted as part of the open science dossier of the Digital Agenda
for Europe.68 In terms of policymaking it has three main goals:
•

Efficient and transparent use of public and private science and research funding,

•

Better engagement with research, governance and accountability,

•

Bringing European policymaking closer to the people while basing it on scientific
evidence.

In terms of the policy cycle, citizen science can be found in various stages of the
process. It may help to raise awareness through participation of citizens and their

67 https://www.wilsoncenter.org/publication/citizen-science-and-policy-european-perspective ;
https://ec.europa.eu/digital-agenda/en/news/green-paper-citizen-science-europe-towards-societyempowered-citizens-and-enhanced-research-0

68 https://ec.europa.eu/digital-agenda/en/citizen-science
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engagement with the topic. Another path is to use the data that was collected by
citizens to define a problem and/or to monitor how environmental issues are evolving.
The Commission has produced a green paper about citizen science and policy, in
collaboration with Socientize, the main EU portal for citizen science.69 It also
produced a specific paper about citizen science for environmental proposes.70
In the field of environment, the EC funded several research projects based on citizen
science. The set of projects includes:
•

Everyaware - A project that uses citizen science to collect data on air quality and
noise.71

•

GAP2 - A project that demonstrates the role and value of stakeholder driven
science within the context of fisheries’ governance.72

•

BIG4 - A global consortium to train a new generation of systematic entomologists
with broad profiles amalgamating classical aspects of biosystematics of the four
biggest order of insects, including cross-disciplinary methodological innovations.73

9.4 The data process: from data collection to analysis and visualisation
Data Sources
As mentioned before, citizen science often uses volunteers to collect data (cf.
crowdsourcing). This requires not only finding volunteers, but sometimes also making
sure they cover different geographic areas in order to get a good sample. In addition,
volunteers can be divided into different groups – targeted, opportunistic, stationary or
mobile. Targeted volunteers means that volunteers need to report on specific events;
they need to be guided and to pay attention to what is done around them. The
opportunistic group does not need to actively report what was done around them, the
sensor or any other tool will do it for them. This group can use for example, social
sensing tools or a dedicated GPS sensor on their phone that tracks their activities. In
addition, some volunteers have stationary sensors while others carry the sensors with
them.
Volunteers can come from different groups - university students, young moms, elderly,
etc. - and may need to be instructed thoroughly. Volunteers come with different
knowledge about the technology or the environment and have to be guided before
preforming measurements. In some cases, there is no control over the sample, and the
geography is based on where the volunteers are rather than on a representative
distribution.
To get a sufficient sample there is often a need to obtain targeted populations. It has
been suggested that neighbourhoods or schools could be targeted, but it might also be
useful to target environmental or other organisations or to focus on an online
community that is more technologically oriented to perform measurements. The main
challenge in citizen and crowdsourced data, especially when it is focused on events, is
to keep volunteers doing measurements for long periods of time. These volunteers
need to be rewarded for their time or be incentivised to carry out this work. These
incentives may not be sustainable and so need to be given due consideration. School
children can be very helpful since they can carry out these measurements as part of
their school assignments. It may also be helpful to focus efforts on areas that suffer
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from poor air quality or noise quality where there is a demand for changing these
conditions.
The data should ideally be owned by the people who collected it, as well as open and
free to use with an easy interface for analysis. If so, policymakers can make use of the
data as part of a transparent policymaking process and also aim to enrich existing data
sources (and to make explicit when traditional data sources conflict with data obtained
by citizens).
There are different ways to collect the data. Some can use dedicated smartphones apps
to collect data either as a passive sensor or as an active action whereby the volunteer
enters data. There are also open source solutions that are platforms for data collection
such as Pybossa, which allow any researcher to create a free and secure data collection
portal where citizens can enter their findings.74 Another interactive way to collect data
is to add a gamification element to it.75 This can be done by adding elements such as
scoring or badges to prompt participation from users who feel they are more in a game
than a research project. Galaxyzoo uses some of these elements on its website.76 The
Everyaware team had an innovative idea of using the data through a game platform
that will allow users to learn about the environment and their surroundings using the
data they collected. It seems that there was a working prototype, but so far the use of
the data was quite basic and was done in one language only.
Data analytics and visualisation
Citizen science projects use a variety of ways to visualise their data. In the data
collection processes, visualisations are often used in mobile apps, so the users can see
their tracks on a map, calculate the estimated black carbon exposure, and follow
sensor output in real time plots. In policy processes, projects use different approaches
such as heat maps and standard graphs such as pie charts to visualise the data.
Another way in which data is analysed is through open datasets. These datasets enrich
citizens’ research and allow anyone to analyse the data. If combined or cross
referenced with crowdsourced data, this can be a valuable tool for policymakers.

9.5 Reflections on challenges and next steps
Environmental issues are among the top priorities of the EU and other international
and national policymakers. Financial resources are invested in research projects and
collection and organisation of data that will allow development of new tools for a
cleaner environment. This will not only allow policymakers to sustain and preserve
nature and its inhabitants, but also improve the quality of life in the EU and among a
global population.
Data on environment is collected by governments, agencies and academic institutions
from around the EU and the world. These data, after analysis that is usually done by
experts, can assist policymakers in formulating strategy in particularly complicated
area of policy. Citizen science has been a major approach in research in this area, and
it is innovative in the policy cycle since it uses citizens to collect data, analyse it, and,
in the future, may be used to formulate policy that is closely tied to citizens’
geographical locations.
Privacy requires attention. Some projects use sensors which track movements and
routines of participants. If not handled correctly, this data can risk violating
participants’ privacy. In addition, the sensors use the participants’ mobile phones as
hardware. This kind of software can, in theory, access participants’ private data on
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their mobile. There is a need to be vigilant with the data and make sure these data
breaches will not happen.
Moreover, it is important to remember that the majority of citizens will not necessarily
have the resources or knowledge to analyse such data, nor have the means to use them
to improve their quality of life. As such, there is a risk that data availability will differ
between rich and poor areas, between urban and rural areas, etc.
While citizen science applications are on the web, they are not easy to find, and users
need to have the technical knowledge to engage with the applications. In addition,
mobile applications will be likely used by people who are tech savvy or with knowledge
of how to use a smart phone, and exclude other populations such as the elderly, who
are less likely to use such applications.
Using citizen science means sustained engagement with citizens, including large parts
of the population that have limited scientific expertise. In order to create real
engagement with the general public, there is a need for an educational element. The
population should understand the benefits of the project in order to participate.
In addition, research shows that even in the internet age, civic engagement is still low
(Zuckerman, 2014). In order for this engagement to be effective, there is a need for
long cycles of measurement that require commitment from users. To scale up projects,
there is also a need for solutions to keep users engaged over time. It has been
suggested that the education system is a place to implement longer cycles of
engagement, but this will also require sustained cooperation from the public officials
and resources for training.
There is an assumption in research that engaged users will be able to advocate for
better quality of life on environmental issues. For effective advocacy with
policymakers, however, more is needed than just measurement and data visualisation.
Better approaches for the use of data in the policy cycle are a crucial precondition for
citizen data to be influential in the policy cycle.
Further reading
Commons Lab. Citizen Science and Policy: A European Perspective. Wilson centre,
2015.
https://www.wilsoncenter.org/publication/citizen-science-and-policyeuropean-perspective
Cohn, Jeffrey P. "Citizen science: Can volunteers do real research?" BioScience 58.3
(2008): 192-197.
Irwin, Alan. “Citizen science.” London: Routledge, 1995.
Silvertown, Jonathan. "A new dawn for citizen science." Trends in ecology & evolution
24.9 (2009): 467-471.
Zuckerman, Ethan. “ New Media, New Civics?” Policy & Internet 6.2 (2014): 151–68.
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10. Text and opinion mining for policymaking
10.1 Focus of the use case
Text and opinion mining are two methods that may assist policymakers throughout all
stages of the policy cycle. The methods are versatile, and can assist the process in
many ways; from getting feedback on different policies, creating a map of a current
crisis, or shedding light on places where citizen’s feedback is needed. These methods
are not confined to one policy area, rather, they are tools that can be used across the
board on many policy areas and topics.
Text mining is a method that allows finding trends in a large canon of text. The
method assists in highlighting topics that might have been unknown by creating
numeric indices. It can create summaries of the frequency of a word, clusters of words,
trends, and the like.
Opinion mining and sentiment analysis refers to analyzing positive or negative
valences around topics.77 While the term ‘sentiment analysis’ is more commonly used
in the commercial world, the term ‘opinion mining’ is commonly used in academia.78
When broad interpretations are applied, ‘sentiment analysis’ and ‘opinion mining’
denote the same field of study: the analysis of subjective states. Opinion mining allows
for the categorization of content to either binary values of positive and negative or
scales of values such as very good, good, satisfactory etc.79 This is done through
algorithms that classify documents and search key words that underline a sentiment.
Text and opinion mining are based on natural language processing, a
computational process that retrieves high quality information from texts by detecting
of patterns and trends in a corpus. It can be undertaken on many types of text from
different types of media. Examples are social media, online and offline newsletters and
study reports, letters, blogs and other documents by experts and citizens.
The tools also offer visualisation of the data that can help the policymaker to
understand the complex data. In addition, many research projects, including EU
funded projects, are operating to improve text and opinion mining for economic and
research purposes.
This case study is not focused on one policy area or based on one current experiments.
Rather, it is a theoretical use case that explains the sources, analysis and outputs of
text and opinion mining. Still, looking at the range of experiments, the maturity level
can be assessed as 3 (see next page).

Liu, B. (2012). Sentiment analysis and opinion mining. Synthesis Lectures on Human Language
Technologies, 5(1), 1-167.
78 Pang, Bo, and Lillian Lee. "Opinion mining and sentiment analysis." Foundations and trends in
information retrieval 2.1-2 (2008): 1-135.
79 Prabowo, Rudy, and Mike Thelwall. "Sentiment analysis: A combined approach." Journal of Informetrics
3, no. 2 (2009): 143-157.
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Figure 18 Use case readiness level

10.2 The rationale
The analysis and results that are derived from text and opinion mining can shed light
on blind spots throughout the policymaking cycle and, more in general, can
complement and confront the results obtained by means of surveys, focus groups, etc.
Text and opinion mining could help decrease 'false framing' that is not connected to
the actual needs of the different stakeholders. Opinion mining might also assist in
participatory policymaking. It can increase the input from the public and with the
right settings, can engage citizen in the policy cycle. It may harness the ‘wisdom of the
crowd’, rather of the wisdom of a single entity, potentially democratizing the policy
process.
These are the ways in which these methods can assist the policymaking cycle:
•

Collecting data for framing policy: by using text and opinion mining on social
media networks, policymakers can gather information that can allow them to
understand the stakeholders’ needs and wants for a societal issues and an
upcoming policy.80

•

Creating a map of the current state of opinion and satisfaction levels from
different groups of stakeholders: during the implementation stage of policies,
opinion mining can help detect the satisfaction level from the policy interventions
launched or the policies that have been adapted. This can inform policymakers in
discussions about further improvements of policies.

•

Evaluating the implementation of policies: halfway or at the final stage of the
policy cycle, text and opinion mining can help summarise the feedback of
stakeholders and to feed it again into the (re)design of policy interventions.

However, it is important to mention that text and opinion mining should not be used
as the main source of evidence in the policy cycle. As this use case will show later, the
sample of the data and data analysis abilities of both text and opinion mining can
entail a bias towards specific populations or types of stakeholders. This should be
acknowledged and policymakers should find ways to include other populations by
using other, complementary methods.

80

See example of Regional Energy plan: components and data sources for opinion mining.
http://cordis.europa.eu/docs/projects/cnect/7/288147/080/deliverables/001-D91.pdf
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10.3 The policy context
The methods in this use case are not bound to one policy area and can be used in many
policy discussions. Moreover, text and opinion mining can be positioned in the context
of the EU’s Better Regulation program81 that aims to improve EU policies and laws so
they will achieve their objectives at minimum costs. It ensures that policy is prepared,
implemented and reviewed in an open, transparent manner, informed by the best
available evidence and backed up by involving stakeholders.
Several prototypes of text and opinion mining are developed in the Better regulation
program. Text mining is used as part of public consultations, such as the Digital4EU
project.82 Policymakers can decide when to use these methods to get feedback from
different stakeholders, either by asking for active feedback and ordering a survey,
which will then look for different sentiments using opinion mining or look at passive
feedback coming from social media and other internet sources. The European
Commission already monitors the media in the EU news explorer and runs
consultations over the internet.83
The Commission is the entity that runs these analyses and incorporates the feedback
to its policy cycle. In addition to benefits such as increased information and feedback,
the Commission acknowledges the intrinsic value of stakeholder engagement and
constructive dialogues between citizens, firms, policymakers and other actors.

10.4 The data process: from data collection to analysis and visualisation
Data sources
The data sources for text and opinion mining are usually public web sources such as
media outlets, blogs, forums and social media. The data are being scraped (automatic
scripts that download data) or accessed from an API (Application Programming
Interface) and then analysed. This makes the data available and accessible easily. Text
and opinion mining can be done on any corpus, and the data can be any textual
source, from books and magazines to surveys and social media.
The selection of data sources should take into account the stakeholders of a specific
policy issues or policy intervention. Analysis of social media for example, can exclude
some populations, like the elderly or lower class, from participating in the process,
since they are not using social media networks (or using them to a lesser extent or for
different purposes). Therefore policymakers should be clear about the population they
want to include or want to hear from. Policymakers and data scientists should
determine which sources and methods to use; for example traditional surveys, online
surveys or passive methods such as web scraping. While surveys can help in actively
seeking feedback from segments of the population that are not publishing their views
online (e.g. in Tweets), the survey approach also has its limitations. There can be gaps
and inconsistencies in the data since people tend not to answer full length answers in
surveys or have incomplete answers that can burden the algorithms.
Also note that specific social media networks have specific user populations. Twitter
for example, in most European countries represents only 20% of the population and
can be considered to be a tool of the elite.
Policymakers should make sure that the web sources that are targeted for use are
suitable for the process legally. Many sources on the web are prohibited from re-use of
the data and some of them might contain private information. Therefore, there is a
need to check that the sources can be used for these types of analyses. In many cases,
the raw, existing data that is mined continues to be owned by the original authors and
http://ec.europa.eu/smart-regulation/index_en.htm
https://ec.europa.eu/futurium/en
83 http://emm.newsexplorer.eu/NewsExplorer/home/en/latest.html
http://ec.europa.eu/yourvoice/consultations/index_en.htm
81
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platforms, while the results of the text and opinion mining analysis can be owned by
the policymaker that funds and oversees this process. In publishing the results,
anonymisation and aggregation of data are among the points of attention.
In addition, since sentiment analysis is dealing with opinions, it is important to
acknowledge the legal and cultural aspects of freedom of speech. The data analysis or
the interpretation of data could filter out comments or opinions that are very
insensitive, that could be seen as hate speech, or that could even lead to physical
abuse. Part of the filtering process could be a number of interventions to address and
stop these types of comments.
The data collection process
Data can be collected in two ways: seeking active input/feedback and using the
passive/listener mode. This second mode means collection of data that is user
generated and is published freely and openly on the web, such as social media and
blogs. In the case of active input/feedback, there are additional steps such as
composing questionnaires, distribution of the survey and collection and prompting
users such as moderating online discussions.
Policymakers and data scientists should collaborate in designing the set of questions
for actively seeking active or the set of questions for the passive mode (‘what to look
for in the data’). Deciding on the set of questions is closely linked to deciding on the
data sources and checking whether the main types of stakeholders can be engaged by
the text and opinion mining approach that is foreseen.
There are many start-ups that offer services for public consultations and opinion
mining. One of them is Insights. The Insights service allows people to submit their
opinion. It also informs persons about the next steps in the consultation process and
how the consultation affects the policy cycle. These updates are available on the online
platform but also via email and mobile text notifications. Taking this approach,
citizens and other contributors might be more engaged and hopefully will help to make
other citizens engage with the consultation process (and future consultations).
Data analytics and visualisation
Text and opinion mining use high-level computer algorithms. Mining is sometimes
considered part of Artificial Intelligence or of machine learning. It is a growing field
that is still evolving and growing rapidly. Natural language processing (NLP), the main
field behind the analyses, is very strong in the main European languages - English,
German, Portuguese and French. However, the EU has 24 official and 60 indigenous
languages. For some non-common languages, the capabilities of NLP are still not
strong and need further work. A boost to NLP is needed in small markets where NLP is
not economically viable for private companies, and where academia does not always
have the capacity to develop it.
In addition, NLP still encounters difficulties in terms of understanding the cultural
context of a sentence, detection of sarcasm, and typos. All of these are hard to
comprehend as a human user, and difficult to detect by an algorithm. In order to
overcome these challenges, the analysis of the results usually shows not only the main
opinions and common phrases, but also the confidence of the algorithm in the results
and any outliers that came up in the analysis.
Visualisation of text and opinion mining is mostly done by means of standard charts
and graphs. Examples are counting of words and plotting positive and negative
statements on a grid. In addition, word clouds are used. These have become one of the
most common visualisation tools for text mining and, to a lesser extent, opinion
mining. Word clouds present the frequency of words in a text. The bigger the font of
the word, the bigger the frequency of the word. This type of visualisation can help to
understand the main concepts, concerns, opportunities, etc. in an easy and simple
way. Often, it is a starting point for a more detailed discussion of results.
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An Example for a word cloud on main challenges for new EU projects - generated during the 2nd CESBA SPRINT
Workshop

10.5 Reflections on challenges and next steps
Text and opinion mining can assist policymakers to understand the opinions of
citizens and other stakeholders and to incorporate this feedback in the policy process.
Text and opinion mining tools are becoming mature and accessible and can be
implemented in a short amount of time. They are valuable tools that can be used
during all stages of the policy cycle.
Since text and opinion mining often relies on social media and other web content that
can have personal data, the data analyst should make sure that data is anonymised
before it is being analysed. In addition, as mentioned before, different web platforms
represent different populations. Policymakers and data scientists need to take into
consideration the different biases that each social media platform has; mitigate this by
combining data sources (online and/or offline); and present any bias as part of the
report.
Some web content is under copyright license and does not permit the use of this data
by third parties. The European Commission has had a working group that examined
how to use and increase the use of data in the public domain for text and opinion
analysis and other types of research. The emphasis of the discussion was on academic
research.84 This type of discussion should take place frequently to examine the use of
text and opinion mining not only for academic research, but also for policymaking.
One of the main challenges is to increase the number of data resources that can be
used, in technical and legal terms.
Another topic that should be considered is language. While both text and sentiment
analysis are strong in the main European languages, other languages are lagging
behind. Since the European Commission needs to engage in its policy process
stakeholders from many language groups, there is a need for improving text and
opinion mining tools in all European languages. The Commission already invested in
developing these tools, but should consider future research on the topic.85
Since the tools for text and opinion mining are widely available (and used) in the
private sector, there are opportunities to adapt or scale these tools for use in a
policymaking context. As such, these tools can be used by policymakers in different
policy areas and at different policy levels, e.g. national and European and
https://ec.europa.eu/licences-for-europe-dialogue/en/content/text-and-data-mining-working-groupwg4
85 http://cordis.europa.eu/project/rcn/103841_en.html
84

Ten use cases of innovative data-driven approaches for policymaking at EU level

67

international. Policymakers should consider employing personnel that can select and
handle these tools, collect and analyse the data, and explain the results to
policymakers and other stakeholders. Having staff with the right skills is only relevant
for using the tools effectively, but also to contribute to improving the algorithms and
for addressing that the tools (and data sources) succeed in covering the relevant
stakeholders. This will further increase the inclusiveness of the policy process, at
different stages of the policy cycle. In addition to training or hiring staff (e.g. experts
that worked in research, marketing or social media) it is important to increase the
awareness of text and opinion tools mining among policymakers at large. In order to
increase awareness of the strengths and weaknesses of these tools, policymakers could
consider internal workshops, webinars, online courses and participating in text and
opinion mining projects of colleagues from other policy areas.
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A number of commercial solutions exist to provide big data solutions for
information mining in support of better signal detection systems. A non-exhaustive
list includes:
•

Recorded Future – Web intelligence platform focusing on historical trends to help
formulate hypothesis on future developments

•

DataSift – Real-time and historic data analytics on social media, blogs and news
items. Topic and trend discovery, classifiers and demographics analysis, opinion&
sentiment analysis

•

Brandwatch – Online dashboard based on Twitter data news, blogs, etc., trend and
influencers discovery, sentiment analysis

•

Semantria - Service, focusing on sentiment analysis, API version or Excel-based
extraction

•

Sentiment Viz – Sentiment analysis in real-time; open source; developed by
North Carolina State University

In addition, a number of current European research projects are exploring the
same domain, most notably, Social Sensor, Newsreader, X-LIKE, EUMSSI and
PHEME
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