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Attempts to characterize voluntary behavior have been ongoing for thousands of years. We provide
experimental evidence that judgments of volition are based upon distributions of responses in relation
to obtained rewards. Participants watched as responses, said to be made by ‘‘actors,’’ appeared on
a computer screen. The participant’s task was to estimate how well each actor represented the voluntary
choices emitted by a real person. In actuality, all actors’ responses were generated by algorithms based
on Baum’s (1979) generalized matching function. We systematically varied the exponent values
(sensitivity parameter) of these algorithms: some actors matched response proportions to received
reinforcer proportions, others overmatched (predominantly chose the highest-valued alternative), and yet
others undermatched (chose relatively equally among the alternatives). In each of five experiments, we
found that the matching actor’s responses were judged most closely to approximate voluntary choice. We
found also that judgments of high volition depended upon stochastic (or probabilistic) generation.
Thus, stochastic responses that match reinforcer proportions best represent voluntary human choice.
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_______________________________________________________________________________

Over the past 50 years, hundreds of research
papers have been published about choice
under concurrent schedules of reinforce-
ment—cases in which responses on two or
more operanda are occasionally reinforced
according to schedules specific to each oper-
andum (Davison & McCarthy, 1988; Herrn-
stein, 1997; Williams, 1988). In the present
article, we consider why such studies of choice
contribute importantly to explanations of the
‘‘voluntary’’ nature of voluntary behavior.

Over the past 2500 years, thousands of
books and papers have been published, or
oral debates engaged, about voluntary action
and free will, but confusion and disagreement
continue to surround this topic. Many fields
are involved, including philosophy (Dennett,
2003), religion (Russell, 1936), economics
(Ainslie, 2001), biology and neuroscience
(Glimcher, 2005; Libet, Freeman & Suther-
land, 1999), and psychology (Wegner, 2002).
In these, choice is often taken to be an

external manifestation of an internal process
(e.g., Kane, 1996). Free will, it is said by some,
enables individuals to make choices; and
choices, it is said, are preceded by voluntary
decisions. But exactly what leads an observer to
judge that a particular act was voluntary or,
indeed, that a choice was emitted? The present
experiments apply experimental methods to
ask what causes responses to be identified as
voluntary. Intrinsic to the present experiments
is the assumption that voluntary choices can be
discriminated. Thus, we report studies in
which human participants observed responses
made by others and then judged the extent to
which they appeared to have been voluntarily
emitted.

Because our procedures were unusual, we
begin with an overview. Participants (our
experimental subjects) judged how well a col-
ored dot, moving on the screen of a computer,
appeared to represent a human player who was
repeatedly choosing among three available
options. The participants were told that the
dot’s movements depicted responses made by
an ‘‘actor’’ in a gambling-type game. The
game consisted of responses on three keys,
much like repeated plays on three slot
machines, where pulls on each arm are
occasionally reinforced. Reinforcers were
scheduled concurrently such that responses
on any one of the arms increased the likeli-
hood of payoff on the others (much like the
case with concurrent variable-interval sched-
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ules). Payoff rates for each of the keys differed
in different phases of the experiment and the
actors differed in the strategies used to allocate
responses, with all of the strategies derived
from the generalized matching function
(Baum, 1979). After observing different actors
make thousands of responses, the participants
judged how well each actor resembled a real,
voluntarily choosing, human player. Thus, the
experiments employed a psychophysical pro-
cedure under which judgments of volition
were related to different ways of responding
under concurrent schedules of reinforcement.

GENERAL PROCEDURE

Participants were told that the actors could
gain points by responding on three keys—
referred to as X, Y, and Z—and that the
responses were depicted as movements of
a small blue dot on the screen of a computer
in three directions—X at 210 degrees from
horizontal, Y at 90 degrees, and Z at 330
degrees. These responses are shown in the left-
hand portion of Figure 1, with the gray dot in
the figure substituting for the blue dot seen by
participants. Responses were generated at
a constant rate and the distance moved per
response was also constant. Reinforcers were
indicated by a change in the dot’s color from

blue to green (indicated by a striped circle in
the middle portion of Figure 1). A fading tail,
seen in the right-hand portion of the figure,
represented the history of recent responses
and reinforcers. This dynamically moving
figure was recentered whenever it reached an
edge of the computer screen. A brief online
example of the type of stimuli observed by the
participants can be seen at Neuringer (2007).

Programmed Reinforcers

We used three independent random-num-
ber generators to program the reinforcers
associated with X, Y, and Z. After each
response, each of the generators was activated,
or fired. If a random-number generator in-
dicated availability of a reinforcer (a reinforcer
had set up), it remained available until the
associated response had been made and the
reinforcer collected, at which point the ran-
dom-number generator resumed operation
(with only one reinforcer available at any
given time for a particular response). Because
responses were generated at a fixed rate
(constant interresponse times), this mode of
programming reinforcers is very much like the
more common variable-interval schedules em-
ployed in most studies of concurrent rein-
forcement. As in concurrent variable-interval
schedules, reinforcers could become available

Fig. 1. Left-hand: Responses X, Y, and Z were indicated by movements of a blue dot in the directions shown. (Because
colors could not be printed, gray replaces blue in the figure.) Center: Reinforcers were indicated to participants by
a change in color of the moved dot from blue to green (stripes replace green in the figure). Right-hand: Participants
observed the previous 15 responses, indicated by a fading tail—the lighter the color, the more distant the response—with
continued representation of reinforcers by the small green dots (again, represented by stripes in the figure). The
sequence of responses (X, Y, and Z) is shown under the figure, with the most recent response (X) to the right and
underlines indicating reinforcement. Whenever the tail reached the edge of the screen, it was redrawn with the leading
dot placed in the center of the screen.
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even when responses had not been made to
a particular key; available reinforcers were
programmed independently for the various
response alternatives; reinforcers were ‘‘held’’
until received; and they did not stack (see Lau
& Glimcher, 2005).

Matching Under Concurrent
Reinforcement Schedules

The actors’ responses were generated with
algorithms that were derived from a modified
form of the generalized matching function
(Baum, 1974; Williams, 1988). Originally
formulated to describe responding under
two-alternative concurrent schedules of rein-
forcement, this function was adapted to
accommodate our three-alternative environ-
ment as follows:
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In this equation, Ri refers to the number of
times that responses X, Y, and Z, respectively,
were selected, and Oi is the number of
reinforcers earned from selecting Ri in the
past. The equation indicates that the pro-
portion of each of the responses is a function
of the proportion of obtained reinforcers
associated with that response. This functional
relationship is modified by two variables: bias
and sensitivity. The parameter b i is the bias
toward Ri, and the s parameter is overall
sensitivity to reinforcement. In all of the
experiments to be reported, b was held
constant at 1.0 (indicating no inherent pref-
erence for any of the keys). However, s-value,
the sensitivity parameter, was manipulated to
produce a range of response distributions.
Note that whereas the generalized matching
function usually describes responses under
concurrent schedules (these responses having
been emitted by rats, pigeons, monkeys, or
people), we employ the function to generate
responses by the algorithmic actors.

Response Algorithms

The algorithms allocated the actors’ re-
sponses based on obtained reinforcers as
follows. Numbers of reinforcers received for
X, Y, and Z responses were separately main-

tained in three counters, one unit added to
the associated counter whenever a response
was reinforced. (An exception to this rule was
Experiment 2, to be described below.) So that
recent reinforcers contributed more to re-
sponse allocations than those received in the
past, the sum in each of the three counters was
multiplied by 0.985 following each response.
This exponential memory-degrading function
produced the reinforcer figures that were used
in all calculations to generate the response
probabilities as follows.

A matching actor (s 5 1.0) was programmed
to respond with probabilities proportional to
the reinforcers accrued. In the following
example, we will ignore the memory-degrad-
ing aspect of the procedure to facilitate
explanation. Assume that the matching actor
had gained a total of 100 reinforcers: 50
reinforcers from response X, 30 from response
Y, and 20 from Z. The probability of an X
response would equal 0.5 (50/100), a Y re-
sponse 0.3 (30/100), and a Z response 0.2
(20/100), as shown by the intersections of the
three curves at the vertical line (s 5 1.0) in
Figure 2.

A number of different actors were pro-
grammed in addition to the matcher, each
associated with a distinct s value, resulting in
different response-allocation strategies. Over-
matching algorithms raised the number of
reinforcers earned to a common exponent
greater than 1.0 (Equation 1), and these actors
therefore were prone to respond to the high-
est-valued alternative more frequently than
a matcher. Stated differently, overmatchers
were hypersensitive to differences in reinforc-
ers. Similarly, undermatching distributions
were generated with exponents less than 1.0,
and these actors distributed responses more
equally across the alternatives than predicted
by matching. Undermatchers were relatively
insensitive to differences in reinforcers. Using
the 50-30-20 reinforcers example above, Fig-
ure 2 shows the effects on response probabil-
ities of a range of different s values, from 10.0
(overmatcher) to 0.1 (undermatcher), with 1.0
(matcher) at the center.

Each of the algorithms was iterated (or run)
for an extended period to asymptote before
the actors’ responses were shown to partici-
pants. However, probabilities of X, Y, and Z
responses changed dynamically as a function
of obtained reinforcers and therefore even at
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asymptote, variations in response distributions
were produced by normal variations in re-
inforcer distributions.

Changeover Delay-type Contingency

In many concurrent-choice studies, a high
frequency of switching from one alternative to
another is discouraged by a delay (changeover
delay, or COD) following each switch, during
which reinforcers cannot be obtained (Wil-
liams, 1988). A COD-like contingency was
programmed in the present studies as follows:
given that a reinforcer had been set up on one
key, for example, X, and that the response to
X was a switch (preceded by a response to Y or
Z), the probability that the reinforcer would
actually be presented was 0.5; if two responses
in a row were to key X, then (assuming that the
first response was not reinforced) the proba-
bility of the reinforcer being presented was
0.67; and if three or more responses were

emitted to X, then any set-up reinforcer would
be presented (given a response) with a proba-
bility of 1.0 (see Appendix 1). The same was, of
course, true for keys Y and Z. Thus, similar to
more common CODs, high switching was
penalized by decreased reinforcer probability.
When the human participants played the
games before evaluating the actors’ perfor-
mances, as was the case in some of the
experiments, the just-described penalty for
switching was applied.

Although these same contingencies were in
place when the algorithmic actors responded,
the algorithms did not distinguish between
repetitions and switches (as would be neces-
sary for sensitivity to COD) and therefore an
alternative method was used to lower the
actors’ rates of switching. The algorithms were
programmed to switch less frequently (and
repeat responses more frequently) than in-
dicated by the reinforcer proportions simply
by increasing the probability that once a re-
sponse was made to a given key, there was
a relatively high probability of repeating that
response. This was accomplished in a way that,
over a number of responses, did not affect the
overall response proportions required by the
generalized matching relationships. That is,
although this modification affected switch and
repetition rates, it did not affect overall
distributions of responses (see Appendix 1
for details).

Game Environments

Each of the actors was observed responding in
a number of game environments, these differing
from one another in terms of the programmed
probabilities of reinforcers for each of the keys.
Thus, in Game 1 of Experiment 1, participants
observed responses being reinforced equally
(programmed probabilities equaled 0.0666) on
the three keys; in Game 2, programmed
probabilities of X, Y, and Z reinforcers were
0.06, 0.02, and 0.12, respectively, and so on. The
main goal of the experiments was to test
whether observing the actors respond in the
different game environments enabled partici-
pants to judge approximations (or lack thereof)
to voluntary human choice.

Participant Play

Prior to observing the actors, participants
played the games (they responded and were

Fig. 2. The effect of the sensitivity (s) parameter (i.e.,
the exponent of the generalized matching function), on
probabilities of each of three responses when programmed
reinforcement probabilities were a constant ratio of 5:3:2.
The y-axis represents the probability of responding on
each of the three keys, and the x-axis represents a value for
s, from 0.1 to 10, on logarithmic coordinates. Note that as s
approaches 0.0, the probabilities of choosing X, Y, and Z,
all approach 1/3. (For n operanda, s 5 0.0 will cause all
operanda to approach 1/n, regardless of the initial
distribution.) As s increases above 1.0, the alternative with
the highest frequency of reinforcement (in this case,
Rx50.5) is selected increasingly, until it approaches
exclusivity, while the other alternatives are increasingly
ignored.
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occasionally rewarded with points) in some of
the experiments (Experiments 1 and 2, but
not in 3, 4, or 5). The reinforcement con-
tingencies and display feedback were the same
as when the actors played the games.

Participant Judgments

After playing in one of the game environ-
ments (one set of reinforcer probabilities) and
then observing how each actor responded in
the same environment, the participants made
preliminary judgments of how well each of the
actors represented a human player. (In the
later experiments, the judgment phase began
without the participants having played the
games.) This sequence of ‘‘play then observe’’
was repeated for a number of different environ-
ments (different sets of reinforcement proba-
bilities), at the end of which the participants
provided final judgments of approximations to
human voluntary choice and these served as the
primary data. In many of the experiments,
judgments were along a 0 to 100 scale, with
0 indicating that the actor is ‘‘absolutely not
representative of a real human being,’’ 100
indicating ‘‘maximum approximation to real
human behavior,’’ and intermediate values
indicating ‘‘intermediate levels of approxima-
tion to voluntary human choices.’’

Data Analyses

In judging the actors, some participants used
larger ranges of values than others, and some
limited estimates to one section of the contin-
uum. We therefore normalized each partici-
pant’s estimates by z-score transformations in
the following way. Assume that (as was the case
in Experiment 1) participants judged six actors
who differed in terms of their algorithmic s
values. Each of the six judgments, ji51 to 6 was
transformed into a z-score as follows:

zi ~
ji { X

SD
ð2Þ

where ji was each of the six judgments, X was
the mean of the individual participant’s six
judgments, SD was the standard deviation of
these six estimates, and zi was the normalized z
score. This z-score transformation enabled us to
place participants’ relative evaluations on the
same scale and provided the data used for all of
the figures and statistical analyses. Raw scores
are provided in Appendix 2.

EXPERIMENT 1: THE
BASIC PHENOMENON

Participants observed six actors whose dif-
ferent response strategies were governed by
the s parameter of the generalized matching
function (Equation 1). Each actor was ob-
served to respond for extended periods in
each of six game environments, these differing
in terms of the programmed reinforcement
probabilities. The main goal of the experiment
was to establish whether judgments of volition
were related to s values and, if so, how.

METHODS

Subjects

Twelve college students, with no prior
knowledge concerning the goals or methods
of the experiment, received $7.25/hr for
participating.

Apparatus

Stimuli were presented on 7 eMac compu-
ters with 17-in screens, each located in
a separate alcove opening onto a central
laboratory room. Each of six of the computers
showed responses of one of the six actors—six
different actors being shown responding on
six different computers—and the seventh
computer was used by participants to them-
selves play the games. Participants freely
walked back and forth among the computers.
Except for the experimenter, who sat quietly at
a table and answered only procedural ques-
tions, the participant was alone in the room.

Procedure

Upon entering the laboratory room, the
participant read and signed an informed
consent form and read an instruction sheet
containing the following (complete instruc-
tions provided in Appendix 3):

‘‘..we are attempting to understand aspects of
the voluntary choices made by normal adults…
We have created six different models of choice
behavior… You will be asked to play a number
of games and then to estimate how well each of
our model actors1 approximates the choices of
a human playing the same games. … In each
game, repeated choices are made among three
keys on the keyboard of the computer, let’s call

1 The original instructions used the word ‘‘players,’’
which we have changed to ‘‘actors’’ here for consistency
with the descriptions of the algorithms.
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them ‘‘X,’’ ‘‘Y,’’ and ‘‘Z’’… As in real gaming
situations, often your responses will have no
effect but occasionally you will win a point, this
indicated by a green circle appearing on the
screen. Your goal (and the goal of each of our
model actors) is to win points as frequently as
possible… Your task is to rate the six actors in
terms of how well each represents a human
making voluntary choices in the same game
that you’ve just played… Use a 0-100 point
scale, with 0 indicating that the actor is
absolutely not representative of a real human
being, and 100 indicating maximum approxi-
mation to real human behavior. Of course,
intermediate values will indicate intermediate
levels of approximation to voluntary human
choices…’’

After reading the instructions, the partici-
pant played a game and observed six actors
(each differing in terms of s values and each
depicted on a separate computer screen)
playing the same game, and then preliminarily
judged appearance of voluntary choice. This
same series of ‘‘play, observe, and then pre-
liminarily judge’’ was repeated six times,
under six different game conditions (see
Figure 3). The details are as follows.

The participant sat at a computer and first
emitted a minimum of 500 responses on the X,
Y, and Z keys (in actuality, these were keys 1, 6,
and 7 on the keyboard number pad, but are
referred to as X, Y, and Z here for consisten-
cy). Participants had the option of responding
for as long as desired beyond the 500-response
minimum. Feedback was shown on the screen
as seen in Figure 1.

Following this ‘‘play’’ phase was an ‘‘obser-
vation’’ phase, during which the participant
walked among the six computers and observed
responses being generated by each of the six
actors. The actors’ responses were governed by
the s variable of the generalized matching
function (Equation 1) and these differed
across actors: 0.0 (extreme undermatching),
0.1, 0.4, 1.0 (matching), 2.0, and 6.0 (extreme
overmatching).

During the observation phase, participants
had the option of returning to ‘‘play’’ the
game themselves, this being in addition to
their initial 500 responses. Also, participants
were permitted to write notes and review these
when attempting to compare the actors’
performances. The observation period contin-
ued for as long as the participants required to
form their judgments. The participants then
recorded a preliminary evaluation on rating
sheets, one sheet per actor, each of which
contained a horizontal scale with 10 point
increments from 0 to 100, with 0 labeled ‘‘Not
Human’’ and 100 labeled ‘‘Human-Like.’’ An
‘‘X,’’ marked on the line, indicated prelimi-
nary judgments. These preliminary judgments
were submitted to the experimenter together
with any notes taken and thus neither was
available for review during the remainder of
the procedure.

As shown in Figure 3, the same procedure
was repeated for each of six sets of pro-
grammed reinforcements, that is, each of six
different games. Importantly, a given actor (s
value) was depicted on a particular computer

Fig. 3. Flow chart of the procedure in Experiment 1. The participant first played in a given game environment, then
observed each of six actors (six different s exponents) playing in the same environment. During the observation period,
the participant could return to him or herself play. The participant then judged, in preliminary fashion, approximations
of each of the six actors, to a voluntary human. This cycle of play, then observe (and possibly play) and preliminarily
judge, was repeated for six different game environments. After game 6, participants then reviewed all six actors in all six
environments in order to provide final judgments of how well each actor represented the voluntary choices of a real
human player.
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screen, thereby permitting the participants to
evaluate how each actor responded under the
different game environments. Rest and snack
breaks were provided between games, and in
most cases, the experiment was run over two or
three sessions, these usually occurring within
a few days of the other(s). Total time in the
experiment averaged approximately 3 hr
across the 12 participants.

The six sets of reinforcement probabilities
(six games) are shown in Table 1. Six of the
participants experienced the games in the
order shown, Games 1 through 6, and the
other 6 participants in the opposite order. The
two orders resulted in almost identical results
(not significantly different), and the 12 data
sets were therefore collapsed into a single
group for all analyses.

During a final phase of the experiment,
participants observed each actor responding in
all six games but now in a single period so as to
facilitate comparisons. (Until this final phase,
the actors were observed playing in only
a single game environment during a given
phase. During the final phase, participants
controlled which game was present on each of
the six computers.) The duration of this
period of comparison was not constrained
but typically lasted no more than 35 min.

Participants then recorded a final judgment
on the rating sheets, indicating how closely
each of the actors’ performances, judged
across all of the games, represented ‘‘voluntary
human choices.’’ These final judgments, nor-
malized by z-score transformations, served as
the primary data.

RESULTS AND DISCUSSION

Figure 4 shows that the matcher’s (s 5 1.0)
performance was judged most closely to
represent voluntary human choice. Shown
are averages and standard errors across the
12 participants’ normalized scores. High z
scores indicate relatively close approximation
to voluntary choice. As s values increased from
0.0 to 1.0, (extreme undermatching to match-
ing), judgments increased—the actors’ re-
sponses increasingly representing human
choices—and as s-values continued to increase
from 1.0 to 6.0 (matching to extreme over-
matching), the judgments decreased. Al-
though judgments by individual participants
were quite variable (see Appendix 2), the
differences were statistically significant accord-
ing to a repeated measures ANOVA, F[5,55] 5
5.97, p , 0.0003, and the matcher (s 5 1.0)

Table 1

Programmed probabilities of reinforcement for each of
the keys (X, Y, and Z) during each phase of Experiments 1,
2, 3, and 5.

Experiment/Phase Prob. X Prob. Y Prob. Z

Experiment 1

Game 1 0.0666 0.0666 0.0666
Game 2 0.06 0.02 0.12
Game 3 0.09 0 0.11
Game 4 0 0 0.2
Game 5 0.1 0.06 0.04
Game 6 0 0.15 0.05

Experiment 2

Game 1 0.04 0.08 0.12
Game 2 0.16 0.05 0.03
Game 3 0.03 0.11 0.1

Experiment 3

Game 1 0.02 0.03 0.2
Game 2 0.09 0.155 0.025
Game 3 0.11 0.07 0.1

Experiment 5

Game A .08 .17 .05
Game B .07 .03 .20
Game C .13 .10 .07
Game D .14 .12 .04

Fig. 4. Judgments (averages of 12 participants’ z-
scores) of how closely six actors’ responses approximated
voluntary human choice (high values 5 appears human;
low values 5 not human) in Experiment 1. The
generalized matching-function algorithms that pro-
grammed the actors’ responses differed in the values of
their exponents (s, or sensitivity) as shown along the X
axis. Error bars show standard errors.
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differed significantly (p , .03) from four of
five of the other models as assessed by Fisher’s
PLSD post-hoc tests (s 5 1.0 and s 5 0.4 did
not differ). Thus, judgments of volition were
related to differences in s value, and a value of
1.0, or matching, was found most closely to
represent voluntary human choice.

Although it seemed that a matching re-
lationship between response and reinforcer
proportions indicated voluntary choice, two
additional analyses caused us to question this
conclusion. First, we considered whether over-
all frequencies of reinforcement (total num-
ber of reinforcers in a session divided by total
number of responses) could account for the
results (see Table 2). Note that reinforcers per
response and reinforcers per unit time were
interchangeable since responses were generat-
ed at a constant rate. Two aspects of the data
are noteworthy. First, reinforcer frequencies
were influenced by the game environments,
but differently for each of the actors. For
example, comparing the actors to one anoth-
er, the s 5 0.0, 0.1, and 0.4 actors were most
frequently reinforced in Game 1; the s 5 1.0
actor most frequently in Games 2, 3, and 5,
with s 5 0.4 tied in Game 5; and the s 5 2.0
and 6.0 actors were the most frequently
reinforced in Games 4 and 6. These variations
suggest that differences in received reinforcers
were not responsible for judgments of volition.
However, the rightmost column shows overall
obtained frequencies of reinforcements, aver-
aged across all six environments. The correla-
tion between participants’ judgments of voli-
tion and the actors’ average (across all six
games) overall reinforcement frequencies was
modest (r 5 .397), but indicated that judg-
ments may have been based on overall re-
inforcement frequencies, at least in part. This
and other hypotheses will be tested in Exper-
iment 2.

In a second analysis, we compared the
participants’ own choices, when they played
the games, to their judgments of the actors. As
described, the participants directly experi-
enced the games, and their initial 500
responses in each of the games were used to
estimate the s value of the generalized match-
ing function that best described each partici-
pant’s performance: emitted choices as a func-
tion of obtained reinforcers. We also estimated
the s value judged by each participant to best
represent human voluntary choice by interpo-
lating in the following way. A cubic spline
curve (Bartels, Beatty, & Barksy, 1987) was
fitted to each participant’s final judgments.
The cubic spline provided the best fitting
smooth function to each participant’s set of
judgments—volition as a function of s-values.
The mode of this function provided an
estimate of the s-value that best represented
the participant’s judgment of a voluntary
human actor. Thus, we correlated the partic-
ipants’ own behaviorally derived s values with
the same participants’ judged ‘‘most human’’ s
values. The correlation between behavioral
and judged s values was quite high (r 5 .701)
and indicated that each participant’s behavior
may have served as a model for the judgments
that followed. That is, rather than judging
volition, the participants may have judged
approximations to their own behaviors, a pos-
sibility that was tested in Experiment 3.

EXPERIMENT 2: REINFORCEMENT
FREQUENCY & RESPONSE UNCERTAINTY

Experiment 2 explored two possible expla-
nations of the volitional judgments obtained
in Experiment 1. First, as indicated, the
judgments may have been based primarily on
reinforcement—the higher the frequency of
reinforcement, the more the actor appeared to

Table 2

Percentage of responses reinforced for each of the actors (as given by s value) in Experiment 1.

s-value Game 1 Game 2 Game 3 Game 4 Game 5 Game 6 Mean

0 0.137 0.123 0.118 0.088 0.134 0.107 0.118
0.1 0.135 0.129 0.117 0.092 0.133 0.114 0.120
0.4 0.134 0.134 0.123 0.119 0.135 0.125 0.128
1.0 0.126 0.141 0.131 0.175 0.135 0.147 0.143
2.0 0.105 0.129 0.119 0.198 0.123 0.151 0.138
6.0 0.071 0.126 0.101 0.199 0.067 0.150 0.119
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be human. To address this possibility, the same
s 5 1.0 matcher used in Experiment 1 was
compared to an actor that was reinforced
more frequently than the matcher, one re-
ferred to as an informed actor. Although
matching and informed actors experienced
identical schedule contingencies, the in-
formed actor appeared to be capable of
anticipating the location of available reinforc-
ers and was therefore reinforced more fre-
quently.

A second possible contributor to judgments
of volition may have involved response dis-
tributions. Undermatchers tended to respond
equally across the three alternatives under all
game conditions. Overmatchers tended to
respond exclusively to one alternative. The
matcher’s responses were most sensitive to
changes in reinforcement distributions: re-
sponses were allocated approximately equally
when reinforcers were equal across alterna-
tives, but preponderantly to one alternative
when reinforcer probabilities differed appre-
ciably, and levels between, in all cases being
proportional to the reinforcers. Thus, the
range of response distributions was greatest
for the matcher and this may have contributed
to high judgments of volition.

However, a second variable was correlated
with response distributions, namely the un-
certainty (or predictability) of responses. Recall
that responses were generated by stochastic (or
probabilistic) algorithms. Therefore, for the
matcher, when reinforcers were equal, re-
sponses occurred with equal probability on the
three keys, making individual responses difficult
to predict. In comparison, when most reinforc-
ers were obtained from a single key, the matcher
responded with high probability to that key,
now making it much easier to anticipate in-
dividual responses. Undermatchers tended al-
ways to respond unpredictably across the three
keys; and the overmatcher tended always to
respond predictably to the highest valued key.
Therefore, the range of predictability—some-
times respond so that prediction was easy, other
times so that prediction was no better than
chance—was greater for the s 5 1.0 matcher
than for the under- and overmatchers. In brief,
the s 5 1.0 matching algorithm resulted in the
widest ranges of both response distributions and
response uncertainties.

Because we had reason to suspect that
uncertainty was the important variable (Neur-

inger, 2002), Experiment 2 compared two
actors whose predictabilities differed apprecia-
bly, one from the other, but with identical
response distributions. To accomplish this, we
asked participants to compare a predictable
matcher to an unpredictable one. Matching
(as well as under- and overmatching) can be
generated in many ways, including in a pat-
terned manner; for example, if reinforcers
were obtained in a ratio of 3 to 2 to 1,
a ‘‘patterned matcher’’ might repeat XXXYYZ.
In the patterned case, response proportions
would match reinforcer proportions but, due
to the fixed sequence, each response could
easily be predicted. In all ways other than
presence vs. absence of predictable patterns,
the patterned matcher’s performance would
be related to reinforcers in the same way as
a stochastic matcher. We therefore asked
whether stochastic matching—rather than
matching per se—provides discriminative cues
for voluntary choice.

METHODS

Subjects, Apparatus and Instructions

Twelve undergraduate students, unfamiliar
with the previous experiment, received $7.25
per hr of participation. Apparatus and in-
struction were identical to Experiment 1.

The experimental procedures were identical
to Experiment 1 except for the following:

Each of five actors (different algorithms)
was observed responding in three game
environments (instructions to participants
provided in Appendix 3). As in Experiment
1, each of the games provided different
programmed probabilities of reinforcement
on each key (see Table 1). However, there
were a number of differences between this
experiment and the previous, and these will be
described.

(i) To test the frequency-of-reinforcement
hypothesis, we added a score counter to the
screen: this highlighted the difference in
accumulated reinforcers gained by stochastic
and informed matchers. Each reinforcer
added 8 points to the counter and each
response subtracted 1 point from the accumu-
lating total. The totals were utilized by the
actor algorithms to calculate reinforcer pro-
portions and, from these, probabilities of the
three responses according to the generalized
matching function.
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(ii) Also directed at the frequency-of-re-
inforcement hypothesis, in addition to the
same X, Y, and Z responses in Experiment 1,
a ‘‘wait’’ option was made available. ‘‘Wait’’
responses neither added nor subtracted points
from the counter, nor did they activate the
changeover delay contingency. However, as
was the case for X, Y, and Z responses,
choosing to wait caused the three random-
number generators governing reinforcer avail-
ability to be activated. When ‘‘wait’’ was
chosen, the blue dot on the screen turned
yellow for 1 s, but remained stationary. This
wait option enabled us to contrast the points
accumulated by the probabilistically respond-
ing matcher (identical to the s 5 1.0 matcher
in Experiment 1) with the point totals for an
informed actor, one who also matched relative
responses to reinforcements, but who chose to
wait (and therefore not lose points) until
a reinforcer became available. When partici-
pants played the games themselves, they could
choose to wait by pressing the spacebar.

(iii) The five actors differed in their re-
sponse strategies, as will be described next.

Matching actor. The matcher (s 5 1.0) was
identical to that in Experiment 1—response
probabilities matched received reinforcer pro-
portions and responses were generated sto-
chastically—except that, in this case, the
matcher would ‘‘wait’’ with a probability of
0.2. As with all of the other actors, each
reinforcer added 8 points, and each nonrein-
forced X, Y, or Z response subtracted 1 point.

Informed actors. Two actors were reinforced
with higher probabilities than the matcher—
and were therefore reinforced more frequent-
ly, per response and in time—responding as if
they had been informed as to the location of
the next available reinforcer. The first of these,
perfect informed, chose as if it had complete
information concerning reinforcer set up.
That is, whenever the perfectly-informed actor
responded on the X, Y, or Z key, the response
was reinforced with certainty (8 points added
to counter) and, since this actor waited in all
cases when a reinforcer was not available,
points were never subtracted. The imperfect-
informed actor responded as if knowing the
location of rewards 75% of the time and used
a matching strategy (including a 0.2 probabil-
ity of waiting) during the remaining 25%.
While earning more points than the matcher,
this actor’s responses occasionally were not

reinforced. Note that both perfectly- and
imperfectly-informed actors matched propor-
tions of X, Y, and Z responses to reinforcer
proportions, exactly the same as the matcher,
but with substantially higher payoffs. If match-
ing is the key indicator of volition, then the
three should be judged equally. If reinforce-
ment frequency is a major determiner of
volitional judgments, then the informed actors
should be rated as more representative of
voluntary human choice than the s 5 1.0
matcher. But if matching with uncertainty is
important, then the s 5 1.0 matcher should be
judged most highly.

Patterned actors. To further test whether
stochastic responding, with its associated un-
certainty or unpredictability, contributed to
judgments of volition, the stochastic matcher
was compared to a complex-patterned actor that
matched responses to reinforcements but did
so in a highly predictable manner: within each
block of eight responses, a patterned sequence
was generated. For example, if obtained re-
inforcer proportions were .63, .25, and .12 for
the X, Y, and Z responses, respectively, the
following cycle of responses would be repeat-
ed: XXXXXYYZXXXXXYYZ….. This pattern,
while fixed, matched proportions of X, Y, and
Z responses to proportions of received re-
inforcers. (Appendix 1 describes the algorithm
used to program the patterned matchers.)
When the pattern didn’t fit exactly into an 8-
response block, approximations were generat-
ed by rounding. The complex-patterned actor was
reinforced as frequently as the stochastic
matcher and both matched response propor-
tions to reinforcer proportions. They differed
only in that their algorithms generated sto-
chastic (and therefore unpredictable) se-
quences of responses in one case, and pat-
terned (and therefore predictable) ones in the
other.

A simple-patterned actor cycled repeatedly
through XXXYYYZZZ without regard to ob-
tained reinforcers. Thus, it was an extreme
undermatcher, but with predictable responses.
Both patterned players ‘‘waited’’ with the same
0.2 probability, as did the matcher, so as to
enable comparisons.

In brief, the participants compared five
actors. The response proportions of four of
the five matched obtained reinforcer propor-
tions (excluding wait responses). One did so
stochastically, with uncertainty as to whether
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a response would be reinforced and also
location of individual responses. That was the
stochastic matcher. Two others matched, but
with extremely high (perfect informed) or
intermediate (imperfect informed) likelihood
of being reinforced. These two acted in a way
that appeared to be predictable, given suffi-
cient knowledge. The fourth actor also
matched, but did so in a patterned and
therefore highly predictable fashion. And the
last responded with the simplest pattern and
equally across the three keys. We asked
whether judgments of volition were primarily
based upon frequencies of reinforcement—
frequent reinforcement indicating high voli-
tion—and whether response uncertainty con-
tributed to the judgments.

RESULTS

Figure 5 shows normalized final judgments
of human volition. As in Experiment 1,
although there was considerable variability in
the individual judgments (Appendix 2), the
differences across actors were statistically
significant (F[4,44] 5 9.902, p , 0.0001). A
Fisher’s PLSD post-hoc test found that the s 5
1.0 matcher was more representative of volun-
tary human choice than three of the four
other actors (p , 0.002 for the two patterned
algorithms and the perfect-informed algo-
rithm, and p , 0.1, ns, for the imperfect-
informed algorithm). These results support
two conclusions: First, judgments of volition—
shown to depend upon a matching relation-
ship between response proportions and re-
inforcer proportions—is not an artifact of the
high frequency of reinforcement garnered by
the matcher. Second, when response propor-
tions match reinforcer proportions, stochastic
(or unpredictable) responding better repre-
sents voluntary choice than does fixed-pat-
terned and therefore predictable responding.
In brief, stochastic matching of responses to
reinforcers appears to be a critical cue for
volition.

EXPERIMENT 3: JUDGING
WITHOUT PLAYING

In the two preceding experiments, partici-
pants responded in each of the game environ-
ments before observing the actors in the same
environments. Possibly, therefore, participants
judged the actor who most closely approxi-

mated their own behaviors as most human-
like. This hypothesis was suggested by a positive
correlation in Experiment 1 between partici-
pants’ choices and their judgments. Experi-
ment 3 directly tests, by omitting the play
phase, whether judgments of volition depend
upon prior playing.

METHODS

Subjects, Apparatus, and Procedure

Twelve undergraduate students unfamiliar
with Experiments 1 and 2 received $7.50 per
hr of participation. Apparatus, instructions,
and procedure were identical to that in
Experiment 1 except that instructions omitted
reference to the ‘‘play’’ phase, participants
never themselves played the game, and three
actors were compared (a matcher: s 5 1.0; an
undermatcher: s 5 0.1; and an overmatcher: s

Fig. 5. Judgments (averages of 12 participants’ z-
scores) of human volition as a function of the algorithms
used to program the actors’ choices in Experiment 2. The
matcher algorithm allocated responses stochastically and
according to the generalized matching function (i.e.,
matched response proportions to reinforcer proportions).
The perfectly informed algorithm responded as if it could
identify the availability and location of each reinforcer and
therefore reinforcer rates were exceedingly high. The
imperfectly informed matcher combined aspects of the
matcher and perfectly informed algorithms. The complex-
patterned algorithm matched response proportions to
reinforcer proportions but allocated responses in a pat-
terned and predictable manner. The simple-patterned
algorithm responded in a fixed pattern that was in-
dependent of received reinforcers. See text for additional
details. Error bars show standard errors.

STOCHASTIC MATCHING AND VOLUNTARY CHOICE 11



5 2.0), each actor being observed in three
game environments (see Table 1).

RESULTS

Results are shown in Figure 6. A repeated
measure ANOVA showed significant differ-
ences (F(2,22) 5 7. 2, p , 0.004), with the
matcher (s 5 1.0) judged to be significantly (p
, .05) more representative of human volun-
tary choice than both the undermatcher (s 5
0.1) and the overmatcher (s 5 2.0). Judgments
of the latter two did not differ significantly
from one another. Individual raw scores are
provided in Appendix 2. Thus, whether
participants played the game (Experiments 1
and 2) or not (current experiment), the
matcher was judged most closely to represent
voluntary human choice.

EXPERIMENT 4: COMPUTER OR HUMAN?

Experiment 4 had two goals. The first was to
specify with greater precision the relationship
between s value and judgments of volition by
focusing on s values closer to 1.0 than those in
Experiments 1–3. The second goal was to
obtain judgments of whether an actor truly
represented a human player. We therefore
narrowed the range of s values, increased the

number of different values, and led partici-
pants to believe that some of the actors
represented the responses of real players. To
generate the necessary data, we asked partic-
ipants to judge nine actors, 10 times each in
quasirandom order, and make binary choices
for each—‘‘computer algorithm’’ or ‘‘volun-
tary human.’’ Additional methodological
changes, to be described, facilitated the above
goals.

METHODS

Subjects

Thirteen college-age participants unfamiliar
with the previous experiments received $7.50
per hr of participation.

Apparatus

Stimuli were presented on a single e-Mac
computer.

Procedure

The environments and actors were similar to
those in Experiment 1, but instead of the
game environments being seen one at a time
on separate computers, participants viewed six
game environments on a single screen simul-
taneously with the screen divided into six small
sections.

Specifically, responses by nine different
actors were shown (with s values of 0.1, 0.4,
0.6, 0.8 1.0, 1.2, 1.4, 1.6, and 1.9), each actor
responding in six game environments (see
Table 3). The actors were observed, one at
a time, responding in six sections of a single
computer screen, each section representing
a separate game environment (set of reinforce-
ment probabilities). Participants judged all
nine actors in random order as one cycle of
the experiment, repeating the process a total of
10 cycles (resulting in 10 separate judgments
per actor, or 90 individual judgments). As in
Experiment 3, participants did not play the
game themselves. The instructions indicated
that some of the actors represented actual
human data collected in an earlier phase of the
experiment. The instructions read in part (with
complete instructions found in Appendix 3):

‘‘There is a common intuition that people will
know voluntary behavior when they see it… In
this study, we wish to establish a baseline
measure of how well viewers (such as yourself)
can discriminate a voluntary human player

Fig. 6. Judgments (averages of 12 participants’ z-
scores) of human volition as a function of the actors’ s-
value exponents when the participants did not themselves
play the games in Experiment 3. Error bars show standard
errors.
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from an artificial one. To this end, we brought
in a group of individuals who played a simple
gambling-type game. Their performance was
used to determine their wage (meaning that
the better they did, the more they got paid)…
We also designed a set of computer algorithms
that were also able to play the game, and used
them to generate a set of nonhuman game
play records.… (You should) attempt to decide
whether the choices represented across the six
games represent voluntary choices made by
a real human player or not.’’

A ‘‘voluntary human’’ vs. ‘‘algorithm’’ de-
cision was made following each of 90 presenta-
tions of an actor in six game environments.
The main data were the proportion of times,
calculated from the last 9 of the 10 cycles, that
a given actor was judged to represent a real,
voluntarily choosing person. Participants were
debriefed—in particular, told that no human
data had actually been presented—upon con-
clusion of the experiment.

RESULTS

Figure 7 presents normalized proportions of
‘‘voluntary human’’ judgments (human/[hu-
man+algorithm]) for each of the different
actors (given by s-values). Some participants
preferred the undermatchers, others the over-
matchers (Appendix 2), but the average
function was similar to those in Experiments
1–3, and a repeated measures ANOVA re-
vealed that judgments were significantly affect-
ed by s values (F[8,96] 5 2.76, p , 0.009).
Fisher’s PLSD post-hoc tests found that the
Matcher differed significantly (p , .03) from
algorithms with s values of 0.1, 0.4, and 1.9.
The difference approached significance (p ,
0.1) when the matcher was compared to the s
5 0.6 and s 5 1.6 algorithms. Thus, again,
consistent with the previous studies, the
matcher (or an algorithm close to s 5 1.0)
was judged most similar to a real human player
who was emitting voluntary choices.

EXPERIMENT 5:
RESPONSE FUNCTIONALITY

Did the presence of reinforcers contribute
in any way to judgments of volition? This
question was raised by A. C. Catania (personal
communication, May, 2006) who suggested
that the changes in behaviors manifested by
the matching algorithm might have sufficed to
represent voluntary action, with no additional
contribution by the observed reinforcers. That
is, observations of the functionality of re-
sponses (as provided by reinforcers) did not
contribute to the judgments of volition. There
are a number of reasons to take Catania’s
hypothesis seriously. For example, in Experi-
ment 2, a stochastic matching algorithm
resulted in the highest evaluations of volition
despite the fact that an ‘‘informed’’ actor was
reinforced more frequently than the matcher:
reinforcers, per se, may not have been

Table 3

Programmed probabilities of reinforcement for each of the keys (X, Y, and Z) in the six game
environments in Experiment 4. Each cell represents a section on the computer screen.

Game 1 Game 2 Game 3
X Y Z X Y Z X Y Z

0.02 0.03 0.2 0.09 0.155 0.025 0.11 0.07 0.1

Game 4 Game 5 Game 6
X Y Z X Y Z X Y Z

0.12 0.13 0.03 0.055 0.09 0.135 0.16 0.03 0.06

Fig. 7. Probabilities (averages of 13 participants’ z-
scores) of identifying actors in Experiment 4 as a voluntar-
ily choosing human player as a function of the actors’ s-
value exponents. Error bars show standard errors.
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important. Also in Experiment 2, when re-
inforcement frequencies were identical, judg-
ments of volition depended upon whether
responding was stochastic, with the stochastic
matcher judged to better represent human
volition than a patterned and therefore pre-
dictable responder. Evidence for the Catania
hypothesis comes additionally from a corpus
of data showing that judgments of animacy
depend, to some extent, on the complexity of
movements of the representations, without
reinforcers or consequences of any sort being
observed (Tremoulet & Feldman, 2000).

There is, however, an alternative position:
reinforcers indicate functionality, voluntary
behaviors are functional, and therefore observ-
ing the relationship between responses and
reinforcers is important when judging volition.

To test the contributions of observed re-
inforcers, Experiment 5 asked participants to
judge volition as a function of s-value, as in all
of the previous experiments, but, for one
group, without seeing any of the reinforce-
ment cues. In essence, this group judged
volition based solely on the patterns of
responses. For comparison, a second group
judged the same actors but with reinforcers
observed, as in the previous experiments.

METHODS

Subjects

Forty-eight college-age participants, unfamil-
iar with the previous experiments, participated
as part of a laboratory experience in an
introductory psychology class, and were di-
vided into two equal groups.

Apparatus

All stimuli were presented on a single e-Mac
computer.

Procedure

The procedure was generally identical to
that in Experiment 4 except for the following.

One group of participants (Rein) observed
responses and reinforcers exactly as in the
previous experiments. A second group (No
Rein) saw exactly the same responses, but did
not see the reinforcers. That is, the No-Rein
group observed the blue dot (representing the
actor’s responses) moving on computer
screens, exactly as did the Rein group, but
never saw the green dots that indicated

reinforcement. Both of the groups were
instructed that the actors were responding
for points but, again, only the Rein group
could observe when points were awarded.

Five actors (s values of 0.2, 0.6, 1.0, 1.4, and
1.8) were presented, each responding in four
game environments (Table 1). The game en-
vironments were shown on a single screen, as in
Experiment 4, with game A in the upper left
quadrant, game B in upper right, game C in
lower left, and game D in lower right. Partici-
pants observed a fixed response history of 500
responses for each game environment and were
instructed to indicate whether the responses
had been generated by a human responder or
by a computer algorithm. (The instructions
indicated that at least one actor represented
a real person and at least one, an algorithm –
see Appendix 3). Judgments were recorded by
marking along a line on the screen (using the
computer mouse) with endpoints labeled ‘‘Not
At All Human’’ on the left and ‘‘Certainly
Human’’ on the right. These marks were
translated digitally into values between 0.0 and
1.0. Each actor was observed on four different
occasions (in quasirandom order), with judg-
ments from the last three averaged to provide
the basic data.

RESULTS

Figure 8 shows normalized average estimates
of ‘‘human’’ for each of the groups as a function
of the s values of the actors. The main question
concerns the form of the function for the No-
Rein group. That form was ogival, with the
undermatchers (s values of 0.2 and 0.6) judged
by the No-Rein participants to best represent
a human responder. The Rein group again
judged the s 5 1.0 matcher to best represent
human performance with judgments decreas-
ing on both sides of the s 5 1.0 value. Thus, the
forms of the two functions differed, as further
indicated by a mixed model ANOVA showing
a significant interaction effect (group x s value)
(F[4,184] 5 2.707, p 5 .0317). The relatively
high level of interparticipant variability may be
related to the fact that this procedure was done
as part of a classroom experience and therefore
less time could be devoted to observation than
in the previous experiments (e.g., approximate-
ly 45 min in the present experiment compared
to 3 hr in Experiment 1 and 90 min in
Experiment 4) and fewer replications per actor
(4 in the present experiment vs. 10 in Exper-
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iment 4). However, the results suggest that,
consistent with previous research on animacy,
uncertain and complex response patterns may
be correlated with relatively high judgments of
‘‘humanness,’’ but when functionality (pro-
vided by reinforcers) can be observed, the
judgments differ. Only in the latter case do
changes associated with proportional matching
of responses to reinforcers indicate highest
levels of volition.

GENERAL DISCUSSION

Participants observed computer icons that
represented actors’ responses on three keys and
the occasional reinforcers earned for respond-
ing on each of the keys. The participant’s task
was to judge how well different actors repre-
sented the voluntary choices of real people.
The reinforcers were scheduled by concurrent-
ly operating random-number generators (sim-
ilar to concurrent variable-interval schedules).
The actors’ responses were generated by algo-
rithms that iterated the generalized matching
equation (Equation 1), with the sensitivity (s)
exponent in that equation differing across
actors—from s , 1.0 (undermatching) through
s 5 1.0 (matching) to s . 1.0 (overmatching).

In brief, some actors distributed their responses
relatively equally across the keys, regardless of
the distributions of reinforcers (undermatch-
ers); some matched proportions of responses to
proportions of reinforcers (matchers); and
some tended to respond mainly to the key that
provided the highest frequency of reinforce-
ment (overmatchers).

In Experiment 1, participants were in-
formed that responses of all actors were
generated by computer-based algorithms and
asked to judge similarity to voluntary human
choice on a 0 (not similar) to 100 (identical
to) scale. The matching actor (s 5 1.0) was
judged to best represent voluntary choice.
That is, estimations of high similarity to
human volition were produced by a matching
relationship between proportions of responses
on each key and proportions of reinforcers
earned from those responses. As s values
differed increasingly from 1.0, both lower
and higher, the actors’ responses were judged
to be less and less like that of a person.

Four additional experiments replicated this
basic finding, but in Experiments 4 and 5
participants were told that responses of some of
the actors had been generated by real human
players. The participant’s task was to judge: real
person or computer algorithm, a task reminis-
cent of Turing’s (1950) test for artificial in-
telligence. In fact, as in Experiment 1, all
responses were algorithmically generated. The
results were essentially the same as in Experi-
ment 1: the matching algorithm (s 5 1.0) was
judged best to represent voluntary choices of
a real person. These results therefore suggest
that proportional matching of responses to
reinforcers may be responsible for judgments
of volition. Other interpretations were possible,
however, and these will be considered.

Participant as model. In some of the experi-
ments, the participants themselves responded
in each of the games before observing the
actors. It was possible that judgments of
volition were based on similarity of the actors’
responses to the participant’s own behaviors.
Indeed, results from Experiment 1 showed
a moderate correlation between the partici-
pants’ own choices and their judgments.
However, in Experiments 3, 4, and 5, partici-
pants were not permitted to play the games
and the resulting judgments were essentially
the same as in Experiment 1, that is, the s 5
1.0 matcher was judged best to represent

Fig. 8. Judgments in Experiment 5 of human volition
as a function of s-value when participants saw both
responses and reinforcers (open circles 5 Rein) or when
a separate group of participants saw responses but did not
see reinforcers (filled squares 5 No Rein). Shown are
averages (n 5 24) of z-scores for each of the groups. Error
bars (slightly offset for clarity) show standard errors.
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voluntary choice. Thus, self-as-model does not
explain the results.

Reinforcement frequency. Another possibility
was that the overall frequencies of reinforce-
ment gained by each of the actors were
responsible for the judgments. In Experiment
1, the s 5 1.0 matcher earned reinforcement
overall more frequently than any other actor.
Experiments with animals and people also
show that, at least under some circumstances,
matching optimizes reinforcement, and thus it
is often difficult to ascertain whether matching
or optimizing is the controlling process
(Baum, 1981; Williams, 1988). Experiment 2,
however, compared the same s 5 1.0 matching
actor to another whose responses were re-
inforced more frequently than the matcher.
The main difference was that the matcher
allocated responses stochastically (i.e., proba-
bilistically) whereas the other, referred to as
the ‘‘informed’’ actor, appeared to anticipate
the location of available reinforcers and
therefore was much more likely to earn
reinforcement. If this informed actor was
judged to best represent voluntary choices,
then judgments of volition would be shown to
be based on obtained frequencies of reinforce-
ment. However, that was not the result: the
stochastic matcher best represented voluntary
human choice. Therefore, reinforcement fre-
quencies were not responsible for the judg-
ments of volition.

Response distributions. A matcher’s response
distributions (across the three keys) showed the
greatest variation as a function of reinforcer
distributions. Whereas undermatchers tended
always to respond equally across the three
alternatives, and overmatchers tended to re-
spond exclusively to one, the matcher some-
times responded equally to the three alterna-
tives, other times almost exclusively to one, with
intermediate distributions as well, these all
depending upon the reinforcers received. Thus,
the range of response distributions was greatest
for the matcher. The possibility that the range
of response distribution was related to judg-
ments of volition was compared to another
hypothesis, described in the next section, and
the two will be considered together.

Stochastic responding. To this point, the
results show three things: first, the actors
appeared to be choosing voluntarily when they
matched proportions of responses to reinforc-
ers; second, judgments did not depend on

direct, hands on, participant experience; and
third, the judgments were not based primarily
on overall reinforcement frequencies. A re-
maining question concerned the influence of
probabilistic or unpredictable responding.
Although there is ongoing debate about this
issue, the literature indicates that animals and
people often respond stochastically under
concurrent schedules (e.g., Gallistel, 2005;
Glimcher, 2005; Lau & Glimcher, 2005; Nevin,
1969, 1979). Furthermore, the literature also
shows that stochastic responding can readily
be engendered by reinforcement that is di-
rectly contingent upon response variability
(Neuringer, 2002). Our use of stochastic
algorithms is therefore consistent with dem-
onstrated competencies of real organisms. Did
stochastic responding in fact contribute to
judgments of volition?

In an attempt to answer this question
experimentally, we compared the same sto-
chastic matcher (s 5 1.0) used in each of the
other experiments to a patterned matcher that
allocated responses in proportion to received
reinforcers (as was the case for the stochastic
matcher) but did so by patterning its responses
in repetitive (and therefore predictable) fash-
ion. For example, if reinforcers received were
in the ratio of 5:2:1, the patterned matcher
would respond repeatedly with a pattern of
five Xs, followed by two Ys, followed by a single
Z, and then, again, five Xs, and so on, with X,
Y, and Z representing responses on each of the
keys, respectively. Both stochastic and pat-
terned actors matched responses to reinforc-
ers and the two actors were reinforced equally.
Furthermore, their distributions of responses,
and changes in these distributions with chang-
ing reinforcers, were identical. The results
showed that the stochastic matcher better
represented voluntary human choice than
did the patterned. Stated differently, propor-
tional changes in responses with reinforcers
did not indicate voluntary human choice
unless the responses were stochastic.

Experiment 5 offered additional evidence
that the distributions of the matcher’s re-
sponses were not sufficient, absent information
about reinforcement (and thus functionality),
to produce the high ratings of human volition.
When they could not observe reinforcers,
participants judged undermatchers as most
likely human, the only case in which the
matcher was not judged best. Changes in the
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matcher’s responses served as cues for volition
only when observed in relation to reinforcers.

Why might the combination of matching
(response proportions match reinforcer pro-
portions) and stochasticity (individual re-
sponses not easily predicted) be important?
Two characteristics of volition help to explain
our results. Voluntary choices are often de-
scribed as (a) intentional, goal-oriented, and
functional; and (b) free, uncompelled, and
self-initiated. We turn next to a brief discus-
sion of how these characteristics might be
translated into behavior-analytic terms amena-
ble to empirical testing.

Operant responses parallel the intentional,
goal-oriented, and functional characteristics of
voluntary behaviors. Operants can be described
as directed towards obtaining an intended
goal—the reinforcer; and the extraordinary
sensitivity of operants to consequences indi-
cates their functionality (e.g., Gallistel, Mark,
King, & Latham, 2001; Lau & Glimcher 2005).
Thus, to the extent that the actors’ responses
were sensitive to reinforcement, they met the
‘‘intentional, goal-oriented, and functional’’
criterion of voluntary behavior.

With reference to the second characteristic,
‘‘self-initiated and free,’’ operant responses are
often variable and therefore unpredictable; and
unpredictability can be a sign of self-initiation
and freedom. Variability arises from multiple
sources. For example, Skinner (1938) pointed
to an inherent variability that helps to explain
the ‘‘emitted’’ nature of the operant. A second
source is extinction (or the withholding of
reinforcements) and other aversive events
(Balsam, Deich, Ohyama, & Stokes, 1998). A
third source is direct reinforcement of variabil-
ity, and this source may be most relevant for an
explanation of volition (Neuringer, 2002).
When reinforcers are contingent upon a partic-
ular level of variability, that level is generated and
maintained (Jensen, Miller, & Neuringer,
2005). Thus, under some conditions, operant
responses are repetitive and predictable where-
as under different circumstances, the same
operant behavior can be highly variable—
indeed, approaching random levels—and
therefore unpredictable. Now consider the
relationship between such ‘‘operant variability’’
and the ‘‘free’’ characteristic of voluntary be-
havior. Voluntary responses are predictable
(when that is functional) or unpredictable
(when that is most advantageous), with various

levels in between. An example of a predictable
voluntary act is when a person who professes to
like chocolate ice cream orders that flavor; or
when the person is asked for her name, and says
it truthfully. However, distinguishing the vol-
untary act from reflexes and other elicited
responses relies on the fact that the voluntary
act can differ from the usual, or be difficult
(perhaps impossible) to predict, this occurring
when behaving unpredictably is functional.
Thus, for example, in the context of creative
brainstorming, it is difficult to anticipate a series
of ideas. Or in a game of ping-pong, the ball
might be hit unpredictably to one or the other
side of the opponent. In response to ‘‘What ice-
cream would you prefer,’’ the person who
desires to demonstrate her freedom could
respond by naming, with equal probability,
any available flavor or, indeed, responding
outside the expected category: ‘‘I’ll have
asparagus ice-cream, please.’’ Functional un-
predictability demonstrates voluntary behavior
because it implies (to some) that there is
internal causation, or freedom from control
by external influences.

In our experiments, the ‘‘Always respond
predictably’’ strategy did not engender high
judgments of volition, but neither did ‘‘Always
respond unpredictably.’’ With respect to ‘‘Always
respond predictably,’’ neither the patterned
matcher in Experiment 2 nor the overmatch-
ers in any of the experiments were judged to
manifest high levels of volition. On the other
end of the continuum, the undermatchers did
not appear to respond in a voluntary manner
(the one exception being when information
about reinforcement was withheld in Experi-
ment 5) because, again according to the
current analysis, their responses were unpre-
dictable under all conditions, even when most
reinforcers were received mainly from a single
source. At the level of analysis of the individual
response, the undermatcher is unpredictable
because it resembles a random number gen-
erator. However, the consistency in strategy
makes its range of behaviors constrained and
(at the level of strategy) quite predictable.

This last result, namely, that a ‘‘random’’
responder was not judged to emit voluntary
choices, is relevant to a hypothesis originating
with Epicurus in the 3rd century B.C.: namely,
that randomness provides an explanation of
volition. It and various forms of the same
hypothesis have been presented throughout
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the history of discussions of this topic (Ayer,
1954; Hume, 1960; Kane, 1996). As just
indicated, in Experiment 5, the most random
responders (actors with s-values of 0.2 and 0.6)
were in fact judged best to represent human
volition only when reinforcers could not be observed.
Thus, absent any indication of functionality (as
given by reinforcing consequences), Epicure-
an stochasticity is the best indicator of human-
like volition. However, both for theoretical and
empirical reasons, random responding does
not suffice as an explanation of voluntary
action. Purely random responding is not a type
of volition that is ‘‘worth wanting,’’ to para-
phrase Dennett (1985). Stated differently, only
under some conditions will response variability
and unpredictability be functional, as just
discussed, and functionality is a characteristic
of voluntary behavior.

The stochastic matcher demonstrated many
levels of predictability as well as a high level of
functionality, the former due to the stochastic
source of responses and the latter to its
matching strategy. When reinforcers received
from the three alternatives were equal, the
matcher responded with equal probability.
Thus, if an observer were attempting to predict
the matcher’s next response, accuracy would
be no better than chance, and responding
would be maximally unpredictable. But when
most reinforcers were received from one of the
alternatives, the same matcher (still respond-
ing stochastically) responded predominantly
to the highly reinforcing alternative, thereby
making responses more readily predictable. In
other words, the stochastic matcher best
represented the functional and sometimes
unpredictable, sometimes predictable nature
of voluntary behavior.

Do judgments about volition inform us about
volition itself? This question is motivated by the
commonly held position that volition and free
will do not describe events in the physical world
but are fictions created to (falsely) explain what
currently cannot (truly) be explained. At its
essence, this position is that of strict determin-
ism which implies that all things are bound by
cause and effect. Even if ‘‘total knowledge’’ of
the universe is impossible (as some hold is
demonstrated by quantum mechanics, Polkin-
ghorne, 2002), it is assumed that all actions are
the consequence of some preceding condition,
rendering volition no more ‘‘free’’ than a falling
chain of dominoes. Those who hold this

mechanistic position might argue that the
statistically significant effects obtained in the
present series of experiments describes a shared
conception of volition but indicate nothing
about the reality or existence of volition itself—
much as agreement concerning the character-
istics of Santa Claus do not support the
existence of a real individual.

We propose as an alternative that the term
‘‘voluntary’’ refers to a demonstrable behav-
ioral phenomenon and that identifying func-
tional relationships between instances and
judgments will help us to understand that
phenomenon. Stated differently, ‘‘voluntary’’
is a discriminable behavioral characteristic
(rather than an abstract metaphysical attri-
bute), one that can best be identified in terms
of behavior-environment relationships. The
reality of volition is supported by the facts just
described, namely that animals and people
match responses to reinforcements in a sto-
chastic fashion, and, as indicated by the
present research, so doing is judged by an
external observer to involve voluntary choice.

Over the 2500 years of discussion, voluntary
behaviors were often said to separate humans
from all other animals and certainly from the
inanimate world. How does our hypothesis
relate to that position? Sensitivity to reinforce-
ment, as in matching, and functional varia-
tions in levels of variability, have both been
observed in studies of animals (e.g., monkeys,
rats, and pigeons). Does that suggest that these
animals are capable of voluntary behavior?
Single nerve cells react to reinforcements by
increasing (or decreasing) rates of firing
(Stein, Xue, & Belluzzi, 1994); and groups of
nerve cells demonstrate matching-like relation-
ships to reinforcement (Glimcher, 2003). Do
these indicate volition on the part of the
individual nerves? The participants in the
present research observed computer-generat-
ed representations of responses that met the
two criteria of volition: operant functionality
and adjustments in levels of variability. Was the
computer behaving voluntarily?

One response to these questions is that they,
and their implied answers, show that our theory
is wrong. Since matching on the one hand, and
adjustments in levels of variability, on the other,
may be demonstrable characteristics of animals,
nerves, and computers, they cannot be defining
characteristics of volition. An alternative re-
sponse, and the one we favor, is to consider
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volition not as a unitary characteristic, but as
a multidimensional continuum. As there are
levels of sensitivity to reinforcement and levels
of variability, so too there are levels of voluntary
responding. The human may well differ from
the rat or the computer algorithm: in terms of
the number of different responses and re-
sponse sequences that can be engendered by
reinforcement; in terms of the levels of
variability; and in terms of the facility with
which levels of variability are modified. The
domain of responses in our study was highly
constrained, but in the outside world, humans
may manifest many types of behavioral varia-
tions not observed within these studies. For
example, while our algorithms demonstrated
an aspect of volition, they did not at any time
choose to stop playing the game—and in that
sense, they are less free than a rat (which could
cease responding and go to sleep), or a person,
who may act contrary to expectations, for
example by uttering ‘‘Yachtapoopoo,’’ simply
to prove a point (Scriven, 1965).
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APPENDIX 1

PSEUDOCODE FOR THE CONTINGENCY

Load ProbFood(3)
Declare Food(3) 5 0
LET LastResponse 5 0
LET Series 5 0
Do
For x 5 1 to 3
If ProbFood(x) , random then
Food(x) 5 1

Get Response
If Response ! 5 LastResponse
then
LET Series 5 0

Else
LET Series 5 Series + 1

If Series 5 0 and random . 0.5
then
LET Skip 5 1

Else If Series 5 1 and random .
0.66667 then
LET Skip 5 1

Else If Series 5 2 and random .
0.75 then
LET Skip 5 1

Else
LET Skip 5 0

If Skip 5 0 then
If Food(Response) 5 1 then
Food(Response) 5 0
Give Reinforcement

Loop

Description: The contingency first loads
ProbFood(), an array of the three probabilities
of reinforcement (e.g. 0.1, 0.06, 0.04) that are
associated with the three keys. It also initializes
the Food() array (which tracks whether re-
wards are available on each of the keys), the
LastResponse variable (which tracks which of
the three responses, X, Y, or Z, had been
made—by actor or human participant—prior
to the current response), and the Series
variable (which tracks the number of consec-
utive responses a subject had made to the
current key without a switch to either of the
other two keys).

The main program loop first operates the
random generator three times to see if re-
inforcers should be ‘‘set up’’ on one or more
of the keys. For each operandum, referred to
as Op (with Op5key X or key Y or key Z), the

value of FoodProb(Op) is compared to a ran-
dom number between 0.0 and 1.0; if the
random number is less than FoodProb(Op),
then Food(Op) is set to 1 (thus making
a reward available on that operandum). The
contingency then waits until a Response is
made (by actor or human participant). If the
Response is not the same as LastResponse,
then Series is set to 0; otherwise, Series is
increased in value by 1.

If Series is less than 3, collection of a reward is
not guaranteed (even if the random-number
generator had indicated that one was set up).
This COD-type condition has a probability (0.5
if Series 5 0, 0.66667 if Series 5 1, and 0.75 if
Series 5 2) of causing the reward to remain
uncollected; if uncollected, the variable Skip 5
1. Otherwise, Skip 5 0. If Skip 5 1, the response
is not reinforced, but the reward remains
available for collection with a future response.
If, in contrast, Skip 5 0 and Food(Op) 5 1,
then Food(Op) is set to 0 (removing the
reward) and the reward is delivered.

PSEUDOCODE FOR THE STOCHASTIC MATCHER

Load Memory(3)
Declare TempMemory(3) 5 0
Switchiness 5 0.75
Response 5 1
Do
MemSum 5 0
For x 5 1 to 3
MemSum5 MemSum +

Memory(x)Sensitivity

For x 5 1 to 3
TempMemory(x) 5

Memory(x)Sensitivity/ MemSum
LET TempSum 5 0
For x 5 1 to 3
If x !5 Response then
TempMemory(x) 5 TempMemory
(x) * Switchiness

TempSum 5 TempSum + (Temp-
Memory(x)*(1-Switchiness))

TempMemory(Response) 5 Temp-
Memory(Response) + TempSum

Checker 5 random
IfChecker,TempMemory(1)then
Response 5 1

Else if checker , TempMem-
ory(1)+ TempMemory(2) then
Response 5 2
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Else
Response 5 3

Give Response
For x 5 1 to 3
Memory(x) 5 Memory(x) * Am-
nesia

Get Reinforcement
If Reinforcement 5 1 then
Memory(Response)5Memory(Re-
sponse)+1

Loop

Description: At the initiation of the program,
the Memory() array is loaded from a file,
which represents the values of the reinforcers
gained to date from responses on each of the
three keys. A TempMemory() array and
a Switchiness variable also are created to cause
the subject to switch responses slightly less
than a random number generator would (to
accommodate the COD-like contingency). The
main program loop first sets a MemSum vari-
able to zero. MemSum will be used for the
denominator in calculations of probabilities
for each of the three alternative responses.
The MemSum variable is then set to the sum of
the three elements of Memory(), each raised
to an exponent equal to the Sensitivity vari-
able. Thus, if Memory(x) 5 25, and Sensitivity
5 0.5, then Memory(x)̂ Sensitivity 5 5, and
this is the value then added to MemSum.

Each of the three members of TempMem-
ory() is set equal to Memory(x)̂ Sensitivity/
MemSum (or, put differently, the relative
frequencies of reinforcers earned to date from
each of the three keys, as adjusted by
Sensitivity). Because of the presence of the
COD-like contingency, it was necessary to
reduce frequencies of switches from one key
to another, and the Switchiness variable
accomplished that goal in the following way.
The Switchiness variable (set to 0.75) is used to
multiply the TempMemory() values for the
operanda that were not just selected by the
subject. The difference between the unmodi-
fied and the modified value of that member of
TempMemory() is then added to a TempSum
variable. After the values from the two non-
repeated keys have been modified, TempSum
is added to TempMemory(Response) (i.e.,
to the response that had just been made).
As an example, imagine TempMemory() is
(0.6,0.3,0.1), and LastResponse 5 Z. In this
case, TempMemory(X) and TempMemory(Y)

are multiplied by 0.75 (giving 0.45 and 0.225,
respectively). The differences (0.6 2 0.45 5
0.15; 0.3 2 0.225 5 .075) are summed (0.15 +
0.075 5 0.225) and the sum is added to
TempMemory(Z) (0.1 + 0.225 5 0.325). The
new value for TempMemory() is thus
(0.45,0.225,0.325). This means that the subject
will have a 45% chance of selecting X, a 22.5%
chance of selecting Y, and a 32.5% chance of
selecting Z. The response is then selected from
among these alternatives by a probabilistic
process. Note that the changes in response
probabilities due to the switchiness procedure
are temporary and, over time, result in the
probabilities expected from the obtained
frequencies of reinforcers. Once the Response
is emitted, each member of Memory() is
multiplied by the Amnesia coefficient (0.985
in our experiments). Afterwards, if the Re-
sponse generated a Reward, then Memory(Re-
sponse) is increased by 1.

PSEUDOCODE FOR THE PATTERNED MATCHER

Load Memory(3)
Declare String(8) 5 1
Do
Sum 5 0
Response 5 0
For x 5 1 to 3
Sum 5 Sum + Memory(x)

Index 5 1
For x 5 1 to 2
Steps 5 round(Memory(x)/Sum)
For y 5 1 to Steps
String(Index) 5 x

Index 5 Index+1
For x 5 Index to 8
String(x) 5 3

For x 5 1 to 8
If random , 0.2 then
Give Wait

Response 5 String(x)
Give Response
For y 5 1 to 3
Memory(y) 5 Memory(y) * Am-
nesia

Get Reinforcement
If Reinforcement 5 1 then
Memory(Response)5Memory(Re-
sponse)+1

Loop

Description: The Patterned Matcher behaves
identically to the Matcher, but selects its
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responses in advance in a patterned fashion.
Because it responds in a structured way, no
additional Switchiness is used. As in the
Matcher, Memory() is loaded at the initiation
of the program. In addition, an eight-cell
String() array is declared.

The main loop of the program selects and
them emits strings of eight responses. First, it
sets Sum equal to the sum of all members of
Memory(). Then, it multiplies the relative
frequency of each member of Memory() by 8
to get Steps, the number of responses of

String() should be set to that value. Thus, the
first Steps members of String are set to 1, and
the next Steps members are set to 2, with the
rest set to 3. Thus, if the relative frequencies
are (0.5,0.25,0.25), then the first four Steps of
String() are 1, the next two are 2, and the last
two are 3, or (1,1,1,1,2,2,3,3).

The eight elements of String() are emitted
and any Rewards are collected accordingly. In
addition, there is a 0.2 probability prior to each
response that the subject will choose to Wait.
Memory() is updated with Rewards and Amnesia.

Experiment 1: Estimates of human voluntary choice (05not at all like a voluntary human; 1005exactly like a voluntary
human) for each of six actors (given by the s values of the generating algorithms).

Participant s 5 0.0 s 5 0.1 s 5 0.4 s 5 1.0 s 5 2.0 s 5 6.0

AA 10 60 15 98 87 83
AB 60 75 55 40 15 5
AC 65 80 70 85 80 30
AD 90 55 80 50 20 5
AE 20 15 50 70 60 15
AF 81 86 90 93 79 31
AG 30 10 50 80 90 20
AH 70 70 80 60 40 10
AI 37 15 72 88 2 2
AJ 79 82 85 78 75 71
AK 25 30 85 72 45 70
AL 52 53 53 77 59 53

APPENDIX 2

DATA FROM INDIVIDUAL PARTICIPANTS IN EACH OF THE EXPERIMENTS
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Experiment 3: Estimates of human voluntary choice
(05not at all like a voluntary human; 1005exactly like
a voluntary human) for three actors when participants did
not themselves play the games.

Participant s 5 0.1 s 5 1.0 s 5 2.0

CA 60 70 80
CB 90 60 50
CC 69 70 40
CD 53 82 11
CE 55 76 27
CF 22 32 20
CG 70 91 3
CH 20 80 50
CI 40 60 40
CJ 60 75 40
CK 40 70 50
CL 40 50 55

Experiment 4: Probability that each actor (given by s value) was judged to be a voluntary human rather than a computer
algorithm.

Participant s 5 0.1 s 50.4 s 5 0.6 s 5 0.8 s 5 1.0 s 5 1.2 s 5 1.4 s 5 1.6 s 5 1.9

DA 0.2 0.4 0.2 0.6 0.7 0.6 0.5 0.7 0.4
DB 0.1 0.3 0.5 0.8 0.6 0.6 0.6 0.5 0.1
DC 0.1 0.3 0.6 0.5 0.7 0.6 0.7 0.3 0.4
DD 0.4 0.6 0.7 1.0 0.6 0.5 0.3 0.2 0.0
DE 0.7 0.7 0.7 0.7 0.4 0.4 0.5 0.3 0.1
DF 0.2 0.4 0.6 0.6 0.6 0.8 0.7 0.5 0.7
DG 0.4 0.5 0.3 0.4 0.5 0.6 0.5 0.8 0.7
DH 0.3 0.4 0.3 0.4 0.7 0.4 0.7 0.6 0.6
DI 0.1 0.3 0.3 0.6 0.6 0.8 0.6 0.7 0.4
DJ 0.3 0.3 0.3 0.5 0.6 0.5 0.2 0.3 0.5
DK 0.3 0.6 0.5 0.6 0.9 0.4 0.7 0.4 0.4
DL 1.0 0.8 0.9 0.8 0.8 0.3 0.3 0.1 0.1
DM 0.8 0.7 0.5 0.7 0.6 0.7 0.3 0.4 0.3

Experiment 2: Estimates of human voluntary choice (05not at all like a voluntary human; 1005exactly like a voluntary
human) for each of five actors.

Participant Matcher Perfect Informed Imperfect Informed Complex Pattern Simple Pattern

BA 68 0 45 76 28
BB 88 1 19 25 0
BC 95 45 50 75 35
BD 90 2 80 30 10
BE 92 6 57 48 38
BF 79 62 89 5 7
BG 95 0 70 50 60
BH 88 83 75 43 8
BI 30 10 70 20 50
BJ 30 65 60 50 10
BK 100 3 4 9 10
BL 75 6 65 15 2

APPENDIX 2

(Continued)
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APPENDIX 3

INSTRUCTIONS

Experiment 1

Introduction: One of many methods used by
experimental psychologists is the psychophysical
method in which researchers and participants
work together to describe basic perceptual and
cognitive relationships. In psychophysical stud-
ies, participants are informed about the goals of
the study—there is no deception—the experi-
menter varies stimuli or events, and the
participant makes judgments concerning these.
For example, the experimenter may present
tones of different intensities and the subject
indicates, on a scale of 0 to 100, how loud the
tone sounds. In a sense, the participant serves as
a biometer — a living measuring device—and
works with the researcher towards a common
goal—in the example just given, the goal is to
describe the relationship between physical

sound intensity and psychological perception
of loudness.

You are asked to participate in a special type of
psychophysical experiment, the goal of which is
to characterize the voluntary choices made by
people when they play gambling-type games.
This is a difficult undertaking, but one of consid-
erable importance for psychological science. We
will provide you with as much information as we
can, and nothing we tell you is misleading.

We have created six different models of how
normal adults make choices. Your task is to
estimate how ‘‘human’’ each model appears to
you. To accomplish this task, you will first play
a game in which you make hundreds of
choices. You will then estimate how well each
of our models plays the same game. This is not
easy and it will take a considerable amount of
time, since it important that you get a sense of
the overall behaviors of each of our models.

The games themselves are quite simple and
do not require any previous experience or skill

APPENDIX 2

(Continued)

Experiment 5: Estimates of human voluntary choice (0 5 Not At All Human, 1 5 Certainly Human) when responses by
actors were seen to be reinforced (Group 1) versus when reinforcers were not observed (Group 2).

Mean Judgment

Group 1 - Rein Group 2 – No Rein

s 5 0.2 s 5 0.6 s 5 1.0 s 5 1.4 s 5 1.8 s 5 0.2 s 5 0.6 s 5 1.0 s 5 1.4 s 5 1.8

EA .5816 .5997 .5171 .3565 .2991 FA .6748 .6455 .4132 .4252 .3640
EB .7211 .5333 .3724 .6020 .3099 FB .5671 .6237 .5287 .2099 .0389
EC .7240 .4847 .6496 .2594 .0499 FC .6804 .8177 .7513 .3390 .2982
ED .6079 .4861 .6935 .2845 .2828 FD .8000 .5332 .4186 .3831 .7241
EE .5017 .5253 .7629 .4540 .3880 FE .8591 .6840 .5927 .2392 .0509
EF .2669 .4277 .6340 .5574 .7057 FF .3427 .8337 .6002 .7691 .9057
EG .0950 .4858 .5171 .9322 .4325 FG .6536 .6325 .5580 .3534 .1651
EH .5420 .6144 .8725 .3567 .3079 FH .4180 .2184 .7874 .4392 .9132
EI .2478 .6129 .8613 .3521 .1003 FI .6172 .4818 .4703 .3576 .0659
EJ .5974 .3403 .4616 .0498 .6543 FJ .7059 .6572 .7331 .3478 .2949
EK .6475 .4263 .5114 .5488 .4774 FK .5470 .5990 .5499 .4414 .3440
EL .3600 .1015 .6474 .5818 .1035 FL .1873 .7007 .4291 .5228 .2359
EM .4834 .3839 .5817 .4768 .7007 FM .4213 .8104 .6088 .3891 .4886
EN .8068 .4805 .6474 .3679 .2077 FN .2388 .3075 .2707 .4161 .7571
EO .3349 .2446 .3962 .7273 .8263 FO .9808 .8992 .7397 .5458 .3320
EP .1626 .2632 .4415 .1900 .7650 FP .3898 .0410 .6141 .8501 .6265
EQ .7443 .7344 .6407 .4909 .3403 FQ .6105 .7176 .3528 .3125 .0086
ER .5861 .6245 .5824 .5155 .2272 FR .3603 .7513 .5585 .4082 .6266
ES .4285 .3955 .4355 .4058 .2268 FS .5752 .6382 .4112 .1991 .1047
ET .0729 .3118 .6531 .6395 .0696 FT .6375 .2979 .3558 .4870 .2768
EU .1597 .7031 .7077 .5944 .1069 FU .7302 .4692 .6078 .3881 .6500
EV .3958 .7123 .7546 .6067 .2193 FV .4567 .5070 .3158 .1336 .1262
EW .6357 .7050 .4539 .2100 .2187 FW .6605 .6028 .2763 .3989 .3791
EX .5794 .3384 .7372 .4368 .2838 FX .2520 .2890 .5029 .7744 .8435
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with computer games. In each, repeated
choices are made among three keys on the
keyboard of the computer. As in real gambling
situations, such as slot machines and roulette
wheels, there are no hidden tricks or patterns.
However, again as in many real games, such as
card games and horse race betting, the choices
you make can influence your gains. Assume
that responses cost you something (such as
putting a coin into a slot in order to play) and
that rewards are important. Assume similarly
that each of our model players is, like you,
trying to maximize its rewards.

So that you can see your recent progress,
a ‘‘tail’’ shows you your recent responses and
rewards. It is present both when you play the
games and when the models play. This
representation may help you to assess prog-
ress, both for yourself and for the models.
Note that how well or poorly you do depends on
your choices among the 3 keys and not on the
particular location on the screen.

Play Phase: You will play six different games
over the course of the experiment. In each of
these, you will choose among the 3 keys, but
the games will differ, sometimes quite subtly.
You will first be given a chance to respond
yourself at least 500 times in order to explore
each game, but take longer if you’d like.

Observational Phase: After you’ve obtained
a good feel for the game, you will observe the
performances of six model players who are
playing the same game that you just completed.
We refer to these as Player A, Player B, etc. Each
of these ‘‘players’’ represents a different model
of choice behavior. Your task is to rate the six
players in terms of how well each represents
a normal adult human making voluntary choices
in the same game that you’ve just played.

During the observation phase, you have
control over the speed of the players’ re-
sponses, the presence of auditory feedback,
and can stop or start the progress of the player.
Also, during each observation phase, you can
go back and forth among the players and,
indeed, can return to the play phase yourself.
You are encouraged to compare the players’
performances and feel free to take notes on
the data sheet in front of each player, these to
help you make your judgments.

Judgments: After you have observed each of
the six players’ performance in a particular
game, you will be asked to judge how well the
player represents a normal, adult player who is

choosing among the three keys. Use a 0 to 100
point scale, with 0 indicating that the player
does not at all appear to be human in its
choices and 100 indicating that the player
appears to represent a human participant. Of
course, intermediate values will indicate in-
termediate levels of approximation to volun-
tary human choices. Try to spread your scores
appropriately across the six players. Indicate your
judgment by drawing a vertical line at the
appropriate place on the scale.

As you experience the six different games,
your evaluations of individual players may
change. That’s OK. Just base your judgments
as best you can on how human-like the player
appears to be across all of the games that
you’ve observed.

You will be permitted to rest between each
of the 6 games (with refreshments available). If
you get tired, you may complete the experi-
ment during an additional session. (Many
individuals take more than one session to
complete this experiment.)

Final evaluations: A final session will be run
(probably at a separate time) for you to make
final overall judgments of the adequacy of
each of the model players’ choices.

Time commitments and rewards: We anticipate
that playing and evaluating each of the players
in each of the 6 games separately will take
somewhere in the range of 2 to 4 hours of your
time. We anticipate that the final session (in
which you review all of the players in all of the
games) will take approximately one hour.

You will be paid $7.25 per hour.
At the completion of the study, you will be

invited to a debriefing session in which all
aspects of this work will be discussed. Please
know that we greatly appreciate your engage-
ment and assistance in this important work.

Experiment 2

(First paragraph same as Experiment 1.)
You are asked to participate in a special type

of psychophysical experiment, the goal of
which is to characterize the voluntary choices
made by people when they play gambling-type
games. In particular, we’d like you to evaluate
how closely each of five model ‘‘players’’
represents the behavior of a normal adult
person playing a computer game. One or
more of these models may in fact be derived
from the responses of real players whereas
others may be programmed to differ in
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a variety of ways. These latter (the false
models) may appear to be too stupid, too
smart, or differ in other subtle ways from what
you’d expect from a real person.

You will first play a game in which you make
hundreds of choices. You will then estimate
how real (like a human) each of the five model
players appears to be in the same game. This
may take a considerable amount of time, since
it important that you get a sense of the overall
behaviors of each of the models.

The games themselves are quite simple and
do not require any previous experience or skill
with computer games. In each, repeated
choices are made among three keys on the
keyboard of the computer, represented by an
icon moving in three directions. Some choices
will be rewarded with a gain of eight points
(+8). All other choices will cost one point (21).
Thus your goal is to gain as many points as
possible (and lose as few). Assume that points
are important to both you and the models.

In addition to the three choice directions,
there is a ‘‘wait and see’’ option which neither
gains nor loses points (pressing the space bar
equals wait-and-see). Your task is to assess which
of the models most closely represents the
behavior of someone who has had about the
same amount of experience with the games as
you, and for whom gaining points is very
important (perhaps equaling money won or lost).

As in real gambling situations, such as slot
machines and roulette wheels, there are no
hidden tricks or patterns in the game itself.
However, the model players may be pro-
grammed to appear more or less realistically
like a real human.

So that you can see your recent progress,
a ‘‘tail’’ shows you your recent responses and
rewards. It is present both when you play the
games and when the models play. This
representation may help you to assess prog-
ress, both for yourself and for the models.
Note that how well or poorly you do depends on
your choices among the 3 keys and spacebar and
not on the particular location on the screen.

Points earned are shown on the left side of
the screen. Again, rewards earn 8 points, non-
rewarded choices lose 1 point, and wait-and-
see costs nothing and earns nothing.

Play Phase: (Here and throughout the remaining
portions, the instructions were the same as Experi-
ment 1 except that they refer to the wait alternative
and to five players.)

Experiment 4

There is a common intuition that people will
know voluntary behavior when they see it. This
intuition plays out most frequently in the
context of video games, where a player is
expected to clash with virtual opponents.
Often, the quality of video games is judged in
large part by the ‘‘realism’’ of these opponents.
Similarly, many people prefer multiplayer
games because human players are, to them,
clearly distinguishable from virtual players. The
process of game design has recently reacted by
recording the behaviors of human players and
using these as a blueprint to create algorithms
for their virtual opponents.

There is, however, little research on what
people identify as being a clear indicator of
voluntary behavior. Such judgments are often
a matter of intuition, and the game industry’s
design process for virtual players is often
driven by the ‘‘feel’’ of the game. In an effort
to better understand how people arrive at their
conclusions about the ‘‘humanness’’ of a virtu-
al individual (i.e., whether the choices being
played out are the consequence of voluntary
decision making or a mechanical algorithm),
we are performing a series of studies into the
perception of voluntary choice.

In this study, we wish to establish a baseline
measure of how well viewers (such as yourself)
can discriminate a voluntary human player from
an artificial one. To this end, we brought in
a group of individuals who played a simple
gambling-type game. Their performance was
used to determine their wage (meaning that the
better they did, the more they got paid), and
thus they were all highly motivated to play in as
efficient a manner as possible. We gathered
a substantial body of data from these individu-
als, giving us recordings of gameplay that we
could play back at a later time. We also designed
a set of computer algorithms that were also able
to play the game, and used them to generate
a set of non-human gameplay records. Each of
these algorithms plays the game in different
ways, but none perfectly imitates human behav-
ior. Some differ markedly.

The game itself is best understood by means
of analogy: imagine a gambling machine
(somewhat like a slot machine) that has three
large buttons, each of which can be pressed.
Prior to each press, the player has to insert
a coin. The slot machine has a single payoff
(six times the amount paid to play). In order
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to guarantee that a machine doesn’t pay off
players too frequently or too rarely, each of the
three buttons uses separate random-number
generators to determine when to prepare
a payoff, which waits until the next time the
button is pressed to be dispensed. However,
payoff likelihoods often differ across the three
buttons, and therefore different strategies of
play are more or less effective. Thus, following
insertion of a coin, the player must decide
which button to choose and that choice is paid
off or not, depending on whether a payoff was
awaiting collection. The players must distrib-
ute their choices wisely in order to maximize
their payoff (and thus their profit).

Gameplay is represented in our game as a dot
moving on screen in one of three directions
(each being associated with one of the meta-
phorical buttons). As it moves, the dot leaves
a fading trail, which allows the player to see
a recent history of their past choices (in order
to facilitate evaluation of their current strate-
gy). When a payoff is achieved, the trail is
marked with a green dot. We will play back the
game just as it was played by our players, as a trail
indicating responses marked with dots whenev-
er payoffs were collected.

There were six different games (six different
gambling machines, as it were, each played
separately), represented as six different phases
of our experiment. Each of the different
games had different ‘‘weights,’’ or chances of
payoff associated with each of the three
buttons. Thus some choices were sometimes
more likely to be paid off than others, but
optimum strategies differed across the games.
In some games, the buttons had nearly equal
weights, whereas in other games the buttons
were heavily imbalanced toward particular
choices, giving points in those directions far
more often. The ideal strategy for each game
rewarded the player with payoffs roughly one-
fifth of the time (which would earn the
participant 120% of the cost to play).

In order to facilitate your judgments, we will
play back our recorded behaviors from all six
games at once on six different miniature play
fields (each field assigned to one of the
games). Thus, the position of any game (say,
Game A) remains fixed (say, the top-left
corner) throughout the experiment, regard-
less of the data presented. We will also play
them back at a uniform speed (considerably
faster than the original behaviors). This is

done to minimize the trivial differences
between the human players and algorithmic
players in order to make the focus of the
experiment the decision-making process itself.
Also, the behaviors shown are ‘‘late-game’’
behaviors, occurring well after the end of the
learning curve and representing the final
strategy chosen by that player or algorithm.

Your judgments in this experiment will
happen sequentially. After viewing a single
player’s six phases for a period of time, you will
be prompted to indicate whether you feel that
the individual you had just watched was one of
the humans. You will be randomly presented
with recorded playback one player at a time,
until you have made judgments about all of
them. At this time, you’ll be prompted to take
a break, and then you will begin again. The goal
is to run through this process a total of ten
times, so that your probability of identifying
each player as human (or not) can be estimated.

To restate the goal of this experiment:
attempt to decide whether the choices repre-
sented across the 6 games represent voluntary
choices made by a real human player or not.
Again, note that we programmed a variety of
different types of computer algorithms (these
were not from a real human) in a way that may
at first seem human but with careful consider-
ation may turn out to be distinguishable from
voluntary human choices. Your task is a diffi-
cult one and we ask that you pay careful
attention to all of the 6 games in coming to
your conclusions.

Experiment 5

There is a common intuition that people
will know voluntary behavior when they see it.
In this study, we wish to assess how well viewers
(such as yourself) can distinguish between real
human responses and the output of a comput-
er program. To this end, we gave several Reed
students the opportunity to sit at a computer
and earn points by responding on three keys
(the 1, 6, and 7 keys on the keyboard number
pad). Responses were sometimes rewarded
with points, other times not. Because we
wanted our participants to be highly motivat-
ed, we told them that the one who earned the
highest total points at the end of the session
would receive $20. Thus, the Reedies were
trying to gain as many points as possible.

You will watch representations of how five
participants responded. There’s a catch, howev-
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er: we’ve mixed in several computer imposters.
Your task – and we know it is a difficult one – is
to carefully watch the responses and estimate
whether the behaviors were actually generated
by a student or by a computer program.

The students responded 1000 times in each
of four phases, with breaks and refreshments
at the end of each phase. To speed up the
process, you will see only the last 500 responses
in each phase and you will be shown all four
phases simultaneously, each in a separate box
on the computer screen. We will not tell you
whether the four phases were replications or
differed from one another in any way. Also,
although the students saw points being pro-
duced by their responses, those points won’t
be displayed to you.2 We will show responses at
a uniform speed so as to minimize the trivial
differences between the students and the
computer programs.

We can tell you that, of the five participants,
at least one was a Reed student and at least one
was a computer program. And the only way to
make meaningful judgments is by carefully

looking at the responses and the points earned
(shown by green dots)3 in each of the four phases
(shown in four boxes on the screen).

After viewing responses for a period of time,
rate on the line provided on the screen the
extent to which the behaviors represent
a human as opposed to a computer program.

Once all five participants have been judged,
you’ll be invited to take a break and have some
refreshments. Then, you will judge the same
five participants again (in random order). You
should feel free to change your judgments as
you gain increasing experience but, in all
cases, watch all four phases (boxes) carefully as
you decide whether the responder is human or
a computer.

Know that the goal of this experiment is to
test our ability to write computer programs
that appear human. We aren’t testing you as
much as our understanding of human volun-
tary choice. You’ll help us most by trying your
best to distinguish the human(s) from the
computer(s). Thank you very much for par-
ticipating.

2 Bold text was seen only by the No-Rein Group. 3 Underlined text was seen only by the Rein Group.
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