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Università dell’Aquila, Italy
{marco.autili,davide.diruscio,paola.inverardi,patrizio.pelliccione,
massimo.tivoli}@univaq.it

Abstract. The way in which software systems are produced is radically changing, by increasingly promoting the (re-)use of existent software artifacts. A ﬂourishing of model-based engineering techniques has
been deﬁned for building, managing, verifying, validating and controlling
software systems. Most approaches build on the assumption that suitable
models of software artifacts exist. However, when moving from theory to
practice, a question raises up: where do models come from?
The thesis of this paper is that there is the need of explore techniques
to automatically extract models from existent software. This paper proposes a general overview of the exploring problem and shows two diﬀerent
techniques, tailored to speciﬁc domains, to automatically build models
(of diﬀerent nature) from software artifacts.

1

Introduction

In recent years a growing emphasis on the use of models emerged in the Software Engineering (SE) community. Traditionally, in the software development
process, models represent abstractions of the system under implementation and
are developed independently from the system, that is, from requirements speciﬁcation etc. This has led to the standard dichotomy between veriﬁcation and
validation of a system, being veriﬁcation related to the correspondence between
models and implemented system, whereas validation between user expectations
and the implemented system. In the literature it is often given for granted that
such models exist or that they can be easily deﬁned. However, this assumption
is far from being realistic, and one key issue is to consider how to obtain such
models.
Indeed, the system development paradigm we are facing in the future promotes
more and more the (re-)use of existent software artifacts, whose availability is
growing at a fast pace. Available software ranges from white-box software for
which source code and internal perspective is available, to black-box software for
which all we know is, e.g., a description (often informal) of the functionalities or
their published known interfaces. In any case, to foster a correct reuse with respect to a given goal, we should know the actual functional and non-functional
runtime behavior of the software being reused. This calls for the production,
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the management and the maintenance of models all along the software life time
in order to assist the system realization, its validation and evolution out of abstractions of existent software [21,23,11,6]. Unfortunately, in general, the runtime
behavior is only and can only be partially known also in terms of aggregated artifacts, like speciﬁcations of both interface and behavior (see [4,21] and references
therein). In this setting, techniques must be employed to explore the available
software, extract observations, and produce models that, according to a given
goal, abstract the actual runtime behavior with the best possible accuracy. Different elicitation techniques can then be applied to achieve a combination of
models that abstract the software under exploration from diﬀerent perspectives
and with diﬀerent costs.
In this paper we are interested in models that are automatically extracted
from existent software. They represent by deﬁnition diﬀerent observations of the
system that are consistent with the eﬀective behavior of the system itself. This
approach is comforted by an increasingly number of research contributions that
concern the elicitation of observational models from software artifacts. These
approaches range from machine learning ones to static and dynamic analysis to
running traces observations.
The common characteristics of the models resulting from the application of
diverse techniques is that they always contain the result of the corresponding
observations but in general represent an approximation of a portion of the system
itself. Such observations are deﬁned according to a goal G. Starting from a
set of observations, the problem is to deﬁne synthesis algorithms that are able
to produce a “correct” approximation of the system that is cost-eﬀective with
respect to the goal G.
The paper is organized as follows. Section 2 provides the context of the paper
by presenting a software development process of the near future, called Eagle.
Section 3 brieﬂy surveys those explore techniques that are closer to the Eagle
view. Section 4 presents a general overview of the exploring problem. In order to
show how this general overview could be applied, Sections 5 and 6 present two
instantiations of it. Speciﬁcally, Section 5 presents an exploration technique to
automatically produce behavior protocols of running Web-Services (WSs), and
Section 6 presents an explore technique to automatically produce a model of a
running Linux system. The paper concludes with ﬁnal remarks in Section 7.

2

Software Development Process of the Near Future

As ﬁrstly stated in [21] and then mentioned in [23,11,6], the software development process life cycle needs to be rethought by breaking the traditional division
among development phases, e.g., [4] and SMSCom1 . This is achieved by moving some development activities from design-time to deployment- and run-time,
hence asking for new and more eﬃcient techniques to support run-time activities.
1
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Recent approaches recognize the need to produce, manage and maintain software models all along the software life time in order to assist the realization and
validation of system adaptations while the system is in execution [21,11]. Eagle [4] builds on the model-based software production paradigm and focuses on
the inherent incompleteness of information about requirements, execution context, and existing software. This evidence promotes the use of an experimental
approach, as opposed to a creationistic one, to the production of dependable
software. In fact, software development has been so far biased towards a creationist view: a producer is the owner of the artifact, and with the right tools
she can supply any piece of information (interfaces, behaviors, contracts, etc.).
The Digital Space promotes a diﬀerent experimental view: the knowledge of a
software artifact is limited to what can be observed of it. In other words software
developers will less and less know the precise behaviour of a third party software service, nevertheless they will use it to build their own application. This
very same problem recognized in the software engineering domain [16] is faced
in many other computer science domain, e.g., exploratory search [41] and search
computing [12].
In order to face this problem and provide a producer with a supporting framework to realize software applications, we propose a process that implements a
radically new perspective (ﬁrst results might be found in [5]). Figure 1 shows a
graphical overview of this process. It builds around elicit and integrate phases,
and both of these phases embed validation activities devoted to ensure that the
produced artefacts satisfy the goal. To support dynamic evolution, these two
phases are eternally iterated by maintaining continuously the experimental view
mentioned above. In this way the produced software is continuously tuned and
adapted towards customer needs by learning from real customer usage data [33].
Elicit: given a software service S, elicitation techniques must be deﬁned to produce models as much complete as possible with respect to an opportunistic
goal G. This means that we admit models that may exhibit a high degree of
incompleteness, provided that they are accurate enough to satisfy user needs
and preferences (as modelled by G). The goal G can be speciﬁed in diﬀerent
ways depending, e.g., on the technical requirements on the software-to-be and
assumptions on its environment. In any case, for the elicit and integrate phases
to be automated, a goal G speciﬁcation is a machine-readable model achieved
by the producer through an operationalization of the needs and preferences of
the user [37]. Validation of the elicited models is embedded in the elicitation
process. That is, validation of the model against the run-time behaviour of its
corresponding explored software is achieved through experimental veriﬁcation
of what the model expresses against what the explored software actually does
at run-time. As discussed above, this process is carried on in a goal-oriented
way. Thus it is not relevant to come out with a model completely conforming to
the software run-time behaviour, rather it is suﬃcient to have a conﬁdence that
the model reﬂects the only software run-time behaviour needed for achieving the
speciﬁed goal.
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Fig. 1. Elicit and Integration activities of Eagle

Integrate: it assists the producer in creating the appropriate integration means
to compose the observed software together in order to produce an application
that satisﬁes G. Referring to Figure 1, M1 , M2 , . . . , Mn , obtained through the
elicit phase, represent models of the services to be integrated; each of these models exhibits its own degree of uncertainty uM1 , uM2 , , uMn , respectively. Multiple
models may exist for each service (e.g., behavioural, stochastic or Bayesian), each
representing a speciﬁc view of the service. Model transformation techniques can
ensure coherence and consistency among the diﬀerent views, hence providing an
adequate and systematic support to model interoperability [19]. These models
are the input of model synthesis techniques together with the goal G. Suitably
instantiating architectural patterns and styles [35] and integration patterns [42],
the output is an Integration Architecture (IA) that interrelates the elicited models together with additional integrator models as synthesized by Eagle. Integrator models, besides guaranteeing correctness of the interaction logic, e.g.,
deadlock freeness and performance system requirements, can compensate the
lack of knowledge of the composed software by also adding extra logic through
connectors, mediators and adapters [36,22,29,24], hence enhancing dependability. IA plays a crucial role in inﬂuencing the overall uncertainty degree of the
ﬁnal integrated system S, as diﬀerent IAs may result in diﬀerent uncertainty degrees for S, namely uS . Once obtained an integration architecture, code synthesis
techniques provided by Eagle generate integration code that guarantees, during the system lifetime, the speciﬁed goal under a controlled uncertainty degree.
Analogously to what is done for the explore phase, also here the validation of
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the integrated system against G is done through experimental veriﬁcation. That
is, the IA the integrated system relies on is automatically synthesized correctby-construction with respect to the speciﬁed goal.

3

Explore Techniques

The activity of constructing models from observations is a long-standing practice
in computer science. System identiﬁcation has been introduced as long ago as
1956 by Zadeh to identify the activity of building models of dynamic systems
from observed data [26]. Several methodologies have been developed in diﬀerent
areas and, in the literature, there are too many techniques to be surveyed in one
paper only.
In order to identify and discuss those techniques that are closer to the Eagle
view, which has been presented in Section 2, we can consider both the kind of
models to be elicited by means of exploration of the considered software and the
type of explore techniques we are interested on. That is, Eagle primarily focuses
on behavioural models of the software meaning that they describe the run-time
behaviour of a software entity in terms of both its functional and non-functional
characteristics. For instance, automata-based models describing the interaction
protocol that a software component performs with its environment fall in this
class of models, as well as probabilistic automata if one is interested on reasoning about, e.g., the reliability of a piece of software. Contrarily, “structural”
models such as UML Class Diagrams can clearly ease the explore phase but, for
the software integration and actual code synthesis to be fully automated, if considered in isolation, they are not of particular interest as output of the explore
phase itself. Being more interested on the elicitation of (run-time) behavioural
models and aiming at accounting also for the integration of third-party software
entities, for which very often the code and their internal characteristics are not
accessible from outside, Eagle mainly focuses on either black-box or grey-box
explore techniques. This means that the considered techniques take as input a
description of the software whose level of abstraction is far from the one of the
actual implementation code. For instance, interface descriptions such as WSDL
for web-services or execution traces obtained via logging activities are suitable
examples of input for the explore techniques considered by Eagle.
Before providing an overview of the considered techniques, we discuss the core
concepts underlying the explore phase as follows.
– Model - it represents an abstraction of the system which should be inferred
by the explore phase. In general, a model can be of diﬀerent nature, such
as the system’s (i) Software Architecture model, (ii) control ﬂow, (iii) data
ﬂow, or (iv) type structure. In [34] a model is deﬁned as “a set of statements
about a system under study”. Bézivin and Gerbé in [10] deﬁne a model as
“a simpliﬁcation of a system built with an intended goal in mind. The model
should be able to answer questions in place of the actual system”. According
to Mellor et al. [31] a model “is a coherent set of formal elements describing something (e.g., a system, bank, phone, or train) built for some purpose
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that is amenable to a particular form of analysis” such as communication
of ideas between people and machines, test cases generation, transformation
into an implementation, etc. The MDA guide [32] deﬁnes a model of a system as “a description or speciﬁcation of that system and its environment
for some certain purposes. A model is often presented as a combination of
drawings and text. The text may be in a modeling language or in a natural
language”. These formulations do not conﬂict but rather complement one
another and represent the various aspects of the fundamental philosophical
category of software. Despite these general views of the model concept, as
explained above, Eagle focuses on behavioural models (both functional and
non-functional) of the observed software.
– Observation - it represents the information that is grasped from the system in order to build a model of it. In general, observations can be built
by directly observing the system S, such as its source code or its bytecode
as usually done by, e.g., reverse engineering approaches, or by observing
the semantics of S, i.e., its executions, such as log ﬁles or performed tests
as usually done by, e.g., machine learning approaches. Moreover, observations depend on the techniques that are used to grasp information about the
observed system, e.g., white-box, grey-box, or black-box techniques. As discussed above, Eagle focuses on black-box/grey-box explore techniques and,
hence, the exploited notion of observation is the one related to observing the
semantics of the software.
– Uncertainty - a key challenge for explore techniques is the ability to assess
their goodness in terms of the degree of uncertainty of the elicited models. Informally, the notion of uncertainty is related to a measure of the gap between
what is expressed by an elicited model and what the corresponding observed
software actually does at run-time. A useful basis for empirically comparing candidate techniques has been provided in a competition to spur the
development of inference techniques for FSMs of software systems [38]. The
work in [27] presents an empirical comparative study between techniques
that infer simple automata and techniques that infer automata extended
with information about data-ﬂow. We believe that the problem of providing methods and metrics to express the uncertainty of a model with respect
to the system and the goal is of primary importance. The work in [18] can
be considered as a ﬁrst attempt in this direction. This work is applied in
a white-box component setting. As inferred system model, a three-valued
interface LTS is generated. It explicitly labels states as unknown to reﬂect
the fact that the given sequence of method invocations leads to a component state that the analysis could not mark as safe or unsafe. As far as
the use of partial behavioural models is concerned, it should be noted that
the degree of uncertainty in behavioral models may heavily aﬀect the capability of non-functional analysis techniques. Indeed non-functional (e.g.,
performance, reliability) models take most of their structure and parameters
from software behavior representation. However, this problem is not new,
and it has been mitigated by the wide experience in using (in this domain)
stochastic models suited for representing uncertainty.
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In the following, we provide an overview of some examples of explore techniques,
which are closer to the Eagle view in the sense discussed above. That is, they
are black-box/grey-box techniques able to elicit behavioural models of the software. The reader interested on white-box techniques can refer to [40,39,2] and
references therein.
Bertolino et al. [8]: StrawBerry is an approach to produce a behavior protocol of a WS starting from its WSDL. The automaton that is produced by
StrawBerry models the interaction protocol that a client has to follow in order
to correctly interact with the WS. This automaton explicitly models also the
information that has to be passed to the WS operations. StrawBerry makes
use of two phases, namely synthesis and testing. The synthesis stage is driven
by data type analysis, through which a preliminary dependencies automaton is
inferred. Once synthesized, this dependencies automaton is validated through
testing against the WS to verify conformance, and ﬁnally transformed into an
automaton deﬁning the behavior protocol. StrawBerry is a black-box and extraprocedural technique. It is black-box since it takes into account only the WSDL
of the WS. It is extra-procedural since it focuses on synthesizing a model of
the behavior that is assumed when interacting with the WS from outside, as
opposed to intra-procedural methods that synthesize a model of the implementation logic of the single WS operations. The uncertainty of the models elicited by
StrawBerry relies on testing and therefore it is subject to possible inaccuracies
especially depending on the semantics of data (method invocation parameters).
StrawBerry is detailed in Section 5.
Di Ruscio et al. [15]: Evoss is an approach to automatically produce a model
of a running Linux system. The construction of a model is automatically performed by means of proper model injectors which are able to observe the system
conﬁguration to be upgraded, and the packages involved in the considered upgrade plan, and to create the corresponding models. Information that are used
to build the model are obtained by querying the running Linux system via bash
command line tools that gather information like the installed packages, running
services, etc. The elicited model is accurate enough, meaning that the uncertainty is related to the identiﬁed level of abstraction only. Evoss is detailed in
Section 6.
Hungar et al. [20]: LearnLib is a framework to automatically construct a ﬁnite
automaton through automata learning and experimentation. Active automata
learning tries to automatically construct a ﬁnite automaton that matches the
behavior of a given target automaton on the basis of active interrogation of target systems and observation of the produced behavior. Active automata learning
originally has been conceived for language acceptors in the form of deterministic
ﬁnite automata (DFAs) (cf. Angluin’s L∗ algorithm [3]). The uncertainty of the
elicited automaton relies on the goodness of the L∗ algorithm, which performs
active automata learning. Thus, since automata learning converges by exactly
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inferring the target automaton for the considered system, the degree of uncertainty is due to the possible incompleteness of the set of data instances used to
query the running system.
Krogmann et al. [25]: The work presents a comprehensive approach for building parametrized behaviour models of existing black-box components for performance prediction. Those parameters represent three performance-inﬂuencing
factor, i.e., usage, assembly, and deployment context; this makes the models
sensitive to changing load situations, connected components, and the underlying
hardware. The approach makes use of static and dynamic analysis and searchbased approaches, namely genetic programming. These techniques take as input
monitoring data, runtime bytecode counts, and static bytecode analysis. The
inferred model is accurate although it represents an approximation of the semantics of the considered system. The uncertainty degree can be measured in
terms of a “prediction error”. It is given by the deviation between monitored
values (e.g., data/bytecode counts) and values predicted by the mathematical
expression found by the genetic search, the prediction techniques is based on.
Ghezzi et al. [17]: SPY is an approach to infer a formal speciﬁcation of stateful
black-box components that behave as data abstractions (Java classes that behave
as data containers) by observing their run-time behavior. SPY proceeds in two
main stages: ﬁrst, SPY infers a partial model of the considered Java class; second,
through graph transformation, this partial model is generalized to deal with data
values beyond the ones speciﬁed by the given instance pools. The inferred model
is partial since it models the intentional behavior of the class with respect to
only a set of instance pools provided as input, which are used to get values for
method parameters, and an upper bound on the number of states of the model.
The accuracy of the generalized model, that is the output of the SPY approach,
depends on two assumptions. First assumption: the value of method parameters
does not impact the implementation logic of the methods of a class; usually,
this is the case for classes implementing abstract data types but it is not the
case for other kind of classes. Second assumption: the behavior observed during
the partial model inference process enjoys the so called “continuity property”
(i.e., a class instance has a kind of “uniform” behavior). This property allows
the generalization of the partial model. Thus the elicited model is accurate with
respect to a ﬁxed bound on the number of states of the model to be inferred. This
means that the uncertainty of the model depends on the inherent incompleteness
of it, which is due to this ﬁxed bound. However, for Java classes that enjoy the
so-called continuity property, it is possible to ﬁnd a bound on the number of
states that allows the inference technique to produce a complete model.
Lorenzoli et al. [28]: GK-Tail is a technique to automatically generate behavioral models from (object-oriented) system execution traces. GK-Tail assumes
that execution traces are obtained by monitoring the system through message
logging frameworks. For each system method, an Extended Finite State Machine
(EFSM) is generated. It models the interaction between the components forming
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the system in terms of sequences of method invocations and data constraints on
these invocations. The correctness of these data constraints depends on the completeness of the set of monitored traces with respect to all the possible system
executions that might be inﬁnite. Furthermore, since the set of monitored traces
represents only positive samples of the system execution, this approach cannot
guarantee the complete correctness of the inferred data constraints. GK-Tail
is an intra-procedural approach since it synthesizes an intra-system interaction
model. As far as uncertainty is concerned, the more the set of given execution
traces is complete and the more the inferred model is accurate.

Berg et al. [7]: This work presents an approach for inferring state machines with
an inﬁnite state space. By observing the output that the system produces when
stimulated with selected inputs, they extend existing algorithms for regular inference (which infer ﬁnite state machines) to deal with inﬁnite-state systems.
More precisely, with the aim of fully supporting the generation of models with
data parameters, they consider a general theory for inference of inﬁnite-state
machines with input and output symbols from potentially inﬁnite domains. To
this purpose, the behavior protocol of the system is ﬁrst observed by considering
a small domain of data for the input parameters. Then, by exploiting classical
regular inference algorithms, a ﬁnite-state Mealy machine is generated to model
the behavior of the system on the small domain. Finally, the generated Mealy
machine is folded into a smaller symbolic model. This approach makes the problem of dealing with an inﬁnite state space tractable, but may suﬀer a higher
degree of model approximation. As far as uncertainty is concerned, analogously
to the work described in [20], the more the set of data instances used to query
the running system is complete and the more the inferred model is accurate.

Meinke [30]: This work describes a learning-based black-box testing approach
in which the problem of testing functional correctness is reduced to a constraint
solving problem. Functional correctness is modeled by pre- and post-conditions
that are ﬁrst-order predicate formulas. A successful black-box test is an execution of the program on a set of input values satisfying the pre-condition, which
terminates by retrieving a set of output values violating the post-condition.
Black-box functional testing is the search for successful tests with respect to the
program pre- and post-conditions. As coverage criterion the authors formulate
a convergence criterion on function approximation. The testing process is an
iterative process: at a generic testing step, if a successful test has to be still
found, the approach described in [30] exploits the input and output assignments
obtained by the previous test cases in order to build an approximation of the
system under testing and try to infer a valid input assignments that can lead
the system to produce an output either violating the post-condition or useful to
further reﬁne the system approximated model. The uncertainty of the inferred
model depends on the type of the approximation functions chosen in order to
deal with the diﬀerent data types.
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Dallmeier et al. [14]: This work presents an approach that, through a combination of systematic test case generation (by means of the TAUTOKO tool)
and typestate mining, infers models of program behavior in the form of ﬁnite
state automata describing transitions between object states. The generation of
test cases permits to cover previously unobserved behavior, and systematically
extends the execution space, and enriches the inferred behavior model. In this
sense, it can be said this approach goes in an opposite direction with respect
to the StrawBerry approach [8]. In fact, the latter ﬁrst produces a exhaustive
behavior model containing both legal and illegal interactions, and then reﬁnes it
(through testing) in order to cut the illegal interactions. By explicitly accounting for exceptional behavior, the models generated by the approach in [14] may
tend to be more close to completeness. As far as uncertainty is concerned, the
inferred models can be almost as good as manually (by the class developer)
speciﬁed models.
Summary on behavior model elicitation techniques – Table 3 summarizes the
key characteristics of the considered techniques in terms of the core concepts
discussed above for the explore phase. This summary represents the basis for
scratching, in the next section, a preliminary foundational treatment of the exploring problem.
The ﬁrst column of the table contains a reference to the considered technique.
The second column describes the domain in which the technique is used. The
column named Input (Observations) describes the input elements that are required to use the technique. For instance, in the case of StrawBerry, the input is
the WSDL description but also a running service that can be freely invoked. The
column Output (Model) represents a description of the model that is produced
by the technique. The column Observed subject describes what is observed of
the system, i.e., the system itself (S) or its semantics, for instance in terms of
its behaviour. The column named Type describes whether the technique is black
box, grey box, or white box. Finally, the Techniques used column describes the
techniques that are used to observe the system and to construct the model.
Table 1. Explore techniques overview
Domain

Bertolino
et al. [8]

Input (Ob- Output
servations) (Model)

SOAPWSDL
+
based WSs running WS

Di Ruscio Linux dis- Packages and
et al. [15] tributions running system

Obser. Type Techniques
subused
ject
Behaviour
pro- Sem. of Black Syntactic
tocol automaton S
box
analysis,
enriched
with
testing, and
method invocasynthesis
tion parameters
Model of the sys- S
Grey Text-totem conﬁguration
box
Model
(mainly
structransformatural aspects)
tion
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Hungar et “Testable” Alphabet
Finite state au- Sem. of Black
al. [20]
software
of
actions tomaton
S
box
systems
+
running
system
Krog- Monitorable Data
from
mann et al. software
monitoring +
[25] [8]
components component
bytecode
Ghezzi
al. [17]

et Java classes
implementing abstract
data types

Lorenzoli
et al. [28]

Active automata
learning and
experimentation
Parametrized
Sem. of Grey Static and
behaviour models S
box
dynamic
for performance
analysis +
prediction
genetic programming
A ﬁnite state Sem. of Black Dynamic
automaton deal- S
box
analysis +
ing with data
graph transbeyond the ones
formation
contained in the
given
instance
pool

Public
interface
of
the considered
class
+
instance
pool
for
the method
parameters
Monitorable Execution
A set of Extended Sem. of Grey
java classes traces
Finite State Ma- S
Box
chines, one for
each method in
the public interface of the class

Berg et al. “Testable” Alphabet
[7]
software
of
actions
systems
+
running
system

Meinke [30] “Testable” A functional
software
model of the
systems
system
in
terms of a
ﬁrst-order
logic
formula of preand
postconditions
+
running
system

Static analysis
of
execution
traces (obtained
via
run-time
behaviour
monitoring)
An inﬁnite state Sem. of Black An
exautomaton
S
box
tension
of
active
automata
learning for
inﬁnite state
automata
a set of successful Sem. of Black Black-box
tests
S
box
testing
+
constraints
solving
+
functional
approximation
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Dallmeier Java classes sample
exet al. [14]
ecutions
+
regression
test suites +
executable
Java classes

4

Typestate speciﬁ- Sem. of Black
cations, i.e., ﬁnite S
box
state automata
describing transitions between
object states
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Test
case
generation
+ dynamic
speciﬁcation
mining

Elicit Phase: Eliciting Models from Software Artifacts

In this section we continue the work done at the beginning of Section 3 with the
aim at identifying basic elements and functions that regulate the explore phase of
the Eagle process. As shown in Figure 2, given a system S, elicitation techniques
must be deﬁned to produce models according to a goal G and under some cost
restrictions. Thus, elicitation composed of two phases, namely observation and
construction.

Fig. 2. Elicit phase

Observation, driven by G, produces a set of observations of the system. More
speciﬁcally, the set of observations is deﬁned with the aim at extracting the
aspects of the system that are relevant according to the goal G. G is a formula
expressed in some formalism whose validity can be proven on the abstractions
of the system. This abstraction can be constructed starting from the set of
observations. Diﬀerent goals require diﬀerent kind of observations. Observations
are included in the system by construction. Observations are an abstraction of S
or of the semantics of S in terms both of output data and quantitative aspects,
e.g., response time once executed with a provided input in the execution context.
Construction, driven by G, takes as input the set of observations and produces a system model. This model contains the observed behaviors and typically
enriches them with an inference step.
In the ideal case, the objective of the explore phase is to produce models
that are correct and complete with respect to the goal G, i.e., G holds on the
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elicited model iﬀ it holds on S. This ideal situation is shown in Figure 3.(a),
where the complete inclusion of the model(s) ellipse wants to informally represent
that the “knowledge” of the system, as abstracted by the elicited model, is
correct and complete with respect to validating G. Unfortunately, in the real
case, the correctness and completeness of the models cannot be always achieved.
For instance, it may be the case that achieving a correct and complete model
implies performing (possibly) inﬁnite observations.

Fig. 3. Software artifact, observations, and model

The real situation is shown in Figure 3.(b) in which models are neither correct
nor complete. This is because the set of observations is always ﬁnite and typically
the construction phase has to infer something in order to produce the model.
For instance, let us assume that we aim at constructing a behavior model of
the system. Then, let us assume also that the observations are system traces,
e.g., observed by monitoring the system. What one aims at is to get complete
models up to a certain length of the observation (i.e., number of events observed).
However, the behavior model has to be produced to represent the functioning of
the system even while running more than the observed length. This requires an
inference phase, e.g., performed by means of a synthesis step [36], that may add
uncertainty. Obviously, the more you observe the more accurate you can be and
the more “costly” will be.
Then, according to the Eagle process presented in Section 2, elicitation has
associated a cost and is subject to uncertainty. Informally, the elicitation technique, elicitationi can be seen as a function that takes as input a system S, a
goal G, a cost c that we are willing to pay, and produces a model with associated
a degree of uncertainty, Mi,u :
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elicitationi (S, G, c) = Mi,u
As described before, the elicitationi function makes use of the observationk
and constructionj functions. The observation technique observationk takes as
input the system S, the goal G, and the cost we are willing to pay for the
observation phase, c1 , and produces a set of observations Ok under an uncertainty
uk,1 :
observationk (S, G, c1 ) = (Ok , uk,1 )
The construction technique constructionj takes as input the observations produced under an uncertainty degree (Ok , uk,1 ), the goal G, and the cost we are
willing to pay for the construction phase, c2 , and produces a model with associated a degree of uncertainty, Mi,u .
constructionj ((Ok , uk,1 ), G, c2 ) = Mi,u
Therefore:
elicitationi(S, G, c) = constructionj (observationk (S, G, c1 ), G, c2 ) = Mi,u
with the cost c = c1 + c2 .
The uncertainty of a system is typically measured with a system metric. The
metrics adopted to reason on uncertainty are diﬀerent depending on the sources
of uncertainty they refer to [5]. As discussed in [5], this calls for a tradeoﬀ between diﬀerent metrics, each associated to a speciﬁc functional or non-functional
aspect: a designer might decide to decrease the uncertainty in one direction
whereas increase the uncertainty in other directions.
Furthermore, an important aspect concerns the relationship between the goal
and the cost that we are willing to pay, which to some extent can allow us to
“control” the resulting uncertainty of the model. In this sense our notion of
explore phase can be seen as a sort of selected exploration that can make feasible the elicitation of models with an acceptable uncertainty degree whenever a
“goal-independent” exploration would fail, meaning that the elicitation problem
would be intractable. For instance, let us consider the Amazon E-commerce WS
(AEWS) as software system to be explored and let us exploit StrawBerry (see
Section 5) as explore technique without considering a speciﬁed goal. All we know
is a WSDL descrition of AEWS2 that we can use to elicit its behaviour protocol
automaton via StrawBerry. The AEWS WSDL description is made of 85 XML
Schema type deﬁnitions and 23 WSDL operation deﬁnitions3 .
In a previous case study described in [8], by using StrawBerry, we have been
able to elicit the behavior protocol automaton of the AEWS. Figure 4 shows an
2
3

http://webservices.amazon.com/AWSECommerceService/
AWSECommerceService.wsdl
We are referring to the 2009 AEWS version.
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Fig. 4. An excerpt of the AEWS behaviour protocol as elicited by a “goal-independent”
explore phase

Fig. 5. AEWS behaviour protocol as elicited by a goal-oriented explore phase

excerpt of it concerning all the “item search” and “cart management” operations
(for the sake of readability, data parameters in the operation labels are omitted).
Indeed, the entire automaton elicited by StrawBerry is made of 24 states and
288 transitions. To elicit it, StrawBerry produced 106 test cases and executed
them in 10−2 secs. for each, which means few hours of testing. Note that this
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is perfectly acceptable for oﬀ-line analysis but not usable for dynamic analysis
and, hence, for the kind of revolutionary process envisioned by Eagle.
Repeating the experiment by considering a goal speciﬁcation expressing the
fact that the Eagle user (e.g., the developer of the system to be integrated)
wishes to “develop a client for cart management only”, StrawBerry elicits the
automaton shown in Figure 5. It is made of 6 state and 21 transitions only. The
elicitation of it required the generation and execution of 105 test cases, which
means few seconds of testing.

5

StrawBerry: An Explore Technique to Produce
Behaviour Protocols from Webservices

By taking as input a syntactical description of the WS signature, expressed
by means of the WSDL notation [1], StrawBerry [8] derives in an automated
way a partial ordering relation among the invocations of the diﬀerent WSDL
operations. This partial ordering relation is represented as an automaton that we
call Behavior Protocol automaton. It models the interaction protocol that a client
has to follow in order to correctly interact with the WS. This automaton also
explicitly models the information that has to be passed to the WS operations.
StrawBerry is a black-box and extra-procedural method. It is black-box since
it takes into account only the WSDL of the WS. It is extra-procedural since it focuses on synthesizing a model of the behavior that is assumed when interacting
with the WS from outside, as opposed to intra-procedural methods that synthesize a model of the implementation logic of the single WS operations [28,40].
Figure 6 graphically represents StrawBerry as a process that is split in ﬁve main
activities that realize its observation and construction phases.
Observation: the observation phase is in turn organized in two sub-phases.
– The ﬁrst sub-phase exploits the information that is available on the webservice, i.e., its WSDL, and performs a syntactic interface analysis (i.e., data
type analysis).
By referring to Figure 6, the Dependencies Elicitation activity elicits data
dependencies between the I/O parameters of the operations deﬁned in the
WSDL. A dependency is recorded whenever the type of the output of an
operation matches with the type of the input of another operation. The
match is syntactic. The elicited set of I/O dependencies may be optimized
under some heuristics [8].
The elicited set of I/O dependencies (see the Input/Output Dependencies
artifact shown in Figure 6) is used for constructing a data-ﬂow model (see
the Saturated Dependencies Automaton Synthesis activity and the Saturated
Dependencies Automaton artifact shown in Figure 6) where each node stores
data dependencies that concern the output parameters of a speciﬁc operation and directed arcs are used to model syntactic matches between output
parameters of an operation and input parameters of another operation. This
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Fig. 6. Overview of the StrawBerry method

model is completed by applying a saturation rule. This rule adds new dependencies that model the possibility for a client to invoke a WS operation
by directly providing its input parameters.
– The second sub-phase reﬁnes this dependencies automaton by observing the
execution of the webservice. More speciﬁcally, the dependencies automaton is
validated through testing against the WS to verify conformance (see Dependencies Automaton Reﬁnement Through Testing activity shown in Figure 6).
The testing phase takes as input the SOAP messages produced by the Testcases generation activity. The latter, driven by coverage criteria, automatically derives a suite of test cases (i.e., SOAP envelop messages) for the
operations to be tested, according to the WSDL of the WS. In StrawBerry
tests are generated from the WSDL and aim at validating whether the synthesized automaton is a correct abstraction of the service implementation.
Testing is used to reﬁne the syntactic dependencies by discovering those that
are semantically wrong. By construction, the inferred set of dependencies is
syntactically correct. However, it might not be correct semantically since it
may contain false positives (e.g., a string parameter used as a generic attribute is matched with another string parameter that is a unique key). The
testing activity is organized into three steps. StrawBerry runs positive tests
in the ﬁrst step and negative tests in the second step. Positive test cases
reproduce the elicited data dependencies and are used to reject fake dependencies: if a positive test invocation returns an error answer, StrawBerry
concludes that the tested dependency does not exist. Negative test cases are
instead used to conﬁrm uncertain dependencies: StrawBerry provides in input to the sink operation a random test case of the expected type. If this test
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invocation returns an error answer, then StrawBerry concludes that the WS
was indeed expecting as input the output produced by the source operation,
and it conﬁrms the hypothesized dependency as certain. If uncertain dependencies remain after the two steps, StrawBerry resolves the uncertainty by
assuming that the hypothesized dependencies do not exist. Intuitively, this
is the safest choice, given that at the previous step the invoked operation
accepted a random input.
Construction: the construction phase consists in a synthesis stage which aims
at transforming the validated dependency automaton (a data-ﬂow model) into
an automaton deﬁning the behavior protocol (a control-ﬂow model), see the Behavior Protocol Synthesis activity in Figure 6. This automaton explicitly models
also the data that has to be passed to the WS operations. More precisely, the
states of the behavior protocol automaton are WS execution states and the transitions, labeled with operation names plus I/O data, model possible operation
invocations from the client of the WS.
Uncertainty in StrawBerry meanly consists in the lack of behavioral information in the produced behavior protocol automaton. This lack of information
can be attributed to the fact that web service interfaces are not concerned with
describing behavioral aspects and thus provide incomplete information to any
analysis approach merely focusing on interfaces. Uncertainty in StrawBerry can
be introduced both in the observation and in the construction phase.
During the observation phase the dependency automaton is constructed by
only considering syntactic correspondences and then reﬁned by means of testing.
This procedure is not exhaustive and then cannot ensure neither correctness nor
completeness. As stated in Section 4, the more you observe (i.e., more invest to
the testing phase) the more accurate you can be (i.e., reduce the uncertainty)
and the more “costly” will be.
During the construction phase the dependency automaton is transformed into
a behavior protocol. The synthesis phase takes as input the observations that
have been tested always for a ﬁnite length. Whereas, the behavior protocol automaton has to be produced to represent the functioning of the webservice even
while running more than the observed length. This calls for an inference step
that unavoidably introduces uncertainty. This uncertainty can be reduced by performing tests that validate longer sequences of operation invocations. As usual,
this increases the cost of the elicitation phase.

6

EVOSS Injection: An Explore Technique to Produce a
Model from a Running Linux System

As another example of elicitation technique, let us consider the case of Free and
Open Source Software (FOSS) systems and, in particular, the case of widely
used FOSS distributions, like Debian, Ubuntu, Fedora, and Suse. These systems
are based on the central notion of software package. Packages are assembled
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to build a speciﬁc software system. The recommended way of evolving such
systems is to use package manager tools to perform system modiﬁcations by
adding, removing, or replacing packages. However, the ability to analyze and
predict component behavior during their upgrades, e.g., installation and removal,
in FOSS systems is intrinsically diﬃcult and requires techniques, algorithms,
and methods which are both expressive and computationally feasible in order
to be used in practice. Currently, package managers are only aware of some
static aspects of packages that can inﬂuence upgrades, and at the same time
they completely ignore relevant dynamic aspects, such as potential failures of
conﬁguration scripts that are executed during upgrade deployment. Thus, it is
not surprising that an apparently innocuous package upgrade can end up with
a broken system state [13].
6.1

Overview of Evoss
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Fig. 7. Overview of the Evoss approach

The Evoss (EVolution of free and Open Source Software) approach4 [15]
enhances the prediction of upgrades in FOSS distributions. In order to make
upgrade prediction more accurate, Evoss considers both static and dynamic
aspects of upgrades. Static aspects have been modeled by enhancing the expressiveness of the representations with respect to the state of the art of package
managers, enabling the detection of a larger number of undesirable conﬁgurations, such as the breakage of ﬁne-grained dependencies among packages, currently neglected by package managers. The main dynamic aspects considered are
those related to the behavior of package conﬁguration scripts which are executed
during upgrade deployment.
4

Evoss, http://evoss.di.univaq.it, has been proposed within the FP7/2007–2013
European project Mancoosi, http://www.mancoosi.org, grant agreement n. 214898.

ModelLAND: Where Do Models Come from?

181

An overview of the Evoss approach is shown in Figure 7. It is a model-driven
engineering (MDE) approach [9], which relies on a model-based representation
of the current system conﬁguration and of all packages that are meant to be
upgraded. This enables Evoss to simulate upgrades as model transformations
before upgrade deployment. To this end, we encode ﬁne-grained conﬁguration
dependencies and abstract over maintainer scripts. This way the models capture
all the information needed to anticipate the inconsistent conﬁgurations that
current tools cannot detect, as they only rely on package metadata.
According to Figure 7, the simulation of a system upgrade is performed by the
Upgrade Simulator which takes a set of models as input: a System Conﬁguration
Model and Package Models corresponding to the packages which have to be
installed/removed/replaced. The System Conﬁguration Model describes the state
of a given system in terms of installed packages, running services, conﬁguration
ﬁles, etc. In other words, it represents a snapshot of the considered system and
maintains in a uniform and explicit way the information that is important for
simulation purposes. The Package Model provides information about all packages
involved in the upgrade, including maintainer script behavior. The output of
Upgrade Simulator is a new System Conﬁguration Model if no errors occur during
the simulation, otherwise an Incoherences Report is produced. The new System
Conﬁguration Model is queried and analyzed by the Failure Detector component.
When Failure Detector discovers inconsistencies and they are collected in the
Failure Report. The real upgrade is performed on the system only if the new
system conﬁguration model is coherent.

6.2

The Evoss Injection

The Evoss injection aims at building the system conﬁguration and package
models. By adhering to the terminology proposed in Section 4 we need proper
observation and construction functions able to create the models required for
the simulation. Such functions are presented in the next sections. In Evoss the
elicitation phase is performed by means of proper model injectors which are able
to observe the system conﬁguration to be upgraded, and the packages involved
in the considered upgrade plan, and to create the corresponding models as described in the following.
Observation: concerning the system conﬁguration, the observation is performed
by executing speciﬁc shell commands able to query the system and gather the
required information. For instance, to retrieve all the packages that are installed
in a Debian-based system, the following shell command can be executed:
dpkg --get-selections

and an output like the following is obtained:
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acl
acpi
acpi-support
acpid

install
install
install
install
...

zip
zlib1g

install
install

Other speciﬁc shell commands and ad-hoc scripts can be executed in order to
retrieve data which are not directly available in the system, like implicit dependencies among packages that occur, for instance, because of their conﬁguration
ﬁles, which are not considered in the package metadata.

Fig. 8. Sample conﬁguration model
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Concerning, the packages involved in a given upgrade plan, their models are
obtained by means of another observation function that still is based on speciﬁc
shell commands. For instance, the following command:
dpkg -s swi-prolog

retrieves all the metadata of the swi-prolog package. Additional tools are required to retrieve also the conﬁguration scripts of the package that are required
for simulation purposes.

Fig. 9. Model of a simple package named swiprolog-5.7.59

Construction: once the system and the packages involved in the upgrade plan
have been observed, the corresponding models can be created. In Evoss the creation of models has been implemented by using the Eclipse Modeling Framework
(EMF)5 . An example of a system conﬁguration model, automatically obtained
from a running system, is shown in Figure 8. The model has been created by
considering the observations which have been obtained as previously discussed.
5

Eclipse Modeling Framework: http://www.eclipse.org/emf
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Figure 9 shows a fragment of a simple package named swiprolog-5.7.59. The
model represents the ﬁles contained in the package, the dependencies with other
packages and the maintainer scripts which are executed during the upgrade. In
Evoss, maintainer scripts are expressed by means of a DSL [15] that mainly
provides macros representing recurring script fragments. According to model in
Figure 9, the post-installation script of the package swiprolog-5.7.59 consists
of four DSL statements. The statement that can aﬀect the system conﬁguration
during the package installation is the if statement. Its then block contains the
addAlternative statement that, once executed, creates a new alternative called
prolog, which points to the executable /usr/bin/swipl.
Uncertainty in Evoss is represented by the lack of information related to both
system conﬁgurations and packages. In particular, models represent abstractions
of the system to be upgraded and of the packages involved in the given upgrade
plan. The cost to be paid for obtaining such models is proportional to the amount
of information to be represented, thus to the time required to gather such information. Further details about the performance of the Evoss approach might be
found on [15].

7

Concluding Remarks

Techniques for building, managing, verifying, validating and controlling modern
software systems typically build on the assumption that suitable models of software artifacts exist. Unfortunately, in the practice this assumption turns out to
be unfounded. It emerges the need of having explore techniques to automatically
extract models from existent software. This paper proposes a general overview
of the exploring problem. This overview has been conceived by studying existing
techniques that concern the elicitation of observational models from software
artifacts. Moreover, the paper describes two diﬀerent techniques to automatically construct models by observing software artifacts. The ﬁrst technique, called
StrawBerry, makes use of testing to elicit the information that are needed to
automatically synthesize an automaton describing the behavior of a web-service.
The second technique queries a running Linux system and automatically constructs a model representing aspects of the system that enable the simulation of
system upgrades.
On the future work side, we aim at deﬁning a general theory that regulates the
exploring problem and explains relations among software artifacts, observations,
goal, and produced models.
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