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Abstract  –  While  it  used  to  be  satisfactory  that  sea r ch 

applications  used  to  look up  simple  keywords  in  the  past, 

nowadays a sea rch engine is increasingly expected to be able 

performing   sema ntic  sea rch   as  well.   This  leads   to   an 

intensified research on ontologies supporting these 

applications. Users might only have a vague idea of the exact 

keywords to the content they seek, especially when it comes to 

technical or subject-specific topics and professional expertise 

is needed. A domain-specific ontology can support the user 

suggesting  differentiated  or   alternative  keywords  for   his 

query. Nevertheless, building an ontology containing expert 

knowledge is effortful and domain experts normally do not 

have sufficient skills how to build an ontology. Therefore, it is 

desirable to make an ontology automatically build and extend 

itself from alrea dy ava ilable information, such as wiki-texts. 

We developed a text mining component which automatically 

derives an ontology from collaborative texts written by 

scientific   experts.   Our   component  is   used   in  a   sea rch 

application of an informa tion system on energy research. 
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1 Introduction 
 

The component we present in this paper is part of a 

project on energy research called “EnArgus” [1] which is 

currently under development
1
. The project’s goal is to 

build an integrated system providing information on 

German energy research projects and funding to non-

expert users, such as Parliament members, media 

representatives or the public. The information about 

projects funded by federal ministries is stored in different 

underlying databases. The system is supported by an 

energy-specific ontology which is automatically derived 

from a German Wikipedia-like text collection 

collaboratively written by energy research experts from 

universities, fellow Fraunhofer Institutes and a research 

center from the Helmholtz Association. The text collection  

serves  on  the  one  hand  as  a  basis  for  the ontology to 

be derived. On the other hand, it will be used as a 

glossary for the non-expert users. Computational linguists 

created a text mining component using natural language 

processing. The component extracts the information from 

the wikis and builds resp. extends the resulting 

ontology. The next section explains the steps of the 
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information extraction. 

 

2 Text Mining & Information Extraction 
 

The system’s text mining component uses extensive 

linguistic rules adapted to the specific wording of the energy 

domain. The framework we use for information extraction is 

called GATE (General Architecture for Text Engineering; [2, 

3]). The wiki-text collection is processed by a chain of several 

modules within GATE. Annotations are used in order to 

identify linguistic structures, such as syntax and semantics, as 

well as ontological knowledge structures such as classes, 

individuals,   labels   and   properties.   The   process   chain 

comprises the following modules: 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Figure 1. The text mining component’s chain of processing modules 

 
2.1 Tokenizer 
 

A tokenizer identifies individual tokens of the text. 

Tokens basically are single words. The tokenizer segments 

them by the spaces in between. Furthermore, tokens that are 

numbers, abbreviations and punctuation marks occurring in 

the text are recognized by the tokenizer as well. The resulting 

Token annotations contain meta information about the words. 

 
2.2 Gazetteer 
 

A Gazetteer is a look-up module which compares the 

obtained token annotations to specific lists of words. The 

Gazetteer lists contain different types of names and 

abbreviations. A matching word is labeled Lookup and 

receives  the  features  of the  respective  type  of the  list,  in 

which the matching word was found. 



 
 

 
 

2.3 Sentence Splitter 
 

The Sentence Splitter segments the text into whole 

sentences. Not every occurring full stop in the text forms a 

sentence end. Text elements such as “Mr.”, “Dr.” as well as 

other  abbreviations,  internet  and  IP  addresses needs to be 

excluded   from   the   splitting.   The   output   annotation   is 

Sentence. In a later step of the processing pipeline, the 

boundaries of subordinate clauses or extended participles and 

infinitives are detected and annotated accordingly. 
 
 

2.4 Part-of-speech Tagger 
 

The part-of-speech tagger (POS Tagger) determines the 

category of each word. It adds the feature category to the 

Token annotation and enters a value for the respective class 

(e.g.  NN  for  normal  noun).  The  POS  tagger  to  be  used 

depends on the desired strategy of tagging. There are older 

POS taggers using a rule-based tagging according to a lexicon 

and a rule set obtained from corpus work, such as the Hepple 

Tagger [4] which is derived from the Brill Tagger [5]. Newer 

approaches towards a more accurate POS tagging include 

tagging on the basis of statistics (TnT Tagger [6]) or neuronal 

networks such as Hidden Markov Models trained on large 

corpora  (Stanford  Tagger  [7], Tree Tagger  [8]). Empirical 

research shows that the latter strategy leads to a significant 

higher accuracy of the POS tags obtained, up to 97.5% [9]. 

The tagger we implemented makes use of a trained Hidden 

Markov Model which is able to assign each word both its 

category and its basic form (lemma), reduced from flexion 

morphemes for case, gender, number, etc. 
 
 

2.5 General Transducer 
 

In the next step of the process, the previous made 

annotations are  used  in  order  to  identify  syntactic  and 

semantic   information.   Linguistic   grammars   stored   in   a 

module named General Transducer contain patterns for the 

detection of nominal phrases, prepositional phrases, verb 

groups and many more syntactic structures. We use this part 

of the General Transducer module as a chunker instead of a 

complete parser module. A parser would try to calculate a 

complete parse tree which represents the syntactic structure of 

each sentence. However, the complete and sometimes rather 

complex parse trees are normally not needed. It is often 

sufficient to know the verb group and the other constituents of 

a  sentence  as  well  as  their  sequence.  Even  more,  parsing 

might  fail  because of unknown  words or ambiguity while 

chunking is more robust in this matter. Additionally, parsing 

is on the one hand highly time-consuming and on the other 

hand computationally very resource-intensive. With the 

problems of parsing in mind, we substituted the parser by a 

chunker in the first part of the General Transducer. [10]. 

 
 
 
 
 
 
 
 

 
Figure 2. Named Entity Recognition within the General Transducer 

 
Furthermore, the General Transducer performs Named 

Entity   Recognition   (NER)   on   the   Lookup   annotations 

obtained from the Gazetteer module. The name for i.e. a 

person can consist of several titles, forenames and a surname, 

although not all of these are mandatory for the mention of a 

person. For sequences like “Martin”, “Dr. King” or “Dr. 

Martin  Luther  King”  the  Gazetteer  module  provided  the 

labels  title  for  “Dr.”,  male  forename  for  “Martin”  and 

“Luther” and as surname for “King” (while “King” was 

labeled  title as well). The NER annotates these sequences 

with the label Person according to its rules  (cf. figure 2). 

Similar name labels such as Organization are produced by the 

NER as well. 

 
The  third  part  of  the  General  Transducer  module 

provides semantic information and assigns semantic roles to 

the constituents the sentences of the text consist of. The 

process of assigning semantic roles to constituents is called 

“Semantic Role Labeling” (SRL) [11]. Sometimes the term 

“thematic role” is used for “semantic role” [12] so that 

“Thematic Role Labeling” also denotes that process. The 

process of SRL links word meanings to sentence meaning by 

identifying agent-, patient-, instrument-, time-, location-, and 

other semantic roles. For example, in a sentence of active 

voice, the subject constituent, the constituent which precedes 

the verb group, receives the role Agent. In case the verb is in 

passive  voice,  Agent is the  constituent following the  verb 

group.  The  hint  for  the  SRL  lies  in  the  word  order.  In 

contrast, syntactic and lexical information together often are 

needed to decide whether there is temporal or spatial 

information  in  a  sentence. For  example,  a  prepositional 

phrase that starts with the preposition “in” normally opens a 

constituent that will be labeled Location as in “in a power 

plant” or a Point in time as in “in 9.8 seconds”. Gazetteer lists 

are used to annotate whether a prepositional phrase most 

probably contains temporal or spatial information. These lists 

include trigger words, e.g. “minute” or “December” for 

temporal  information,  or  words like “area”  or “space”  for 

spatial information. After classifying constituents as temporal, 

spatial or suchlike, SRL refines that classification by dividing 

the temporal constituents into start time constituents (a trigger 

word would e.g. be “from”), end time constituent (“until”) or 

point in time constituent (“on”). In the same way, SRL sub- 

classifies spatial constituents as location (“at”), direction (“to- 

wards”), origin (“from”) or destination (“to”) and so on. 

 
As the text mining process runs unsupervised, the texts 

to be processed need to adhere to some requirements which 

will be explained in the following section. 



3 The Wiki-Texts 
 

Within the scope of the EnArgus project, the experts 

from the energy research domain were assigned to create a 

Wikipedia-like collection of domain-specific texts in German. 

The text collection is thought to be processed automatically 

by  the  aforementioned  information  extraction  component. 

The  extracted  information  will subsequently be used  by a 

module building an ontology out of the text collection. The 

procedures of this module will be described in paragraph IV. 
 
 

3.1 Restrictions 
 

Not any free text can serve to extent an ontology. In 

addition to the requirements of information mentioned in the 

next section, there must be several restrictions to the wording 

and the syntax used. First of all, the wording should be easy, 

since the part-of-speech tagger is trained on miscellaneous 

text  corpora  and  likely  fails  to  assign  the  correct  word 

category if the wording is too special. The experts therefore 

are asked to use a common-sense wording which is not too 

scientific and suitable both for the processing system and the 

non-expert human users. 

 
Furthermore, there should be as little information as 

possible enclosed in parentheses or quotation marks. Both of 

those can potentially occur everywhere in a sentence and 

interrupt its structure which makes it difficult for the chunker 

to detect the phrases’ boundaries appropriately. 

 
Unambiguous pronominal references are essential for 

correct  information  extraction.  Pronouns,  such  as  “it”  or 

“this”, must clearly refer to the thing they stand for. 
 
 

3.2 Structure of the texts 
 

The text collection itself will be made public for non- 

expert users, such as Parliament members, to be used as a 

glossary. Nevertheless, its priority is to serve as a resource of 

information about the energy domain for the ontology- 

building component. Each text describes a specific energy- 

related item. The texts might more or less be linked to each 

other. Although this will be helpful for the human user, the 

ontology-builder does not make use of links. 

 
For an ontology to be built out of a text’s content, the 

text must include information about how the item described 

needs to be classified in a taxonomy. This means, it must 

contain statements about the item’s respective hyponyms 

(superclasses) and hypernyms (subclasses). Optionally, the 

experts can mention individual real-world-objects as examples 

(individuals) of the abstract item they describe. Furthermore, a 

text should contain the item’s characteristic properties 

(datatype properties) and relations to other items described 

(object properties). 

4 Ontology Building 
 

In order to build an ontology, two different processes are 

required which make use of the annotations provided by the 

information extraction process. First, a preparatory module 

starts the ontology building and then an ontology builder 

completes the process by writing an OWL-file. 

 
4.1 Ontology Preparation 
 

Based   on   the   annotations   from   the   information 

extraction component, the ontology preparation module 

identifies the structures, such as super- and subclasses, 

individuals, labels, properties and relations, which will 

subsequently be used to build the ontology. 
 
 

 
 

Figure 3. Example text annotated by the ontology preparation module 
 

In a sentence like “An X is a Y”, the preparation module 

identifies Y as the superior class and X as a subclass of Y. In a 

sentence like “An X is e.g. Y”, Y is an individual instead of a 

superclass and is annotated accordingly. Word sequences like 

“referred to as Z” indicate that Z is an alternative expression 

or abbreviation and must be annotated as a label together with 

its respective reference. Moreover, the preparation module 

detects properties of individuals or whole classes.  In  the  

phrase  “porous,  water-soluble  materials”,  a class named 

“material” is identified (the reduced form is obtained by the 

part-of-speech tagger) as well as the fact that members of this 

class are able to bear the properties “porous” and “water-

soluble”. Relations to other objects, such as “part of”, are 

identified by the sentence’s verb and annotated Relation with 

meta information about the respective object. Relations 

between individuals are referred to as object properties, while 

properties of string-, integer- or boolean values are called 

datatype properties. Once the preparation is finished, the 

ontology can be built. This is done by the subsequent module 

called ontology builder. 

 
4.2 Ontology Builder 
 

The ontology builder requires the previously calculated 

information from the ontology preparation module. It uses the 

Protégé’s [13] OWL application programming interface [14] 

to create an OWL-file. The information from class annotations 

is used to generate the ontology’s taxonomy. Superclasses in 

the taxonomy can bear properties which are inherited to all 

individuals in all subclasses below that class, i.e. all materials 

can be water-soluble and porous. Fixed values like datatypes 

can be defined for these  properties, too.  Sometimes a  new 

class  may  be  identified  by  the  ontology  builder  which 



 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Figure 4. The resulting ontology built out of the example text (fig. 3) 

 

 
 

belongs just between two already existing classes. Therefore, 

the ontology builder is able to paste a new class in the so far 

built taxonomy. Individuals are attached to their respective 

classes and each individual inherits all properties from all its 

superclasses. Properties are also preconfigured with values at 

class level. This means, e.g. the property "water-soluble" is 

boolean and for a certain superclass can be set to "true". If 

there are individuals with the same name but different 

meanings, a unique ID is assigned to each individual. This 

enables homonymy and polysemy as well as ontology naming 

restrictions (names for individuals i.e. may not start with 

numbers or special characters). Figure 4 shows the resulting 

ontology from the example text above. On the left (yellow) 

pane the class hierarchy is displayed. The center (purple) pane 

indicates the individuals and the right (purple) pane refers to 

the selected individual’s properties and values as well as its 

labels. The property "mention" is introduced. It displays the 

context from which the individual, properties, values and 

labels are derived. With the described text mining component, 

a domain-specific ontology can be build for the energy 

research domain. 
 

 
 

5 Conclusion 
 

The system presented is a part of an information system 

for the energy research project EnArgus. An information 

extraction system with specific wiki texts is presented and it 

had been explained how to build a specific ontology for this 

domain. The wiki texts written by energy research experts in a 

glossary-like format serve as source for that ontology building 

process. The information extraction system recognizes 

syntactic and semantic information in the wiki texts. Then, 

two more processes follow up. The first is a preparation 

process and the second realizes the proper building. The 

resulting ready-to-use ontology is part of the EnArgus system 

that will help to discover all kinds of information about energy 

research projects. If the user of the EnArgus system is not an 

expert, she may have not the complete knowledge about all the 

concepts and technical terms used in reports on energy 

research.  The  ontology  helps  to  find appropriate  keys  for 

queries. E.g., terms (such as hypernyms or hyponyms) are 

proposed during search sessions for queries if an entered 

keyword might be imprecise. Even for experts ontology- 

based, semantic searching reduces time costs and improves 

efficiency and quality. 
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